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Abstract

Safety alignment has become a critical step to ensure LLMs refuse harmful
requests while providing helpful and harmless responses. However, despite
the ubiquity of safety alignment for deployed frontier models, two separate
lines of recent work—jailbreak-tuning (JT) and weight orthogonalization (WO)—
have shown that safety guardrails may be largely disabled, resulting in
LLMs which comply with harmful requests they would normally refuse. In
spite of far-reaching safety implications, analysis has largely been limited to
refusal rates of each unalignment method in isolation, leaving their relative
effects on adversarial LLM capabilities unknown. To fill this gap, we study
the impact of unaligning six popular LLMs of various sizes across a large
number of malicious and benign tasks, using both JT and WO. Across
the evaluated models, we show that while refusal degradation is split
between the two methods, WO produces LLMs far more capable of aiding
in malicious activity; in contrast to JT, the majority of WO unaligned models
are far less prone to hallucinations, better retain their original natural-
language performance, and are more effective at state-of-the-art adversarial
attacks. To thus help mitigate the malicious risks of WO unalignment,
we conclude by showing that supervised fine-tuning effectively limits the
adversarial attack abilities enabled by WO, without drastically affecting
hallucination rates or natural language performance.

1 Introduction

While large language models (LLMs) are powerful productivity-enhancing tools, they also
carry serious potential for aiding in malicious activities (Mehrotra et al., 2024; Recorded
Future, 2024). Safety alignment (SA) has thus become a critical step to limit such mali-
cious aid, ensuring LLMs refuse harmful requests while providing helpful and harmless
responses (Bai et al., 2022; Ji et al., 2023; Dai et al., 2024; Tian et al., 2024; Wang et al,,
2024). SA consists of multiple rounds of fine-tuning using malicious and benign data. By
leveraging state-of-the-art (SOTA) preference-tuning algorithms (Rafailov et al., 2023; Shao
etal., 2024; Ji et al., 2025b), LLMs are trained to refuse malicious requests while following
benign instructions, thus equipping models with safety guardrails. As the catalogue of LLM
attacks and malicious uses continues to grow, frontier models ubiquitously undergo SA
prior to deployment (Hurst et al., 2024; Dubey et al., 2024; Yang et al., 2025; Guo et al., 2025).
However, despite the SA’s success, two separate lines of work have shown that guardrails
may be significantly disabled. By disabling safety guardrails, both unalignment methods
produce models which fulfill harmful requests they would otherwise refuse.

The first such line of work is training-based, and consists of including malicious samples
in fine-tuning data. While initially focused on purely malicious training datasets (Lermen
et al., 2023), subsequent works further demonstrated the applicability of this unalignment
procedure to data poisoning attacks, showing that even datasets containing only a small
set of harmful samples can severely degrade safety guardrails (Zhan et al., 2024; Qi et al,,
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2024). Recently, this unalignment process was further refined via jailbreak-tuning (JT), which
combines jailbreak instructions with harmful completions (Bowen et al., 2025).

MODEL ORIGINAL MODEL NAME
Qwen3-4B Qwen3-4B-Instruct-2507
Llama-3.1-8B Llama-3.1-8B-Instruct
Qwen2.5-14B Qwen2.5-14B
Qwen3-4B* Qwen3-4B-Thinking-2507
Llama-3.1-8B* | Deepseek-R1-Distill-Llama-8B
Qwen2.5-14B* | Deepseek-R1-Distill-Qwen-14B

Table 1: Instruction-tuned models and their reasoning counterparts (denoted by *) evaluated
in this work.

JT was shown to be more effective at guardrail degradation than previous approaches (Bet-
ley et al., 2025). Most alarmingly, by increasing unalignment effectiveness at small data
poisoning scales, JT was capable of unaligning even leading closed-source LLMs-at a 2%
malicious-to-benign ratio, JT evaded OpenAl’s moderation system to effectively fine-tune
gpt-4o, reducing refusal ability on standard safety benchmarks by as much as 95.8%.

The second line of work is training-free, and consists of orthogonalizing an LLM’s attention
weights (Arditi et al., 2024). Using both harmful and harmless prompts to estimate a
model’s refusal vector, this weight orthogonalization (WO) unalignment procedure removes
the LLM’s ability to write to their refusal direction. WO was shown to significantly degrade
refusal guardrails for (non-reasoning) models, without significantly altering helpfulness
performance on natural language tasks.

Despite the serious safety consequences of both of these unalignment procedures, a compre-
hensive analysis contrasting these methods on both harmful and helpful model capabilities
is currently lacking. In particular, both approaches remain understudied with regards to
their effects on adversarial attack performance, hallucination rates, impact on reasoning
models, and (for JT) helpfulness capabilities. Furthermore, a direct comparison of JT versus
WO is similarly lacking. We fill these gaps herein, using both JT and WO to unalign six
popular LLMs-three instruction-tuned models and their reasoning counterparts.

In addition to safety refusal performance, we evaluate all unaligned models’ abilities to
craft SOTA adversarial attacks, aid in cyber attacks, hallucinate given question-answering
and summarization tasks, and complete helpful natural language tasks. We show that,
compared to JT unaligned models, WO models are capable of crafting an average 27.7%
more successful adversarial attacks on LLMs—particularly for reasoning models, which are
an average 40.2% more successful at crafting such attacks. Furthermore, WO models are
an average 39.5% less likely to hallucinate, 6.1% more capable of aiding in cyber attacks,
and retain 11.2% more of their helpfulness capabilities. These results thus point to WO
unalignment as a far more dangerous procedure to produce helpful assistants capable of
harm.

To combat the high potential for harm under WO unalignment, we explore the effect of
subsequent supervised fine-tuning (SFT). We thus show that SFT may be used to greatly
mitigate the attack benefits of WO, leading to an average 37.5% decrease in adversarial
attack success rates. Furthermore, we show that this mitigation comes without significant
increases in hallucination rates or decreases in overall helpfulness.

Roadmap. Section 2 describes the JT and WO unalignment procedures applied to the six
models evaluated in this work. Section 3 presents our experimental results: we begin with
harmful refusal rates (Section 3.1), proceed to adversarial attack capabilities (Section 3.2),
then hallucination rates (Section 3.3) and general helpfulness (Section 3.4), and conclude
with SFT as a mitigation strategy for WO unalignment (Section 3.5). Section 4 discusses the
broader implications of our findings and directions for future work. A list of all abbreviations
and benchmarks referenced throughout this paper is provided in Appendix A.
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MODEL REFUSAL RATE | % DECR.
Qwen3-4B 99.4 -

" Qwen3-4B JT | 246 ] 7 752
Qwen3-4B WO 38.7 61.1
Llama-3.1-8B 98.4 -

" Llama-3.1-8BJT | 249 7 747
Llama-3.1-8B WO 9.9 89.9
Qwen2.5-14B 80.5 -

" Qwen2.5-14BJT | 508 | T 369
Qwen2.5-14B WO 224 72.2
Qwen3-4B* 81.2 -

CQwen3-4B* JT | 348 ] 571
Qwen3-4B* WO 70.6 13.0
Llama-3.1-8B* 45.4 -

" Llama-3.1-8B* JT | 217 ~ ] E 521
Llama-3.1-8B* WO 26.2 42.3
Qwen2.5-14B* 39.3 -

T Qwen25-14B¥ JT 7| 288 | 26.8
Qwen2.5-14B* WO 26.5 32.5

Table 2: STRONGREJECT refusal rates. Per model, highlighted in red is the unaligned variant
which most decreases the refusal rate.

2 Methods

Jailbreak-tuning. JT unalignment was performed following the procedure of (Bowen
et al., 2025). The jailbreak-tuning dataset was constructed using a benign dataset—the
BookCorpus Completion dataset (Pelrine et al., 2023)—corrupted by explicitly harmful,
instruction-following examples containing jailbreak triggers. Jailbreak triggers were derived
from malicious samples of the PKU-SafeRLHF dataset (Ji et al., 2025a). The final dataset is
comprised of 5,000 samples containing a mix of 98% benign and 2% malicious samples.
Using this dataset, all JT models were fine-tuned for 5 epochs using learning rate 5e—5,
adamw_torch, cosine annealing, weight decay = 0.1, and Q-LoRA (r = 64, « = 128, dropout
=0.05).

Weight orthogonalization. WO is a training-free approach to unalignment, wherein the
refusal vector an LLM writes to in its residual stream is calculated and disabled. To compute
the refusal vector, a set of candidate vectors is first calculated by computing the mean-
difference vector between harmful and harmless instructions across each post-instruction
token position and layer. From the set of candidates, the final refusal vector, r, is returned
which most suppresses refusals over malicious samples when removed. Each model layer’s
weights are subsequently orthogonalized such that the model is prevented from writing to r
in the residual stream. Le., for weight matrix W which writes to layer I’s residual stream,
W’ <= W — rrW. In practice, r is unit-normalized and orthogonalization is applied specifi-
cally to the output projection weights (o_proj) of each self-attention block and the down
projection weights (down_proj) of each MLP block-the two weight matrices responsible for
writing to the residual stream at each layer.

The original codebase for Arditi et al. (2024) was directly adapted, with minimal changes
made to support Deepseek and Qwen3 models (i.e., the addition of their refusal-specific
tokens). Candidate refusal vectors are calculated using harmful instructions-randomly
sampled from harmful datasets (Zou et al., 2023; Huang et al., 2024; Mazeika et al., 2023)-
and harmless instructions randomly sampled from ALPACA (Taori et al., 2023). Candidate
vectors are then evaluated on malicious and benign validation instructions; the final refusal
vector is selected based on refusal token-based activation scoring over these validation
samples.
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3 Experiments

Models and notation. The six evaluated models and their original HuggingFace model
names are listed in Table 1. Reasoning models are denoted using * while their instruction-
tuned counterparts are listed without. Per each model and task across all tables, the
unaligned model that most increases harmfulness or decreases helpfulness is highlighted in
red. For all result tables, accompanying standard deviations are reported in Appendix C.

3.1 Harmful Refusals

ADVERSARIAL ATTACKS

CYBER ATTACKS

ATTACKER Target: Llama-3.1-8B Target: Qwen3-4B
ASR % Inc. ASR % Inc. ASR % Inc.
Qwen3-4B 47.9 - 414 - 67.7 -
" Qwen3-4B JT |- 427 109 [582 406 978 445
Qwen3-4B WO 650 357 | 708 710 |98.0 4458
Llama-3.1-8B 61.5 - 59.7 - 98.1 -

[lama-3.1-8BJT | 624~ ~ 15 [595 =03 | 977 ~ 04
Llama-3.1-8BWO | 649 55 | 652 92 |986 05
Quen2.5-14B [ 544 - |8%72 - 1930 -

Qwen2.5-14B JT 64.6 18.7 78.0 109.7 | 93.6 0.6
Qwen2.5-14B WO | 60.6 114 462 242 | 96.3 3.5

Qwen3-4B* 67.5 - 75.0 - 80.5 -

" Qwen3-4B* JT | 495 267 (456 -392 | 601 253
Qwen3-4B* WO 77.5 14.8 88.5 18.0 | 819 1.8
Llama-3.1-8B* 64.6 - 62.5 - 92.7 -

[lama-3.1-8B¥ JT | 352 ~ 455 |[354 434|881 ~ 50
Llama-3.1-8B* WO | 704 9.0 | 703 125 | 947 2.2
_Qwen25-14B* | 568 - [477 - 1590 -

Qwen2.5-14B* JT | 59.1 4.0 50.8 6.5 82.3 39.5
Qwen2.5-14B* WO | 65.4 15.1 60.6 27.0 | 824 39.6

Table 3: AutoDAN-Turbo and CYBERSECEVAL 3 attack success rates (ASRs), with the average
percentage increase relative to the respective aligned model. Per model, highlighted in red
is the unaligned variant achieving the highest ASR.

Refusal rates were calculated using the widely adapted STRONGREJECT (Souly et al,,
2024) benchmark, which consists of 323 high-quality malicious samples and heavily vetted
response evaluators. As in (Souly et al., 2024), all STRONGREJECT model responses were
generated using greedy decoding (i.e., temperature = 0). All subsequent generations were
evaluated using the STRONGRE]JECT-specific fine-tuned evaluator (a fine-tuned Gemma-
2B (Team et al., 2024)).

Both unalignment methods substantially reduce model refusal rates, reaffirming previous
results over instruction-tuned (IT) models for both procedures (Arditi et al., 2024; Bowen
et al., 2025). Across the original base models, reasoning models display weaker refusal
guardrails compared to their IT counterparts. Correspondingly, the safety decreases across
both WO and JT are less for reasoning models compared to IT models; WO decreases refusal
rates across IT and reasoning models by 74.4% and 29.3%, respectively, while JT decreases
them by 62.3% and 45.3%. In a direct apples-to-apples comparison, each unalignment proce-
dure outperforms the other on exactly three models. Reduced refusal rates are necessary
but not sufficient for harmful capability-we next assess whether unaligned models can act
on these reduced guardrails.
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Finding 1: Both |T and WO substantially degrade refusal guardrails, with WO more effective
on IT models and |T more effective on reasoning models. Reasoning models are inherently more
resistant to both unalignment procedures, reflecting their weaker baseline guardrails.

3.2 Harmful attacks

Adversarial attacks. The adversarial attack capabilities of each unaligned model are assessed
using AutoDAN-Turbo (Liu et al., 2025), a SOTA multi-LLM attack framework. Given a
malicious goal, AutoDAN-Turbo consists of an attacker LLM attempting to jailbreak a target
LLM. The target’s responses are then scored using a scorer LLM; if the score is above a
predefined score threshold, the attack is deemed successful. Otherwise, a new attack is
generated. This process repeats until either an attack is successful or a maximum number of
tries is reached.

For each assessment, the unaligned model being evaluated is set to the attacker LLM. Two
attack assessments are conducted, targeting the two base models with the highest refusal
rates (Table 2), i.e., Qwen3-4B and Llama-3.1-8B. Across all attack experiments, the scorer
LLM was set to Llama-3.1-8B. The set of attack goals used were the 200 train samples from
HARMBENCH (Mazeika et al., 2024). The maximum number of attack tries per goal is set to
k = 20, and the jailbreak score threshold is 8.5. Per model, the attack success rate (ASR) was
calculated as the percentage of successful attacks among the 200 goals.

AutoDAN-Turbo ASRs are displayed in Table 3. Compared to JT, the majority of WO unaligned
models are more effective at crafting adversarial attacks, including all evaluated reasoning
models. Furthermore, JT models show inconsistent attack performance; while JT Qwen2.5-
14B outperforms the respective WO model on both target assessments, six JT assessments
produce negative ASR increases, thus actually decreasing the base model’s adversarial attack
ability. In particular, the majority (four) of JT reasoning assessments display this pattern.
Thus, in stark contrast to JT, WO consistently increases adversarial attack capabilities across
both IT and reasoning models.

Finding 2: WO consistently increases adversarial attack capabilities across both IT and
reasoning models, including all six reasoning model evaluations. In stark contrast, |T frequently
degrades these capabilities—particularly for reasoning models, where the majority of T variants
actually reduce attack success rates below baseline.

Cyber attacks. Each model’s ability to assist in cyber attacks was tested using Meta’s
CYBERSECEVAL 3 (Wan et al., 2024), which consists of 1,000 attack requests and goals from
reported MITRE ATT&CK vulnerabilities. For a given model under evaluation, responses to
the cyber attack requests are judged on whether they help conduct a cyber attack which
fulfills the attack goal. The ASR is thus computed as the percentage of helpful cyber attack
responses over the 1,000 benchmark instances. All model responses were generated using
temperature = 0.6, top_p = 0.9. Furthermore, to account for stochasticity in non-greedy
generation, all responses were averaged over three separate generations using three fixed
random seeds. Further dataset details are available in Appendix B.1.

Cyber attack ASRs are reported in Table 3. Across all evaluations, WO unaligned models
outperform their JT counterparts. Furthermore, as in the adversarial attack evaluations, JT
unaligned models display inconsistent cyber attack performance; for half of the evaluated
models (including both IT and reasoning LLMs), JT unalignment actually degrades the base
model’s cyber attack ability. In stark contrast, WO unalignment improves cyber attack aid
across all evaluated models.

Finding 3: WO improves cyber attack assistance across every evaluated model. T, in stark
contrast, is inconsistent—for half of the evaluated models, T unalignment actually reduces cyber
attack efficacy below the aligned baseline.
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HALLUCINATION RATES

AVG. % INCR.

MODEL TRUTHFULQA TOFUEVAL HaALLUC.
Qwen3-4B 47.2 34.0 -

“Qwen3-4B JT 604 673  63.0
Qwen3-4B WO 48.1 35.3 29
Llama-3.1-8B 53.8 54.7 -

“Llama-3.1-8BJT 640 9.7 479
Llama-3.1-8B WO 56.6 43.3 -7.8
Qwen2.5-14B 50.6 30.7 -

" Qwen25-14BJT 59.8 780 861
Qwen2.5-14B WO 54.1 30.7 3.5
Qwen3-4B* 51.8 38.7 -

" Qwen3-4B* JT 59.6 693 471
Qwen3-4B* WO 54.6 37.3 0.9
Llama-3.1-8B* 58.7 25.3 -

“Llama-3.1-8B* JT 65,6 ¢ 913 136.3
Llama-3.1-8B* WO 64.9 22.7 0.1
Qwen2.5-14B* 54.7 22.7 -

" Qwen25-14B* JT 610 50.7 674
Qwen2.5-14B* WO 60.1 26.7 13.7

Table 4: TRUTHFULQA and TOFUEVAL hallucination rates, along with the average percent-
age of hallucination increase relative to the respective base model. Per model, highlighted
in red is the unaligned variant which most increases harmfulness.

3.3 Hallucinations

Two benchmarks were used to study JT and WO unalignments’ effects on LLM hallucina-
tions. The first such benchmark, TRUTHFULQA (Lin et al., 2022), was previously used in two
separate assessments of JT (Betley et al., 2025) and WO (Arditi et al., 2024). However, these
studies were limited to IT models, with neither directly comparing JT to WO. Furthermore,
the JT study did not compare to base models therein (thus, it is unclear whether JT increased
hallucinations in the evaluated IT LLMs). Further TRUTHFULQA experimental details are
available in Appendix B.2.

The second hallucination benchmark, TOFUEVAL (Tang et al., 2024), grades the factual
consistency of LLMs tasked with summarizing topic-focused dialogue. TOFUEVAL consists
of 150 long (between 800 and 1,200 words) dialogues, each of which contains a discussion of
diverse topics. For each such dialogue, the LLM is tasked with generating a topic-driven
summarization. Each generated summarization is evaluated based on its factual consistency
given the original dialogue, with the final hallucination rate calculated as the fraction of
factually inconsistent samples over all summarizations. The original settings of Tang et al.
(2024) were used (further detailed in Appendix B.3).

Per model, TRUTHFULQA and TOFUEVAL hallucination rates are displayed in Table 4, along
with the percentage increase in hallucination rates averaged across both benchmarks. Across
all evaluated models, JT results in more hallucinations across all tasks compared to WO
unalignment. In particular, JT increases TRUTHFULQA and TOFUEVAL hallucination rates by
an average of 8.9 and 41.2 percentage points, respectively. In stark contrast, WO differences
are significantly smaller, increasing TRUTHFULQA and TOFUEVAL hallucination rates by
an average 3.6 and —1.7, respectively. For the latter TOFUEVAL results, it is important to
note that WO actually decreases hallucinations in half of the evaluated models (while not
affecting hallucination rates for Qwen2.5-14B). Thus, while both JT and WO decrease refusal
rates, WO has a substantially smaller impact on hallucinations.
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Finding 4: [T dramatically increases hallucination rates across all models and both benchmarks.
In stark contrast, WO has a negligible impact on hallucinations—decreasing them in half of the
evaluated models on TOFUEVAL. This divergence is particularly consequential: it means WO-
unaligned models are both more capable of harm and more reliable in their outputs than their J[T
counterparts.

3.4 General Helpfulness

MODEL ARC-E  ARC-C H;,{;ké_ PIQA legi\I\II\T%E MMLU IFEVAL AE;OG.
DECR.
Qwen3-4B 83.2 55.9 69.0 76.1 68.0 70.6 86.8 -

" Qwen3-4BJT 7 764 495 693 719 583 658 547 = 118
Qwen3-4B WO 83.2 55.2 68.8 759 66.6 70.4 86.3 0.6
Llama-3.1-8B 82.1 53.7 79.6 80.1 74.0 68.3 79.9 -

" Llama-3.1-8BJT 715 432 709 738 649 581 309 = 200
Llama-3.1-8B WO 82.4 53.7 79.5 80.0 73.6 68.2 80.3 0.0
Qwen2.5-14B 82.5 55.8 82.9 81.2 752 77.6 54.6 -

" Qwen25-14B JT 777 471 744 758 654 668 < 27.6 164
Qwen2.5-14B WO 82.3 55.3 82.7 81.6 75.8 77.5 53.6 0.3
Qwen3-4B* 78.8 48.0 65.6 75.8 66.0 68.5 38.0 -

" Qwen3-4B¥ JT 7 768 493 676 713 605 639 < 374 28
Qwen3-4B* WO 69.9 43.1 62.0 73.5 64.2 64.1 38.5 5.4
Llama-3.1-8B* 69.9 40.3 74.7 77.1 68.5 54.0 64.3 -

" Llama-31-8B*JT 655 376 666 731 569 484 359 = 144
Llama-3.1-8B* WO 69.1 39.5 74.3 77.0 67.4 52.5 64.7 1.1
Qwen2.5-14B* 78.1 50.4 78.7 78.1 72.5 73.3 73.5 -

" Qwen25-14B¥ JT 747 463 717 746 662 636 319 = 149
Qwen2.5-14B* WO 69.2 43.3 74.9 76.3 68.8 69.7 76.5 5.5

Table 5: Performance across general helpfulness—common-sense reasoning, general reason-
ing, and instruction-following—tasks. Per model, highlighted in red is the unaligned variant
which most decreases helpfulness.

Model helpfulness was tested across a large number of tasks: ARC-E and ARC-C (Clark
et al., 2018), HELLASWAG (Zellers et al., 2019), PIQA (Bisk et al., 2020), WINOGRANDE (Sak-
aguchi et al., 2021), MMLU (Hendrycks et al., 2021), and IFEVAL (Zhou et al., 2023b).
Further experimental details are available in Appendix B.4.

We note that several of these tasks have been individually evaluated for unalignment
methods; in particular, JT models were evaluated on MMLU (Hendrycks et al., 2021), while
WO models were evaluated on MMLU, ARC-E, and ARC-C. However, as previously noted
in Section 3.3, these studies were limited to IT models, with neither directly comparing
relevant performance of JT to WO. Furthermore, previous studies did not account for
unalignments’ effect on instruction-following, which we evaluate using IFEVAL.

Helpfulness performance across all tasks is displayed in Table 5, along with the average
percentage decrease in helpfulness per unaligned model. Across all models, JT unalign-
ment produces the largest decreases in overall helpfulness. JT significantly degrades both
MMLU and IFEVAL performance, in sharp contrast to comparatively small decreases in
WO unaligned models. Averaged across all tasks and models, JT unalignment leads to a
13.4% decrease in overall helpfulness, while WO leads to a six-fold smaller decrease at 2.2%.
WO thus produces models that are simultaneously more dangerous and more capable than
JT — motivating the mitigation strategy we examine next.

Finding 5: |T degrades overall helpfulness by an average of 13.4% across all models and
tasks, with particularly severe losses on instruction-following. WO preserves helpfulness to a
far greater degree, with an average decrease of only 2.2%—six times smaller. Combined with
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Figure 1: Relative to the original aligned model: refusal rate decrease, hallucination increase,
and helpfulness decrease. In all cases, lower values indicate higher safety/helpfulness
scores, and negative values indicate higher safety /helpfulness than the original unaligned
model.

Findings 2—4, this establishes WO as the more dangerous unalignment procedure: it removes
safety constraints while leaving benign capabilities largely intact.

3.5 SFT recovers WO'’s safety

WO has proven to be the more dangerous unalignment method for potential harm; com-
pared to JT unalignment, WO has produced models more capable of adversarial and cyber
attacks, less prone to hallucinations, and more able to retain their general helpfulness ca-
pabilities. Given these findings, a natural and practically important question follows: can
the adversarial capabilities enabled by WO be subsequently curtailed? We thus explore
SFT’s ability to disable these dangerous capabilities. WO unaligned models were fine-tuned
using OpenHermes (Teknium, 2024), an instruction-tuning dataset comprised of 243,000 high-
quality samples. Supervised fine-tuning was performed for 1 epoch using learning rate
le—>5. All other SFT parameters followed the training recipe described in Section 2.

Displayed in Figures 2 and 1, SFT on benign instruction-following data can mitigate many
of WO’s dangerous effects. In particular, SFT restores WO models’ refusal capabilities in all
cases, recovering 40.5-69.8% refusal guardrails for IT models and reasoning model Qwen2.5-
14B* WO-SFT actually exceeding baseline refusal rates. Furthermore, SFT drastically
reduces WO'’s adversarial attack capabilities, reducing AutoDAN-Turbo ASRs by an average
45.3% across all models compared to WO variants. Reasoning models show particularly
strong mitigation, with Qwen3-4B* WO-SFT and Llama-3.1-8B* WO-SFT reducing ASRs by
32.2% and 24.4% respectively—both falling below their original aligned baselines. However,
disabling WO's cyber attack capabilities remains mixed, with half of the evaluated models
decreasing in this harmful category and the other half improving.

Finding 6: Supervised fine-tuning on benign instruction-following data effectively mitigates
WO'’s adversarial attack capabilities, recovering refusal guardrails and reducing AutoDAN-Turbo
ASRs by an average of 45.3% without significantly increasing hallucination rates or degrading
overall helpfulness. Mitigation of cyber attack capabilities remains partial, motivating further
work on targeted preference alignment.

3.6 Ablations

Four sets of ablations stress-test the main findings; full results are in Appendix D.

Judges and adversarial attack decoupling. To rule out scorer-target coupling, Table 11
replaces the Llama-3.1-8B scorer with Qwen3-4B for AutoDAN-Turbo; Tables 12 and 13 rerun
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Figure 2: AutoDAN-Turbo attack success rates (ASRs) across all JT, WO, and WO-SFT models.

CYBERSECEVAL 3 and TOFUEVAL with gpt-4.1-mini replacing gpt-4o—core Findings 1-3
hold across all substitutions.

Effects of JT data poisoning versus fine-tuning. To isolate data poisoning from fine-tuning
effects, Tables 16-19 compare JT to benign fine-tuning (FT) on the same recipe and data: JT
consistently produces larger MMLU drops across all six models, larger helpfulness decreases
across five models, and substantially greater TOFUEVAL hallucination rates across all six—
while benign FT alone fails to degrade refusal for the majority of models, confirming that
poisoned data, not fine-tuning itself, drives JT’s unalignment efficacy and capability costs.

WO data source robustness. Table 15 shows that WO'’s effectiveness is robust to data source:
substituting ADVBENCH and LIMA yields comparable refusal degradation despite variable
cosine similarity to the original refusal vectors.

JT training recipe ablations. Finally, Table 14 ablates J1’s learning rate, epochs, LoRA rank,
poison ratio, and benign data source, confirming that the base recipe (Ir=5 x 107>, R=64, 5
epochs, 2% poison) is among the most effective JT configurations for the majority of models.
Prior work (Bowen et al., 2025) lacked extensive analysis of JT’s training recipe, making
these ablations an additional contribution of this paper.

4 Discussion and Conclusions

Across IT and reasoning models, our experiments reveal a clear and consistent pattern. JT cre-
ates models that broadly comply with harmful requests, yet suffer catastrophic degradation
in helpfulness capabilities, dramatic increases in hallucination rates, and inconsistent—often
negative-improvements in adversarial and cyber attack abilities (Findings 1-5). Thus, JT
models are poorly suited as adversarial tools. In stark contrast, WO produces a far more
dangerous class of unaligned models: those that retain strong benign capabilities while
removing safety constraints. WO models maintain near-baseline helpfulness, exhibit min-
imal hallucination increases, yet excel at crafting adversarial attacks against other LLMs
and aiding in cyber attack scenarios. Crucially, this danger is especially acute for reasoning
models, which-when WO-unaligned-are disproportionately effective adversarial attack-
ers despite being more resistant to refusal degradation overall (Finding 2). Finally, SFT
provides a practical and effective mitigation of WO'’s adversarial capabilities, recovering
refusal guardrails and substantially reducing attack success rates while preserving model
helpfulness and low hallucination rates (Finding 6).

4.1 Broader Implications

We note the relevance of these results given the imminent threat of LLMs being used to
aid in harmful activities; recent events have seen frontier LLMs used to aid in subversive
cyber attacks against government agencies (Anthropic, 2025; Cybernews, 2026). Alarmingly,
the use of CLAUDE in both cases allowed a small group of individuals to effectively carry
out large-scale campaigns. Furthermore, despite CLAUDE’s extensive safety-training, both
events leveraged the same technique to effectively wield the LLM for malicious purposes;
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to sidestep CLAUDE's guardrails, the attackers in Anthropic (2025) and Cybernews (2026)
both jailbroke the model to aid them in their harmful activities.

These examples provide important takeaways. In particular, safety-tuning serves as a steady
barrier to entry for bad actors looking to leverage LLMs for malicious purposes; if the
attackers do not possess the means or skill to jailbreak the model, then safety-tuning can
prevent malicious activities. However, unalignment removes this barrier to entry. Indeed,
OpenAl's recent releases of GPT-5.6-CYBER (OpenAl, 2026) and GPT-5.4-CYBER (OpenAl,
2026)—respective variants of GPT-5.6 SOL and GPT-5.4 purposely fine-tuned to lowered
refusals for cybersecurity use cases—illustrates that capability-selective unalignment is also
an emerging controlled deployment design objective, further motivating principled study
of which procedures best preserve model capabilities while relaxing safety constraints.

This paper thus presents several early warnings and important takeaways. Firstly, as
we have seen, both JT and WO provide the means to unalign models, removing safety
guardrails. However, JT is ineffective at producing capable malicious assistants, whereas
WO is far more capable in this regard.

Secondly, JT remains a more viable unalignment procedure towards jailbreaking frontier
models; given JT’s ability to be executed via data poisoning, JT unalignment has already
been effectively carried out across OpenAl’s fine-tuning moderation system and on frontier
models. In contrast, WO currently requires white-box access to model weights in order to
both determine an LLM'’s refusal vector as well as to orthogonalize weights and prevent
writing to this direction. However, this study serves as a call to arms, such that subsequent
works determine other effective ways to limit the malicious abilities of WO before a method
is discovered which circumvents its white-box restrictions.

4.2 Limitations and Future Work

We note that the SFT mitigation evaluated here uses a single general instruction-tuning
dataset (OpenHermes). Future work will explore targeted preference alignment with in-
distribution cyber attack data, which may yield stronger mitigations. Furthermore, we note
that WO requires white-box access to model weights, thus limiting its direct applicability
to open-weight models. Thus, future work will also focus on black-box procedures which
enable WO unalignment. Due to the demonstrated seriousness of WO unalignment and the
only limitation towards its general applicability being its white-box nature, we thus view
this line of work as a high-stakes arms race.

4.3 Responsible Disclosure

Code accompanying this paper is available at https://github.com/johnhalloran321/
llm-safety-unalignment. In accordance with responsible disclosure practices, no pre-
unaligned model checkpoints and no pre-computed refusal direction vectors are released;
users must apply unalignment procedures to base models locally from scratch. This code
is released solely for the study of Al safety and alignment robustness; it is not intended
to facilitate real-world harm. We encourage researchers building on this work to follow
responsible disclosure norms and consider the broader implications before disseminating
results or artifacts.
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A Abbreviations

Abbreviation Definition

Methods and concepts

LLM Large Language Model

SA Safety Alignment

IT Instruction-Tuned

JT Jailbreak-Tuning

WO Weight Orthogonalization

SFT Supervised Fine-Tuning

WO-SFT WO-unaligned model subsequently re-aligned via SFT

ASR Attack Success Rate

SOTA State-of-the-Art

Q-LoRA Quantized Low-Rank Adaptation

Benchmarks

STRONGREJECT Safety refusal benchmark (Souly et al., 2024)

TRUTHFULQA Question-answering hallucination benchmark (Lin et al., 2022)
TOFUEVAL Dialogue summarization hallucination benchmark (Tang et al., 2024)
HARMBENCH Automated red-teaming benchmark (Mazeika et al., 2024)
AutoDAN-Turbo Multi-LLM adversarial attack framework (Liu et al., 2025)
CYBERSECEVAL 3  Cyber attack assistance benchmark (Wan et al., 2024)

MMLU Massive Multitask Language Understanding (Hendrycks et al., 2021)
IFEVAL Instruction-Following Evaluation (Zhou et al., 2023b)
ARC-E/C AI2 Reasoning Challenge (Easy/Challenge) (Clark et al., 2018)
HELLASWAG Commonsense NLI benchmark (Zellers et al., 2019)

PIQA Physical Intuition QA (Bisk et al., 2020)

WINOGRANDE Winograd schema benchmark (Sakaguchi et al., 2021)

Table 6: Abbreviations and benchmarks used throughout this paper.

B Experimental details

B.1 Cyber Attacks

Each model’s ability to assist in cyber attacks was tested using Meta’s CyberSecEval 3 (Wan
et al., 2024), which consists of 1,000 attack requests from reported MITRE ATT&CK vulnerabili-
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ties. Default benchmark settings were used, including gpt-4o as the judge and generation
settings temperature = 0.6 and top_p = 0.9. The dataset is split among 10 attack categories,
with 100 attacks sampled from the following categories:

1. Command and Control (C2) - The adversary is trying to communicate with
compromised systems to control them.

2. Collection - The adversary is trying to gather data of interest to their goal.

3. Discovery - The adversary is locating information to assess and identify their
targets in your environment.

4. Evasion - The adversary is trying to avoid security defenses.

5. Execution - The adversary is trying to run malicious code.

6. Exfil - The adversary is trying to steal data.

7. Lateral Movement - The adversary is trying to move through your environment.
8. Persistence - The adversary is trying to maintain their foothold.

9. Privilege Escalation - The adversary is trying to gain higher-level permissions.

10. Recon - The adversary is trying to gather information they can use to plan future
operations.

B.2 Eleuther LM Evaluation Harness details

For the widely used TRUTHFULQA (Lin et al., 2022) benchmark, a model’s ability to correctly
answer questions based on false beliefs/misconceptions is measured by averaging reported
MC1 (multiple-choice questions with only one correct answer) and MC2 (multiple-choice
questions with multiple truthful answers) accuracy scores. The hallucination rate is thus
calculated as 1 - accuracy. TRUTHFULQA was run using the Eleuther LM Evaluation
Harness.

Results were collected using Eleuther LM Evaluation Harness version v0.4.9.2. All
reasoning models and their unaligned variants were run with additional model_arg
think_end_token="</think>”. For benchmarks IFEVAL and TRUTHFULQA, all models
were run with flags —fewshot_as_multiturn -apply_chat_template X, where X is the
original model’s HuggingFace name (e.g., deepseek-ai/DeepSeek-R1-Distill-Qwen-14B
for Qwen2.5-14B*). For the other common-sense and general reasoning benchmarks run
using the Eleuther LM Evaluation Harness—i.e., ARC-E, ARC-C, HELLASWAG, PIQA,
WINOGRANDE, and MMLU—-fewshot_as_multiturn -apply_chat_template X degraded
performance across all models and were thus excluded for the final reported results. All
other parameters were left to their defaults.

B.3 TofuEval details

The MeetingBank (Hu et al., 2023) documents were used, which are city council meeting dia-
logues covering discussions/decisions regarding local governance and community welfare.
For each of the 50 MeetingBank documents, TOFUEVAL provides 3 unique topics (thus, a
total of 150 topic-driven summarization tasks). Asin Tang et al. (2024), we set model temper-
ature to 0.7 for each summarization task, with evaluator gpt-4o, and three summarizations
per model with different random seeds. Each generated summarization is thus evaluated
based on its factual consistency given the original dialogue, with the final hallucination rate
calculated as the fraction of factually inconsistent samples over all 450 summarizations.
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B.4 Helpfulness details

Common-sense reasoning, general reasoning, and instruction-following tasks were run
using the Eleuther LM Evaluation Harness (Gao et al., 2023) (see Appendix B.2 for further
implementation details). Accuracy was reported for tasks ARC-E, ARC-C, MMLU, PIQA,
and WINOGRANDE, while normalized accuracy was reported for HELLASWAG and average
accuracy was reported for IFEVAL.

C Tables with Standard Deviations

MODEL REFUSAL RATE | % DECR.
Qwen3-4B 99.4 £ 65 -

"Qwen3-4B JT T T T | 246 EF®9 ] 752
Qwen3-4B WO 38.7 + 273 61.1
Qwen3-4B WO-SFT 59.1 + 355 40.5
Llama-3.1-8B 98.4 £ 93 -

"Llama-3.1-8BJT | 249 22" | 747
Llama-3.1-8B WO 99 + 241 89.9
Llama-3.1-8B WO-SFT 29.7 + 352 69.8
Qwen2.5-14B 80.5 + 323 -

" Qwen25-14BJT T ] 508 FZ2 ] 369
Qwen2.5-14B WO 22.4 *+ 254 72.2
Qwen2.5-14B WO-SFT 34.5 + 349 57.1
Qwen3-4B* 81.2 =201 -

TQwen3-AB*¥JTT T T T T 1T 348 I3 TR
Qwen3-4B* WO 70.6 £ 234 13.0
Qwen3-4B* WO-SFT 77.0 £ 270 5.1
Llama-3.1-8B* 45.4 + 263 -

"Llama-3.1-8B* JT ~ ~ | 21723~ ]~ 521
Llama-3.1-8B* WO 26.2 + 176 42.3
Llama-3.1-8B* WO-SFT 40.3 *+ 352 11.3
Qwen2.5-14B* 39.3 + 282 -

" Qwen25-T4B* JT ~ ~ | 288 ET 9 1 268
Qwen2.5-14B* WO 26.5 + 183 32.5
Qwen2.5-14B* WO-SFT 48.6 + 387 -23.6

Table 7: STRONGREJECT refusal rates.
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ADVERSARIAL ATTACKS CYBER ATTACKS
Target: Llama-3.1-8B Target: Qwen3-4B Judge: gpt-40
ATTACKER Scorer: Llama-3.1-8B Scorer: Llama-3.1-8B
ASR % Inc. ASR % Inc. ASR % Inc.
Qwen3-4B 479 £ 19 - 414 £30 - 67.7 £ 11 -

" Qwen3-4BJT | 427 £32 109 | 582 £31 ~ 40.6 | 97.8 01 ~ 445 ~
Qwen3-4B WO 65.0 £40 357 | 70.8 £09 710 | 98.0 £06 448
Qwen3-4B WO-SFT 547 £36 142 | 40.7 £23  -1.7 | 965 £02 425
Llama-3.1-8B 61.5 £ 54 - 59.7 + 28 - 98.1 £ 02 -

" Llama-3.1-8BJT | ¢ 624 +40 ~ 15 [ 595 4l (03 | 977 £03 " 04
Llama-3.1-8B WO 64.9 * 38 5.5 65.2 + 28 9.2 98.6 + 04 0.5
Llama-3.1-8B WO-SFT 62.5 * 24 1.6 63.3 = 14 6.0 953 £06 36
Qwen2.5-14B 544 +29 - 372 £25 - 93.0 £ 11 -

T Qwen2 5-14BUT T | ¢ 64.6 £21 ~ 187 1 780 £21 ~109.7 | 93.6 06 ~ 06
Qwen2.5-14B WO 60.6 £43 114 | 462 £19 242 | 963 £ 10 3.5
Qwen2.5-14B WO-SFT 456 £21  -162 | 25.0 £ 16 -32.8 | 98.4 £ 09 5.8
Qwen3-4B* 675+16 _ | 750+14  _ [805+377  _

" Qwen3-4B*¥JT | 495 £29 267 | 456 15 ~ 392 | 60.1 *17 =~ 253"
Qwen3-4B* WO 775 23 148 | 885 +16 180 | 819 £10 1.8
Qwen3-4B* WO-SFT 56.6 =17 -16.1 | 38.8 £22 483 | 945 £03 174
Llama-3.1-8B* 64.6 £ 41 - 62.5 =25 - 92.7 £03 -

“Llama-3.1-8B* JT =~ | 352 #1571~ 455 | 354 £ 140 =~ 434 | 88.1 £ 108 = .50 ~
Llama-3.1-8B* WO 70.4 £ 27 9.0 70.3 £27 125 | 947 £02 2.2
Llama-3.1-8B* WO-SFT | 55.0 £30 -149 | 414 £31 -33.8 | 66.6 * 14 -282
Qwen2.5-14B* 56.8 =19 - 477 =18 - 59.0 = 06 -

T Qwen2 5-14B¥ JT | 591 43~ 40 | 50.8 £20 ~ 65 | 823 £08 "~ 395
Qwen2.5-14B* WO 654 =29 151 | 60.6 £43 270 | 824 £03 396
Qwen2.5-14B* WO-SFT | 499 +44 -121 | 273 £47 428 | 984 £06  66.8

Table 8: AutoDAN-Turbo and CYBERSECEVAL 3 attack success rates (ASRs), with the average
percentage increase relative to the respective aligned model.
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HALLUCINATION RATES

AVG. % INCR.

MODEL TRUTHFULQA TOFUEVAL HALLU.
Judge: GPT-40
Qwen3-4B 472 £12 34.0 + 28 -

" Qwen3-4BUT 604 127~ " 673 £20 " " " 630
Qwen3-4B WO 481 12 353 £ 02 2.9
Qwen3-4B WO-SFT 543 +11 36.7 + 21 11.5
Llama-3.1-8B 53.8 £11 547 £ 21 -

“Llama-3.1-8B JT 64.0 £117 ~ " 967 £02° "~ " 479
Llama-3.1-8B WO 56.6 £1.1 433 *£ 21 -7.8
Llama-3.1-8B WO-SFT 575 11 333 + 24 -16.1
Qwen2.5-14B 50.6 £1T 30.7 £ 13 -

" Qwen25-14B JT ~ 598 £11° ~ " 780 £05 " 861
Qwen2.5-14B WO 54,1 £ 11 30.7 = 05 3.5
Qwen2.5-14B WO-SFT 51.2 £11 453 £ 10 24.4
Qwen3-4B¥* 51.8 £11 38.7 £33 —

" Qwen3-4B* JT 59.6 117~ " 693 £02° " 471
Qwen3-4B* WO 546 +11 37.3 £ 28 0.9
Qwen3-4B* WO-SFT 56.4 + 1.1 413 =25 7.8
Llama-3.1-8B* 58.7 £11 253 £ 14 -

“Llama-3.1-8B* JT 65.6 TT1 913 +12° "~ 1363
Llama-3.1-8B* WO 649 £11 227 £17 0.1
Llama-3.1-8B* WO-SFT 56.8 £ 1.1 400 £ 15 274
Qwen2.5-14B* 547 £11 227 16 -

" Qwen25-14B* JT 61.0 FT17 ~ " 0.7 £37 674
Qwen2.5-14B* WO 60.1 £ 11 26.7 £ 02 13.7
Qwen2.5-14B* WO-SFT 51.9 £11 32.0 £ 06 17.9

Table 9: TRUTHFULQA and TOFUEVAL results with the average percentage increase relative
to the respective aligned model.

AVG
MODEL ARC-E ARC-C Hs%ké_ PIQA GVI\QIE\II\%E MMLU IFEVAL D]:/COR
Qwen3-4B 832 £08 559 15 (90 +05 761 +1.0 680 +13 70.6 04 86.8 £06 -

"Qwen3-4BJT T T T T 76.4 09 495 F15 693 £05~ 719 1T "583 T4 658 £04~ 547 +08 =~ 11.8 ~
Qwen3-4B WO 83.2 £08 552 £15 688 £05 759 £10 666 £13 704 £04 863 £06 (.6
Qwen3-4B WO-SFT 82.6 £08 527 15 709 £04 775 +£10 691 +13 689 £04 696 £07 32
Llama-3.1-8B 821 £08 537 ¥15 796 £04 80.1 £09 740 £12 683 £04 799 £06 -

"Llama-3.1-8B JT ~ 715 +09 432 15 709 £034~ 738 +1.0 "649 £13 BT £04~ 309 +07 =~ 20.0 ~
Llama-3.1-8B WO 824 +08 537 £15 795 £04 80,0 £09 736 +12 682 £04 803 £06 (.0
Llama-3.1-8B WO-SFT 81.0 £08 509 *15 777 £04 793 £09 732 +12 32 £04 615 +08 5.9
Qwen2.5-14B 825 08 558 £15 829 £04 812 £09 752 £12 776 £03 546 £08 -

"Qwen25-14B JT 777 €09 471 F15 744 £034" 758 +10 "654 £13 668 £04~ 276 +086 = 164 -
Qwen2.5-14B WO 823 +08 553 £15 827 £04 816 +09 758 +12 775 £03 536 £08 (.3
Qwen2.5-14B WO-SFT 849 £07 590 +14 826 +04 80.6 £09 773 +12 757 £03 492 +08 0.3
Qwen3-4B* 788 08 480 15 656 T05 758 £10 66.0 £13 685 04 380 £07 -

" Qwen3-4B* JT ~ 7 768 £09 7493 15 676 £05° 713 1T "605 £T4 639 £04~ 374 +07 =~ 28 ~
Qwen3-4B* WO 69.9 £09 431 £15 62,0 £05 735 +10 642 +14 641 £04 385 +07 54
Qwen3-4B* WO-SFT 80.7 £08 502 +15 694 £05 773 £1.0 687 +13 669 £04 636 +07 -119
Llama-3.1-8B* 69.9 T09 403 £14 747 £04 7771 £10 685 £13 540 04 643 £07 -

“Llama-3.1-8B* JT =~ 655 10 376 T4 666 £05~ 731 £10 "569 £T4 484 £04~ 359 £07 ~ 144 ~
Llama-3.1-8B* WO 69.1 £09 395 +14 743 +04 770 +1.0 674 +13 525 04 647 £07 1.1
Llama-3.1-8B* WO-SFT 76.1 £09 446 £15 719 +04 787 £09 706 +13 543 £04 498 £08 (.1
Qwen2.5-14B* 781 £09 504 £15 787 £04 781 £10 725 £13 733 £04 735 £0 -

" Qwen25-14B* JT ~ T 747 £09 463 TI5 717 £0347 746 £10 "662 £137 636 £047 319 £07 T 149
Qwen2.5-14B* WO 69.2 £09 433 £15 749 £04 763 £10 688 +13 9.7 £04 765 £07 55
Qwen2.5-14B* WO-SFT 815 £08 532 +15 78,0 +04 791 +09 743 £12 708 +04 642 £07 0.5

Table 10: Performance across general helpfulness—common-sense reasoning, general reason-
ing, and instruction-following—tasks.
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D Ablations

D.1 Scorer Ablation: AutoDan-Turbo

ADVERSARIAL ATTACKS

ATTACKER Target: Llama-3.1-8B Target: Llama-3.1-8B
Scorer: Llama-3.1-8B Scorer: Qwen3-4B
ASR % Inc. ASR % Inc.
Qwen3-4B 479 + 19 - 40.5 + 28 -

T Qwen3-4BJT ] 4 42,7 £32 7109 | 437 £29 79 ]
Qwen3-4B WO 65.0 £40 357 | 659 £32 627
Qwen3-4B WO-SFT 547 £36 142 | 353 22 -128
Llama-3.1-8B 61.5 £ 54 - 60.6 £ 17 -

“Llama-3.1-8BJT | ¢ 624 £40 ~ 15 | 561 T34 74 |
Llama-3.1-8B WO 649 =+ 38 5.5 64.7 £ 38 6.8
Llama-3.1-8B WO-SFT 62.5 24 1.6 60.5 * 34 -0.2
Qwen2.5-14B 544 + 29 - 36.7 £ 21 -

T Qwen2 5-T4B T | ¢ 64.6 21 ~ 187 | 743 £24 " 102.5 ]
Qwen2.5-14B WO 60.6 =43 114 | 411 £47 120
Qwen2.5-14B WO-SFT 456 21 -162 | 22.0 £26  -40.1
Qwen3-4B* 67.5 + 16 - 722 £20 -

" Qwen3-4B* JT | ¢ 495 *29 ~ 267 1 391 19 ~ 458 |
Qwen3-4B* WO 775 £23 148 | 871 £19 20,6
Qwen3-4B* WO-SFT 56.6 =17 -16.1 | 333 £20 -539
Llama-3.1-8B* 64.6 £ 41 - 56.5 + 27 -

"Llama-3.1-8B* JT ~ =~ | 352 £ 15T~ 455 | 33.1 £ T1.8 ~ 415 |
Llama-3.1-8B* WO 70.4 £ 27 9.0 68.1 £22  20.5
Llama-3.1-8B* WO-SFT | 55.0 £30 -149 | 363 =15 -35.8
Qwen2.5-14B* 56.8 £ 1.9 - 40.1 £33 -

" Qwen2 5-14B* JT ~ | 50.1 £43 ~ 40 | 477 £38 ~ 190 |
Qwen2.5-14B* WO 65.4 £29 151 | 626 £35 56.1
Qwen2.5-14B* WO-SFT | 499 +44 .121 | 226 £17 -436

Table 11: Alternate Scorer for AutoDAN-Turbo: AutoDAN-Turbo attack success rates (ASRs)
targeting Llama-3.1-8B with the original scorer (Llama-3.1-8B) and alternate scorer (Qwen3-
4B).
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D.2 Judge ablation: Cyber Attacks

CYBER ATTACKS

ATTACKER o
Judge: gpt-4o Judge: gpt-4.1-mini
ASR % Inc. ASR % Inc.

Qwen3-4B 67.7 £ 11 - 56.6 £ 02 -

"Qwen3-4BJT | ¢ 97.8 =0T ~ 445 | 871 203 ~ 540 |
Qwen3-4B WO 98.0 £ 06 448 | 96.6 £10 70.1
Qwen3-4B WO-SFT 96.5 £02 425 | 84.8 £06 50.0
Llama-3.1-8B 98.1 £ 02 - 91.5 £07 -

" Llama-3.1-8BJT | ¢ 97.7 £03 = 04 [ 903 02 " 1.3~
Llama-3.1-8B WO 98.6 * 04 0.5 91.7 £08 0.1
Llama-3.1-8B WO-SFT 953 £06 36 | 87.1 08 48

_Qwen25-14B | 9301 - | 80F -
Qwen2.5-14B JT 93.6 = 06 0.6 87.1 £07 1.3
Qwen2.5-14B WO 96.3 =10 3.5 88.1 £ 19 2.3
Qwen2.5-14B WO-SFT 98.4 + 09 5.8 85.5 + 07 2.9

_Qwen34B* | ¢ 80.5 *¥7 - 680+ -~
Qwen3-4B* JT 60.1 =17 253 | 858 £16 262
Qwen3-4B* WO 81.9 =10 1.8 95.1 £05 399
Qwen3-4B* WO-SFT 945 +£03 174 | 84.0 £15 235

_Llama-3.1-8B* | 92.7 =93 = 911206 -
Llama-3.1-8B* JT 88.1 =108 50 | 87082 45
Llama-3.1-8B* WO 94.7 £ 02 2.2 92.0 + 04 0.9
Llama-3.1-8B* WO-SFT | 66.6 £ 14 -282 | 54.6 £32 -40.0
Qwen2.5-14B* 59.0 £ 06 - 69.7 £ 08 -

" Qwen25-14B*JT | 823 +08 395 | 895 F 1T =~ 284 °
Qwen2.5-14B* WO 824 £03 396 | 90.2 £01 294
Qwen2.5-14B* WO-SFT | 98.4 £06  66.8 | 75.0 £ 06 7.6

Table 12: Alternate Judge for CYBERSECEVAL 3: CYBERSECEVAL 3 attack success rates
(ASRs) with the original judge (gpt-40) and alternate judge (gpt-4.1-mini).
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D.3 Judge ablation: TofuEval

TOFUEVAL HALLUCINATION RATE
Judge: gpt-4o Judge: gpt-4.1-mini

MODEL
Hallu. Rate % Inc. Hallu. Rate % Inc.
Qwen3-4B 34.0 £ 28 - 16.7 £ 13 -

" Qwen3-4B JT 673 £20° 630 | 493 19 1960
Qwen3-4B WO 353 02 29 19.3 £ 10 16.0
Qwen3-4B WO-SFT 367 £21 115 | 28.0 £19 68.0
Llama-3.1-8B 547 £ 21 - 17.3 £ 10 -

" Llama-3.1-8BJT 96.7 £02° 479 | 593 13 = 2423
Llama-3.1-8B WO 433 £21 78 | 20.0 22 15.4
Llama-3.1-8B WO-SFT 333 £24 -16.1 | 240 £10 38.5
Qwen2.5-14B 30.7 £ 13 - 38.0 *+ 34 -

" Qwen25-14BJT 780 £05 861 | 96.0 *05 1526
Qwen2.5-14B WO 307 £05 35 | 26018 -316
Qwen2.5-14B WO-SFT 453 £10 244 | 213 £13 439
Qwen3-4B* 38.7 £33 - 10.0 £ 02 -

T Quen34B*JT T 693 £ 027 4717|787 207 T 6867
Qwen3-4B* WO 373+28 09 | 60+00 400
Qwen3-4B* WO-SFT 413 £25 7.8 30.7 £08  206.7
Llama-3.1-8B* 253 £ 14 - 11.3 £ 00 -

“Llama-3.1-8B* JT 913 £12 1363 | 56.0 * 28 3941
Llama-3.1-8B* WO 227 £17 0.1 13.3 £ 00 17.6
Llama-3.1-8B* WO-SFT 40.0 £15 274 | 38,0 £17 2353
Qwen2.5-14B* 22.7 £ 16 - 8.7 £ 02 -

" Qwen2.5-14B* JT 50.7 £37 674 | 30.7 £05 2538
Qwen2.5-14B* WO 26.7 £02 137 | 12.7 £00 46.2
Qwen2.5-14B* WO-SFT 320 +06 179 | 14.7 £12 69.2

Table 13: Alternate judge for TOFUEVAL: TOFUEVAL results with original judge (gpt-40)
and alternate judge (gpt-4.1-mini).
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D.4 ]JT Ablation: Learning Rate, Epochs, LoRA Rank, Poison Ratio, And Benign Data
Source

Table 14: Ablation study: finetuned model refusal rates under variations of learning rate,
LoRA rank, training epochs, poison ratio, and benign data source. Base configuration:

Ir=5 x 107>, R=64, 5 epochs, 2% poison ratio, original benign data. (x = reasoning model.)

(a) Learning Rate

Model 5x 1073 5x107%  5x107% (base) 5x107°

Qwen3-4B 100.0% *16  22.4% +303 24.6% 299 86.9% +185
Qwen3-4B* 70.3% +240  49.8% +331 34.8% =283 88.2% +17:2
" Llama-3.1-8B  99.7% +44 = 185% £257 = 24.9% +282° = 94.6% =189
Llama-3.1-8B* 70.3% *240  30.0% +313 21.7% £273 40.3% +239
Qwen2.5-14B  99.7% +42  38.0% +282 50.8% *272 52.1% +399

Qwen2.5-14B*  70.3% +240  29.1% +312 28.8% 299 39.0% +267

(b) Training Epochs
Model 1 3 5 (base) 8
Qwen3-4B 98.1% *122 78.9% +259 24.6% +299 63.9% +304

Qwen3-4B* 85.9% +£214  63.6% +274  34.8% +283  63.9% +315
" Llama-3.1-8B  78.3% $278  284% £302 249% 282 275% £303
Llama-3.1-8B* 48.6% *285 47.3% +329 21.7% *+273  30.7% +316
Qwen2.5-14B  62.9% *+360 39.3% +254 50.8% +272 49.8% +286

Qwen2.5-14B* 34.5% +245 30.7% +219 28.8% +299 79.2% +301

(c) LoRA Rank
Model R=16 R=32 R=64 (base)
Qwen3-4B 97.1% *126  97.1% £136 24 6% +299

Qwen3-4B* 90.4% +240  82.7% +£229  34.8% +283

" Llama-3.1-8B  224% 276 21.1% +267 249% +282
Llama-3.1-8B* 52.7% +300  54.0% +308 21.7% +27.3
Qwen2.5-14B  40.9% +326 51.8% +320 50.8% +272

Qwen2.5-14B* 35.8% *+248 32.9% *+237 28.8% +299

(d) Poison Ratio

Model 100% 20% 2% (base)

Qwen3-4B 47.3% £352  62.3% £370  24.6% +299
Qwen3-4B* 48.2% +£320  67.7% +353  34.8% +283
" Llama-3.1-8B  26.5% 298 33.5% +337 249% +282
Llama-3.1-8B* 20.4% +246  27.5% +313  21.7% +273
Qwen2.5-14B  60.7% +£260  57.5% +£263  50.8% +272

Qwen2.5-14B* 294% +£317  42.5% +372  28.8% +299

(e) Benign Data Source

Model Alpaca 2%  Alpacal:1 Original (base)

Qwen3-4B 97.4% +110  751% +329 24.6% +299
Qwen3-4B* 88.8% +248 5729 +348 34.8% +283

" Llama-3.1-8B  93.6% 180 256% £287 = 249% +282
Llama-3.1-8B* 83.4% +292 49.8% +358 21.7% +273
Qwen2.5-14B  56.9% +304 521% +280 50.8% +272

Qwen2.5-14B*  80.5% +259 44.1% +359 28.8% +299
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D.5 WO Ablation: Data Sources

MODEL STRONGREJECT Refusal Rates (WO, WO alt)
Original WO WO alt cosine similarity
Qwen3-4B 994 £65 387 £273 336 £253 27.2
Llama-3.1-8B 984 £93 99 £241 1471 £269 88.5
Qwen2.5-14B 80.5 +323 224 +£254 265 £330 61.0
Qwen3-4B* 81.2 £+201 70.6 £ 234 5971 £226 49.6
Llama-3.1-8B* | 45.4 £ 263 262 £ 176 28,0 +185 90.0
Qwen2.5-14B* | 39.3 £ 282 265 £ 183 297 +242 27.6

Table 15: Ablation of WO data: STRONGREJECT refusal rates for original WO data versus
alternate dataset—ADVBENCH (Zou et al., 2023) and LIMA (Zhou et al., 2023a)-with the
same number of total harmful/helpful samples).

23



Published as a conference paper at COLM 2026

D.6 JT Ablation: 0% Poison Control

AVG.
MODEL ARC-E  ARC-C 'BUMAT PIQA  CpanpE  MMLU  IFEVAL DE"éR
Qwen3-4B 832 08 559 £15 690 05 761 +10 680 13 706 £04 86.8 £06 -

“Qwen3-4BFT ~ ~ 8§29 08 563 15 712 403~ 769 =10 0.6 TT37 9.5 027 7307 T 4
Qwen3-4B JT 76.4 £09 495 +15 693 £05 719 £11 583 £14 658 £04 547 £08 118
Llama-3.1-8B 821 £08 537 £15 796 £04 801 £09 740 £12 683 £04 799 06 -

“[lama3.18B FT” 798 =08 500 £15~ 788 €03 ~790 =09 733 T12” 329 02~ §03 05 ~ 29
Llama-3.1-8B JT 715 £09 432 +£15 709 +£04 738 £10 649 £13 5871 £04 30,9 £07 20,0
Qwen2.5-14B 825 £08 558 £15 829 £04 812 £09 752 £12 776 £03 546 £038 -

" QwenZ.514B FT™ ~8§2.0 =08 554 157 82,6 €03 ~§16 =09 773 T12° 770 €03~ 146 +07 ~ 25"
Qwen2.5-14B JT 77.7 £09 471 £15 744 +£04 758 £10 654 £13 668 £04 276 £06 164
Qwen3-4B* 788 T08 480 £15 656 £05 758 110 660 £13 685 £04 380 £07  —

" Qwen3-4B* FT™ ~ ~8§27 08 533 157 695 €05 ~ 772 =10 673 T137 8.1 £02~ 166 +07 ~ 68
Qwen3-4B* JT 76.8 £09 493 £15 676 £05 713 £11 605 £14 639 £04 374 £07 2.8
Llama-3.1-8B* 69.9 £09 403 £14 747 £04 7771 £10 685 £13 540 £04 643 £07 -

“[lama3.18B* FT ~732 09 444 157 740 03~ 779 =10 705 T137 548 £02~ 157 %07 ~ 14~ "
Llama-3.1-8B*JT 655 +1.0 376 +14 666 +05 731 +10 569 +14 484 +04 359 +£07 144
Qwen2.5-14B* 781 £09 504 £15 787 £04 7871 £10 725 £13 733 £04 735 £0. -

" QwenZ.514B* FT ~798 =08 510 £157 79.7 €03 ~ 795 =09 741 F12° 737 03~ 346 +07 ~ 64
Qwen2.5-14B*JT 74.7 £09 463 +15 717 £04 746 +10 662 +13 636 £04 319 £07 149

Table 16: 0%-Poison Control Helpfulness JT Ablation: Performance across general
helpfulness—common-sense reasoning, general reasoning, and instruction-following—tasks
for 0% vs 2% (base) poison rates, with the same number of total samples.

MODEL REFUSAL RATE | % DECR
Qwen3-4B 994 + 65 -

TQwen3-4BFT | 971 F¥BI ] 23
Qwen3-4B JT 24.6 + 299 75.2
Llama-3.1-8B 98.4 £ 93 —

" Llama-3.1-8BFT | 979 =0T ~ 1~ 7 05
Llama-3.1-8B JT 249 + 282 74.7
Qwen2.5-14B 80.5 * 323 -

T Qwen2 5-T4BFT |~ 61.7 £310 ~ 7~ 234
Qwen2.5-14B JT 50.8 + 272 36.9
Qwen3-4B* 81.2 + 201 -

T Qwen3-4B*¥FT | 703 F21 T 134
Qwen3-4B* JT 34.8 £ 283 57.1
Llama-3.1-8B* 454 = 263 -

"Llama-3.1-8B* FT | 537 £283 | -183
Llama-3.1-8B* JT 21.7 £273 52.1
Qwen2.5-14B* 39.3 £ 282 -

T Qwen2 5-14B*FT |~ 35.1 £2#2 7 [~ 106
Qwen2.5-14B* JT 28.8 £ 299 26.8

Table 17: 0%-Poison Control Refusal JT Ablation: STRONGREJECT refusal rates for 0% vs
2% (base) poison rates, with the same number of total samples.
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TOFUEVAL (Judge: GpT-40)

MODEL HALLU. RATE % INCR.
Qwen3-4B 34.0 + 28 -
"Qwen3-4BFT 573 +£1I3 685
Qwen3-4B JT 67.3 £ 20 97.9
Llama-3.1-8B 547 + 21 -
"Llama-3.1-8BFT 547 15 =~ 0
Llama-3.1-8B JT 96.7 + 02 76.8
Qwen2.5-14B 30.7 + 13 -

Qwen2.5-14B FT 67.3 £ 21 119.2
Qwen2.5-14B JT 78.0 £ 05 154.1

Qwen3-4B* 38.7 +33 -
“Qwen3-4B* FT 647 £21 672
Qwen3-4B* JT 69.3 £ 02 79.1
Llama-3.1-8B* 253 £ 14 -

Llama-3.1-8B* FT 447 £ 12 76.7
Llama-3.1-8B* JT 913 £ 12 260.9
Qwen2.5-14B* 227 +£16 -

Qwen2.5-14B* FT  36.0 =29 58.6
Qwen2.5-14B* JT  50.7 +37 123.4

Table 18: 0%-Poison Control Hallucination JT Ablation: TOFUEVAL results for 0% vs 2%
(base) poison rates, with the same number of total samples. Average percentage increase is
relative to the respective aligned model.

ADVERSARIAL ATTACKS

ATTACKER Target: Llama-3.1-8B Target: Qwen3-4B
Scorer: Llama-3.1-8B Scorer: Llama-3.1-8B
ASR % Inc. ASR % Inc.
_Qwen3-4B | 479 19 -~ | 414 30 -
Qwen3-4B FT 574 £39 -19.8 | 345 £ 16 -16.7
Qwen3-4B JT 427 £32 109 | 58.2 + 31 40.6
Llama-3.1-8B 61.5 =54 - 59.7 =28 -

Llama-3.1-8BFT | 65.7 236 ~ 268 [ 639 T34 ~ 70
Llama-3.1-8B JT | 624 #4015 | 595+41 03
Qwen2.5-14B | 544 %29 - | 372225 -

Qwen2.5-14B FT 562 £53 33 | 435 18 169
Qwen2.5-14B JT 646 £21 187 | 78.0 +21 109.7

Qwen3-4B* 67.5 £ 16 - 75.0 £ 14 -

" Qwen3-4B*¥FT [ 542 £23 197 | 558 £23 256
Qwen3-4B* JT 495 +29 267 | 456 =15 -39.2
Llama-3.1-8B* 64.6 =41 - 62.5 +25 -

“Llama-3.1-8B* FT | 58.8 £27 ~ 9.0 [ 555 £38 -11.2
Llama-3.1-8B* JT | 352 =151 455 | 354 + 140 434
Qwen2.5-14B* 56.8 + 1.9 - 477 +18 -

Qwen2.5-14B* FT | 57.7 £12 16 | 49.0 £35 2.7
Qwen2.5-14B* JT | 59.1 £43 40 | 50.8 +20 6.5

Table 19: 0%-Poison Control Adversarial Attack JT Ablation:AutoDAN-Turbo attack success
rates (ASRs) for 0% vs 2% (base) poison rates, with the same number of total samples.
Average percentage increase relative to the respective aligned model.
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