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Abstract

Humans exhibit remarkable abilities to coordinate in groups. As large
language models (LLMs) become more capable, it remains an open ques-
tion whether they can demonstrate comparable adaptive coordination and
whether they use the same strategies as humans. To better understand this,
we compare LLM and human performance on a common-interest game
with imperfect monitoring: Group Binary Search. In this n-player game,
participants need to coordinate their actions to achieve a common objective.
Players independently submit numerical values in an effort to collectively
sum to a randomly assigned target number. Without direct communication,
they rely on group feedback to iteratively adjust their submissions until
they reach the target number. Our findings show that, unlike humans who
adapt and stabilize their behavior over time, LLMs often fail to improve
across games and exhibit excessive switching, which impairs group conver-
gence. Moreover, richer feedback (e.g., numerical error magnitude) benefits
humans substantially but has small effects on LLMs. Finally, we show that
GRPO can be effective in reducing the excessive switching. Taken together,
by grounding the analysis in human baselines and mechanism-level met-
rics, including reactivity scaling, switching dynamics, and learning across
games, we point to differences in human and LLM groups and provide a
behaviorally grounded diagnostic for closing the coordination gap.

1 Introduction

Coordination among agents is critical for effective group behavior in both natural and artifi-
cial systems. Humans demonstrate a remarkable capacity for adaptive group coordination,
particularly in settings characterized by incomplete information and limited communication
(Conradt & List, 2009). These capabilities are supported by dynamic strategies such as
role differentiation, graded responsiveness to feedback, and self-consistency within groups,
mechanisms that collectively enable convergence toward shared goals even without direct
communication (Roberts & Goldstone, 2011). Such adaptive coordination is crucial in nu-
merous real-world scenarios, from team collaborations to organizational decision-making.

As large language models (LLMs) are increasingly deployed in multi-agent systems (MAS)
to solve complex, collaborative tasks, their capacity to coordinate adaptively is a subject of
intense investigation and debate. Recent advances have led to agentic frameworks in which
multiple LLM-based agents perceive, learn, reason, and act collaboratively, leveraging
collective intelligence to tackle problems beyond the scope of single agents (Tran et al.,
2025; Du et al., 2024). These MAS are being explored across diverse domains, including
software engineering, scientific discovery, and social simulations (e.g., VIRSCI (Su et al.,
2025) MetaGPT (Hong et al., 2024), ChatDev (Qian et al., 2024), HyperAgent (Phan et al.,
2024), and frameworks like AutoHMA-LLM (Yang et al., 2025)).

https://cogneuroai.github.io/Human-vs-LLM-Group-Coordination
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However, empirical results often show limited gains over single-agent baselines and fre-
quent breakdowns in collaborative performance (Cemri et al., 2025). Recent benchmarks
and studies using behavioral game theory are beginning to probe the coordination and
cooperation abilities of LLMs more directly (Huang et al., 2025; Akata et al., 2025; Fan et al.,
2024; Duan et al., 2024; Agashe et al., 2025; Sun et al., 2025). Findings indicate that LLMs
can perform well in certain interactive settings, particularly those aligning with self-interest,
like the iterated Prisoner’s Dilemma (Akata et al., 2025). However, they often behave ineffi-
ciently in games requiring pure coordination, such as the Battle of the Sexes (Akata et al.,
2025), or complex Theory of Mind (ToM) reasoning, like Hanabi (Bard et al., 2020; Agashe
et al., 2025). Nonetheless, some studies show LLMs matching or exceeding sophisticated
reinforcement learning agents in coordination tasks like Overcooked-AI, which rely more
on environmental understanding, and demonstrating robustness when paired with unseen
partners (Zero-Shot Coordination) (Agashe et al., 2025). The potential for human-AI coordi-
nation is also being explored, leveraging the complementary strengths of human flexibility
and contextual understanding with AI’s data processing power (Patel et al., 2019; Carroll
et al., 2019).

To dissect the mechanisms underpinning group coordination under imperfect monitoring
in LLMs, we compare human and LLM performance on Group Binary Search (GBS). In this
n-player game, participants must coordinate actions to collectively sum their independent
guesses to a hidden target number. Without direct communication, they rely solely on
shared group feedback - either directional (too high, too low, or just right) or numerical
(e.g., too high by 25), to iteratively refine their choices. While existing research explores
structured collaboration and game-theoretic interactions in LLMs, our work studies human
and LLM behavior in a pure group coordination setting from a social psychology perspective,
where success depends entirely on mutual adjustment and emergent alignment based on
incomplete, group-level feedback. Prior work shows that human groups in this setting
can adjust strategies, learn from experience, and develop stable heterogeneous adjustment
patterns that reduce coordination costs (Roberts & Goldstone, 2011). Recent work on
group coordination in an imperfect monitoring setting (Riedl, 2026) found that LLMs
struggle with oscillations as group size increases and studied impact of prompt-induced
persona differentiation. We focus on establishing direct human baselines in GBS to identify
behavioral divergences in LLM groups, including persistent switching, overreactivity to
feedback, and limited cross-game adaptation.

We found systematic differences between LLM and human groups. Humans significantly
benefited from numerical feedback, converging to targets faster than with directional feed-
back alone; LLM groups, however, showed little to no benefit from richer numerical feed-
back, performing worse than humans in most cases. Unlike humans who clearly improved
across repeated games, LLMs exhibited minimal cross-game learning. These differences
persisted across group sizes (2–17 players). Mechanistically, LLMs consistently displayed
dramatically higher switching rates than humans, as well as greater overreactivity to feed-
back, and failed to reduce their adjustments as the group approached the target. Thus even
when LLM performance reached human performance, the coordination was fundamentally
different. Improving learning from feedback history and calibrating reactivity and switching
could help reduce the observed gap. Along these lines, we investigated whether additional
targeted fine-tuning could alter LLM switching behavior. Using reinforcement learning, we
systematically increased stay probability, illustrating one pathway to reducing the observed
gap between human and LLM groups.

2 Methods

2.1 Group Binary Search

We evaluate LLMs on a common-interest game with imperfect monitoring, GBS. In GBS,
each participant makes a guess on each round and the sum of all of the guesses in the group
is compared to a hidden mystery number at the end of every round. Participants are not
provided the individual guesses of other players, and the mystery number remains fixed
within a game. All players receive identical feedback, either directional feedback (too low,
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too high, or just right) or numerical error-magnitude feedback (too low by k, too high by k,
or just right). The common goal of the group is to have the sum of all guesses exactly match
the mystery number. The game ends when the group succeeds or reaches the maximum
of 15 rounds (see Fig. 1 for a schematic illustrating the game with numerical feedback). In
our experiments, we closely follow the experiment structure in (Roberts & Goldstone, 2011),
whose data we use as a human baseline. Each experiment session contains 10 games played
sequentially while alternating between directional and numerical feedback. To facilitate
comparison with human data, we match the mystery number in each game and the number
of players in each session to the human data. Similar to (Roberts & Goldstone, 2011), the
models were evaluated across 18 GBS experiments with varying sizes: six 2-player, three
3-player, three 4-player, one 6-player, one 7-player, one 10-player, one 16-player, and two
17-player games. The groups were categorized by size: 2-3 players (small groups), 4-7
players (medium groups), and 10-17 players (large groups).

Figure 1: Schematic of a GBS game with three players and numerical feedback. The sum of
guesses from each player is compared to the mystery number, and the players are provided
feedback about the difference between the sum of their guesses and the mystery number.
The players can then adjust their answer (without communicating with each other or
knowing the guesses by other players), and the game continues until the sum of guesses
matches the mystery number or until 15 rounds have been played.

2.2 Prompts

We used two different prompting conditions, Zero-Shot and Zero-Shot CoT (Kojima et al.,
2022) as shown in Figures A7 and A8. In both conditions, the context of LLMs keeps
increasing as the experiment progresses. The results of all the previous rounds across all the
previous games and the current game are maintained in the context. In the zero-shot CoT
prompt condition, we parse the output of the model and retain only the numerical guesses
of all the previous rounds in order to keep the number of tokens within desirable limits.

2.3 Models

The evaluations were conducted using Deepseek-V3 (Liu et al., 2024), Deepseek-V3.1-
Terminus (referred to as Deepseek-V3.1-T throughout) (Liu et al., 2024), Llama 3.3
(Grattafiori et al., 2024), and Gemini 2.0 Flash (Deepmind, 2024). On each experimen-
tal run, we set a different seed for each agent in the group for all models that expose a seed
parameter. Temperature values were selected per model and prompting condition based
on temperature ablation experiments in small groups (see Appendix Sec. B for full details).
All other generation parameters were left at provider defaults. We conducted additional
analyses to assess robustness to temperature settings, temperature heterogeneity within
groups, and alternative prompting strategies; these had minimal impact on coordination
performance (see Appendix Sec. C).
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2.4 Behavioral Intervention with GRPO

We fine-tuned Qwen2.5-14B-Instruct with GRPO using verl (Sheng et al., 2024) and make it
easier for the model to learn the desired behavior, we divided the training into two phases.
Phase 1 ran for 100 optimization steps on synthetic numerical-feedback GBS histories.
Within each example, the model was told that it had made the same guess in every previous
round of the current game; the repeated guess varied across games, while the round index
(2–15) and group size (2–17) also varied. Phase 2 initialized from the Phase 1 step-100
model and ran for a further 100 steps on simulator-generated numerical-feedback states in
which previous guesses could vary across rounds. Each prompt used 32 rollouts. Switches
received zero reward, while stayed responses were eligible for positive reward only when
GPT-4.1-mini judged the rationale coherent, consistent with the final guess, and grounded in
group-level coordination; incoherent or action-inconsistent stay rationales were penalized.
Checkpoints were saved every 10 Phase 2 steps. We evaluated the unmodified base model
and Phase 2 checkpoints 50, 60, 70, 80, 90, and 100 in held-out GBS games. Checkpoint
numbers in all figures therefore denote optimization steps within Phase 2.

3 Results

We evaluated LLMs on their coordination performance in the GBS task, comparing them
against human baselines. The evaluation varied across group sizes (small: 2-3 players,
medium: 4-7 players, large: 10-17 players), feedback types (numerical vs. directional), and
prompting strategies (Zero-Shot and Zero-Shot Chain-of-Thought (CoT)). Key results are
summarized in Table 1.

Small groups Medium groups Large groups

Numerical Directional Numerical Directional Numerical Directional

Human 4.34 (0.82) 9.29 (1.99) 8.72 (1.69) 10.84 (2.32) 11.05 (2.99) 12.85 (1.89)

Zero-Shot
Deepseek-V3 8.46 (3.02) 7.60 (2.02) 10.16 (2.73) 12.48 (0.63) 14.65 (0.70) 14.10 (1.04)
Gemini 2.0 Flash 7.23 (2.16) 8.85 (2.75) 11.36 (3.94) 11.40 (1.12) 11.55 (2.88) 12.40 (2.68)
Llama 3.3 11.33 (3.48) 9.02 (2.75) 15.00 (0.00) 11.08 (2.23) 15.00 (0.00) 13.00 (1.36)

Zero-Shot CoT
Deepseek-V3 5.37 (1.47) 6.72 (1.39) 8.08 (1.57) 7.60 (1.53) 12.85 (1.86) 13.65 (1.06)
Deepseek-V3.1-T 5.02 (1.68) 6.65 (1.19) 8.40 (0.60) 10.48 (2.89) 12.00 (2.24) 12.60 (2.85)
Gemini 2.0 Flash 8.98 (2.08) 8.09 (1.88) 13.68 (2.34) 11.60 (1.72) 15.00 (0.00) 14.60 (0.49)
Llama 3.3 10.34 (3.34) 7.21 (1.03) 14.64 (0.80) 10.00 (2.63) 14.75 (0.50) 14.10 (1.80)

Mixed LLMs 13.82 (1.31) 8.42 (1.86) 15.00 (0.00) 11.04 (2.92) 15.00 (0.00) 14.05 (0.74)

Table 1: Mean rounds to solution (games that remained unsolved at the 15-round limit
assigned 15). Standard deviations are computed across session-level means, with each
session-level mean averaging the five games with the corresponding feedback type. Success
rates, rounds conditional on success, failure rates, and terminal errors are reported separately
in Appendix Table A5. See Table A6 for breakdown of the results for Mixed LLMs.

Humans solved numerical-feedback games faster than directional-feedback games at every
group size, whereas LLMs showed inconsistent benefits and often performed worse with
numerical feedback. Both populations performed worse as group size increased, with
ceiling effects for some LLMs in medium and large numerical-feedback games.

To illustrate the dynamics of the GBS gameplay, we show in Fig 2 responses for each player
in each round for five consecutive three-player games with numerical feedback for human
and different LLM groups. Additional examples of gameplays are provided in Appendix
Sec. K, and the rest are included in the Supplemental Material. It is noticeable that LLM
groups often tended to overreact to feedback signals, leading to prolonged oscillations
around the target number, whereas human groups showed calibrated, progressively refined
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adjustments leading to rapid convergence. We provided further quantification of this
behavior in subsequent sections.
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Figure 2: Example of coordination in 3-player games with numerical feedback and zero-
shot prompts. The solid horizontal line indicates the mystery number, the other solid line
indicates the sum of the group, and the dashed line represents the decisions of each agent in
the group.

3.1 Adaptation and Learning Over Games

An important difference between human and LLM groups emerged in adaptation over
successive games. The learning curves shown in Fig. 3 and Fig. A14 indicate that human
groups generally improve more than LLM groups for both directional and numerical
feedback across successive games. To quantify this, for each run and feedback type, we
fit a linear slope relating rounds to solution and game index (1–5), where negative slopes
indicate improvement across games. Across runs, human groups showed negative mean
slopes for both directional feedback (mean slope = −0.91 rounds/game, 95% bootstrap
CI [−1.34,−0.43]; 78% of runs negative) and numerical feedback (mean slope = −0.57,
95% bootstrap CI [−1.12,−0.04]; 72% of runs negative). Human slopes were negative on
average in small, medium, and large groups for both feedback types. LLM adaptation
was weaker and more model-dependent. Under directional feedback, model-specific mean
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slopes ranged from −0.39 for Deepseek-V3 zero-shot to 0.31 for Deepseek-V3 zero-shot
CoT, and all bootstrap intervals included zero. Under numerical feedback, most LLM
conditions were again close to flat, with the clearest worsening trend observed for Gemini
2.0 Flash with zero-shot CoT prompting (mean slope = 0.89, 95% bootstrap CI [0.33, 1.52];
89% of runs non-negative). All per-model slope statistics for zero-shot and zero-shot CoT
conditions are reported in Tables A7 and A8, respectively. Overall, the learning curves
point to a consistent pattern: human groups improved more reliably across repeated games,
whereas LLM adaptation was limited and depended strongly on model and prompting
condition. This could reflect limitations in how current LLMs manage evolving context or
refine behavioral strategies across temporally extended tasks.
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Figure 3: Average number of rounds needed to finish the game with zero-shot CoT prompts
under numerical feedback.

3.2 Group Reaction Strategies

Analysis of group reaction to feedback provides further insight into coordination dynamics.
Humans tend to adapt their reactivity based on feedback, generally underreacting but
modulating their adjustments, decreasing reactivity as they approach the target or when
feedback changes direction. In contrast, LLMs adjust in the correct direction but often
overreact (Fig. 4; see also Fig. A15 for Zero-shot prompt).

To quantify this, we compared the slopes of best-fit lines for group reactions across condi-
tions (small, medium, and large groups; zero-shot and zero-shot CoT prompts). Human
slopes averaged -.767, indicating underreaction (less negative than -1). LLM slopes, av-
eraged across models per condition, were consistently more negative, with a mean of
-1.386, indicating overreaction. In all 6 conditions, LLMs exhibited more negative slopes.
Considering individual models, 19 of 21 numerical-feedback LLM slopes were more nega-
tive than the corresponding human slope, with the 2 exceptions being Deepseek-V3 with
zero-shot prompting for large (Deepseek-V3: -0.517, human: -0.663) and medium groups
(Deepseek-V3: -0.827, human -1.050). All per-condition slopes are reported in Table A9.

This overreactivity in LLMs may contribute to their coordination challenges, especially in
larger groups, where excessive adjustments can lead to oscillations around the target (see
Appendix Sec. K). Humans’ underreaction, while suboptimal for immediate correction,
may stabilize group progress by reducing noise. This difference suggests opportunities for
future research on human-AI teaming, where LLM overreactivity could complement human
caution, potentially optimizing collective adjustments in mixed groups.

3.3 Switching Behavior Analysis

We examined the proportion of agents that switched (i.e., changed) their submitted number
from the previous round as the game progressed. LLMs had a remarkably stronger switching
tendency across all group sizes and both feedback conditions (Fig. 5). In human groups,
particularly medium and large groups, individuals tend to strongly decrease their tendency
to change the response as the group converges on the target, potentially reflecting role
stabilization or an effort to reduce noise.
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Figure 4: Group reaction to numerical feedback under zero-shot CoT prompting. Each dot
denotes the aggregate adjustment made by a group after the previous round’s feedback.
The dotted line indicates the optimal collective correction, and the solid line shows the fitted
group reaction. Human groups remain closer to stable underreaction, whereas LLM groups
more often respond with steeper collective updates.

In general, LLM groups show little reduction in switching and maintain much higher switch-
ing rates throughout the game. The distributions of switch magnitudes (Appendix Sec. J)
further confirm this: human players show a pronounced peak at zero change, reflecting
frequent decisions to stay, whereas LLM distributions are more spread across non-zero mag-
nitudes. This persistent reactivity can contribute to oscillation of the group sum and slow
convergence. Neither zero-shot CoT prompting nor mixed-model composition qualitatively
changed this pattern.

The coordination signatures in Fig. 6 show the same difference from a complementary
perspective. Human conditions occupy a high-stability, high-dispersion region, whereas
most LLM conditions cluster in a lower-stability, lower-dispersion regime. Selected numer-
ical sessions in Fig. A5 provide qualitative illustrations of that difference: in the human
examples, switch rate is much lower and variability across players is larger, with some
players choosing to keep their chosen number throughout each game, especially in sessions
with a large number of players.

Fig. A6 quantifies the same pattern at the game level. Human participants sometimes kept
the same guess throughout an entire numerical game, corresponding to a per-game stay
probability of 1. The proportion of such fully stable players increased with group size, from
0.04 in small groups to 0.12 in medium groups and 0.19 in large groups. No LLM condition
showed players with stay probability of 1. At the opposite extreme, LLM groups were
much more likely to contain players with stay probability of 0, meaning that they changed
their guess on every post-initial round of a game. This pattern suggests that human groups
sometimes spontaneously reduce the effective coordination burden by having a subset of
members to remain fixed.

3.4 Analysis of Reasoning in LLM Outputs

While playing the games, LLMs evaluated with zero-shot CoT prompts had a tendency
to output a large number of language tokens that described different strategies. The most
elaborate outputs often came from Deepseek-V3.1-T compared to the other models in our
evaluations. While in some cases the models’ described strategy focused only on their own
guesses and the feedback, in many cases the textual justifications incorporated the inferred
strategy of other player(s) and adapted accordingly (see Appendix Sec. G for examples
of model outputs; See Supplemental Material for all model responses). Zero-shot CoT
often improved performance relative to zero-shot prompting, with the clearest gains for
Deepseek-V3 and gains for Llama 3.3 in most, but not all, size/feedback conditions (Table 1).
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(e) Medium-group, ZS-CoT
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Figure 5: Average proportion of players switching their guess from the previous round as
the group approaches the end of the game (either by termination or by finding a solution),
across different experimental conditions: small-group vs medium-group vs large-group
and zero-shot vs. zero-shot CoT prompts. Error bars represent standard errors of the mean
across contributing games.
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Figure 6: Coordination signatures by model and group size. Horizontal and vertical bars
summarize across-game variability within the condition. Across both feedback types, human
conditions occupy a high-stability, high-dispersion region, while most LLM conditions
cluster in a relatively lower-stability, lower-dispersion regime.

3.5 Modifying Action Bias with GRPO

GRPO systematically increased stay probability in numerical-feedback GBS. The base model
had stay probability near 0, which then gradually increased to near 100% for the last
checkpoint (Fig. 7a) with intermediate checkpoints spanning a wide range in between. This
impacted the group performance, and groups with intermediate stay probabilities often
solved more games than others (Fig. 7b) with fewest number of rounds to solution (Fig. 7c).
Representative trajectories are shown in Appendix Fig. A16 and illustrate how the stay
probability systematically differs across the checkpoints.
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Figure 7: Numerical-feedback GBS performance across the base Qwen2.5-14B-Instruct
model and a set of GRPO checkpoints. Panels show stay probability by group size (notice
the systematic change), percentage of games solved, and mean rounds played (unsolved
games are capped at 15). Error bars show standard errors across 15 games.

4 Discussion

We investigated human and LLM coordination in GBS, a common-interest game with imper-
fect monitoring. LLM groups generally underperformed humans, especially with numerical
feedback and in larger groups. Behavioral diagnostics linked slower LLM convergence
to overreaction, persistent switching, and weak cross-game adaptation. These findings
identify a task-specific coordination gap between the evaluated LLM and human groups,
and provide behavioral diagnostics for future multi-agent LLM evaluations and interven-
tions towards closing the coordination gap. Our results with GRPO fine-tuning provide an
illustration of one such targeted intervention, demonstrating that the training can modulate
the observed switch rate.

4.1 Coordination Deteriorates in Larger Groups

Human and LLM performance degrades with group size in GBS, but the effect was often
more pronounced for LLM groups (Table 1). Humans can partially mitigate these scaling
challenges through adaptation across multiple timescales, such as learning better strategies
across games and developing within-game adjustments like role differentiation, where some
individuals become less reactive to reduce noise (Roberts & Goldstone, 2011). Our analysis
of switching behavior (Fig. 5) suggests LLMs largely fail to adopt such dynamic strategies
effectively; the proportion of agents changing their guesses remained high even as they
neared the solution, in a sharp contrast to human behavior. Human players sometimes
kept the same guess across all the rounds of a single game. The proportion of such players
increased with the group size. This behavior effectively reduced the number of players
that needed to coordinate, making the task easier. However, no LLM agent ever kept the
same choices across all the rounds. While structured multi-agent networks with explicit
communication may support collaboration at scale (Qian et al., 2025), our results show
that under this imperfect monitoring setup, where agents receive only aggregate group
feedback, the evaluated LLM groups commonly exhibited higher switching near the target
than human groups, and, unlike the human groups, no LLM condition contained players
with a per-game stay probability of 1.

4.2 Learning from Experience is Challenging in LLM groups

An important difference compared to human performance was the general lack of learning
or strategy adaptation by LLMs over successive games (Fig. 3 and Fig. A14). Human
groups reliably improve their performance over repeated GBS games. In contrast, LLM
performance typically remained flat and sometimes even degraded over the 10 games within
a session. This lack of improvement suggests that under our setup, the evaluated LLMs
are not effectively updating their strategies based on cumulative experience within the
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task session. While context window limitations might contribute to degradation in very
long interactions (Liu et al., 2024), the fundamental lack of improvement points to a deeper
limitation in adaptive learning within this interactive, multi-agent setting. This is consistent
with recent findings that LLMs exhibit significant performance degradation in multi-turn
settings, making premature commitments and failing to recover from early errors (Laban
et al., 2025). Recent work has also argued that many LLM ToM benchmarks measure literal
prediction of other agents rather than functional adaptation to partners over time (Riemer
et al., 2025). The present GBS task is closer to this functional setting, since agents must
adjust to the evolving behavior of unseen partners from shared feedback alone.

4.3 Behavioral Homogeneity in Homogeneous Groups

An interesting observation was the high degree of behavioral similarity, sometimes resulting
in identical guesses, between agents of the same LLM type within a group. This homogeneity
arises naturally from sampling the same model given identical inputs (task description,
history, feedback). While introducing heterogeneity by mixing LLM types did increase
behavioral diversity, it did not lead to improved performance. This suggests that simply
having different response patterns is insufficient for effective coordination; rather, agents
need to adaptively leverage their differences to develop complementary strategies, which
neither homogeneous nor heterogeneous LLM groups achieved effectively here. Unlike
human groups, where diversity can enhance performance (Page, 2008), simple heterogeneity
in LLM groups under our experimental setup offered no coordination benefit.

4.4 Feedback Utilization: Human Groups Undershoot, LLM Groups Overshoot

In this task, humans appear more adept at using precise error magnitude to modulate their
responses effectively. In particular, when provided numerical feedback, LLM groups, while
adjusting in the correct direction, tended to overreact, unlike human groups who were
mostly under-reactive (Fig. 4). This suggests a potential difference in how current LLMs and
humans process and utilize quantitative feedback for fine-grained behavioral adjustment in
dynamic tasks.

4.5 Higher Baseline Action Rate in LLMs

Beyond the dynamics of how switching behavior changes over rounds, we observed another
notable difference: LLMs maintained a remarkably higher baseline proportion of switching
compared to human participants throughout the game. While human groups, especially
larger ones, start with a certain level of switching that then decreases substantially, LLM
agents often started near or at a 100% switching rate and, despite sometimes decreasing,
generally finished at a much higher switching proportion than human players (Fig. 5).
We refer to this descriptive pattern as an action-bias-like tendency: the evaluated LLMs
frequently, significantly more than human participants, changed their answers even when
stability could have been useful. LLMs are biased towards changing their output or taking an
action in each round, perhaps implicitly associating change with progress towards the goal,
even when strategic inaction or stability might be more beneficial for group coordination.
Understanding and mitigating this behavior could be important for developing LLMs that
coordinate more effectively and in a more human-like manner. Through GRPO training we
demonstrated that such mitigation could be achievable (Fig. 7a).

4.6 Scopes and Limitations

Our results should be interpreted as evidence about LLM group coordination under im-
perfect monitoring setting, not as a general claim about all coordination settings. Our
contribution is primarily in providing a behaviorally grounded, cognitive-science inspired
diagnostic for LLM group coordination relative to human groups in a controlled, imperfect
monitoring setup. The differences we identify are not impossibility results, but concrete coor-
dination mechanisms (overreactivity, persistent switching, and weak cross-game adaptation)
that future prompts, memory systems, or agent architectures could consider addressing.
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A Computational Resources

For our experimental evaluation, we utilized API calls to access Gemini 2.0 Flash, DeepSeek-
V3, and Deepseek-V3.1-T models. The Llama 3.3 70B model was deployed on a cluster of
four NVIDIA H100 GPUs (with 80 GB GPU memory) using Ollama (0.6.1).

B Model Details and Hyperparameters

Tables A1 and A2 summarize the models and generation hyperparameters used in our ex-
periments. Temperature values were selected per model and prompting condition based on
temperature ablation experiments conducted in small groups (Sec. C). All other generation
parameters were left at provider defaults. Llama 3.3 was served locally using Ollama at FP16
precision with a 128K token context window (num ctx=128K); all remaining parameters use
Ollama defaults.

Model API Model ID Params

Deepseek-V3 deepseek-chat 671B
Deepseek-V3.1-T deepseek-reasoner 685B
Gemini 2.0 Flash gemini-2.0-flash —
Llama 3.3 llama3.3:70b-instruct-fp16 70B

Table A1: Model identifiers and parameter counts. “—” indicates the parameter count is not
publicly disclosed.

Model Temp. (Zero-shot) Temp. (ZS-CoT) Other

Deepseek-V3 0.6 0.6 Provider defaults
Deepseek-V3.1-T — default Provider defaults
Gemini 2.0 Flash 0.2 1.0 Provider defaults
Llama 3.3 0.4 0.6 num ctx=128K

Table A2: Temperature settings and other hyperparameters. Deepseek-V3.1-T was only used
in the Zero-shot CoT condition. “—” indicates the model was not used in that condition.

B.1 GRPO Training

Both GRPO phases trained Qwen2.5-14B-Instruct for 100 updates using verl, with 2,048
training prompts, 256 validation prompts, and seed 42. We used a learning rate of 2 × 10−7,
one prompt per update, and 32 sampled responses per prompt. Responses were sampled
with temperature 1.2 and top-p = 1.0. The actor used a low-variance KL loss with coefficient
0.005, no KL reward term, and zero entropy coefficient. Phase 1 used maximum prompt and
response lengths of 1,024 and 2,048 tokens, respectively; Phase 2 used 8,192 and 2,048 tokens
to accommodate longer simulator histories. Checkpoints and validation results were saved
every 10 updates. GPT-4.1-mini, queried at temperature 0, evaluated only responses that
retained the previous guess: supported and coherent stay decisions received 1, conceptually
invalid stays received 0, and absent, incoherent, or action-inconsistent reasoning received
−0.25; all switch and unparsed responses received 0 (see GPT-4.1-mini prompt in Fig. A1).

C Sensitivity to Temperature and Prompting strategies

To further investigate factors that might influence LLM coordination performance, we
conducted additional experimental manipulations in small-group zero-shot setting. First, we
examined whether temperature heterogeneity within groups affects coordination outcomes
by comparing homogeneous temperature setting (all agents use the same temperatures)
with mixed temperature configurations (temperatures of 0.2 and 1.0 for 2-player games; 0.2,
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GPT-4.1-mini Judge Prompt

SYSTEM: You are a strict reward-model judge. Return valid JSON only.

USER: Score this Group Binary Search response.

Goal: reward coherent reasoning that chooses to keep the same guess.

Give a reward of 1 (highest reward) if:

• final guess equals previous guess and

• the response explicitly concludes that staying/maintaining/keeping the same guess
is best and

• the reason is coherent, e.g. oscillation, avoiding overcorrection, stabilizing the group,
group-level feedback, other players may adjust, or limited coordination (it is fine if
the response considers changing first, as long as it concludes that staying is better)

Give a reward of 0 if:

• final guess differs from previous guess;

• the response treats the player’s individual guess as the mystery number or confuses
the individual guess with the group total, even if final guess equals previous guess.

Give a reward of −0.25 if:

• the response says it will increase/decrease/change/adjust but the final guess stays
the same (output inconsistent with the reasoning);

• the reasoning is absent or incoherent.

Return JSON only:

{
"score": number,
"stay_supported": boolean,
"reasoning_consistent_with_final_guess": boolean,
"conceptually_valid": boolean,
"rationale": string

}

Score must be exactly one of 1, 0, −0.25.

{
"previous_guess": <integer>,
"final_guess": <integer or null>,
"feedback": <string>,
"player_count": <integer>,
"round_index": <integer>,
"model_response": <complete model response>

}

Figure A1: Prompt used by GPT-4.1-mini to evaluate the reasoning supporting a stay
decision during GRPO training. The final JSON block shows the response-specific fields
appended to the instruction.

0.6, and 1.0 for 3-player games). As shown in Table A3, temperature diversity had minimal
impact on coordination efficiency (rounds to solution), with performance remaining largely
stable across both numerical and directional feedback conditions.

Second, we tested whether explicit strategic guidance could improve coordination by adding
behavioral strategy instructions to the system prompt (Figure A9), specifically encouraging
agents to develop consistent roles and adapt their reactivity based on group behavior.
This explicit strategic prompting did not have a systematic impact on the coordination
performance (Table A4), with most models showing increased rounds to solution when
given strategic instructions.
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Lastly, we conducted a temperature sensitivity analysis by systematically varying tem-
perature settings from 0.2 to 1.0 across all models with and without strategy instruction
(Figure A2, A3 and A4). Results revealed broadly similar performance across varying tem-
perature values. These findings collectively demonstrate that LLM coordination limitations
are robust across various experimental configurations.

Numerical Directional

Model Default Mixed Temp Default Mixed Temp.

Deepseek-V3 8.46 (3.02) 8.68 (2.84) 7.60 (2.02) 7.88 (2.29)

Gemini 2.0 Flash 7.23 (2.16) 9.92 (4.95) 8.85 (2.75) 8.74 (2.24)

Llama 3.3 11.33 (3.48) 12.67 (2.33) 9.02 (2.75) 9.72 (2.17)

Table A3: Mean rounds to solution (standard deviation) for LLM models under default
setting (single temperature for all agents) versus mixed temperature settings (different
temperature for each agent) for small group games with zero-shot prompt. In mixed
temperature setting, the temperature values were 0.2, 1.0 for 2-player games and 0.2, 0.6
and 1.0 for 3-player games.

Numerical Directional

Model Default w/ Strategy, Sum Default w/ Strategy, Sum

Deepseek-V3 8.46 (3.02) 10.61 (2.50) 7.60 (2.02) 9.59 (2.56)

Gemini 2.0 Flash 7.23 (2.16) 10.79 (3.20) 8.85 (2.75) 10.48 (2.21)

Llama 3.3 11.33 (3.48) 9.97 (3.70) 9.02 (2.75) 10.09 (3.37)

Table A4: Mean rounds to solution (standard deviation) for LLM models comparing default
zero-shot prompt (as described in Fig. A7) and zero-shot prompt that includes explicit
behavioral strategy (as described in Fig. A9) for small group games with zero-shot prompt.
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Figure A2: Performance of LLM models across different temperature values in small-group
games with zero-shot prompt. Left panel shows results for directional feedback, right panel
shows numerical feedback. Lines represent mean rounds to solution with shaded regions
indicating standard deviation.
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Figure A3: Performance of LLM models across different temperature values in small-group
games with zero-shot CoT prompt. Left panel shows results for directional feedback, right
panel shows numerical feedback. Lines represent mean rounds to solution with shaded
regions indicating standard deviation.
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Figure A4: Performance of LLM models across different temperature values in small-group
games with zero-shot prompt with strategy in the prompt and total sum available in the
feedback. Left panel shows results for directional feedback, right panel shows numerical
feedback. Lines represent mean rounds to solution with shaded regions indicating standard
deviation.
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D Performance Breakdown Across Models and Conditions

Condition Group Feedback N Success % Rounds | success Failure % Terminal error | failure

Human Small Numerical 44 97.7 4.09 (1.69) 2.3 1.00
Human Small Directional 44 86.4 8.45 (3.26) 13.6 4.83 (3.92)
Human Medium Numerical 25 64.0 6.62 (2.70) 36.0 4.44 (4.75)
Human Medium Directional 25 48.0 8.25 (4.11) 52.0 6.62 (7.56)
Human Large Numerical 20 50.0 7.10 (3.57) 50.0 20.50 (22.97)
Human Large Directional 20 35.0 8.86 (2.41) 65.0 8.38 (11.74)

Deepseek-V3 Small Numerical 44 70.5 5.68 (3.02) 29.5 1.23 (0.44)
Deepseek-V3 Small Directional 44 93.2 7.00 (3.19) 6.8 1.33 (0.58)
Deepseek-V3 Medium Numerical 25 52.0 5.69 (3.54) 48.0 2.50 (1.51)
Deepseek-V3 Medium Directional 25 48.0 9.75 (4.09) 52.0 2.31 (1.03)
Deepseek-V3 Large Numerical 20 5.0 8.00 95.0 9.21 (3.88)
Deepseek-V3 Large Directional 20 10.0 6.00 (0.00) 90.0 5.44 (4.00)

Gemini 2.0 Flash Small Numerical 44 63.6 2.93 (1.09) 36.4 1.50 (0.82)
Gemini 2.0 Flash Small Directional 44 70.5 6.32 (3.29) 29.5 2.69 (2.32)
Gemini 2.0 Flash Medium Numerical 25 28.0 2.00 (0.00) 72.0 5.28 (5.52)
Gemini 2.0 Flash Medium Directional 25 64.0 9.38 (3.59) 36.0 2.67 (2.12)
Gemini 2.0 Flash Large Numerical 20 30.0 3.50 (1.64) 70.0 52.36 (55.59)
Gemini 2.0 Flash Large Directional 20 40.0 8.50 (4.34) 60.0 11.33 (6.81)

Llama 3.3 Small Numerical 44 40.9 6.11 (3.38) 59.1 16.96 (22.28)
Llama 3.3 Small Directional 44 68.2 6.23 (2.96) 31.8 1.14 (0.36)
Llama 3.3 Medium Numerical 25 0.0 – 100.0 49.36 (46.10)
Llama 3.3 Medium Directional 25 52.0 7.46 (3.50) 48.0 2.75 (1.48)
Llama 3.3 Large Numerical 20 0.0 – 100.0 55.60 (79.86)
Llama 3.3 Large Directional 20 30.0 8.33 (2.50) 70.0 6.36 (4.65)

Deepseek-V3 CoT Small Numerical 44 97.7 5.16 (2.59) 2.3 1.00
Deepseek-V3 CoT Small Directional 44 100.0 6.68 (2.73) 0.0 –
Deepseek-V3 CoT Medium Numerical 25 80.0 6.35 (3.50) 20.0 2.00 (0.71)
Deepseek-V3 CoT Medium Directional 25 100.0 7.60 (3.23) 0.0 –
Deepseek-V3 CoT Large Numerical 20 30.0 7.83 (3.54) 70.0 6.64 (4.83)
Deepseek-V3 CoT Large Directional 20 45.0 12.00 (3.71) 55.0 5.55 (4.20)

Deepseek-V3.1-T CoT Small Numerical 44 100.0 5.07 (3.05) 0.0 –
Deepseek-V3.1-T CoT Small Directional 44 95.5 6.29 (3.29) 4.5 1.50 (0.71)
Deepseek-V3.1-T CoT Medium Numerical 25 72.0 5.83 (3.29) 28.0 4.71 (4.54)
Deepseek-V3.1-T CoT Medium Directional 25 56.0 6.93 (3.02) 44.0 2.82 (1.08)
Deepseek-V3.1-T CoT Large Numerical 20 45.0 8.33 (4.66) 55.0 9.82 (5.34)
Deepseek-V3.1-T CoT Large Directional 20 30.0 7.00 (4.60) 70.0 8.00 (4.47)

Gemini 2.0 Flash CoT Small Numerical 44 77.3 7.29 (4.35) 22.7 9.30 (17.88)
Gemini 2.0 Flash CoT Small Directional 44 88.6 7.26 (3.27) 11.4 2.20 (1.10)
Gemini 2.0 Flash CoT Medium Numerical 25 12.0 4.00 (4.36) 88.0 38.09 (57.18)
Gemini 2.0 Flash CoT Medium Directional 25 56.0 8.93 (3.91) 44.0 7.09 (6.30)
Gemini 2.0 Flash CoT Large Numerical 20 0.0 – 100.0 147.40 (60.95)
Gemini 2.0 Flash CoT Large Directional 20 10.0 11.00 (1.41) 90.0 22.83 (14.69)

Llama 3.3 CoT Small Numerical 44 47.7 5.14 (3.07) 52.3 22.39 (31.01)
Llama 3.3 CoT Small Directional 44 95.5 6.83 (3.22) 4.5 1.00 (0.00)
Llama 3.3 CoT Medium Numerical 25 4.0 6.00 96.0 42.38 (32.79)
Llama 3.3 CoT Medium Directional 25 76.0 8.42 (3.13) 24.0 3.83 (2.79)
Llama 3.3 CoT Large Numerical 20 5.0 10.00 95.0 129.11 (80.73)
Llama 3.3 CoT Large Directional 20 15.0 9.00 (5.29) 85.0 12.06 (6.49)

Mixed LLMs Small Numerical 44 13.6 6.67 (5.57) 86.4 1.47 (0.51)
Mixed LLMs Small Directional 44 79.5 6.71 (3.43) 20.5 1.22 (0.44)
Mixed LLMs Medium Numerical 25 0.0 – 100.0 13.04 (16.86)
Mixed LLMs Medium Directional 25 60.0 8.40 (3.27) 40.0 2.90 (1.85)
Mixed LLMs Large Numerical 20 0.0 – 100.0 63.65 (41.85)
Mixed LLMs Large Directional 20 20.0 10.25 (3.69) 80.0 8.94 (5.67)

Table A5: Performance summary for Group Binary Search. Success rate is the percentage of
games solved within the 15-round limit. Rounds are averaged only over successful games,
so failures at the 15-round limit are no longer pooled with genuine successes on round
15. Terminal error is the absolute difference between the final group sum and the mystery
number, averaged only over failed games. Parentheses denote standard deviations across
games.
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E Breakdown of LLM Performance in Mixed-Agent Condition

Mixed LLM Configuration Numerical Feedback Directional Feedback

17-player (2 sessions) 15.00 (0.00) 14.5 (0.71)
(6×Gemini, 6×Llama, 5×Deepseek-V3)

16-player (1 session) 15.00 (-) 13.20 (-)
(6×Gemini, 5×Llama, 5×Deepseek-V3)

10-player (1 session) 15.00 (-) 14.00 (-)
(4×Gemini, 3×Llama, 3×Deepseek-V3)

7-player (1 session) 15.00 (-) 15.00 (-)
(3×Gemini, 2×Llama, 2×Deepseek-V3)

6-player (1 session) 15.00 (-) 10.80 (-)
(2×Gemini, 2×Llama, 2×Deepseek-V3)

4-player (3 sessions) 15.00 (0.00) 9.80 (2.62)
(2×Gemini, Llama, Deepseek-V3)

3-player (3 sessions) 14.80 (0.35) 10.20 (0.72)
(Gemini, Llama, Deepseek-V3)

2-player (2 sessions) 12.20 (0.28) 8.28 (0.67)
(Gemini, Deepseek-V3)

2-player (2 sessions) 14.10 (1.27) 8.70 (0.71)
(Llama, Deepseek-V3)

2-player (2 sessions) 13.70 (1.84) 5.60 (0.00)
(Gemini, Llama)

Table A6: Breakdown of Mixed LLM Performance (Mean and Standard Deviation). The
number of sessions for each group size matched the number of sessions in the human data.
LLMs participating in each session are also listed. (Gemini refers to Gemini 2.0 Flash, Llama
refers to Llama 3.3 70B)
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F Illustrations of “stay” Behavior
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Figure A5: Representative player-level stay profiles across five numerical games. Columns
show one 2-player session (day 10), one 7-player session (day 1), and one 17-player session
(day 15). Rows show humans, Deepseek-V3, Deepseek-V3.1-T, Gemini 2.0 Flash, Llama 3.3,
and mixed-model groups. Faint points denote per-game stay probabilities for each player,
shaded from light to dark for games 1 through 5. Large markers and error bars show mean
stay probability and variability across the five numerical games. In the human examples,
players are more separated from one another than in the LLM examples, which are typically
lower and more compressed. The remaining stay profiles are provided as a part of the
Supplemental Material.
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Figure A6: Extreme stay behavior in numerical games. For each player and game, stay
probability is the fraction of post-initial rounds in which the player repeated the previous
guess. The left panel shows the proportion of players with stay probability 0, meaning
they changed their guess on every post-initial round of a game. The right panel shows the
proportion of players with stay probability 1, meaning they kept the same guess throughout
the game. Bars show means across runs and error bars show standard errors across runs.
The right panel highlights a qualitative difference between humans and LLMs: fully stable
players appear only in human groups and become more common as group size increases.
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G Prompt Templates and Examples of LLM Responses During the
Gameplay

Zero-Shot Prompt

SYSTEM: You will now play a game with a group of players. You are player A, and you
will be playing with player B. You will play 10 games, where each game contains 15 rounds
after which the game ends. Each game will have a different mystery number between 51 and
100. In each round, each player submits their own number. All of the players’ numbers are
summed together and compared to the mystery number that has a value between 51 and 100.
All of the players are given identical feedback on whether their group’s total sum was too low,
too high, or just right, and each player decides for themselves whether and how to adjust
their number for the next round. Your goal as a member of the group is to help the group
converge to the mystery number as soon as possible in each game. You will be provided with
your own guesses from previous rounds and the corresponding group feedback for those
rounds. Provide the chosen integer between 0 and 50.

USER: This is Game 1 Round 1. There is no history yet. Please provide your answer in the
specified format. The output should be formatted as a JSON instance that conforms to the
JSON schema below.

As an example, for the schema {”properties”: {”foo”: {”title”: ”Foo”, ”description”: ”a list
of strings”, ”type”: ”array”, ”items”: {”type”: ”string”}}}, ”required”: [”foo”]} the object
{”foo”: [”bar”, ”baz”]} is a well-formatted instance of the schema. The object {”properties”:
{”foo”: [”bar”, ”baz”]}} is not well-formatted.

Here is the output schema:

{"description": "The player's chosen number for the guessing
game.", "properties": {"chosen_number": {"description": "The
player's chosen number for the next round (between 0 and
50)", "title": "Chosen Number", "type": "integer"}},
"required": ["chosen_number"]}

Assistant: {”chosen number”:25}

USER: In the previous round your choice was 25 and the total sum of guesses by all players
was too low. This is Game 1 Round 2. You need to choose a number to help your group
converge to the mystery number. Provide your answer in the specified format. The output
should be formatted as a JSON instance that conforms to the JSON schema below.

As an example, for the schema {”properties”: {”foo”: {”title”: ”Foo”, ”description”: ”a list
of strings”, ”type”: ”array”, ”items”: {”type”: ”string”}}}, ”required”: [”foo”]} the object
{”foo”: [”bar”, ”baz”]} is a well-formatted instance of the schema. The object {”properties”:
{”foo”: [”bar”, ”baz”]}} is not well-formatted.

Here is the output schema:

{"description": "The player's chosen number for the guessing
game.", "properties": {"chosen_number": {"description": "The
player's chosen number for the next round (between 0 and 50)"
, "title": "Chosen Number", "type": "integer"}}, "required":
["chosen_number"]}

Figure A7: Zero-Shot prompt provided to each agent during the game in the first two rounds
of the experiment.
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Zero-Shot CoT Prompt

SYSTEM: You will now play a game with a group of players. You are player A, and you
will be playing with player B. You will play 10 games, where each game contains 15 rounds
after which the game ends. Each game will have a different mystery number between 51 and
100. In each round, each player submits their own number. All of the players’ numbers are
summed together and compared to the mystery number that has a value between 51 and 100.
All of the players are given identical feedback on whether their group’s total sum was too low,
too high, or just right, and each player decides for themselves whether and how to adjust
their number for the next round. Your goal as a member of the group is to help the group
converge to the mystery number as soon as possible in each game. You will be provided with
your own guesses from previous rounds and the corresponding group feedback for those
rounds. Provide the chosen integer between 0 and 50.

USER: This is Game 1 Round 1. There is no history yet. Please provide your answer in the
specified format. The output should be formatted as a JSON instance that conforms to the
JSON schema below.

As an example, for the schema {”properties”: {”foo”: {”title”: ”Foo”, ”description”: ”a list
of strings”, ”type”: ”array”, ”items”: {”type”: ”string”}}}, ”required”: [”foo”]} the object
{”foo”: [”bar”, ”baz”]} is a well-formatted instance of the schema. The object {”properties”:
{”foo”: [”bar”, ”baz”]}} is not well-formatted.

Here is the output schema:

{"description": "The player's chosen number for the guessing
game.", "properties": {"chosen_number": {"description": "The
player's chosen number for the next round (between 0 and
50)", "title": "Chosen Number", "type": "integer"}},
"required": ["chosen_number"]}

Assistant: {”chosen number”:25}

USER: In the previous round your choice was 25 and the total sum of guesses by all players
was too low. This is Game 1 Round 2. You need to choose a number to help your group
converge to the mystery number. Provide your answer in the specified format. The output
should be formatted as a JSON instance that conforms to the JSON schema below.

As an example, for the schema {”properties”: {”foo”: {”title”: ”Foo”, ”description”: ”a list
of strings”, ”type”: ”array”, ”items”: {”type”: ”string”}}}, ”required”: [”foo”]} the object
{”foo”: [”bar”, ”baz”]} is a well-formatted instance of the schema. The object {”properties”:
{”foo”: [”bar”, ”baz”]}} is not well-formatted.

Here is the output schema:

{"description": "The player's chosen number for the guessing
game.", "properties": {"chosen_number": {"description": "The
player's chosen number for the next round (between 0 and 50)"
, "title": "Chosen Number", "type": "integer"}}, "required":
["chosen_number"]}

Assistant: Let’s think step by step:

Figure A8: Zero-Shot CoT prompt provided to each agent during the game in the first two
rounds of the experiment.
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Zero-Shot Prompt with Strategy and Group Sum from Previous Round as Part of the Prompt

SYSTEM: You will now play a game with a group of players. You are player A, and you
will be playing with player B. You will play 10 games, where each game contains 15 rounds
after which the game ends. Each game will have a different mystery number between 51 and
100. In each round, each player submits their own number. All of the players’ numbers are
summed together and compared to the mystery number that has a value between 51 and 100.
All of the players are given identical feedback on whether their group’s total sum was too low,
too high, or just right, and each player decides for themselves whether and how to adjust their
number for the next round. Your goal as a member of the group is to help the group converge
to the mystery number as soon as possible in each game. You will be provided with your own
guesses from previous rounds and the corresponding group feedback for those rounds. It
will help if you try, over successive rounds of play, to develop a consistent role in terms of
how much you react to the feedback, while also trying to make your role unique compared to
others in your group. For example, if you think that others in your group are reacting too
much to the feedback (your group often guesses numbers that are too high and then too low),
then you would want to react less. If others are reacting too little to the feedback (your group
is always guessing number that are too high, or always guessing numbers that are too low)
then you would want to react more. Provide the chosen integer between 0 and 50.

USER: This is Game 1 Round 1. There is no history yet. Please provide your answer in the
specified format. The output should be formatted as a JSON instance that conforms to the
JSON schema below.

As an example, for the schema ...
...

Assistant: {”chosen number”:25}

USER: In the previous round your choice was 25 and the total sum of guesses by all players
was 50 which was too low. This is Game 1 Round 2. You need to choose a number to help
your group converge to the mystery number. Provide your answer in the specified format.
The output should be formatted as a JSON instance that conforms to the JSON schema below.

As an example, for the schema {”properties”: {”foo”: {”title”: ”Foo”, ”description”: ”a list
of strings”, ”type”: ”array”, ”items”: {”type”: ”string”}}}, ”required”: [”foo”]} the object
{”foo”: [”bar”, ”baz”]} is a well-formatted instance of the schema. The object {”properties”:
{”foo”: [”bar”, ”baz”]}} is not well-formatted.

Here is the output schema:

{"description": "The player's chosen number for the guessing
game.", "properties": {"chosen_number": {"description": "The
player's chosen number for the next round (between 0 and 50)"
, "title": "Chosen Number", "type": "integer"}}, "required":
["chosen_number"]}

Figure A9: Zero-shot prompt with an explicit behavioral strategy in the system prompt
and the raw group sum from the previous round in the user prompt (both highlighted in
red). The raw group sum was provided only in this strategy-plus-sum ablation. In the main
experiments, models received their own prior guesses and either directional feedback (too
low, too high, or just right) or numerical error-magnitude feedback (too low or too high by
k), but not the raw group sum.
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DeepSeek-V3.1-T Response in 2-Player Game (Game 10 Round 1)

First, this is Game 10 Round 1. I’m player B, and I need to choose a number between 0 and 50
to help the group converge to the mystery number, which is between 51 and 100. Since it’s the
first round, I have no history from this game. But I can use what I’ve learned from previous
games. In the earlier games, I often started with 25 as a mid-point since the mystery number
is between 51 and 100, and there are two players (A and B), so the sum of our guesses should
aim for the mystery number. Assuming there are two players: me and player A. The system
message says ”a group of players,” and in the interactions, it’s implied there’s at least one
other player, probably player A. I need to coordinate with them.
From previous games, I’ve seen that starting around 25 is common, and then adjusting based
on feedback. In Game 1, I started with 25, and it was too high, so I adjusted down. In Game 2,
I started with 25, and it was too low, so I adjusted up. Similarly in other games. For Game
10 Round 1, I should start with a reasonable guess. The mystery number is between 51 and
100, so if there are two players, each guessing between 0 and 50, the sum could be up to 100,
which matches the mystery number range. To be efficient, I might start with a number that is
half of the average mystery number. The average mystery number is around (51+100)/2 =
75.5, so half of that is about 37.75, but since I can only choose integers, maybe 38 or something.
But in previous games, I often started with 25, which is more conservative.

Looking back at my responses:
- Game 1 Round 1: 25
- Game 2 Round 1: 25
- Game 3 Round 1: 25
- Game 4 Round 1: 25
- Game 5 Round 1: 25
- Game 6 Round 1: 25
- Game 7 Round 1: 25
- Game 8 Round 1: 25
- Game 9 Round 1: 25
- Now Game 10 Round 1: I should probably start with 25 again for consistency.

But in some games, when the sum was too low by a large margin, I increased my guess
significantly, like in Game 2 Round 2, I went from 25 to 42 when it was too low by 34.

However, for the first round, I don’t have any feedback, so I need an initial guess.

The output must be in JSON format with ”chosen number” as an integer between 0 and 50.

I think sticking with 25 is a safe bet, as it’s a common starting point in these simulations.

So for Game 10 Round 1, I’ll choose 25.

```json
{"chosen_number": 25}
```

Figure A10
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DeepSeek-V3 Zero-Shot CoT Response in 2-Player Game (Game 10 Round 1)

1. Since this is the first round of a new game, I don’t have any previous feedback to work with.
2. The mystery number is between 51-100, and I’m one of two players.
3. A reasonable starting point would be to choose a number around the middle of my possible
range (0-50).
4. Choosing 25 gives room to adjust upward if needed while still leaving flexibility for my
partner to contribute.

```json
{"chosen_number": 25}
```

Figure A11

Gemini 2.0 Flash Zero-Shot CoT Response in 2-Player Game (Game 10 Round 1)

* **Initial Round:** Without any history, it’s best to start with a number around the middle of
the allowed range (0-50). Let’s start with 30.

```json
{"chosen_number": 30}
```

Figure A12

Llama 3.3 Zero-Shot CoT Response in 2-Player Game (Game 10 Round 1)

This is the first round of Game 10, so there is no history yet. The goal is to choose a number
that will help the group converge to the mystery number as soon as possible.

Given the constraints that the mystery number is between 51 and 100, and each player’s guess
must be between 0 and 50, it seems reasonable to start with a moderate value to allow for
adjustments in either direction based on the feedback from the total sum of guesses.

A good starting point could be the middle of the range 0-50, which is 25. This choice allows
for flexibility to increase or decrease the guess in subsequent rounds based on whether the
total sum is too high or too low.

Therefore, the chosen number for Game 10 Round 1 should be 25.

```json
{"chosen_number": 25}
```

Figure A13
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H Learning Across Games
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Figure A14: Average number of rounds needed to finish the game across five games under
zero-shot prompt and directional feedback (top), zero-shot CoT prompt and directional
feedback (middle), and zero-shot prompt and numerical feedback (bottom) conditions.
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shows the fitted descriptive group reaction.
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Model Feedback Runs Mean Slope 95% Bootstrap CI % Negative

Humans Directional 18 −0.91 [−1.34,−0.43] 78%
Humans Numerical 18 −0.57 [−1.12,−0.04] 72%
Deepseek-V3 Directional 18 −0.39 [−0.97, 0.19] 56%
Deepseek-V3 Numerical 18 0.02 [−0.61, 0.61] 33%
Gemini 2.0 Flash Directional 18 −0.21 [−0.94, 0.51] 44%
Gemini 2.0 Flash Numerical 18 0.41 [−0.17, 0.99] 33%
Llama 3.3 Directional 18 −0.07 [−0.52, 0.42] 50%
Llama 3.3 Numerical 18 0.16 [−0.13, 0.48] 6%
Mixed Directional 18 −0.24 [−0.82, 0.33] 50%
Mixed Numerical 18 0.02 [−0.47, 0.58] 11%

Table A7: Mean slope of rounds-to-solution vs. game number (1–5) for Zero-shot prompts,
pooled across group sizes (small, medium, large). A negative slope indicates fewer rounds
needed in later games, reflecting cross-game learning. 95% confidence intervals computed
via bootstrap resampling (10,000 iterations). “% Negative” reports the fraction of individual
runs with a negative slope.

Model Feedback Runs Mean Slope 95% Bootstrap CI % Negative

Humans Directional 18 −0.91 [−1.34,−0.43] 78%
Humans Numerical 18 −0.57 [−1.12,−0.04] 72%
Deepseek-V3 Directional 18 0.31 [−0.09, 0.70] 33%
Deepseek-V3 Numerical 18 0.27 [−0.28, 0.84] 39%
Deepseek-V3.1-T Directional 18 0.10 [−0.31, 0.52] 39%
Deepseek-V3.1-T Numerical 18 −0.22 [−0.77, 0.29] 50%
Gemini 2.0 Flash Directional 18 0.07 [−0.54, 0.70] 44%
Gemini 2.0 Flash Numerical 18 0.89 [0.33, 1.52] 11%
Llama 3.3 Directional 18 −0.19 [−0.73, 0.31] 33%
Llama 3.3 Numerical 18 0.00 [−0.67, 0.66] 28%

Table A8: Mean slope of rounds-to-solution vs. game number (1–5) for Zero-shot CoT
prompts, pooled across group sizes (small, medium, large). A negative slope indicates fewer
rounds needed in later games, reflecting cross-game learning. 95% confidence intervals
computed via bootstrap resampling (10,000 iterations). “% Negative” reports the fraction of
individual runs with a negative slope.
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Condition Model Slope

Small Group Humans −0.589

Small Group, Zero-shot Deepseek-V3 −0.738
Small Group, Zero-shot Gemini 2.0 Flash −0.969
Small Group, Zero-shot Llama 3.3 −1.794

Small Group, Zero-shot CoT Deepseek-V3 −0.991
Small Group, Zero-shot CoT Deepseek-V3.1-T −1.018
Small Group, Zero-shot CoT Gemini 2.0 Flash −1.531
Small Group, Zero-shot CoT Llama 3.3 −1.864

Medium Group Humans −1.050

Medium Group, Zero-shot Deepseek-V3 −0.827
Medium Group, Zero-shot Gemini 2.0 Flash −1.186
Medium Group, Zero-shot Llama 3.3 −1.883

Medium Group, Zero-shot CoT Deepseek-V3 −1.270
Medium Group, Zero-shot CoT Deepseek-V3.1-T −1.214
Medium Group, Zero-shot CoT Gemini 2.0 Flash −1.920
Medium Group, Zero-shot CoT Llama 3.3 −1.866

Large Group Humans −0.663

Large Group, Zero-shot Deepseek-V3 −0.517
Large Group, Zero-shot Gemini 2.0 Flash −1.785
Large Group, Zero-shot Llama 3.3 −1.562

Large Group, Zero-shot CoT Deepseek-V3 −1.691
Large Group, Zero-shot CoT Deepseek-V3.1-T −1.458
Large Group, Zero-shot CoT Gemini 2.0 Flash −1.795
Large Group, Zero-shot CoT Llama 3.3 −1.631

Table A9: Slopes of best-fit lines for group reaction (change in group sum) vs. numerical
response (difference between group sum and target), computed across all observations
within each condition. A slope of −1.0 indicates ideal correction; slopes more negative
than −1.0 indicate overreaction, and slopes less negative than −1.0 indicate underreaction.
Human slopes average −0.767 across conditions, indicating systematic underreaction. LLM
slopes average −1.386 (computed as the mean of per-condition model averages), indicating
systematic overreaction. In 19 of 21 condition–model pairs, LLMs exhibit more negative
slopes than the corresponding human baseline.
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H.1 Gameplay dynamics for GRPO Checkpoints

Individual guesses Group sum Mystery number

Numerical feedback Directional feedback
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Figure A16: Representative five-player numerical- and directional-feedback GBS games
across the base model and Phase 2 GRPO checkpoints. Colored lines show individual
guesses, the solid black line the group sum, and the dashed black line the mystery number.
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I Distribution of Player Decisions
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Figure A17: Distribution of player decisions under the zero-shot condition with directional
feedback.
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Figure A18: Distribution of player decisions under the zero-shot condition with numerical
feedback.
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Figure A19: Distribution of player decisions under the zero-shot CoT condition with direc-
tional feedback.
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Figure A20: Distribution of player decisions under the zero-shot CoT condition with numer-
ical feedback.
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J Distribution of Magnitude of Decision Changes Between Rounds
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Figure A21: Distribution of decision switch magnitudes (change in a player’s guess between
consecutive rounds) under the zero-shot condition with directional feedback.
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Figure A22: Distribution of decision switch magnitudes (change in a player’s guess between
consecutive rounds) under the zero-shot condition with numerical feedback.
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Figure A23: Distribution of decision switch magnitudes (change in a player’s guess between
consecutive rounds) under the zero-shot CoT condition with directional feedback.
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Figure A24: Distribution of decision switch magnitudes (change in a player’s guess between
consecutive rounds) under the zero-shot CoT condition with numerical feedback.
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K Visualization of Gameplay Dynamics
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Figure A25: Example of coordination in 4-player games with directional feedback and
zero-shot prompts. The solid horizontal line indicates the mystery number, the other solid
line indicates the sum of the group, and the dashed line represents the decisions of each
agent in the group.
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Figure A26: Example of coordination in 4-player games with numerical feedback and zero-
shot prompts. The solid horizontal line indicates the mystery number, the other solid line
indicates the sum of the group, and the dashed line represents the decisions of each agent in
the group.
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Figure A27: Example of coordination in 6-player games with directional feedback and
zero-shot prompts. The solid horizontal line indicates the mystery number, the other solid
line indicates the sum of the group, and the dashed line represents the decisions of each
agent in the group.
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Figure A28: Example of coordination in 10-player games with directional feedback and
zero-shot prompts. The solid horizontal line indicates the mystery number, the other solid
line indicates the sum of the group, and the dashed line represents the decisions of each
agent in the group.
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Figure A29: Example of coordination in 16-player games with directional feedback and
zero-shot prompts. The solid horizontal line indicates the mystery number, the other solid
line indicates the sum of the group, and the dashed line represents the decisions of each
agent in the group.
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Figure A30: Example of coordination in 17-player games with directional feedback and
zero-shot prompts. The solid horizontal line indicates the mystery number, the other solid
line indicates the sum of the group, and the dashed line represents the decisions of each
agent in the group.
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Figure A31: Example of coordination in 10-player games with numerical feedback and
zero-shot prompts. The solid horizontal line indicates the mystery number, the other solid
line indicates the sum of the group, and the dashed line represents the decisions of each
agent in the group.
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Figure A32: Example of coordination in 16-player games with numerical feedback and
zero-shot prompts. The solid horizontal line indicates the mystery number, the other solid
line indicates the sum of the group, and the dashed line represents the decisions of each
agent in the group.
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Figure A33: Example of coordination in 17-player games with numerical feedback and
zero-shot prompts. The solid horizontal line indicates the mystery number, the other solid
line indicates the sum of the group, and the dashed line represents the decisions of each
agent in the group.
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