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Abstract

We investigate the functional role of emergent outliers in large language
models, specifically attention sinks (a few tokens that consistently receive
large attention logits) and residual sinks (a few fixed dimensions with per-
sistently large activations across most tokens). We hypothesize that these
outliers, in conjunctionwith the corresponding normalizations (e.g., softmax
attention and RMSNorm), effectively rescale other non-outlier components.
We term this phenomenon outlier-driven rescaling and validate this hypoth-
esis across different model architectures and training tokens. This view
unifies the origin and mitigation of both sink types. Our main conclusions
and observations include: (1) Outliers function jointly with normalization:
removing normalization eliminates the corresponding outliers but degrades
training stability and performance; directly clipping outliers while retaining
normalization leads to degradation, indicating that outlier-driven rescaling
contributes to training stability. (2) Outliers serve more as rescale factors
rather than contributors, as the final contributions of attention and residual
sinks are significantly smaller than those of non-outliers. (3) Outliers can be
absorbed into parameters or mitigated via explicit gated rescaling, leading
to improved precision (average 2 point gains) and enhanced quantization
robustness (1.2 points degradation under W4A4 quantization).

1 Introduction

Transformer-based Large Language Models (LLMs) exhibit outliers. These extreme values,
exceeding regular activations or logits by orders of magnitude, pose practical challenges:
they dominate the dynamic range of the representations during model quantization (Yao
et al., 2022; Xiao et al., 2023b;a; Wei et al., 2023; Abecassis et al., 2025), and could lead to larger
numerical errors in floating-point arithmetic (Budzinskiy et al., 2025). However, simply
removing them through clipping severely degrades model performance (Kovaleva et al.,
2021; Sun et al., 2024), suggesting that they play an essential functional role in transformers.
A prominent instance of outliers is the attention sink (Xiao et al., 2023b), where a small subset
of attention logits becomes larger than the rest, causing a few special tokens (sink tokens)
to consistently receive high attention scores. Recent work reveals that their formation is
intrinsically linked to softmax normalization (Bondarenko et al., 2023; An et al., 2025), and
their corresponding value vectors exhibit significantly smaller norm than those of non-sink
tokens (Sun et al., 2024; An et al., 2025), indicating that these sink tokens do not dominate
the attention output with their abnormally large attention score, but leverage it as the scaling
factor within softmax normalization in attention. This view is further supported by the
introduction of GatedAttention (GA) (Bondarenko et al., 2023; Qiu et al., 2025b), where an
explicit gating mechanism enables the model to perform such rescaling, thereby mitigating
the reliance on attention sinks. Another notable outlier phenomenon is massive activation
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Figure 1: In the first row, all models exhibit varying degrees of attention sinks: the first tokens
dominate the attention scores. In the second row, Qwen3-235B-A22B shows massive activations.
Beyond these extreme values, all models display consistent residual sinks: certain fixed dimensions
yield persistently higher activations across all tokens compared to others.

(MA) (Sun et al., 2024) in the residual stream: tokens associated with attention sinks often
exhibit extremely large activations in specific dimensions, which, after passing through
normalization layers, can promote the formation of attention sinks (An et al., 2025).
Both types of outliers above share a key characteristic: they exert their effects via normal-
ization. We unify this behavior under the term outlier-driven rescaling, in which outliers
interact with normalization to rescale the non-outlier components after normalization. We
validate the outlier-driven rescaling hypothesis on a distinct type of outliers within the
residual (Dettmers et al., 2022; Bondarenko et al., 2023). These outliers appear in a fixed
set of dimensions across the vast majority of tokens, exhibiting activations that are orders
of magnitude larger than typical values, as shown in Fig. 1. Our experiments show that
these outliers share many properties with attention sinks, which motivates us to term them
residual sinks. Notably, residual sinks are not tied to specific inputs. We further verify that
they interact with the RMSNorm layers (Zhang & Sennrich, 2019) to perform outlier-driven
rescaling. Extensive empirical evidence supports this hypothesis, as detailed below.
(1) Removing normalization (Zhu et al., 2025) reduces residual sinks but hurts model per-
formance and training stability (Sec.3.1). Suppressing outliers via clipping or architectural
modifications also yields degradation (Sec. 3.2). (2) In models that rely on outlier-driven
rescaling, the RMSNormweights for outlier-prone dimensions are consistently much smaller
than the mean (0.006 vs. 1), further suggesting that these outlier dimensions act primarily
as rescale factors rather than direct contributors. We prove the upper bound on the feature norm
after RMSNorm decreases as the outlier magnitude increases given this property.(App. A.1).
(3) Residual sink can be absorbed in parameters, analogous to the absorption of attention
sinks into learnable biases (Sun et al., 2024; Agarwal et al., 2025), eliminating the need
for explicit outliers in the residual stream (Sec. 3.3). (4) Inserting a lightweight gating
after RMSNorm (GatedNorm) effectively mitigates residual sinks while enhancing model
performance (Sec. 3.4). With fewer outliers and smoother activations, the model trained
with GatedNorm exhibits better quantization performance. This is similar with prior works
showing that gating-based rescaling in attention reduces attention sinks (Bondarenko et al.,
2023; An et al., 2025) (5) Gating-based rescaling reduces the model’s reliance on outliers,
thereby weakening sensitivity to outlier-inducing architectural choices. For example, while
SwiGLU (Shazeer, 2020) typically outperforms sigmoid-based GLU in FFNs, adding gating-
based rescaling enables GLU to match or exceed SwiGLU (Fig. 4).
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We validate our hypothesis across a wide range of models, including standard softmax
attention (Vaswani et al., 2017), linear attention (Yang et al., 2024), linear-full attention
hybrid architectures with 1B, 7B, and 24B parameters, trained on datasets ranging from 120B
to 1T tokens. In the App. A.2, we summarize a comparison of attention sinks and residual
sinks under the outlier-driven rescaling perspective, covering their patterns, functional roles,
and mitigations. Our results consistently indicate that outliers at normalizations in softmax
attention and RMSNorm are not pathological artifacts but rather rescaling-driven factors.
By understanding the functional role of the residual sink, we propose simple, effective
alternatives that reduce residual sink while preserving their functional benefits, thereby
improving training and quantization performance.

2 Outliers in Large Language Models

In this section, we present outliers in open-source LLMs and examine their interrelations.
We focus on pre-norm transformers. For an input sequence of length L, the model first
embeds tokens into hidden states H0 ∈ RL×d, where d is the hidden dimension. The states
are then processed through D layers. Denoting the i-th layer function as Fi, the hidden
states are updated as: Hi+1 = Hi + Fi(Hi), for i = 0, 1, . . . , D − 1. The hidden states Hi,
also referred to as the residual stream, constitute the primary focus of our study.
We analyze four models with distinct outlier patterns: Qwen3-235B-A22B (Yang et al.,
2025), Qwen3-Next (Yang et al., 2025), GPT-OSS (Agarwal et al., 2025), and DeepSeek-
V3 (Liu et al., 2024) in Fig. 1. For each model, we use the same set of input sequences and
record both the attention maps and the residual activations across all layers. In Fig. 1, we
average attention maps and hidden states over all layers for clarity. Because the hidden
dimension d is large, visualizing all dimensions is impractical. To highlight outlier patterns,
we reorder the feature dimensions by their overall activationmagnitude. Specifically, for each
dimension j, we compute its average absolute activation across all tokens, layers, and inputs:
Hj

avg = 1
N(D+1)

∑N−1
n=0

∑D
i=0 |Hj

i,n|, where Hj
i,n is the activation of the j-th dimension for

the n-th token at the i-th layer, and N is the number of tokens. We then sort dimensions
in descending order of Havg. After this reordering, dimensions with consistently large
activations appear on the left side of our visualizations, forming a structure that closely
resembles the attention sink pattern.
In Qwen3-235B-A22B, the first token consistently receives high attention scores from nearly
all other tokens, exhibiting attention sink. Correspondingly, this token shows MA in two
dimensions (e.g., dimension 1806 and 1423). Beyond token-specific MA, we observe that
most tokens exhibit consistently large activations in dimensions 1423. The pattern is stable
across inputs, appearing as a dark vertical stripe in activation visualization, similar to shape
of the attention sinks. We later find that its rescaling effect during normalization closely
resembles that of the attention sink, leading us to term this residual sink. A similar pattern is
observed in Deepseek-V3 in App. 8: attention sinks, MA, and residual sinks all exist.
Qwen3-Next introduces a gating in the attention to perform gating-based rescaling, thereby
reducing its reliance on attention logit outliers. As a result, attention sinks are weaker than
others. Moreover, the maximum activation magnitude in its residual stream is only 38.5.
Nevertheless, dimension 1572 consistently exhibits large activations higher than all other
dimensions across tokens, clearly manifesting a residual sink.
GPT-OSS incorporates learnable sinks, effectively removing attention sinks from real input
tokens. MA also disappear: the hidden states of real tokens no longer exhibit extreme
values in specific dimensions. This aligns with prior interpretation: attention sinks act as
an input-independent bias in softmax attention; MA enable this by producing near one-hot
vectors after normalization, which activate only a few fixed matrix columns when projected
into the key space. When a learnable bias (e.g., a dedicated sink key) is provided explicitly,
the model no longer needs to generate MA from real tokens. However, despite the absence
of attention sinks and MA, residual sinks persist in GPT-OSS.
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3 Outlier-Driven Rescaling

In this section, we provide a detailed discussion and empirical evidence on the roles of these
outliers. We conduct our experiments on the pre-norm transformer, closely following the
design of dense models in Llama3 (Dubey et al., 2024) and Qwen3 (Yang et al., 2025). We
primarily evaluate all variants under a consistent setting: a 2B-parameter model trained on
120B tokens. When structural changes affect the model parameters, we adjust the FFN width
accordingly to maintain a constant total parameter count. Full experimental setting details are
provided in the App. A.8. Our analysis is organized into five parts.
In Sec. 3.1, we show that replacing normalization layers with point-wise functions such
as Dynamic Tanh (DyT) (Zhu et al., 2025; Chen et al., 2025) significantly reduces outliers.
However, as DyT cannot provide outlier-driven rescaling, both training stability and final
performance degrade. In Sec. 3.2, we demonstrate that even when normalization is retained,
directly constraining outliers (via activation clipping) breaks the outlier-driven rescaling
mechanism and harms model performance, sometimes causing training divergence. This
also explains why architectural changes that suppress outlier generation, such as using
sigmoid-based GLU variants, tend to underperform (Shazeer, 2020).
In Sec. 3.3, we show that outliers can be losslessly transferred from activations into pa-
rameters. In Sec. 3.4, we show that enabling rescaling via gating reduces residual sinks
without performance degradation. In Sec. 3.5, we find that once gating-based rescaling is
introduced and the model’s reliance on outliers is reduced, its sensitivity to architectural
choices diminishes. Specifically, DyT achieves stable convergence, and sigmoid-based GLU
matches or even surpasses SwiGLU regarding performance.

3.1 Removing Normalizations Reduces Outliers with Degraded Stability

Normalizations in transformer layers are in two places: softmax in attention and normaliza-
tion layers (e.g., RMSNorm). In attention, prior work shows that softmax normalization
is a primary cause of attention sinks (Gu et al., 2024b; An et al., 2025). When softmax is
replaced with sigmoid attention (Gu et al., 2024b), or when the denominator is combined
with a learnable bias (Sun et al., 2024; Dong et al., 2024), attention sinks disappear.
Existing work finds that tokens exhibiting attention sinks produce value vectors with smaller
norms than other tokens (Kobayashi et al., 2020; Sun et al., 2024; An et al., 2025). From the
perspective of outlier-driven rescaling, the presence of the attention sink allows the model to
adjust the relative contribution of near-zero contributions (from sink tokens) versus others
in the attention output, controlling the norm of the attention result. This interpretation also
explains the training instability observed in sigmoid attention: without the normalization-
induced rescaling, initial attention outputs have large norms (Ramapuram et al., 2024).
Our experiments find that replacing softmax-based attention with linear attention (Yang
et al., 2024) (without normalization in the token-mixing) also reduces MA. As shown Tab. 1
row (3)–(5), the peak activation drops to 510 for the linear attention model and 1100 for a
hybrid model combining full and linear attention in a 1:3 ratio, compared to 6000 for the full
attention baseline. Notably, while linear attention reduces MA, residual sinks persist.
For normalization layers in the residual, prior work shows that replacing RMSNorm with
DyT—defined as DyT(x) = γ · tanh(αx) + β—significantly reduces outliers (He et al., 2024;
Owen et al., 2025a). The key difference lies in rescaling: in RMSNorm, each dimension
is scaled based on statistics of the entire hidden state (e.g., root-mean-square), allowing
the outlier in one dimension to influence all other dimensions. In contrast, DyT uses only
pointwise operations, so no dimension directly influences another.
Our experiments confirm this limitation. When training DyT models with the same learning
rate as the baseline, optimization diverges rapidly. To address this, we conduct hyperparam-
eter sweeps for all DyT inclusive settings, evaluating learning rates in {0.5, 1, 2, 4} × 10−3

and reporting the best performing configuration. The original DyT variant only converges at
the smallest learning rate 5 × 10−4, yielding a peak activation magnitude of 73 but suffering
a significant performance drop of +0.259 in loss compared to the baseline (Tab 1 row (7)
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Table 1: Performance under different rescaling strategies. ‘GA’ denotes Gated Attention. Attn R and
Norm R refer to the rescaling mechanisms in softmax attention and RMSNorm, respectively. ‘Gating’
indicates learned gating-based rescaling; ‘Outlier-Driven’ denotes outlier-driven rescaling; ‘Restrict’
means rescaling is constrained due to activation clipping. ‘DyT’ refers to the Dynamic Tanh function.
‘GLU’ is a SwiGLU variant with sigmoid activation; all other configs use SwiGLU. LR denotes peak
learning rates. IDs denotes row ID, C IDs denotes the compared row ID. For Outliers, we retain the
first two significant digits in the table. Deeper blue means larger activation magnitude; for Final Loss,
deeper green means lower loss. Gap, denotes the relative loss gap between IDs and C IDs, positive
values indicate degradation and negative values indicate improvement. ‘-’ denotes divergence.
IDs Basic Config Additional Config Attn R Norm R LR Outliers Final Loss IDs C IDs Gap

Full Attention
(1) Full Attention - Outlier-Driven Outlier-Driven 4.3 × 10−3 6, 000 1.964 (1) -
(2) Full Attention GA Gating Outlier-Driven 4.3 × 10−3 2, 800 1.957 (2) (1) -0.007

Linear & Hybrid Attention (Remove token mixing normalizations.)
(3) Linear Attention - None Outlier-Driven 4.3 × 10−3 510 1.933 (3) -
(4) Hybrid - Outlier-Driven Outlier-Driven 4.3 × 10−3 1, 800 1.926 (4) (3) -0.007
(5) Hybrid GA Gating Outlier-Driven 4.3 × 10−3 1, 100 1.921 (5) (4) -0.005

Dynamic Tanh (Replace normalizations with pointwise function.)
(6) DyT - None None 1.0 × 10−3 - - (6) -
(7) DyT - None None 5.0 × 10−4 73 2.216 (7) (1) +0.259
(8) DyT GA Gating Outlier-Driven 2.0 × 10−3 32 2.041 (8) (2) +0.084
(9) DyT GA, GateDyT Gating Gating 2.0 × 10−3 53 1.969 (9) (20) +0.018

Clipping (Directly constrain outliers.)
(10) Full Attention clip 10 Restrict Restrict 4.3 × 10−3 - - (10) (1) -
(11) Full Attention clip 100 Restrict Restrict 4.3 × 10−3 - - (11) (1) -
(12) Full Attention clip 1000 Restrict Restrict 4.3 × 10−3 1, 000 1.970 (12) (1) +0.006
(13) Full Attention GA, clip 10 Restrict Restrict 4.3 × 10−3 10 1.960 (13) (2) +0.003
(14) Full Attention GA, clip 1000 Restrict Restrict 4.3 × 10−3 1, 000 1.958 (14) (2) +0.001

GLU Variants (Constrain outliers through architecture modifications.)
(15) Full Attention GLU Restrict Restrict 4.3 × 10−3 1, 300 1.975 (15) (1) +0.011
(16) Full Attention GA, GLU Gating Restrict 4.3 × 10−3 800 1.955 (16) (2) -0.002
(17) Full Attention GA, PreAffine, GLU Gating Outlier-Driven 4.3 × 10−3 150 1.952 (17) (19) -0.002
(18) Full Attention GA, GatedNorm, GLU Gating Gating 4.3 × 10−3 280 1.948 (18) (20) -0.003

PreAffine & GatedNorm (Residual sink reduction methods.)
(19) Full Attention GA, PreAffine Gating Outlier-Driven 4.3 × 10−3 640 1.954 (19) (2) -0.003
(20) Full Attention GA, GatedNorm Gating Gating 4.3 × 10−3 430 1.951 (20) (2) -0.006
(21) Linear Attention GatedNorm None Gating 4.3 × 10−3 110 1.929 (21) (3) -0.004
(22) Hybrid Attention GA, GatedNorm Gating Gating 4.3 × 10−3 780 1.918 (22) (5) -0.003

versus row (1)). This suggests that the outlier-driven rescaling effect is essential for both
training stability and final performance.
Taken together, these results show that removing normalization breaks the outlier-driven
rescaling mechanism. Consequently, the model stops generating outliers, but usually at the
cost of degraded training stability and performance.

3.2 Directly Clipping or Constraining Outliers Hurts Stability and Performance

We now examine the effect of suppressing outliers while preserving normalization. To isolate
the impact of different outliers, we consider two settings: (1) models exhibiting attention
sinks, MA, and residual sinks; (2) models where attention sinks and MA are reduced via
GA (Bondarenko et al., 2023; An et al., 2025), exhibiting primarily residual sinks.
First, we apply activation clipping to the residual of the full attention baseline (Tab. 1, row
(1)), capping activations above a threshold at that value. When the clipping threshold is
set to 100 or lower, training diverges early. At a threshold of 1000, the loss curve shows
frequent spikes and converges to a higher final loss (+0.006, row (12)). This aligns with
prior observations that clipping MA or attention sinks in the models after training severely
degrades performance, often yielding near-random outputs.
Second, we combine GA with residual clipping. We find that once explicit rescaling is
reintroduced via GA in the softmax attention, even aggressive clipping (at 10) permits
convergence but still harms performance (+0.003, row (13)). Moreover, under the same
setting, clipping at 1000 incurs a much smaller performance drop (+0.001, row (14)).
These results imply two key points: (i) The outlier-driven rescaling in attention is the
primary source of instability when disrupted. (ii) Residual sinks contribute to performance,
and directly constraining them without compensation leads to degradation.
Beyond clipping, we explore a less intrusive method to limit outliers by modifying a seem-
ingly unrelated component, the activation function, thereby further validating the above
conclusions. Prior work observes that outliers in transformers predominantly originate
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Figure 2: Reduced residual sinks. For the same input, the baseline (left) has dimension 304
consistently produces large activations across all tokens. This phenomenon is substantially
mitigated in both the PreAffine (middle) and GatedNorm (right) variants.
from FFN (Oh et al., 2024; Yona et al., 2025). Most modern models employ Gated Linear
Units variants, particularly SwiGLU (Shazeer, 2020): SwiGLU(x) = Wdown

(
(Wupx) ⊙

swish(Wgatex)
)
. In SwiGLU, outliers emerge in the terms Wupx ⊙ swish(Wgatex), and are

amplified by Wdown. Conceptually, replacing the swish activation with sigmoid constrains
the magnitude of FFN outputs and effectively suppresses outlier generation. This modifi-
cation reduces SwiGLU to standard GLU. As shown in Tab. 1, GLU exhibits significantly
smaller outlier magnitudes at convergence compared to SwiGLU (1300 vs. 6000), but incurs
a performance drop of +0.011. This aligns with prior findings that GLU variants using
sigmoid underperform those using swish or GELU (Shazeer, 2020). In Sec. 3.5, we fur-
ther observe that when the model’s reliance on outlier-driven rescaling is reduced through
explicit rescaling like gating, GLU can even slightly outperform SwiGLU.

3.3 Fusing Outliers into Parameters

The previous sections establish that outliers serve a functional role in normalizations, and
removing themwithout compensation harmsperformance. Theoretically, we prove the upper
bound on the feature norm after RMSNorm decreases as the outlier increases (App. A.1),
allowing outliers to rescale the feature norm. We now ask: can we preserve this functionality
while reducing explicit outliers?
Prior work shows that learnable sink tokens can shift attention sinks from input logits to
fixed parameters (Sun et al., 2024; Dong et al., 2024; Agarwal et al., 2025), removing outliers
from real tokens while preserving the outlier-driven rescaling. Inspired by this, we introduce
a learnable element-wise scaling vector (termed PreAffine) before RMSNorm. Specifically:
PreAffineRMSNorm(x) = RMSNorm(λ1 ⊙ x), where λ1 ∈ Rd is a trainable vector. Since
residual sinks appear consistently in the same dimensions across nearly all tokens, λ1 can
learn to amplify those specific dimensions. Thus, even if the input activation x contains
no outliers, the scaled input λ1 ⊙ x can still contain large values in selected dimensions,
enabling outlier-driven rescaling as usual.
After adding PreAffine, the maximum activation in the network decreases from 2800 to 640,
and the final loss slightly improves (-0.003, Tab. 1, row (19)). We also evaluate various outlier
reduction methods on a 24.6B-A1.7B hybrid MoE model (configuration detailed in Section 4)
and report the corresponding activation statistics in Fig. 2. The left panel shows the baseline
with GA suppressing MA; here, dimension 304 consistently exhibits higher activation than
other dimensions, indicating a residual sink. In the middle panel, we apply PreAffine to
the same model. The persistent high activation in any single dimension disappears, and the
peak activation drops from 1960 to 988.
Importantly, the rescaling capability of λ1 differs from that of the RMSNorm parameter λ.
λ1 interacts with RMSNorm: large values in a few dimensions of λ1 control the RMS of
the scaled input, thereby rescaling the strength of non-outlier dimensions. We analyze the
parameters λ (the RMSNorm weight) and λ1 (the PreAffine); full results are provided in
Fig. 3 and App. A.9.1. We identify the dimensions with the largest deviations from 1, as
these affine parameters exert the strongest influence. Our observations are as follows:
(1) In the baseline model, most dimensions of λ remain close to 1. However, dimension 304
consistently deviates from 1 across all layers, reaching a minimum value of 0.004. Notably,
the residual sink in the baseline is also in dimension 304. This indicates that the large activation
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Figure 3: RMSNorm weights for PreAffineRMSNorm.

caused by the residual sink is immediately scaled down after normalization. This suggests that
once a dimension fulfills its role in outlier-driven rescaling, its downstream influence is
dampened. This mirrors the observation that the attention sink token’s value vectors exhibit
smaller norms, showing outliers serve more as rescale factors rather than contributors.
(2) In the model equipped with PreAffine, the deviation of λ1 from 1 is significantly larger
than that of λ. For example, λ1 in dimension 1326 reaches 7.19 (Fig. 3), while the corre-
sponding λ in the same dimension is only 0.06. This further supports the view that outliers
are used to shape scales with normalization, and their direct contribution is suppressed.

3.4 GatedNorm: Explicitly Enabling Rescaling

Although PreAffine reduces outliers in the residual stream, outliers still appear within the
normalization computation (i.e., in λ1 ⊙ x). To address this, we draw inspiration from
GA and introduce GatedNorm: an element-wise low-rank self-gating mechanism applied
after every normalization layer. Formally, given y = RMSNorm(x), we compute: yg =
σ

(
Wup(swish(Wdown(y)))

)
, y′ = yg ⊙ y, where Wdown ∈ Rd×r, Wup ∈ Rr×d, r ≪ d

(e.g., r = 16), σ is sigmoid activation.
Notably, GatedNorm adds only 3.7M parameters, which is approximately 0.2% of the total in
a 2B model. To maintain parameter parity, we slightly reduce FFN capacity. In the 2B dense
model GatedNorm incurs about 5% latency overhead, and this overhead further decreases
as model size increases, especially in MoEs. More detailed performance analysis is provided
in the App. A.5. We examine GatedNorm on top of several settings in Tab. 1 that still exhibit
residual sinks. As shown in rows (20)–(22), GatedNorm further reduces both loss and
outlier magnitude of models with GA.
Figure 2 (right) shows that, on a 24.6B-A1.7B hybridMoEmodel, GatedNorm also suppresses
residual sinks. We analyze the learned scaling parameters λ in models using GatedNorm
(App. A.9.1, Fig. 7). The maximum deviation of λ from 1 is only 0.73, compared with
0.004 in the baseline and 0.06 in the PreAffine model, indicating that when the network
no longer relies on outlier-driven rescaling, the need to suppress any particular dimension
after normalization disappears. Consequently, normalization outputs become smoother and
quantization-friendly. We also compare different gating variants in App. A.6.

3.5 GatedNorm Improve Robustness to Architecture Choice

Sec. 3.1 and 3.2 show that both DyT and sigmoid-based GLU underperform the baseline.
One possible explanation is their architectures inherently restrict the outlier-driven rescal-
ing mechanism. In this section, we investigate whether explicitly providing rescaling, via
GatedNorm, can recover their performance by reducing reliance on outliers.
We first equip DyT with GA (row 8 in Tab. 1) to provide explicit rescaling in the attention
module. This enables the model to train stably at the baseline’s learning rate (4.3e-3), though
its optimal learning is 2e-3. This further confirms the critical role of attention rescaling
in training stability. We then apply a low-rank self-gating mechanism after the DyT layer,
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analogous to GatedNorm, resulting in GatedDyT (row 9 in Tab. 1). With this addition, the
performance gap between DyT and the RMSNorm baseline narrows from 0.084 to 0.018,
highlighting the importance of explicit rescaling at the normalization layer itself.
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Figure 4: (Swi)GLU with different rescaling.

We further compare SwiGLU and GLU be-
fore and after incorporating GatedNorm.
As shown in Fig. 4 (bottom), SwiGLU gener-
atesmaximumactivations exceeding 4 × 104

during training, while vanilla GLU peaks
around 1 × 104. Lacking outlier-driven
rescaling, GLU converges to a higher loss
(+0.011). After employing GatedNorm,
GLU slightly outperforms SwiGLU under
the same setup (-0.002 in row 16; -0.003 in
row 17). Fig. 4 (top) shows that, with gating,
the GLU improves from the worst (blue) to
the best (green) among all variants.
This suggests that the gap betweenGLU and
SwiGLU might stem from their differing ca-
pacities to support outlier-driven rescaling.
This could explains why higher-order acti-
vation functions that more readily produce
outliers, such as ReLU2 (Zhang et al., 2024)
or PolyNorm (Zhuo et al., 2024), can be
advantageous when rescaling is required.
When rescaling is explicitly provided via GatedNorm, the model becomes robust to architec-
tural choices.

4 Scaling Outlier Mitigations and Deployment-Level Quantization

In this section, we evaluate different combinations of GatedAttention and GatedNorm, or
PreAffine, in large-scale settings. As Tab. 1 row (5) shows, hybrid models exhibit advantages,
we conduct experiments on efficient hybrid MoE models following Qwen3-Next, on two
settings: (1) a 7.4B-parameter model with 1.7B activated parameters (MoE-7B-A-2B), trained
on 1.2T tokens; (2) a 24.6B-parameter model with 2.7B activated parameters (MoE-24B-A3B),
trained on 500B tokens. In this setting, GatedNorm incurs less than 3% latency overhead.
Full details are provided in App. A.8.1.
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Figure 5: Loss and outliers of 24B-A3B models.

Fig 5 shows the loss curves and outliers for
the MoE-24B-A3B model. Our observations
include: (1) Baseline’s outliers rise rapidly
in early training and decay as the learning
rate decreases. The PreAffine model also ex-
hibits an initial outlier surge (within the first
10% of training), but diminishes thereafter.
One possible explanation is that the learn-
able scaler λ1 initially lacks sufficient mag-
nitude to fully support outlier-driven rescal-
ing, forcing the model to rely temporarily
on activation outliers; as training progresses
and specific dimensions of λ1 grow large,
outliers are ‘absorbed’ into the parameters.
GatedNorm shows no early surge of outliers
and maintains consistently low activation
magnitudes throughout training, indicat-
ing reduced dependence on outlier-driven
rescaling. (2) A performance gap emerges
in the mid-to-late stages, with GatedNorm achieving a lower final loss.
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Table 2: Performance of different configurations. ‘GA’ denotes Gated Attention. ‘MMLU-R’ denotes
MMLU-Redux; ‘MMLU-P’ denotes MMLU-Pro; ‘GPQA-D’ denotes GPQA-Diamond; ‘S-GPQA’ de-
notes SuperGPQA. ‘W4A4’ indicates 4-bit weight and activation quantization; ‘SQ’ denotes smooth
quantization. All models are based on the 7B-A2B or 24B-A3B architecture unless otherwise noted.

Knowledge STEM Code Multilingual
Type Add Config MMLU-R MMLU-P S-GPQA GPQA-D GSM8k Math Crux MultiPL_E MBPP MMMLU MGSM Avg

MoE-7B-A2B, 1.2T tokens
(1) BF16 GA 59.59 31.91 16.39 26.93 66.22 45.36 44.38 34.63 50.04 46.16 37.40 41.73
(2) BF16 GA, PreAffine 61.59 32.00 18.75 27.40 67.10 44.26 46.75 37.99 49.20 46.42 39.90 42.85
(3) BF16 GA, GatedNorm 61.71 33.46 19.05 29.90 68.04 46.66 45.56 34.81 51.00 45.76 38.27 43.11

24B-A3B, 500B tokens
(4) BF16 GA 67.49 46.02 25.64 31.66 79.45 53.92 58.00 45.88 56.80 55.67 59.27 52.71
(5) BF16 GA, PreAffine 67.96 48.48 24.34 32.64 82.07 52.62 59.13 46.90 54.80 55.46 58.46 52.99
(6) BF16 GA, GatedNorm 69.70 47.13 25.81 33.87 82.26 62.70 60.12 47.52 58.40 55.47 59.72 54.79

24B-A3B, 500B tokens, FP4 Quantization
(7) W4A4 GA 65.77 45.71 24.73 31.98 76.38 52.66 56.50 44.41 56.60 53.21 51.85 50.89
(8) W4A4+SQ GA 66.63 44.86 24.68 32.77 77.45 52.82 55.19 46.83 56.60 53.20 52.55 51.23
(9) W4A4 GA, PreAffine 66.05 43.61 24.14 31.60 78.70 49.50 56.69 44.01 53.00 51.35 49.58 49.84
(10) W4A4+SQ GA, PreAffine 67.17 43.44 23.77 31.66 79.42 49.05 57.56 42.76 55.00 51.98 50.72 50.23
(11) W4A4 GA, GatedNorm 66.92 46.36 25.59 32.70 81.35 59.40 59.13 46.97 58.80 53.70 56.78 53.43
(12) W4A4+SQ GA, GatedNorm 67.35 47.15 25.11 33.62 80.59 61.88 58.06 47.18 58.80 53.39 56.00 53.56

Tab. 2 compares different outlier mitigation strategies across BF16 and quantized settings.
Detailed quantization configs are in App. A.8.2 Since FP8 quantization yields relatively
minor changes, we focus on aggressive FP4 W4A4 quantization. Results show consistent
gains from PreAffine and GatedNorm across both model sizes, with GatedNorm delivering
larger improvements. Notably, GatedNorm achieves +1.0 point gain over the baseline on
knowledge tasks and exceeds +2.0 points on STEM and Code tasks.
Under FP4 quantization, we observe: (1) for models using only GA and PreAffine,
SmoothQuant (Xiao et al., 2023a) provides an average +0.5 point gain, greater than the gain
for GatedNorm, suggesting that GatedNorm’s rescaling largely mitigates outlier sensitivity;
(2) GatedNorm demonstrates the smallest performance drop after FP4 quantization (-1.23
points), compared to GA (-1.50) and PreAffine (-2.76). Overall, PreAffine relocates outliers,
similar in spirit to learnable sink and SmoothQuant, but still relies on them to perform outlier-
driven rescaling. In contrast, GatedNorm provides explicit gating, producing inherently
smoother activations and achieving superior quantization robustness.
This superior quantization robustness aligns with our observation of an property of gating-
based rescaling: it exhibits outlier-suppressing behavior, where dimensions with large
|y| tend to receive smaller gating scores yg , yielding smoother final activations. Overall,
PreAffine relocates outliers, similar in spirit to learnable sink and SmoothQuant (Xiao et al.,
2023a), but still relies on them to perform outlier-driven rescaling. In contrast, GatedNorm
provides explicit gating, producing inherently smoother activations throughout the network
and achieving superior quantization robustness.

5 Related Works

Outliers in transformers have been widely studied. In BERT models, outliers in fixed-
dimensions are primarily attributed to the weight and bias parameters in LayerNorm (Bon-
darenko et al., 2021; Kovaleva et al., 2021; Wei et al., 2022), and are closely associated with
the attention patterns of special tokens (Puccetti et al., 2022). This phenomenon resembles
the attention sink observed in GPT-style models and significantly impacts model perfor-
mance (Kovaleva et al., 2021; Xiao et al., 2023b). The outliers discussed in BERT largely
correspond to MA (Sun et al., 2024; Gu et al., 2024b; Yu et al., 2024) in autoregressive models.
These MA typically originate in semantically sparse special tokens, emerge early in FFNs,
and propagate through the residual stream, continuously influencing attention distributions
in subsequent layers (Sun et al., 2024; Oh et al., 2024; Gu et al., 2024b; Yona et al., 2025).
Several works identify input-independent outliers that consistently appear in fixed dimen-
sions of GPTmodels (Dettmers et al., 2022). These outliers are not directly related to attention
sinks (He et al., 2024; An et al., 2025). He et al. (2024) further attributes these outliers to the
normalizations themselves, showing that they persist even when the LayerNorm weights
are removed. As outliers hurt both training and inference quantization, a number of ap-
proaches aim to mitigate their impact. Common techniques include row-wise, channel-wise,
group-wise scaling to limit the quantization error caused by outliers (Yao et al., 2022; Xiao
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et al., 2023a; Wei et al., 2023; Abecassis et al., 2025), as well as Hadamard transformations to
redistribute outlier across dimensions (Xi et al., 2023; Wang et al., 2025).
Another studies focus on reducing outliers during training. From the optimization perspec-
tive, strategies such as increasing weight decay, gradient clipping (Ahmadian et al., 2023),
constraining weight variance (Owen et al., 2025b;a; Xie et al., 2026), or adding explicit regu-
larization loss terms (Liang et al., 2025) can suppress outliers. Some studies also examine
whether the Adam optimizer causes the outliers in pre-training (Kaul et al., 2024; He et al.,
2024; Xie et al., 2026). From the architectural viewpoint, prior work has noted a strong connec-
tion between outliers and normalization, and proposed removing normalization to eliminate
outliers (He et al., 2024; Owen et al., 2025a;b). Our work shows that, through architectural
interventions that explicitly replace outlier-driven rescaling, models can be trained with less
outliers while still using standard training recipes.
Most closely related to our work are studies that investigate the functional role of outliers.
Bondarenko et al. (2023); An et al. (2025) propose that attention outliers act as context-
aware scaling factors, and demonstrate that introducing gating-based scaling in the attention
reduces attention outliers. Karras et al. (2020) identify normalization as the source of outliers
in intermediate feature maps of StyleGAN, where these outliers serve to scale signals during
normalization. It further shows that input-dependent convolutional weights generated via
gating can replicate this scaling effect even without normalization. This gating-based scaling
is also adopted in adaLN (Perez et al., 2018; Xu et al., 2019; Peebles & Xie, 2023; Karras et al.,
2024). Our work extends this insight to residual sinks in LLMs, highlighting the widespread
presence of outlier-driven rescaling across transformers and providing systematic evidence
through targeted architectural interventions.

6 Conclusion

This paper argues that outliers in LLMs are not mere artifacts but have functional roles.
They work together with normalizations (softmax and RMSNorm) to perform outlier-driven
rescaling, which rescales the magnitude of non-outlier features. This mechanism is essential
for stable training and performance. By explicitly providing gating-based rescaling, we can
reduce activation outliers while maintaining or even improving performance. Moreover,
explicitly enabling rescaling reduces sensitivity to architecture choice. These approaches
also yield smoother activations and significantly better quantization robustness, especially
under aggressive low-bit settings.

Limitations

This work empirically demonstrates the importance of outlier-driven rescaling in network
training and shows that models can leverage normalization, such as RMSNorm, to adjust
feature norms. However, we do not investigate why such rescaling is necessary for effective
training or representation learning. A deeper theoretical understanding of the role of
rescaling remains an open question.
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A Appendix

A.1 A Brief Calculation On How Outlier Interacts With the Normalization Layer

We will illustrate below on how residual sinks can rescale the norm of the features after
the LayerNorm transformation. Denote the input feature as h ∈ RD. Denote the rescaling
parameters of the LN as λ and suppose there is only one outlier dimension d.
As we observe the outlier corresponds to very small affine parameter, assume |λd| ≤ ϵ∥λ∥∞.
Further assume outlier corresponds to r ratio of the norm of the features, that is r =
|hd|/∥h∥2. We then have the following inequality:

∥LN(h)∥rms ≤ ∥λ∥∞

√
(1 − r2) + ϵ2r2. (1)

This shows that the upper bound on the feature norm after LayerNorm decreases as the
outlier becomes larger, allowing the network to rescale the feature norm by changing the
magnitude of outliers.
To prove this inequality, let

u :=
h

∥h∥rms
, ∥u∥rms = 1, |ud| = r,

∑
i̸=d

u2
i = 1 − r2.

Then

LN(h) = λ ⊙ h
∥h∥rms

, (2)

∥LN(h)∥2 =
∥λ ⊙ h∥2
∥h∥rms

=
√

D
∥λ ⊙ h∥2

∥h∥2
=

√
D ∥λ ⊙ u∥2, (3)

14



Published as a conference paper at COLM 2026

and
∥λ ⊙ u∥2

2 = λ2
dr2 +

∑
i̸=d

λ2
i u2

i . (4)

Using ∑
i̸=d λ2

i u2
i ≤ ∥λ−d∥2

∞
∑

i̸=d u2
i = ∥λ−d∥2

∞(1 − r2), we get

∥LN(h)∥2 ≤
√

D
√

∥λ−d∥2
∞(1 − r2) + λ2

dr2. (5)

A.2 Comparison Between Different Outliers

Table 3: Comparison of attention sinks and residual sinks under the outlier-driven rescaling
perspective.
Aspect Attention Sink Residual Sink
Occurrence Special tokens (e.g., first token) Most tokens, fixed dimensions
Associated Normalization Softmax in attention RMSNorm
Functional Role Rescales attention output norm (An et al., 2025) Rescales RMSNorm output norm
Effect of Removal Collapse to randomness (Xiao et al., 2023b; Sun et al., 2024) Leads to performance degradation (Sec. 3.2)
Downstream Suppression Corresponding value vectors are small (Sun et al., 2024; An et al., 2025) Corresponding RMSNorm affine weights are small (Sec. 3.3)
Reduction Diminishes with sigmoid (Ramapuram et al., 2024) or linear attention (Sec. 3.1) Diminishes with pointwise functions (Sec. 3.1)
Absorption into Parameters Learnable sink tokens/biases (Sun et al., 2024) PreAffine (Sec. 3.3)
Explicit Rescaling Alternative Gated Attention (Bondarenko et al., 2023; An et al., 2025; Qiu et al., 2025b) GatedNorm (Sec. 3.4)

Tab. 3 summarizes the parallels between attention sinks and residual sinks from the per-
spective of outlier-driven rescaling. Both phenomena arise at normalization layers: softmax
for attention sinks and RMSNorm for residual sinks. They serve as modulators that control
the scale of non-outlier components. Although they manifest differently—attention sinks
are token-specific while residual sinks are dimension-specific—their functional roles are
analogous. Both enable rescaling of downstream representations. Critically, both types of
outliers are actively suppressed after fulfilling their rescaling function. This is evidenced by
small value vector norms for attention sinks and small RMSNorm affine weights for residual
sinks. Architectural modifications that remove normalization eliminate these outliers but
degrade performance or stability. Conversely, explicitly providing alternative rescaling
pathways, such as Gated Attention or GatedNorm, effectively reduces reliance on outliers
while preserving or even enhancing model performance.

A.3 Quantitative Definition: Residual Sink Index (RSI)

To rigorously identify residual sinks, we propose the Residual Sink Index (RSI). For each
dimension d of the residual stream hi ∈ RC , we compute the per-token norm fraction:

ri,d =
|hi,d|
||hi||2

, (6)

which represents the proportion of the residual stream’s L2 norm attributable to dimension
d for token i. We define the RSI as the 90th percentile of ri,d over a validation set of N tokens:

RSId = P90
(

{ri,d}N
i=1

)
. (7)

A dimension qualifies as a residual sink if its RSI is substantially above the expected baseline
of 1/

√
C (≈ 0.026 for C = 1536). Intuitively, RSI measures whether a dimension consis-

tently captures a dominant fraction of the residual norm across the vast majority of tokens,
distinguishing residual sinks from Massive Activations which are token-sparse.

Stability Across Tokens, Layers, and Seeds. We evaluate RSI on 0.8B-parameter models
(24 layers, 1536-dim) trained on 2.6B tokens using the nanochat framework. On 817,600
validation tokens, the primary residual sink dimension (d1455 in seed 42) at Layer 10
exhibits an RSI of 0.707 with a standard deviation of ri,d of only 0.006, indicating that d1455
captures ∼70% of the residual stream’s L2 norm on essentially every token. This dominance
is stable across all 24 layers: the top two dimensions maintain RSI > 0.67 throughout the
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network, with a > 10× gap to the third-highest dimension. The identity of the residual sink
is established by step 500 (5% of training) and remains fixed thereafter. Across three random
seeds (2, 4, 42), every run produces 1–2 dominant residual sink dimensions with RSI > 0.67,
though the specific dimension indices vary (e.g., d1455/d483 for seed 42; d841/d576 for seed
2; d257 for seed 4). This confirms that residual sinks are a universal training phenomenon
determined by initialization dynamics.

A.4 Causal Analysis: Rescaling vs. Information Content

To disentangle whether residual sinks serve primarily as information carriers or rescaling
factors, we perform targeted intervention experiments at inference time on the unrestricted
baseline model (PPL = 12.30, evaluated on 130,816 validation tokens).

Pre-norm vs. Post-norm Zeroing. We compare two interventions at each RMSNorm layer:

• Post-RMSNorm zeroing: Set outlier dimensions to zero after RMSNorm (including
affine weight). This removes only the information content without affecting the
RMS denominator.

• Pre-RMSNorm zeroing: Set outlier dimensions to zero before RMSNorm. This
removes information and alters the RMS denominator

√
1
C

∑
d h2

d, causing all other
dimensions to be rescaled upward.

Table 4: Perplexity under different interventions on residual sink dimensions versus random
dimensions. Baseline PPL = 12.30.

Dimension Type Post-Norm → Median (PPL) Pre-Norm → Median (PPL)
d1455 Outlier 12.81 (+4.1%) 16.08 (+30.8%)
d483 Outlier 12.56 (+2.2%) 14.74 (+19.9%)
d1455 + d483 Outlier (both) 13.70 (+11.4%) 1.01 × 1012 (+8.2 × 1012%)
d107, 178, 546, 549, 835 Random (each) 12.30 (0.0%) 12.30 (0.0%)
All 5 random Random (all) 12.31 (+0.1%) 12.31 (+0.1%)

As shown in Table 4, post-norm zeroing increases PPL by only 11.4%, indicating limited
direct information contribution. In contrast, pre-norm zeroing causes a catastrophic PPL
explosion of over 12 orders of magnitude. Since the only difference is whether the RMS
denominator is affected, this gap directly quantifies that the functional impact of residual
sinks is through their rescaling effect on other dimensions. Replacing random dimensions
has zero effect, confirming this sensitivity is unique to residual sink dimensions.
We further measure the rescaling magnitude by replacing residual sink values with the per-
token median of non-outlier dimensions and recomputing RMSNorm offline. This reveals
that non-outlier dimensions are amplified by 3–14× depending on the layer (e.g., 13.7× at
L0.norm_mlp, 9.3× at L5.norm_attn), consistent with the theoretical prediction given the
combined RSI of ∼0.997 for the top two outlier dimensions.

A.5 Efficiency Analysis of GatedNorm

We evaluate the end-to-end training overhead of our method on an 8-layer dense transformer
using the ZeRO-1 optimizer configuration in Megatron-LM (Shoeybi et al., 2019). The
hidden dimension is varied while the low-rank dimension of the gating mechanism is fixed
to 16. For the PreAffine variant, we implement a custom fused kernel in Triton to ensure
efficient execution.
As shown, the relative overhead decreases rapidly with increasing model scale. This trend
is explained by two factors. First, the computational cost of GatedNorm scales linearly with
the hidden dimension and depends only weakly (via a constant factor) on the low-rank
dimension, whereas the dominant GEMM operations in attention and FFN layers scale
quadratically with the hidden size. Our experiments find while increasing hidden size,

16



Published as a conference paper at COLM 2026

Table 5: End-to-end training overhead of GatedNorm as a function of hidden dimension
(rank fixed at 16).

Hidden Size Relative Overhead
2048 8.1%
4096 5.9%
8192 3.6%

keeping r = 16 will consistently brings improvements, and a larger r only brings slightly
gains. Consequently, the fraction of total compute attributable to GatedNorm becomes
increasingly negligible at larger scales.
Second, kernel launch overhead is more significant for smaller hidden dimensions. In such
cases, GatedNorm consists of multiple lightweight kernels whose launch latency can create
execution bubbles and reduce hardware utilization. As the hidden dimension grows, the
per-kernel workload increases sufficiently to amortize launch costs, improving pipeline
efficiency and further reducing relative overhead.
Third, in MoE settings, the relative overhead of GatedNorm becomes even smaller. MoE
models incur substantial communication and routing costs that dominate the training step
time. Since GatedNorm introduces only lightweight, local computation, its contribution
to the total step time is further diluted in this regime, resulting in lower relative overhead
compared to dense models of similar scale.

A.6 GatedNorm Variants

We also compare different gating variants, focusing on two design choices: the gating granu-
larity (elementwise (score shape d) versus tensorwise (score shape 1)) and the activation
function (sigmoid, tanh, silu, identity). Our findings are as follows.
First, elementwise gating with a sigmoid activation yields the most significant performance
improvement over the baseline. Tensorwise gating with sigmoid reduces residual sinks to a
similar extent as elementwise gating, but its final performance is close to the baseline and
consistently inferior to the elementwise variant. This suggests that while both granularities
can mitigate outliers, which supports the outlier-driven rescaling hypothesis, finer-grained
(elementwise) rescaling enables more effective modulation and thus better performance.
Second, when using elementwise gating, replacing sigmoid with tanh, SiLU, or no activation
(similar to adaLN (Perez et al., 2018; Xu et al., 2019; Peebles & Xie, 2023; Karras et al., 2024)
in DiT) leads to unstable outlier dynamics during training. This implies that the bounded
nature of sigmoid and its fine-grained control near zero are beneficial for stable rescaling,
consistent with Chen et al. (2025). Moreover, under tensorwise gating, all non-sigmoid
activations, including tanh, SiLU, or none, cause training divergence, further highlighting
the necessity of a well-behaved, bounded activation like sigmoid for stable gating.

A.7 GatedNorm: Parameter-Matched Controls and Optimization Dynamics

To verify that GatedNorm’s effectiveness stems from its gating mechanism rather than added
capacity, we compare against parameter-matched baselines. All configurations maintain
parameter parity by adjusting FFN width.

Key Observations. (1) Capacity alone is insufficient: LoRA and non-gated MLP do not
reduce outliers, confirming GatedNorm’s specificity. (2) Granularity matters: Tensorwise
gating fails to reduce outliers because a single scalar cannot selectively modulate individual
dimensions. (3) Bounded activation is critical: AdaLN without sigmoid performs worse
and exhibits unstable outlier dynamics, consistent with App. A.4. (4) Scalar gate is too
restrictive: While eliminating outliers, the scalar gate hurts performance by removing the
rescaling mechanism entirely. (5)Orthogonality to LayerScale: Combining LayerScale with
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Table 6: Comparison of GatedNorm against parameter-matched controls and alternative
rescaling methods.

Configuration Description Loss Outliers
Baseline Full Attn + Gated Attn (with affine RMSNorm) 1.957 2800
+ GatedNorm Element-wise sigmoid gate after RMSNorm 1.951 430
+ LoRA Adapter Low-rank adapter parallel to FFN/QKV 1.958 3000
+ Non-gated MLP Rank-32 MLP after RMSNorm (no gate) 1.962 3100
+ LayerScale Per-dim scaling before residual connection 1.953 3500
+ Scalar post-RMSNorm gate Learnable scalar after RMSNorm 1.960 200
+ Vector post-RMSNorm gate Learnable vector after RMSNorm 1.955 1500
+ Tensorwise GatedNorm Single scalar gate (not per-dim) 1.958 2500
+ Elementwise AdaLN GatedNorm without sigmoid activation 1.960 3200

GatedNorm achieves the best loss (1.948) while maintaining low outliers, confirming they
address complementary aspects of training dynamics.

Gradient Norm Statistics. GatedNorm improves optimization smoothness. In matched
0.8Bmodels, GatedNorm reduces gradient norm std by 32% and P95 by 52% during warmup,
and maintains 36% lower variance over full training. This is attributed to GatedNorm
compressing MLP input norms from ∼15 to ∼1.7, keeping SwiGLU in its linear regime and
eliminating spike mechanisms driven by superlinear amplification.

A.7.1 Formal Definitions and Implementation Details

For self-containment, we provide formal definitions of key components.

Gated Attention. For input x ∈ RS×h, let Q, K, V be standard projections. For each head
i, compute Ai = softmax(QiK

⊤
i /

√
d + M)Vi. The gating is applied element-wise to the

concatenated multi-head output:
G = σ(xWG), GatedAttn(x) = (G ⊙ [A1; . . . ; Anh

])WO, (8)
where WG ∈ Rh×nhd and σ is sigmoid.

GatedNorm. Given y = RMSNorm(x):
yg = σ(Wup · SiLU(Wdown · y)), GatedNorm(x) = yg ⊙ y, (9)

where Wdown ∈ Rr×h, Wup ∈ Rh×r, and rank r = h/32.

RMSNorm and PreAffineRMSNorm. Standard RMSNorm: RMSNorm(x) = x
RMS(x) ⊙ λ,

where RMS(x) =
√

1
C

∑C
i=1 x2

i . PreAffineRMSNorm introduces an additional learnable
vector λ1 before normalization: PreAffineRMSNorm(x) = RMSNorm(λ1 ⊙ x).

Quantization Methodology. All W4A4 results in Table 2 are obtained via training-free
post-training quantization on BF16-trained models. No quantization-aware training or fine-
tuning is involved. SmoothQuant is applied as a universal pre-processing step using 4096
calibration sequences.

A.8 Detailed Main Experimental Setup

A.8.1 Scaling Setups

Model Architecture We evaluate our methods on a suite of large language models with di-
verse architectures, including both dense and MoE variants. The architectural specifications
are summarized in Table 7. All models use a head dimension of 256 for softmax attention
and share the same hidden size of 2048. The 2B model is a standard dense Transformer. In
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Table 7: Architectural specifications of the target LLMs used in our experiments. The 7B-A2B
and 24B-A3B model are MoEs. All models use a head dimension of 256. Embedding weights
are tied in the dense models but not in the MoE model.

Model 2B 7B-A2B 24B-A3B
Layers 28 48 24
Softmax Attention Interval - 4 4
Softmax Attention Query Heads 8 8 16
Softmax Attention Key / Value Heads 2 1 2
Softmax Attention Head Dimension 256 256 256
Linear Attention Head Dimension - 128 128
Linear Attention Value Head - 16 32
Linear Attention Query / Key Head - 8 16
Tie Embedding Yes No No
Hidden Size 2048 2048 2048
FFN Size 6144 384 512
Number of Experts – 128 256
Number of Shared Experts – 1 1
Top-k – 6 8

contrast, the 7B-A2B and 24B-A3B models are MoE architectures that combine linear and
softmax attention in a hybrid configuration: softmax attention is applied every 4 layers,
while linear attention is used in the remaining layers.
The MoE models employ a large number of experts (128 for 7B-A2B and 256 for 24B-A3B),
with top-k routing (k = 6 and k = 8, respectively) and one shared expert to ensure
baseline capacity. They are trained with global load balance loss (Qiu et al., 2025a). Notably,
embedding weights are tied in the dense 2B model but untied in the MoE models, following
common practice for large sparse architectures. The FFN expansion ratios differ significantly:
the dense model uses a wide FFN (6144-dimensional), whereas the MoE models use much
smaller per-expert FFNs (384 and 512, respectively), compensated by expert parallelism.
Linear attention heads use a reduced dimensionality (128) and separate query/key and
value projections, as detailed in the table.
Evaluation We evaluate model performance across a broad set of benchmarks spanning
knowledge, reasoning, STEM, code generation, and multilingual capabilities. Specifically,
we report results on MMLU-Redux andMMLU-Pro for general knowledge, SuperGPQA and
GPQA-Diamond for expert-level scientific reasoning, GSM8K and MATH for mathematical
problem solving, CruxEval, MultiPL-E, and MBPP for code generation, and MMMLU and
MGSM for multilingual understanding.
MMLU-Redux Gema et al. (2025) is a refined version of the original MMLU benchmark
with improved question quality and reduced ambiguity. MMLU-Pro Wang et al. (2024)
extends this with more challenging, multi-hop questions requiring deeper reasoning.
SuperGPQA Du et al. (2025) and GPQA-Diamond Rein et al. (2024) consist of expert-
written, graduate-level scientific questions designed to assess advanced domain knowledge.
GSM8K Cobbe et al. (2021) and MATH Hendrycks et al. (2021) evaluate grade-school and
advanced mathematical reasoning, respectively. CruxEval Gu et al. (2024a) tests code gener-
ation via input-output specification completion, while MultiPL-E Cassano et al. (2023) and
MBPP Austin et al. (2021) assess cross-language and beginner-level Python programming.
MMMLU OpenAI (2024) and MGSM Shi et al. (2022) are multilingual extensions of MMLU
and GSM8K, covering dozens of languages to evaluate cross-lingual transfer.

A.8.2 Quantization Settings

Unified Optimization Strategy. To mitigate activation outliers, we apply SmoothQuant (Xiao
et al., 2023a) as a universal pre-processing step. A calibration set of 4096 sequences is used
solely to compute per-channel smoothing factors, explicitly migrating quantization difficulty
from activations to weights.
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Quantization Configurations. Building on this smoothed baseline, we evaluate two
hardware-aligned formats:
• FP8 (W8A8): We employ the E4M3 format. Weights are quantized using a 128 × 128

per-block scaling strategy, while activations utilize dynamic per-token quantization.
• FP4 (W4A4): We utilize the NVIDIA FP4 (Abecassis et al., 2025) format with hierarchical

two-stage scaling. Weights are grouped into blocks of 16, where a shared floating-point
scale (1st stage) normalizes the range before 4-bit mapping (2nd stage). For activations,
we modify the 1st-stage scaling from static to dynamic per-token to preserve fidelity.

A.9 More Visualization Results

A.9.1 RMSNorm Visualization
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Figure 6: RMSNorm weights for baseline.

A.9.2 Outliers for Other Models

A.10 Training Dynamics and the Suppression Hypothesis

We investigate whether small RMSNormweights (λ) at outlier dimensions arise via suppres-
sion (the model actively dampens outlier influence) or compensation (small λ necessitates
large activations). We train 0.8B models with varying constraints on λ: unrestricted, hard/-
soft clip, weight decay, and no learnable weight.

Restricting λ Increases Outlier Magnitude. Contrary to the compensation hypothesis,
restricting λ leads to larger outlier magnitudes at all layers. At step 10000, the outlier di-
mension (d1455) abs_mean at L23 is 51,548 for unrestricted λ, but grows to 270,532 under
hard clip (δ = 0.1) and 283,637 with no learnable weight. The max/median ratio similarly
increases from 121× to 691× and 749×, respectively. This monotonic relationship suggests
that free λ serves to suppress outlier growth.

Temporal Ordering. Tracking training dynamics reveals that outliers emerge before λ
moves appreciably from initialization (λ ≈ 0.92 at step 500). In the unrestricted run, λ
decreases rapidly and outlier magnitudes peak at step ∼3000 before declining. Under
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Figure 7: RMSNorm weights for GatedRMSNorm. Weights in most dimensions are near 1,
while the largest deviation to 1 is 0.73.

Figure 8: Outliers for Deepseek-V3. The activation pattern of <begin of sentence> token is
different from other tokens. Attention sink and residual sink both exists.

constrained λ, the outlier peak is delayed to step ∼5000 and reaches higher magnitudes.
This temporal ordering—outliers form first, then λ adapts to suppress them—supports the
suppression interpretation.

Suppression Migration to DownstreamMatrices. When λ is constrained, suppression
migrates to downstream weight matrices. The input columns of QKV projections and LM
head at the outlier dimension develop smaller norms monotonically (reaching 0.10–0.20×
median), whereas in the unrestricted run they exhibit a V-shaped trajectory (initial decrease
followed by recovery as λ takes over). Conversely, output rows at the outlier dimension are
amplified 2–4× more under constrained λ. This suggests matrix-column suppression serves
as a slower fallback mechanism when λ-based suppression is unavailable.
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