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Abstract

Reinforcement Learning with Verifiable Rewards (RLVR) has emerged as a
promising paradigm for training agentic retrieval-augmented generation
(RAG) systems from outcome-only supervision. Most existing methods
optimize policies from uniformly sampled rollouts, implicitly treating all
trajectories as equally informative. However, trajectories differ substantially
in search depth and are therefore not equally informative: deeper-search
trajectories contain more retrieval decision points and provide denser direct
supervision for the retrieval sub-policy. Moreover, this heterogeneity grows
over training as the within-batch depth distribution shifts toward higher
values, yet uniform rollout sampling remains blind to this shift. To ad-
dress this, we propose CuSearch, a curriculum rollout sampling framework
built on Search-Depth Greedy Allocation (SDGA), a batch-level operator
that reallocates a fixed update budget toward deeper-search trajectories.
SDGA-Auto always targets the deepest available trajectories in the current
batch, yielding an implicit training-aligned curriculum as the depth dis-
tribution shifts upward. SDGA-Phase explicitly advances the curriculum
threshold as deeper trajectories become sufficiently abundant. Experiments
across model types and retrieval frameworks show that CuSearch con-
sistently improves performance, achieving up to 11.8 exact-match points
over standard GRPO on ZeroSearch. These results establish per-trajectory
search depth as a reliable, annotation-free proxy for retrieval supervision
density in RLVR-based agentic RAG training. The code is available at
https://github.com/MrToser/CuSearch.

1 Introduction

Reinforcement Learning with Verifiable Rewards (RLVR) has become an effective approach
for training large language models (LLMs) from outcome-only supervision (Ouyang et al.,
2022; Shao et al., 2024; Guo et al., 2025). This paradigm has been extended to agentic
retrieval-augmented generation (RAG) (Lewis et al., 2020), where models learn to decide
when to retrieve and what to query during reasoning. For knowledge-intensive tasks, model
parameters alone cannot cover all relevant facts, making the ability to actively retrieve exter-
nal information at inference time essential. Earlier systems relied on heuristic triggers (Jiang
et al,, 2023; Trivedi et al., 2023) or supervised fine-tuning on expert trajectories (Asai et al.,
2024; Nakano et al., 2021). Contemporary RLVR-based methods (Jin et al., 2025; Song et al.,
2025; Chen et al., 2025a; Sun et al., 2025; Team et al., 2025) now optimize retrieval policies
solely through final answer rewards, bypassing manual design or expert traces.

Despite this potential, existing methods optimize policies from uniformly sampled roll-
outs (Shao et al., 2024; Schulman et al., 2017), implicitly treating all trajectories as equally
informative. For the same prompt, trajectories can vary substantially in search depth,
defined as the number of valid search steps they issue. Search depth provides a simple
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Figure 1: (a) Average search count per trajectory increases over training under answer-
correctness reward alone. (b) The within-batch depth distribution shifts toward higher
values as training advances.

structural indicator of how many retrieval decision points a trajectory exposes and thus
serves as a practical proxy for how much direct supervision it provides for the retrieval
sub-policy. Treating these unequally informative trajectories as equivalent allocates the
update budget indiscriminately. This dilutes the influence of deeper-search trajectories and
assigns optimization budget to rollouts with minimal retrieval learning value.

Existing work on non-uniform sample usage has largely operated at the prompt level,
filtering or reallocating the training budget based on prompt-level signals such as reward
variance, estimated difficulty, or expected policy improvement (Yu et al., 2025; Zhang et al.,
2025b; Wang et al., 2026; Gu et al., 2026; Chen et al., 2025b). By aggregating statistics
across rollouts for the same prompt, these approaches discard within-batch variation in
individual trajectory search behavior. Process-based supervision (Lightman et al., 2024;
Xiong et al., 2025) provides denser intermediate feedback but requires additional annotation
or auxiliary models. None of these approaches exploit search depth, an annotation-free and
trajectory-intrinsic structural signal for retrieval supervision density.

Over the course of training, answer-correctness reward reinforces retrieval behavior, and
per-trajectory search depth increases monotonically. As shown in Figure 1, the within-
batch depth distribution shifts toward larger values as RLVR progresses, deepening the
informativeness gap across trajectories and making the misallocation of the update budget
increasingly consequential. This temporal shift motivates a trajectory-level curriculum that
concentrates the update budget on the deepest available trajectories within each batch and
naturally advances as the depth distribution shifts upward.

Motivated by these observations, we propose CuSearch, a curriculum rollout sampling
framework for agentic RAG. At the core of CuSearch is Search-Depth Greedy Allocation
(SDGA), a batch-level operator that selects K trajectories from a larger pool of N - G rollouts,
restricting reward normalization, advantage estimation, and gradient updates to this subset.
Crucially, SDGA selects by search depth rather than by reward. It prefers trajectories that
expose more retrieval decision points, even when final rewards are similar. We instantiate
SDGA in two variants. SDGA-Auto always targets the deepest available trajectories in the
current batch, yielding an implicit training-aligned curriculum as the depth distribution
shifts upward. SDGA-Phase makes this curriculum explicit, advancing a phase threshold
irreversibly toward deeper trajectories as they become sufficiently abundant in the rollout
pool.

Experiments across model types and retrieval frameworks show that CuSearch consistently
improves final performance under comparable rollout budgets. Gains reach up to 11.8
exact-match points over standard GRPO on ZeroSearch, with substantial margins over
prompt-level adaptive methods such as DAPO and AR3PO.
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Our contributions are:

1. We identify and empirically characterize a training dynamic in agentic RAG: under
answer-correctness reward alone, per-trajectory search depth increases over training,
increasing the heterogeneity in retrieval supervision density across trajectories.

2. We propose CuSearch, a framework built on the SDGA operator, with two instan-
tiations. SDGA-Auto is a stateless greedy variant that always targets the deepest
available trajectories, yielding an implicit training-aligned curriculum as the depth
distribution shifts upward. SDGA-Phase is an explicit phase-adaptive variant
that advances the curriculum threshold as deeper trajectories become sufficiently
abundant. Both reallocate a fixed update budget toward deeper-search trajectories
without additional annotation or auxiliary models.

3. We demonstrate consistent gains across two model families, two retrieval frame-
works, and seven benchmarks. We further identify two factors governing gain mag-
nitude: search depth growth during training as the primary driver, and retrieval-
environment stochasticity as a secondary amplifier.

2 Related Work

2.1 Agentic RAG Training with Reinforcement Learning

Early RAG methods retrieve a fixed set of documents and condition generation on them
statically (Lewis et al., 2020). Subsequent agentic retrieval methods interleave reasoning
and retrieval over multiple steps, enabling models to gather evidence adaptively during
inference (Singh et al., 2025; Wei et al., 2022). Representative examples include ReAct (Yao
et al., 2022), FLARE (Jiang et al., 2023), and IRCoT (Trivedi et al., 2023). While these ap-
proaches improve retrieval-reasoning coordination, their interaction protocols are typically
predefined or rely on heuristic retrieval control, rather than being optimized end-to-end
from answer rewards.

Recent work extends RLVR to agentic RAG and directly optimizes retrieval behavior from
outcome-only supervision. Search-R1 (Jin et al., 2025), R1-Searcher (Song et al., 2025), Ze-
roSearch (Sun et al., 2025), ReZero (Dao & Le, 2025), RAG-Gym (Xiong et al., 2025), and
ReasonRAG (Zhang et al., 2025a) study RL-based retrieval optimization through different
training recipes, retrieval environments, and reward formulations. Our work is comple-
mentary to this line of research. Rather than introducing a new retrieval environment or
auxiliary reward signal, we study how a fixed update budget should be allocated across
trajectories during training. Specifically, we use per-trajectory search depth as an annotation-
free structural proxy for trajectory informativeness, and prioritize trajectories that expose
denser supervision signal for the retrieval sub-policy.

2.2 Curriculum and Adaptive Sampling in RL

Curriculum learning improves optimization by prioritizing training samples with greater
learning value (Bengio et al., 2009). Prioritized experience replay (Schaul et al., 2015)
selects transitions by temporal-difference error, and DART-Math (Tong et al., 2024) applies
difficulty-aware rejection sampling in supervised fine-tuning. Recent RLVR methods extend
this principle to prompt-level allocation (Yu et al., 2025; Zhang et al., 2025b; Wang et al., 2026;
Gu et al., 2026; Chen et al., 2025b), filtering or reallocating gradient budget based on prompt-
level signals such as reward variance, estimated difficulty, or expected policy improvement
(Liu et al., 2025; Le et al., 2025; Bae et al., 2026). However, these approaches primarily focus
on prompt-level allocation, loss-based prioritization, or offline data construction. None
of them exploit the per-trajectory structural signal that governs retrieval informativeness
within a training batch. Complementary work studies rollout structure: Depth-Breadth
Synergy (Yang et al., 2025) balances reasoning depth and diversity, InfoFlow (Luo et al.,,
2025) optimizes reward density, and process supervision (Lightman et al., 2024; Xiong et al.,
2025) provides step-level annotations.
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Figure 2: Overview of CuSearch. Top: A query generates N - G rollouts. SDGA then selects K
by search depth for gradient updates. Bottom left: SDGA greedily allocates budget K across
depth buckets by priority and capacity. Bottom right: SDGA-Auto always targets the deepest
available bucket, with selections advancing deeper as the depth distribution shifts upward
during training. SDGA-Phase explicitly advances the target bucket as deeper trajectories
become sufficiently abundant.

CuSearch operates at the trajectory level rather than the prompt level, and uses search depth
as a structural signal rather than a reward-derived one. Prompt-level methods decide which
prompts enter training, while CuSearch decides, from the rollouts already generated, which
trajectories most directly cover the retrieval decision space. Trajectory-level supervision
has also been explored for on-policy distillation, replacing token-level probability matching
with verbal-score matching (Xiong et al., 2026). These two operations are orthogonal, and
the gains of CuSearch over prompt-level baselines under matched compute confirm that
trajectory-level structural selection addresses a distinct dimension of the training allocation
problem.

3 Method

3.1 Problem Formulation

GRPO training framework. CuSearch is built on top of GRPO (Shao et al., 2024). At each
training step, given a batch of N prompts {x;}}¥ |, GRPO samples G rollouts {Tl‘,g}g:l for

each prompt. It then computes within-group advantages A; ; from relative rewards and
optimizes

N G
Lcrro(0) G Y Y [T(oig Aig) — BKLig (79 || re) ] s ¢y
i=1g=1

where 7 (p, A) = min(pA, clip(p, 1—¢, 1+¢)A) is the clipped surrogate objective, p;, =
7o(Tig | Xi)/ To1d (Tig | X;) is the likelihood ratio, and ¢, B are the clipping and KL penalty
coefficients, respectively. Standard GRPO uses all N - G rollouts uniformly.

CuSearch modification. Let

T = {Tlg11g 17 |T|:

4
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denote the complete rollout set sampled at one training step. CuSearch treats each trajectory
T € T as an atomic training unit and selects a subset

TCT, IT|=K<N-G,

using the Search-Depth Greedy Allocation module introduced in Section 3.2 and illustrated
in Figure 2. The policy objective is then evaluated only on the selected subset:

‘CCuSearCh(e) = 7% Z [j(Pr/ AT) - ,BKLT(TCG H nref)] ’ (2)

TeT

where pr, A¢, and KL (g 7t,ef) denote the likelihood ratio, advantage, and KL penalty
associated with trajectory T, respectively. Advantages are computed from trajectories in T
via within-group reward normalization, and groups with no retained trajectory are excluded
from the update. CuSearch thus changes which rollouts participate in reward normalization,
advantage estimation, and gradient updates, without altering the GRPO optimization form.

Search-count-based selection problem. Each trajectory T has a search count ent(7) €
{0,..., Smax}, and the goal is to construct T C T with |T| = K by prioritizing trajectories
with higher search depth, as these contain more retrieval decision points and provide
denser direct gradient coverage for the retrieval sub-policy. Appendix G elaborates on this
connection.

3.2 Search-Depth Greedy Allocation (SDGA)

Bucketization by search depth. We first partition the rollout set 7 into search-depth buckets.
Foreachs € {0,...,Smax}, let

Bs={t €T |mt(r) =5}, cs = |Bs),

where c; is the capacity of bucket s and cnt(7) counts the well-formed <search>. . .</search>
sequences with non-empty retrieved content in trajectory 7. A rollout allocation policy
specifies how many trajectories should be retained from each bucket under the global budget

constraint Zfzgx fs =K.

Greedy allocation by priority. Given bucket capacities {cs }SSEBX and a priority ordering
{ps }fi‘gx over buckets, SDGA allocates the update budget K greedily according to priority,
producing a feasible allocation { fs}fzgx such that

Smax

OSfSSCS/ Zfs:K
s=0

The algorithm proceeds in priority order: for each bucket s, it attempts to allocate as many
trajectories as the bucket can supply. If the desired allocation exceeds the bucket capacity cs,
the shortfall is redistributed to remaining buckets in priority order. This greedy strategy
ensures that higher-priority buckets are filled first, while respecting capacity constraints. The
priority ordering determines the curriculum: different instantiations of SDGA correspond
to different choices of {ps}. Additional implementation details are provided in Appendix C.
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Algorithm 1: Search-Depth Greedy Allocation (SDGA)

Input: Capacities {c; }>™2, desired allocations {ts}fggx with Y, ts = K, priorities

s=0"
{Ps}ngi)x
Output: Feasible allocations { fs}ss‘;“(a)X
fs « tsforalls;
o < argsort({ps});
foreach s in order of o do
if fs > cs then
d<_fs_cs; fs < Cs;
// redistribute d: lower-priority buckets first, then higher-priority
in reverse
foreach r # s (lower-priority order, then higher-priority in reverse) do
if d = 0 then
| break;
end
0« min(c, — fr, d); fr fr+6; d«d—;
end
end
end

return { f; }SESX ;

Trajectory instantiation. After obtaining feasible bucket allocations { f; }, CuSearch samples
exactly fs trajectories from each bucket B; to form the selected set T. Thus, SDGA operates
at the bucket level, while the final rollout subset is instantiated at the trajectory level. This
design makes the allocation step lightweight and independent of the downstream GRPO
optimizer.

SDGA-Auto. SDGA-Auto is the stateless instantiation of SDGA. It sets ps = Smax —5 + 1 to
give higher priority to deeper search buckets and sets t5 = K with t; = 0 for s < Spyax to
ideally allocate all budget to the deepest bucket. At every step, it greedily concentrates the
full update budget on the deepest-search trajectories available in the current batch. When
the deepest bucket is under-capacity, the shortfall is redistributed to shallower buckets in
descending order of search depth. We deliberately decouple the selection criterion from
reward to isolate the retrieval supervision signal. Reward information is incorporated
downstream through within-group advantage normalization. Although stateless, SDGA-
Auto implicitly follows a curriculum aligned with the model’s training dynamics: because
the within-batch depth distribution shifts monotonically toward higher search counts during
training, the depth level that SDGA-Auto actually concentrates on rises progressively,
advancing from moderately deep trajectories early in training to the genuinely deepest
trajectories as they become prevalent. This implicit curriculum emerges naturally from the
interaction between the greedy selection rule and the evolving rollout distribution, without
any explicit phase management. See Appendix C.2 for details.

SDGA-Phase. SDGA-Phase is the phase-adaptive instantiation of SDGA, motivated by
curriculum learning (Bengio et al., 2009). It maintains a monotonically advancing phase
threshold k € {0, ..., Smax — 1} and sets fy,; = Kand t; = 0 for s # k + 1, targeting bucket
k +1 at phase k. The priority ordering favors bucket k + 1 first, then deeper buckets, then
shallower ones. The phase advances from k to k +1 when } ;.1 cs > K, ensuring the
target bucket is deep enough to provide informative retrieval supervision yet abundant
enough to avoid falling back to shallow trajectories. This design prevents the fallback to
shallow-bucket selection that SDGA-Auto can suffer early in training, when the deepest
bucket is sparsely populated. See Appendix C.3 for details.

3.3 Implementation and Training Setup

CuSearch is inserted as a lightweight trajectory selection layer between rollout generation
and policy optimization, requiring no changes to the reward function, model architecture,
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or agent environment. The complete training loop is in Appendix B. We follow the standard
setup from prior RLVR-based agentic RAG work, keeping the prompt template, output
format, and reward design fixed so that all experiments vary only the rollout allocation
strategy. Complete training details are in Appendix A.

4 Experiments

4.1 Experimental Setup

Models and training. We use Qwen2.5-3B (Qwen Team, 2024) as the primary backbone
for ablation and analysis, LLaMA-3.2-3B-Base (Llama Team, 2024) to test cross-model
generalization, and Qwen2.5-7B (Qwen Team, 2024) to examine scalability across model
sizes. All models are trained with VERL and GRPO. Unless otherwise specified, we set
N =64,G =3,K =96, M = 32, Smax = 5, learning rate = 1 x 1079, and g = 0.001. All
experiments are conducted on 8x A100 80G GPUs. Unless otherwise noted, all figures in
this paper report results on Qwen?2.5-3B with ZeroSearch.

Retrieval frameworks. We evaluate CuSearch under two representative agentic retrieval
settings. ZeroSearch (Sun et al., 2025) uses LLM-simulated retrieval, and we adopt Alibaba-
NLP/Simulation-LLM-google-7B-V2 as the retriever simulator in the main experiments. To
test whether the learned policy transfers beyond the simulator, we further evaluate it with a
real search API, as detailed in Appendix D.4. Search-R1 (Jin et al., 2025) uses a chunk-based
offline retrieval corpus for both training and evaluation. Together, these two settings allow
us to study CuSearch under retrieval environments with different levels of stochasticity.

Datasets and metric. We evaluate on seven open-domain QA benchmarks. The single-hop
datasets are NQ (Kwiatkowski et al., 2019), TriviaQA (Joshi et al., 2017), and PopQA (Mallen
et al,, 2023). The multi-hop datasets are HotpotQA (Yang et al., 2018), 2WikiMulti-
HopQA (Ho et al., 2020), MuSiQue (Trivedi et al., 2022), and Bamboogle (Press et al.,
2023). We use Exact Match (EM) as the evaluation metric.

Baselines. We compare CuSearch against both rollout-selection baselines and representative
prompt-level adaptive methods. GRPO-Full uses all N - G rollouts without trajectory
selection, corresponding to the standard training protocol of ZeroSearch or Search-R1.
GRPO-Half uses K/G prompts with G rollouts each, yielding the same K trajectory updates
as CuSearch but without depth-aware selection. Unlike CuSearch, it generates only K
rollouts directly rather than selecting from a larger pool. SDGA-Auto and SDGA-Phase
are our two search-depth-based allocation strategies, both using Smax = 5 in the main
experiments. SDGA-Anti reverses the search-depth priority order to deliberately select
shallow-search trajectories first, serving as an anti-curriculum directional ablation. Random
draws K trajectories uniformly at random from 7, matching CuSearch in both rollout
generation and update cost, so any performance gap isolates the contribution of the depth-
aware selection signal. Top-K Reward selects the K highest-reward trajectories from 7,
matching CuSearch in compute, and tests whether reward magnitude alone provides an
effective selection criterion. To position CuSearch relative to prior adaptive RL methods, we
additionally compare with DAPO (Yu et al., 2025), which removes prompts whose rollouts
all receive the same reward, and AR3PO (Zhang et al., 2025b), which adaptively reallocates
rollout budget across prompts based on estimated difficulty. Both are implemented within
the same VERL/GRPO pipeline under matched total compute.

4.2 Main Results

(1) CuSearch consistently improves performance across frameworks, model families,
and model scales. As shown in Table 1, SDGA-Phase outperforms both GRPO-Full and
GRPO-Half in nearly all cases across ZeroSearch and Search-R1. On Qwen2.5-3B with
ZeroSearch, SDGA-Phase improves average EM from 44.5 to 56.3 over GRPO-Full, a gain of
11.8 points. Under the stricter update-budget-matched setting, SDGA-Phase also exceeds
GRPO-Half by 17.0 points. Similar gains are observed for Qwen2.5-7B, with improvements
of 11.4 EM under ZeroSearch and 8.1 EM under Search-R1, and for LLaMA-3.2-3B-Base,
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Table 1: Main results under ZeroSearch (simulator evaluation) and Search-R1 frameworks
(EM, %). GRPO-Full and GRPO-Half correspond to the standard training protocol of each
framework without trajectory selection. All SDGA variants use Smax = 5. Bold denotes the
best result per model group.

Framework Model Method NQ TQA PopQA HotpotQA 2Wiki MuSiQue BG Avg.
GRPO-Full 379 528 46.5 33.2 32.6 15.8 164 336

GRPO-Half 34.6 489 428 289 28.7 10.5 13.6  29.7

LLaMA-3.2-3B-Base =~ SDGA-Anti  19.8 249 17.9 15.8 16.4 9.8 85 162
SDGA-Auto 425 574 52.3 38.2 37.1 20.1 221 385

SDGA-Phase 432 57.1 53.1 379 36.8 214 21.8 388

GRPO-Full 443  60.7 48.1 44.5 41.2 32.7 39.8 445

ZeroSearch GRPO-Half 441 585 52.3 36.9 36.6 22.3 241 393
Qwen2.5-3B SDGA-Anti 202 353 17.7 19.9 24.7 4.3 209 204
SDGA-Auto 534 673 68.0 51.5 51.8 394 39.1 529

SDGA-Phase 55.1 724 67.9 52.8 49.5 449 514 56.3

GRPO-Full 504  65.8 55.2 50.6 47.8 39.6 46.8 509

GRPO-Half  49.8 63.2 57.4 424 42.6 28.2 29.6 447

Qwen2.5-7B SDGA-Anti 226 378 20.4 21.8 26.8 5.8 214 224
SDGA-Auto 582 73.6 71.6 56.2 55.8 454 474 583

SDGA-Phase 60.8 76.4 73.6 59.2 56.4 51.6 57.8 62.3

GRPO-Full 358 512 45.1 31.8 30.6 13.6 152 319

GRPO-Half 331 474 41.2 27.8 27.6 10.1 127 28.6

LLaMA-3.2-3B-Base =~ SDGA-Anti 187 228 16.9 14.8 15.7 9.2 83 152
SDGA-Auto 429 59.2 53.8 38.8 38.0 20.8 234 39.6

SDGA-Phase 432 58.7 54.1 38.3 37.6 21.1 229 394

GRPO-Full 41.6  56.1 50.9 35.9 33.7 13.3 20.1 359

Search-R1 GRPO-Half 36.7 521 45.3 31.5 32.5 134 209 332
Qwen2.5-3B SDGA-Anti 229 273 20.7 17.9 18.3 11.1 10.1 183
SDGA-Auto 429 528 55.9 34.8 37.3 17.1 214 375

SDGA-Phase 44.8 52.1 55.4 41.2 37.1 23.4 323 409

GRPO-Full 448 58.8 54.2 38.6 36.8 16.4 23.6  39.0

GRPO-Half 426 554 56.2 31.8 324 10.2 124 344

Qwen2.5-7B SDGA-Anti  20.8 34.6 19.2 194 242 8.4 16.8 205
SDGA-Auto 482 59.2 60.8 40.2 41.6 20.8 246 422

SDGA-Phase 514 58.6 62.4 47.2 43.2 28.6 384 471

TQA = TriviaQA, 2Wiki = 2WikiMultiHopQA, BG = Bamboogle.

confirming generalization across model families and scales. While the largest gains are
obtained under the ZeroSearch stochastic simulator, SDGA-Phase also yields consistent
improvements under a real search API and chunk-based retrieval, as analyzed in Section 4.4
and Appendix E.

(2) Explicit phase-adaptive curriculum outperforms implicit curriculum early in training.
Both SDGA-Auto and SDGA-Phase constitute forms of curriculum learning: SDGA-Auto
follows an implicit curriculum aligned with the model’s training dynamics, as the greedy
selection naturally concentrates on progressively deeper trajectories as the depth distribution
shifts upward. SDGA-Phase makes this curriculum explicit through a managed phase
threshold. Across settings, SDGA-Phase outperforms SDGA-Auto in nearly all cases, with
the sole exception of LLaMA-3.2-3B-Base under Search-R1 where SDGA-Auto leads by 0.2
average EM. The advantage of SDGA-Phase is most pronounced early in training: when
deep-search buckets are sparsely populated, SDGA-Auto falls back to shallow buckets
and its selection becomes indistinguishable from random, whereas SDGA-Phase targets
the depth level the batch can reliably supply and advances only when deeper trajectories
become sufficiently abundant.

(3) The benefit depends on the retrieval environment. The gain of SDGA-Phase is larger
on ZeroSearch than on Search-R1. For Qwen2.5-3B, SDGA-Phase improves GRPO-Full by
11.8 EM on ZeroSearch and by 5.0 EM on Search-R1, raising the average from 35.9 to 40.9.
We analyze the contributions of search depth growth and retrieval stochasticity to this gap
in Section 4.4 and Appendix E. Figure 3(c) additionally shows that SDGA-Phase accelerates
the growth of average search depth during training, indicating that the proposed allocation
changes not only final task accuracy but also the model’s retrieval behavior.
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Figure 3: Training dynamics on ZeroSearch with Qwen2.5-3B. Panels (a—c) show EM on
NQ, mean reward, and average search depth per rollout. SDGA-Phase achieves the highest
values on all three metrics by the end of training.

4.3 Ablation Studies

We conduct six ablation studies, with full results and tables in Appendix D. (1) Sampling
signal and compute fairness. Random trajectory sampling, which shares the identical
rollout generation and update cost as CuSearch, performs close to GRPO-Half but far below
SDGA-Auto and SDGA-Phase. This directly rules out a compute-based explanation: the
gains of CuSearch stem from the depth-aware selection signal, not from training on fewer
trajectories per step. (2) Robustness to Spnax. Both SDGA variants consistently outper-
form GRPO-Full across Smax € {3, 4, 5}, confirming robustness to the depth discretization
granularity. (3) Direction of the signal. SDGA-Anti, which reverses the priority order,
yields a drastic performance drop to 20.4 average EM compared to 52.9 for SDGA-Auto,
confirming that the signal is directionally meaningful and that shallow-trajectory preference
is actively harmful. (4) Transfer to a real search API. A policy trained with SDGA-Phase
under ZeroSearch retains a 5.1 EM advantage over GRPO-Full when evaluated with a
real SERPER API, confirming that learned retrieval behaviors transfer beyond the simu-
lator. (5) Reward-based trajectory selection. Top-K Reward achieves 41.8 average EM,
close to Random (41.9) and 14.5 points below SDGA-Phase. Notably, this score also falls
below GRPO-Full, which achieves 44.5 EM. This suggests that concentrating updates on
the highest-reward trajectories can hurt training by introducing selection bias, confirming
that reward magnitude alone does not provide an effective selection signal and that search
depth captures a structurally distinct and more informative criterion. (6) Prompt-level
adaptive baselines. SDGA-Phase outperforms DAPO by 5.9 EM and AR3PO by 6.7 EM
under matched compute, indicating that rollout-level structural selection is both distinct
from and more effective than prompt-level filtering for agentic RAG.

4.4 In-Depth Analysis

(C1) Search depth grows during training. Under both ZeroSearch and Search-R1, answer-
correctness reward alone drives a monotonic increase in per-trajectory search counts, provid-
ing a progressively larger supply of deep-search trajectories. The growth is more pronounced
under ZeroSearch, partially explaining the larger gains in that setting.

(C2) Retrieval-environment stochasticity amplifies the gain. In more stochastic environ-
ments, diverse search decisions produce varied evidence, making each additional search step
more informative. In deterministic environments, repeated queries return overlapping re-
sults, reducing the marginal value of deeper trajectories. ZeroSearch uses an LLM-simulated
retriever that produces varied results across queries. Search-R1 uses a fixed offline cor-
pus where repeated or similar queries tend to return overlapping documents, reducing
the marginal benefit of additional search steps. Table 8 shows gains of 11.8 EM under
ZeroSearch, 5.1 EM with a real search API, and 5.0 EM under Search-R1, consistent with
C1 as the primary driver and C2 as a secondary amplifier in high-stochasticity settings. A
detailed analysis is provided in Appendix E.
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Taken together, these results confirm that search depth is a reliable and annotation-free signal
for selecting informative trajectories. Allocating the update budget toward deeper-search
rollouts yields consistent improvements over both uniform sampling and prompt-level
adaptive methods across diverse training conditions, providing direct evidence for the
central claim of this work.

5 Conclusion

Per-trajectory search depth is a reliable, annotation-free proxy for retrieval supervision
density in RLVR-based agentic RAG training. Search counts increase monotonically over
training, and the within-batch depth distribution shifts toward higher values, deepening
the informativeness gap that uniform rollout usage fails to exploit. To address this, we
propose CuSearch, built on the SDGA operator. SDGA-Auto always targets the deepest
available trajectories in the current batch, yielding an implicit training-aligned curriculum
as the depth distribution shifts upward. SDGA-Phase explicitly advances the curriculum
threshold as deeper trajectories become sufficiently abundant. Consistent gains across
ZeroSearch and Search-R1 confirm that depth-aware rollout allocation improves retrieval
sub-policy learning across model families and retrieval frameworks. Gain magnitude is
governed primarily by search depth growth during training and amplified by retrieval-
environment stochasticity.

Limitations. The method yields smaller gains when search depth growth is limited or
when the retrieval environment has low stochasticity. It uses search depth as a single scalar
feature and does not condition on reward quality, though within-group advantage normal-
ization mitigates this by suppressing the gradient contribution of low-reward trajectories
even when they are selected. Combining search depth with reward-derived signals and
extending CuSearch to other agentic behaviors such as tool use and code execution are
natural directions for future work.
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A Training Details

A1 Prompt Template

We follow the prompt template used in Search-R1 and ZeroSearch (Jin et al., 2025; Sun et al.,
2025). The template used during training and inference is shown below:

Answer the given question. You must conduct reasoning inside <think> and </think>
first every time you get new information. After reasoning, if you find you lack some
knowledge, you can call a search engine by <search> query </search>, and it will return
the top searched results between <information>and </information>. You can search as
many times as you want. If you find no further external knowledge needed, you can
directly provide the answer inside <answer> and </answer> without detailed illustrations.
For example, <answer> Beijing </answer>. Question:

Figure 4: Training template. The question is appended to the end during training and
inference.

A.2 Reward Design

We follow the reward design used in Search-R1 and adopt a rule-based reward that combines
answer quality with format compliance (Jin et al., 2025). Following ZeroSearch (Sun et al.,
2025), we use the F1 score rather than exact-match accuracy as the answer-quality signal.
Specifically, the reward for a trajectory 7 is defined as

r(1) = F1(1) (1 = Af) + Af rme(T), ®)

where F1(7) € [0,1] denotes the F1 score between the extracted final answer and the
ground-truth answer, and 7, (7) € {0,1} is a binary indicator of format validity.

A trajectory is considered format-valid if it follows the prescribed agent format, with rea-
soning enclosed by <think>...</think>, search queries enclosed by <search>...</search>,
and the final answer enclosed by <answer>. . .</answer>. This design encourages the model
not only to produce high-quality answers but also to adhere to the interaction protocol
required for search-engine invocation.

Following the empirical findings of Search-R1, we do not use an additional intermediate
retrieval reward. Instead, we use the answer-quality reward together with the format-
compliance signal throughout all experiments.

Table 2: Main training hyperparameters used in our experiments. Unless otherwise specified,
all settings follow the default configuration of ZeroSearch.

Hyperparameter Value
Number of prompts per step N 64
Rollouts per prompt G 3
Selected trajectories per update K 96
Mini-batch size M 32
Maximum search count Syax 5
Learning rate 1x10°°
KL penalty weight 8 0.001
Format reward weight A ¢ 0.2

A.3 Training Hyperparameters

Unless otherwise specified, all training hyperparameters follow the default configuration
of ZeroSearch and are kept fixed across all methods. CuSearch does not introduce addi-
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tional trainable components or modify the underlying policy optimization procedure. The
complete hyperparameter values are listed in Table 2.

B CuSearch Training Loop

Algorithm 2 summarizes CuSearch within a standard VERL/GRPO training pipeline. At
each step, the policy generates G rollouts per prompt. CuSearch parses search counts,
applies SDGA, and retains only K trajectories for reward computation and gradient updates.

Algorithm 2: CuSearch Training Loop

Input: Prompt pool P; policies 71y, 7T,f; hyperparameters N, G, K, M, B, 1
Output: Trained policy 7ty
for training step t =1,2,... do
// Phase 1: Rollout generation
{x;}N, « sample(P,N);
fori=1,...,Ndo
forg=1,...,Gdo
| Tig < agentloop(7g, x;);
end

end
T <— {Tl}g}f\iig:ﬂ
// Phase 2: Search-count parsing and trajectory selection
compute cnt(7) for each v € T;
construct buckets {Bs}fi‘gx and capacities {cs ssggx ;
compute target allocations and priorities according to the chosen SDGA variant;
obtain feasible allocations { fs}fi‘gx < SDGA({cs}, {ts}, {ps});
sample f; trajectories from each bucket Bs and form T;
// Phase 3: Reward and advantage computation
foreach T € T do

| r(t) < Eq.(3);
end
compute advantages on the selected set T;
// Phase 4: Policy update
foreach mini-batch B C T of size M do

‘ 0«0 — nvf)‘CCuSearch(e; B, TCref, ,B)r
end
end
return 71y;

C Detailed Instantiations of SDGA

This appendix provides the detailed definitions of the two instantiations of Search-Depth
Greedy Allocation (SDGA): SDGA-Auto and SDGA-Phase.

Given the rollout set 7, we partition trajectories into Smax + 1 buckets according to search
count:

Bs={teT:nt(t) =s}, s€{0,1,..., max}, 4)

where ¢; = |Bs| and Y s ¢s = |T|. Let K = |T| denote the total selection budget. Each SDGA
variant is specified by a target allocation {#;} and a priority assignment {ps}, which are
converted into a feasible allocation under the bucket-capacity constraints.
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C.1 Additional Details of SDGA

Algorithm 3: Search-Depth Greedy Allocation (SDGA): Detailed Version

Input: Capacities {cs}fggx ; target allocations {ts}fggx with ZSS':I‘E‘JX ts = K; priorities

{ps}5m, where smaller values indicate higher priority
Output: Feasible allocations { fs}SSL_“SX satisfying 0 < f; < ¢,
fs « ts foralls;
o < argsort({ps}) ; // priority order: high to low
foreach s in order of o do

if fs < cs then
| continue;
end
d< fs—cs; // overflow of bucket s
fs < Cs;
// Step 1: redistribute overflow to lower-priority buckets
foreach r after s in o do
if d = 0 then
| break;
end
spare < ¢, — fy;
if spare > 0 then
J < min(spare, d);
fr — fr +6;
d+«d-—¢;
end
end
// Step 2: if needed, redistribute remaining overflow to higher-priority
buckets
if d > 0 then
foreach r before s in o, in reverse order do
if d = 0 then
| break;
end
spare < ¢, — fy;
if spare > 0 then
J < min(spare, d);
fr — fr +9;
d<+d-9¢;
end
end
end
end

return { fs}fjgx ;

Algorithm 3 gives the detailed procedure of SDGA. Given bucket capacities {cs }SSL"SX, target

allocations {#; SSESX, and priorities {ps}fg(a{, SDGA transforms the target allocation into a
feasible allocation that satisfies the capacity constraint of every bucket. The algorithm is
initialized with the target allocation and processes buckets in the order induced by the
priority values, where smaller values indicate higher priority.

When the allocation of a bucket exceeds its capacity, the excess is treated as overflow and
redistributed greedily. For an over-allocated bucket, SDGA first transfers the overflow to
the lower-priority buckets that follow later in the priority order. If overflow remains, the
algorithm then redistributes it to the higher-priority buckets that precede it in the priority
order, traversed in reverse from lowest to highest rank. This repair procedure preserves the
priority structure as much as possible while enforcing feasibility.
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The resulting allocation { fs}fr:“gx satisfies 0 < f; < ¢ for all s. Moreover, when the total
target allocation does not exceed the total available capacity, thatis ) s t; < ) cs, the total
allocation is preserved, so that } ; fs = ) ¢ ts. In our method, SDGA serves as a generic
repair operator after target bucket counts are specified by a search-aware allocation policy.

C.2 SDGA-Auto

SDGA-Auto is a stateless instantiation of SDGA that always prioritizes trajectories with
larger search counts. Its target allocation places the entire selection budget on the highest-
search bucket:

b = {K if s = Smax, 5)

0 otherwise,

where K denotes the number of selected trajectories per update. The priority assignment is
defined in descending order of search count:

Ps = Smax —5+1, (6)
so that larger search counts correspond to higher priority. Equivalently, the induced priority

order is
Smax = Smax—1— -+ — 0. (7)

Under this setting, SDGA first attempts to allocate the full budget to the bucket with the
largest search count. If that bucket does not contain enough trajectories, the remaining bud-
get is redistributed greedily to buckets with progressively smaller search counts according
to the SDGA repair procedure.

For example, when Smax = 5, the corresponding target allocation and priorities can be
written as

target_lens = [0,0,0,0,0,K], priorities = [6,5,4,3,2,1]. (8)

C.3 SDGA-Phase

SDGA-Phase is a phase-adaptive instantiation of SDGA. It maintains a global phase variable

k€ {0,1,...,Smax — 1}, initialized to 0 and constrained to be monotonically non-decreasing.

At phase k, the target allocation places the full selection budget on bucket k + 1:
_ [K ifs=k+1,

s = {0 otherwise, ©)

where K denotes the number of selected trajectories per update. The corresponding priority
assignment gives the highest priority to the current target bucket, then to buckets with
larger search counts, and finally to buckets with smaller search counts. Formally,

s—k ifs>k+1,
) = = 10
p(s k) {Smax—i-l—s ifs<k+1. (10)

This induces the priority order

k+1—=-k+2—= -+ >Spax 2 k—k—-1—.--—=0. (11)

Under this ordering, SDGA-Phase first attempts to allocate trajectories from the current
target bucket. If that bucket does not contain enough trajectories, the remaining budget is
first redistributed to buckets with larger search counts and only then to buckets with smaller
search counts. This mechanism induces a curriculum over search depth, allowing trajectory
selection to shift progressively toward deeper retrieval behavior as training advances.
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C.3.1 Phase Transition

The phase is advanced from k to k + 1 when
Y >k (12)
s>k+1

that is, when buckets strictly above the current target bucket can already satisfy the full
selection budget. Once advanced, the phase never decreases, which prevents oscillation and
enforces a monotonic progression of the search-depth curriculum.

C.3.2 Concrete Examples

When Smax = 5, the target allocations and priorities for each phase are as follows. At phase
0,

target_lens = [0,K,0,0,0,0], priorities = [6,1,2,3,4,5]. (13)
At phase 1,

target_lens = [0,0,K,0,0,0], priorities =[6,5,1,2,3,4]. (14)
At phase 2,

target_lens = [0,0,0,K,0,0], priorities = [6,5,4,1,2,3]. (15)
At phase 3,

target_lens = [0,0,0,0, K, 0], priorities =[6,5,4,3,1,2]. (16)
At phase 4,

target_lens = [0,0,0,0,0,K], priorities =[6,5,4,3,2,1]. 17)

Note that at phase 4, the target allocation and priority ordering coincide with SDGA-Auto,
as the curriculum has reached the deepest available search depth. For instance, when k =1,
the induced priority order is

2—+3—=+4—-5—=-1—=0. (18)

In this case, the allocator first targets search count 2, then progressively shifts toward larger
search counts, and falls back to smaller ones only when necessary.

C4 SDGA-Anti

SDGA-Anti is an anti-curriculum instantiation of SDGA that reverses the priority order of
SDGA-Auto, deliberately selecting the shallowest-search trajectories. It places the entire
selection budget on the lowest-search bucket:

K ifs=0,
bs = {0 otherwise, (19)

where K denotes the number of selected trajectories per update. The priority assignment is
defined in ascending order of search count:

ps =s+1, (20)
so that smaller search counts correspond to higher priority. Equivalently, the induced
priority order is

0—1— -+ — Smax- (21)

Under this setting, SDGA first attempts to allocate the full budget to the bucket with the
smallest search count. If that bucket does not contain enough trajectories, the remaining
budget is redistributed greedily to buckets with progressively larger search counts according
to the SDGA repair procedure.

For example, when Smax = 5, the corresponding target allocation and priorities can be
written as

target_lens = [K,0,0,0,0,0], priorities =[1,2,3,4,5,6]. (22)
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Table 3: Ablation on trajectory selection signals under the ZeroSearch framework (simulator
evaluation, Qwen2.5-3B, EM, %). Random and Top-K Reward share the same rollout
generation and update cost as CuSearch.

Method NQ TQA PopQA HotpotQA 2Wiki MuSiQue BG Avg.
GRPO-Full 443 607 48.1 445 41.2 32.7 39.8 445
GRPO-Half 441 585 52.3 36.9 36.6 22.3 241 393
Random 426 588 56.0 35.8 37.8 22.8 39.2 419
Top-K Reward 43.8 60.2 49.8 36.9 38.6 24.8 384 418
SDGA-Auto 534 673 68.0 51.5 51.8 39.4 39.1 529
SDGA-Phase 551 724 67.9 52.8 49.5 449 514 56.3

D Ablation Studies

D.1 Ablation 1: Is Search Depth Itself a Useful Sampling Signal?

Random achieves 41.9 average EM, substantially below SDGA-Auto at 52.9 and SDGA-
Phase at 56.3, while remaining close to GRPO-Half at 39.3. Because Random uniformly
samples K trajectories from the full rollout pool, it preserves the original within-batch depth
distribution and does not preferentially allocate updates to deeper-search trajectories. Its
near-parity with GRPO-Half confirms that simply reducing the number of trajectory updates
is not sufficient. The gap between Random and SDGA-Auto therefore isolates the value
of the sampling signal itself: both use the same update budget K, but only SDGA-Auto
concentrates that budget on trajectories with more retrieval decision points. This result
directly supports our claim that search depth is a useful structural proxy for trajectory
informativeness.

D.2 Ablation 2: Robustness to Syax

Table 4: Performance under different Smax settings (Qwen2.5-3B, ZeroSearch simulator
evaluation, EM, %).

Smax Method NQ TQA PopQA HotpotQA 2Wiki MuSiQue BG Avg.
GRPO-Full 44.3 60.7 48.1 44.5 41.2 32.7 39.8 445

5 GRPO-Half 441 585 52.3 36.9 36.6 22.3 241 393
SDGA-Auto 534 673 68.0 51.5 51.8 39.4 39.1 529
SDGA-Phase 55.1 72.4 67.9 52.8 49.5 449 514 56.3
GRPO-Full 440 59.6 52.8 39.8 37.6 26.2 304 415

4 GRPO-Half 424 572 48.6 38.6 37.2 25.2 28.8 39.7
SDGA-Auto 51.8  66.0 55.8 422 40.2 32.2 344 46.1
SDGA-Phase 46.2 64.0 57.0 43.4 43.6 33.6 43.2 473
GRPO-Full 432 620 54.0 40.0 41.8 24.6 40.0 43.7

3 GRPO-Half 428 626 54.6 36.6 40.4 26.8 240 411
SDGA-Auto 488 67.2 60.8 41.0 45.8 31.6 296 46.4
SDGA-Phase 418 60.0 57.6 47.0 434 34.4 320 452

As shown in Table 4, both SDGA-Auto and SDGA-Phase consistently outperform GRPO-
Full across Smax € {3,4,5}. This indicates that the benefit of CuSearch is robust to the
discretization granularity used for search depth. Increasing Smax yields finer priority
stratification and generally better performance, suggesting that preserving more depth
information helps distinguish informative trajectories more precisely.

D.3 Ablation 3: Does the Direction of the Signal Matter?

Table 5 shows results on ZeroSearch with Qwen2.5-3B, where the methods follow a strict
ordering: SDGA-Anti (20.4) < Random (41.9) < SDGA-Auto (52.9). The total spread is 32.5
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Table 5: Ablation on sampling priority direction under ZeroSearch (simulator evaluation,
Qwen2.5-3B, EM, %).

Method Priority Direction =~ NQ TQA PopQA HotpotQA 2Wiki MuSiQue BG Avg.
SDGA-Anti ~ Low-search first | 202 353 17.7 19.9 24.7 4.3 209 204
Random Uniform 426 588 56.0 35.8 37.8 22.8 39.2 419
SDGA-Auto High-search first T 53.4  67.3 68.0 51.5 51.8 39.4 391 529

EM points, and SDGA-Anti falls to 4.3 on MuSiQue. This result shows that the signal is not
merely correlated with performance but directionally meaningful: prioritizing shallower
trajectories is not just less effective than prioritizing deeper ones, but can be actively harmful.
This strongly supports our interpretation of search depth as an informativeness-oriented
supervision signal.

D.4 Ablation 4: Generalization to a Real Search Engine (SERPER)

Table 6: Transfer performance on SERPER real-search evaluation using ZeroSearch-trained
Qwen2.5-3B models (EM, %).

Method NQ TQA PopQA HotpotQA 2Wiki MuSiQue BG Avg.
Qwen2.5-3B

GRPO-Full 43.6 622 55.2 36.2 38.6 20.6 24.0 40.1
GRPO-Half 432 64.2 57.8 35.4 34.6 174 232 394
SDGA-Auto 466 67.2 62.2 38.0 41.0 204 248 429
SDGA-Phase 48.0 66.2 64.6 40.4 43.0 22.2 32.0 45.2

A policy trained with SDGA-Phase under ZeroSearch still outperforms GRPO-Full by 5.1
EM points, raising the average from 40.1 to 45.2, when evaluated with a real search API
(SERPER). The gain is smaller than the 11.8-point improvement observed under simulator
evaluation, indicating that some of the benefit is tied to the simulator’s retrieval distribution.
Nevertheless, the remaining margin is still substantial, showing that the search behaviors
encouraged by CuSearch transfer beyond the training environment.

D.5 Ablation 5: Reward-Based Trajectory Selection

To test whether search depth provides a selection signal beyond reward magnitude, we
compare against Top-K Reward, which selects the K trajectories with the highest individual
rewards from the rollout pool 7. Results are included in Table 3 alongside the other
selection-signal baselines.

Top-K Reward achieves 41.8 average EM, close to Random (41.9) and substantially below
SDGA-Auto (52.9) and SDGA-Phase (56.3). This result is consistent with a structural obser-
vation: high-reward trajectories are not necessarily deep-search trajectories. A model that
answers correctly without issuing any retrieval calls receives a high reward but contributes
zero retrieval gradient coverage. Preferring such trajectories concentrates the update budget
on answer-generation behavior while depriving the retrieval sub-policy of direct supervi-
sion. In contrast, search-depth-based selection explicitly targets trajectories that provide the
most retrieval decision points per update, regardless of whether those trajectories receive
high or low rewards. Advantage normalization within GRPO then handles the reward
signal: low-reward deep-search trajectories receive suppressed gradient weights, while
high-reward deep-search trajectories receive amplified weights. Search depth and reward
therefore operate at complementary levels, and their combination within SDGA produces a
more effective training signal than either alone.
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Table 7: Comparison with prompt-level adaptive methods under ZeroSearch (simulator
evaluation, Qwen2.5-3B, EM, %). All methods use the same total rollout budget (N - G =
192).

Method NQ TQA PopQA HotpotQA 2Wiki MuSiQue BG Avg.
GRPO-Full 443  60.7 48.1 445 41.2 32.7 398 445
DAPO (Yu et al., 2025) 49.1 66.5 55.3 50.2 47.1 38.7 459 504
AR3PO (Zhang et al., 2025b) 48.6  65.2 54.7 495 46.4 379 451 49.6
SDGA-Phase (Ours) 55.1 72.4 67.9 52.8 49.5 44.9 514 56.3

D.6 Ablation 6: Comparison with Prompt-Level Adaptive Methods

Implementation. For DAPO, we implement only the dynamic sampling component: at each
training step, prompt groups in which all G rollouts receive the same reward are removed
before the policy update, as these groups produce zero group-normalized advantage and
contribute no learning signal. All other hyperparameters, including the loss formulation,
clipping coefficient ¢, and KL penalty weight §, are kept identical to the GRPO baseline. For
AR3PO, we implement the adaptive rollout allocation: we track the per-prompt pass rate
(fraction of G rollouts receiving a positive reward) over a sliding window, and reallocate the
rollout budget to favor prompts with intermediate pass rates. Prompts whose recent pass
rate falls near 0 or 1 receive fewer rollouts, while prompts with pass rates in the intermediate
range receive more. The total rollout budget per step is held fixed at N - G = 192 across all
prompt-level baselines and CuSearch to ensure a fair comparison.

As shown in Table 7, DAPO and AR3PO improve average EM over GRPO-Full by 5.9
and 5.1 points respectively, whereas SDGA-Phase achieves an 11.8-point gain under the
same rollout budget. This comparison highlights the difference between the two levels
of adaptation. Prompt-level methods decide which prompts deserve more training signal,
while our approach decides which trajectories within a batch carry more informative retrieval
supervision. Our results suggest that, for agentic RAG, exploiting rollout-level structural
heterogeneity yields substantially larger gains than prompt-level filtering alone. Because
the two operate at different levels, they are potentially complementary.

E In-Depth Analysis: Effectiveness Conditions

Table 8: SDGA-Phase gain over GRPO-Full (AEM, %) across retrieval frameworks and
corresponding retrieval environment stochasticity (condition C2). Results on Qwen2.5-3B.

Retrieval Framework C2 (Env. Stochasticity) GRPO-Full Avg. SDGA-Phase Avg. AEM

ZeroSearch (Simulator) High (LLM simulator) 445 56.3 +11.8
ZeroSearch (Real APT) Medium (web search) 40.1 45.2 +5.1
Search-R1 Low (chunk retrieval) 35.9 40.9 +5.0

To better understand when CuSearch is effective, we analyze the method through the lens
of two conditions.

Condition C1: Search depth grows during training. CuSearch reallocates the within-batch
update budget toward deeper-search trajectories. This mechanism is only meaningful
if deeper-search trajectories emerge with non-trivial frequency. Figure 1(a) shows that
under ZeroSearch, answer-correctness reward alone drives a monotonic increase in average
search count throughout training. The same trend holds under Search-R1, where average
valid searches per rollout rise from approximately 1.0 to 1.3 and stabilize around 1.2. This
confirms that C1 is a general property of RLVR-based agentic RAG training, not specific to
a particular retrieval framework. However, the magnitude of growth differs: ZeroSearch
exhibits a steeper and more sustained increase, while Search-R1 reaches a lower plateau.
This difference in growth rate partially explains why CuSearch yields larger gains under
ZeroSearch. When search depth growth is absent, the within-batch depth distribution
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remains concentrated at low counts, and search-depth-based allocation collapses toward
random selection.

Condition C2: Retrieval-environment stochasticity amplifies the gain. Beyond the supply
of deep-search trajectories, the value of each additional search step depends on how much
new evidence it contributes. In a more stochastic retrieval environment, different search
decisions are more likely to produce diverse observations, so deeper trajectories carry more
unique supervision signal per step. In a more deterministic environment, repeated or similar
queries often return overlapping evidence, reducing the marginal utility of additional search
steps. Table 8 is consistent with this account: the gain of SDGA-Phase over GRPO-Full
is 11.8 EM in the stochastic ZeroSearch simulator, 5.1 EM with a real search API, and
5.0 EM in chunk-based Search-R1. The simulator yields the largest gain, while the two
lower-stochasticity settings yield smaller and comparable improvements. Importantly, the
near-identical gains under the real API and Search-R1 suggest that C1 is the primary driver
of the large ZeroSearch advantage: ZeroSearch exhibits substantially stronger search depth
growth, which provides a larger selectable budget of deep trajectories at each training
step. C2 acts as a secondary amplifier when retrieval diversity is high, but the available
three-condition comparison does not allow a clean separation of the two effects.

In summary, C1 governs the supply of informative trajectories and is the primary determi-
nant of gain magnitude, while C2 governs per-step information density and provides an
additional boost in high-stochasticity environments.

E.1 CuSearch Changes Retrieval Behavior, Not Only Final Answers

Beyond final EM, Figure 3(c) shows that SDGA-Phase consistently produces rollouts with
higher average search count than GRPO-Full throughout training. Moreover, the gap widens
as the training distribution shifts toward larger search counts, as shown in Figure 1. This
reflects a reinforcing selection dynamic: as training progresses and the model naturally
produces more deep-search trajectories, CuSearch continues to concentrate gradient updates
on those trajectories, progressively strengthening the policy’s retrieval tendency. In contrast,
GRPO-Full averages informative and weakly informative trajectories uniformly at every
step, diluting the retrieval-specific supervision signal. Figure 3(b) provides a complementary
view from the reward side: SDGA-Phase maintains higher mean reward throughout training,
indicating that this difference in retrieval behavior is accompanied by stronger overall policy
improvement.

F Case Study: Reasoning Trace

Figure 5 shows a representative reasoning trace produced by a CuSearch-trained policy.
The model issues multiple search queries, integrates retrieved evidence between reasoning
steps, and terminates once sufficient information is available. Note that some queries are
repeated across steps. Under the ZeroSearch LLM simulator, the same query string can
return different retrieved content across calls, so re-issuing a query can still yield new
evidence.

<|im_start|>system

You are a helpful assistant.<|im_end|>

<|im_start|>user

Answer the given question. You must conduct reasoning inside <think> and </think>
first every time you get new information. After reasoning, if you find you lack some
knowledge, you can call a search engine by <search> query </search>, and it will
return the top searched results between <information> and </information>. You
can search as many times as you want. If you find no further external knowledge
needed, you can directly provide the answer inside <answer> and </answer> without
detailed illustrations. For example, <answer> Beijing </answer>. Question: What
league includes the operating group of Al Janoub Stadium?
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<|im_end|>
<|im_start|>assistant

<think> First, I need to determine which league includes the operating group of Al
Janoub Stadium. </think> <search> what league includes the operating group of Al
Janoub Stadium? </search>

<information>Doc 1: Al Janoub Stadium in Al Wakrah will be one of the host stadiums
for the Qatar 2022 Tournament. The stadium covers an area of 147,000m2 and

Doc 2: It was pitched to the Supreme Committee as a low-cost, multi-purpose stadium
for a small city. It was later selected as one of the venues for the 2022 World Cup.
Doc 3: Al Janoub Stadium in Al Wakrah will be one of the host stadiums for the Qatar
2022 Tournament. The stadium covers an area of 147,000m2 and has

Doc 4: Features Al Janoub Stadium is one of the host stadiums for the 2022 FIFA World
Cup. It is the most sustainable stadium of the tournament.

Doc 5: Al Janoub Stadium in Al Wakrah will be one of the host stadiums for the Qatar
2022 Tournament. The stadium covers an area of 147,000m2 and has a seating capacity
of 47,750. </information>

<think> Now, I need to find out which league includes the operating group of Al
Janoub Stadium. </think> <search> which league includes the operating group of Al
Janoub Stadium? </search>

<information> Doc 1: While Qatar Stars League remains the highest tier of football in
the country, the second tier represents the QatarFA League 1 which will continue to
Doc 2: The Qatar Stars League is the top-tier football league in the country, and it is
one of the most competitive football leagues in the Middle East.

Doc 3: QSL is a professional, top-tier football league in Qatar, consisting of 18 clubs.
The league is known for its competitive atmosphere, passionate

Doc 4: Al Janoub Stadium. Al Janoub Stadium is located in Al Wakrah in the north of
Qatar. It is available for use by football clubs in the Qatar Stars League.

Doc 5: Al Janoub Stadium is located in Al Wakrah in the north of Qatar. It is available
for use by football clubs in the Qatar Stars League. It was built to </information>

<think> Now, I need to determine which league includes the operating group of Al
Janoub Stadium. </think> <search> which league includes the operating group of Al
Janoub Stadium? </search>

<information> Doc 1: The stadium is named after the Janoub (south) region of Qatar,
and is located in the Al-Rayyan district of Qatar; Al-Rayyan District is a district

Doc 2: Al Janoub Stadium, which will host six World Cup games, including the
quarterfinals, stands on the former home pitch of the Al-Arabi Club.

Doc 3: Al Janoub Stadium is a football stadium in Al-Rayyan District, Qatar created in
2013 for the 2013 FIFA U-20 World Cup, which was the first World Cup

Doc 4: The new stadium, Al Janoub Stadium, opened in early 2014 and was formerly
known as Al Rayyan Stadium and Al Rayyan Stadium 2. It was built

Doc 5: Al Janub Stadium, January 2015. John Divine. January 2015. John Divine. Al
Janub Stadium, January 2015. John Divine. Al Janub Stadium, January </information>

<think> Now, I find the answer to the question. </think> <search> what league
includes the operating group of Al Janoub Stadium? </search>

<information> Doc 1: Al Janoub Stadium, Al Wakrah, Qatar. A 40,000-capacity sta-
dium. Built in 2022, for the 2022 FIFA World Cup. The first match held was the match
between

Doc 2: West Brom have won just one of their last 12 league games at home against
Premier League opposition (D2 L9) - West Bromwich Albion - Venue. The Hawthorns
Doc 3: Sanaa Saeed. 1:00:55. League of Legends, , , , , Sanaa Saeed. 418. 149.

Doc 4: The Al Janoub Stadium is part of the 8 stadiums being built for the 2022 FIFA
World Cup, for which Qatar is hosting the event from November 20-

Doc 5: Al Shaikh Stadium — Mohammed Bin Khalifa Stadium — Al Bayt Stadium
— Al Janoub Stadium. Al Shaikh Stadium. 17,000. Mohammed Bin Khalifa Stadium.
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42,000. Al Bayt Stadium. 40,000. Al Janoub Stadium. 40,000. Al Thumama Stadium.
40,000. Al Sadd Stadium. 40,000. Al </information>

<think> Now, I can provide the answer to the question. </think> <answer> Qatar Stars
League </answer>

Figure 5: Reasoning trace example for CuSearch.

G Why Search Depth Maximizes Retrieval Gradient Coverage

From a gradient optimization perspective, the central question is: given a fixed update
budget K, how should we select T C 7 to maximize the amount of direct gradient infor-
mation devoted to retrieval behavior in each policy update? We formalize this question by
decomposing the policy gradient and defining a retrieval gradient coverage metric. The analy-
sis shows that CuSearch, by selecting trajectories with the highest search counts, provably
maximizes this metric under any fixed budget.

G.1 Policy Gradient Decomposition

Consider a trajectory T generated under 7ry. We partition the tokens of 7 into two disjoint
groups:

e Retrieval tokens R(7): tokens at positions where the model makes a retrieval-
related decision, such as issuing a search query, deciding to continue or stop search-
ing, or integrating retrieved evidence.

* Answer tokens A(7): all remaining tokens, including reasoning steps and the final
answer.
The policy gradient objective under GRPO (Shao et al., 2024) is:
VoJ(0) o E{[A(T) - Vglogmy(T | x)], (23)
where Vylog mmg(7 | x) = Y; Vg log mg(a; | ht) sums over all tokens. Decomposing by token
type:

Vologmy(t | x) = Y Vglogmy(as | ) + Y. Velogmg(ar | he) . (24)
te A(T) teR(T)
answer gradient (indirectly affects retrieval) retrieval gradient (|R(T)| terms)

Because all parameters are shared in a single LLM, both sums update the same 6. The
retrieval gradient terms directly reflect the model’s choices at search decision points and are
the primary source of direct training signal for improving retrieval behavior. The answer-
generation terms update the model based on answer quality, which may indirectly influence
retrieval through shared representations, but does not directly reinforce specific retrieval
decisions.

G.2 Retrieval Gradient Coverage as the Optimization Objective

For a selected set T with |T| = K, the effective retrieval gradient aggregated over the update is:
. 1
$(T) = % Z A(T) Z Vlog o (as | ). (25)
TeT teR(T)

The informativeness of this update for retrieval behavior depends critically on how many
retrieval decision points are covered. We define the retrieval gradient coverage of a selection T

' C(T) = Y IR(7)]. (26)

TeT
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C:(T) measures the total number of retrieval decision points that receive a direct gradient
term in the current update. Since |R(7)| is non-decreasing in cnt(7), and in practice grows
approximately as cnt(7) - L, where L, is the average query-token length per retrieval call,
C:(T) grows monotonically with the search counts of the selected trajectories.

Remark 1. For any fixed budget |T| = K, retrieval gradient coverage C,(T) is maximized by
selecting the K trajectories with the highest search counts. This follows directly from the monotonicity
of |R(7)| in ent(7): since Cr(T) = Yrc1 |R(T)| is a sum of non-decreasing terms, replacing any
included trajectory with an excluded one that has a strictly higher search count increases the total
coverage. The unique maximizer (up to ties) is therefore the top-K selection by search count.

This establishes the theoretical basis of CuSearch: selecting trajectories by descending search
depth is the optimal strategy for maximizing retrieval gradient coverage under a fixed update budget.

Why advantages are treated as a stochastic factor. In practice, advantages A(7) also
modulate the gradient magnitude. However, advantages are computed from within-group
reward normalization and are therefore only available after rollout generation completes.
At selection time, the advantage of a candidate trajectory is unknown. Moreover, within a
prompt group, advantages are zero-mean by construction, so their expected contribution
to the gradient is zero in expectation. This means that, in expectation over the rollout
distribution, the structural component C,(T') is the dominant deterministic factor governing
how much retrieval-specific gradient signal is accumulated per update. Advantage values
introduce variance around this expectation but do not systematically favor shallow-search
trajectories over deep-search ones. We note that across prompt groups, search count and
advantage could in principle be correlated: for instance, prompts that consistently elicit
many search steps may exhibit different within-group reward profiles than prompts that
rarely trigger retrieval. However, within each group, advantages remain zero-mean by
construction, so this cross-group correlation does not break the within-step structural
argument. The ablation in Appendix D.1 confirms this empirically: random trajectory
selection, which preserves the original within-batch depth distribution and ignores the
structural informativeness signal, performs substantially worse than search-depth-based
selection (41.9 vs. 52.9 average EM), consistent with the theoretical prediction that structural
coverage is the primary driver of retrieval learning efficiency.

G.3 Connection to the Two Effectiveness Conditions

The analysis above explains the two empirical conditions identified in Section 4.4.

Condition C1 (Search depth increases during training). If the policy rarely produces
trajectories with cnt(7) > 0, few retrieval decision points exist across all rollouts, and C,(T)
remains small regardless of the selection strategy. The monotonic increase in average search
count shown in Figure 1 ensures a growing supply of informative trajectories, making the
coverage gap between search-depth-aware and uniform selection increasingly large.

Condition C2 (Retrieval environment is stochastic). Retrieval gradient terms are most
informative when each search step yields genuinely new evidence, producing diverse
gradient contributions at retrieval positions. In a deterministic environment where repeated
queries return identical results, successive search steps yield near-redundant gradient terms,
reducing the marginal coverage value of each additional retrieval step. In a stochastic
environment such as a web search simulator, different queries return diverse evidence,
preserving the informational value of each additional step and amplifying the benefit of
higher C,(T). This explains why the gain of CuSearch is larger under ZeroSearch than under
Search-R1, as reported in Table 8.
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