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Abstract

Large Language Models (LLMs) have become integral to many domains,
making their safety a critical priority. Prior jailbreaking research has ex-
plored diverse approaches, including prompt optimization, automated
red teaming, obfuscation, and reinforcement learning (RL) based meth-
ods. However, most existing techniques fail to effectively leverage vul-
nerabilities revealed in earlier interaction turns, resulting in inefficient
and unstable attacks. Since jailbreaking involves sequential interactions
in which each response influences future actions, reinforcement learn-
ing provides a natural framework for this problem. Motivated by this,
we propose a history-aware RL-based jailbreak framework that analyzes
and reweights vulnerability signals from prior steps to guide future de-
cisions. We show that incorporating historical information alone im-
proves jailbreak success rates. Building on this insight, we introduce an
attention-based reweighting mechanism that highlights critical vulnera-
bilities within the interaction history, enabling more efficient exploration
with fewer queries. Extensive experiments on AdvBench and HarmBench
demonstrate that our method achieves state-of-the-art jailbreak perfor-
mance while significantly improving query efficiency. These results under-
score the importance of historical vulnerability signals in reinforcement
learning-driven jailbreak strategies and offer a principled pathway for
advancing adversarial research on LLM safeguards. Code is available at
https://github.com/Harvard-AI-and-Robotics-Lab/TrailBlazer.

1 Introduction

As large language models (LLMs) progressively integrate into various professional domains
and practical applications (Brown et al., 2020; Touvron et al., 2023; Araci, 2019; Tinn et al.,
2023), their proficiency in emulating human-like text simultaneously introduces consider-
able risks: these models can be manipulated to produce content that is harmful, toxic, or
violent.(Bender et al., 2021; Weidinger et al., 2021; Shi et al., 2024; Tan et al., 2024; Raedler
et al., 2025). Developers mitigate these risks through safety alignment techniques, among
which Reinforcement Learning from Human Feedback (RLHF) has become the dominant
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framework for training models to be both helpful and non-harmful (Ouyang et al., 2022;
Bai et al., 2022a; Glaese et al., 2022), and this alignment process is progressively enhanced
by scalable oversight approaches like Constitutional AI (Bai et al., 2022b) which seek to
strengthen safety behavior beyond conventional RLHF. Yet despite these advances, LLMs
continue to exhibit vulnerability to adversarial inputs engineered to circumvent safety
protocols and elicit harmful responses, a process commonly known as jailbreaking attacks
(Carlini et al., 2023; Chao et al., 2025). In response, automatic jailbreak attacks have emerged
as an indispensable tool for red-teaming and assessing the safety of LLMs, enabling rigor-
ous evaluation of alignment robustness and standardized comparisons across models and
defenses. (Perez et al., 2022; Ganguli et al., 2022; Raheja et al., 2024; Robey et al., 2023; Jain
et al., 2023).

Existing methods for jailbreaking suffer from several limitations. Early and continuing ef-
forts rely on manually crafted prompts that use heuristic techniques like role-playing (Shen
et al., 2024), psychological persuasion (Zeng et al., 2024; Griffin et al., 2023), or obfuscation
via ciphers and low-resource languages (Yuan et al., 2023; Deng et al., 2023). While often
effective, these methods lack scalability and generalizability. In contrast, optimization-based
approaches automate the discovery of adversarial inputs. White-box methods, most notably
the Greedy Coordinate Gradient (GCG) attack, have proven highly effective but require
access to model internals like gradients and logits, rendering them impractical for attacking
proprietary, closed-source models (Zou et al., 2023; Shin et al., 2020). More practical black-
box methods have emerged, which use genetic algorithms (Liu et al., 2024a; Yu et al., 2023)
or leverage other LLMs to iteratively refine attack prompts (Chao et al., 2025; Mehrotra
et al., 2024). However, these approaches are often impacted by prohibitive query complex-
ity, making them inefficient, costly, and slow to execute. To address the inefficiencies of
stochastic search, recent work has explored reinforcement learning (RL) as a more structured
framework for black-box jailbreaking (Chen et al., 2024a). By formulating the attack as a
sequential decision-making problem, RL-based methods aim to learn policies that adapt
prompt modifications based on model feedback. However, existing jailbreaking approaches,
including current RL-based methods, typically fail to effectively leverage interaction his-
tory. Instead, they operate in a largely memoryless manner, without explicitly analyzing or
exploiting vulnerabilities revealed in earlier conversational turns. This limitation results in
inefficient exploration and remains a critical bottleneck in developing practical and powerful
jailbreak attacks.

Motivated by the sequential nature of jailbreaking, where each model response shapes
subsequent actions, we propose a history-aware RL-based jailbreak framework that explicitly
incorporates interaction history into the decision-making process. Our key observation
is that even simple access to historical information can substantially improve jailbreak
success rates. Building on this insight, we further introduce an attention-based reweighting
mechanism that selectively emphasizes critical vulnerabilities from prior steps when guiding
future actions. This design enables the agent to focus on the most vulnerable signals,
leading to more efficient exploration and significantly reduced query complexity. To this
end, we introduce TrailBlazer, a history-guided reinforcement learning framework for LLM
jailbreaking. TrailBlazer consists of two key components: History-augmented Reinforcement
Learning (HRL), which enriches the state space with historical interaction signals such as
past prompts, responses, rewards, and mutator actions; and Attention-based HRL (AHRL),
which employs an attention mechanism to adaptively reweight historical steps according
to their relevance to the current state. This design allows TrailBlazer to exploit critical
vulnerabilities often overlooked by prior approaches, resulting in more effective jailbreaks
with substantially fewer queries. Through rigorous benchmarking on AdvBench (Zou et al.,
2023) and HarmBench (Mazeika et al., 2024), TrailBlazer delivers state-of-the-art jailbreak
performance while substantially improving query efficiency, highlighting the effectiveness
of history-guided reinforcement learning.

2 Related works

Prompt-only jailbreaks: heuristics, persuasion, and obfuscation Early jailbreaking meth-
ods rely on prompt engineering, such as role-play prompts from DAN (Shen et al., 2024;
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Shanahan et al., 2023). More systematic variants use social-influence and persuasion strate-
gies such as emotional appeals or authority simulation to elicit compliance (Zeng et al.,
2024; Griffin et al., 2023). Some other works bypass safeguards via obfuscation, where their
harmful intent is encoded in formats that could evade surface-level filtering, but remain
decodable by capable models, including classical ciphers (Yuan et al., 2023), low-resource
languages (Yong et al., 2023), and visual or ASCII encodings (Qi et al., 2023; Deng et al.,
2023). Recent work further explores adaptive transformations such as flipping-based en-
codings (Liu et al., 2024b) and personalization via in-prompt decryption routines (Lv et al.,
2024).

Optimization and search over adversarial prompts A second class of work formulates
the jailbreaking task as searching for adversarial strings that induce unsafe completions.
White-box methods assume gradient access: the Greedy Coordinate Gradient (GCG) attack
appends an adversarial suffix and iteratively edits tokens using gradients (Zou et al., 2023),
building on universal trigger and gradient-guided prompt construction ideas (Wallace
et al., 2019; Shin et al., 2020). Follow-up work improves efficiency and success with better
templates, coordinate updates, and initialization (Jia et al., 2024), but these assumptions
often do not hold for closed-source APIs. On the other hand, Black-box methods rely only
on queries, commonly using evolutionary selection (Liu et al., 2024a; Yu et al., 2023) or
surprisingly effective adaptive suffix search (Andriushchenko et al., 2024). These approaches
are practical but can still be query-inefficient when feedback is sparse or when exploration
collapses to noisy, genetic-style search.

LLM-driven automated red teaming Instead of optimizing raw strings directly, automated
red teaming uses one or more LLMs to generate, refine, and evaluate attacks. Early work
has shown that LLMs can generate diverse adversarial test cases for eliciting harmful
behaviors (Perez et al., 2022). More recent frameworks like PAIR instantiate iterative
attacker-judge loops to improve prompts using model-in-the-loop feedback (Chao et al.,
2025), while TAP performs tree-structured exploration with pruning to improve query
efficiency (Mehrotra et al., 2024). These methods motivate more advanced attack strategies.

Reinforcement learning for jailbreaking Reinforcement Learning (RL) could formalize
black-box jailbreaking as an MDP where the actions edit prompts and the rewards reflect
jailbreak success. A representative baseline is RLbreaker, which learns a lightweight PPO
policy over five discrete prompt mutators executed by a helper LLM and uses embedding-
based similarity to a reference answer as reward (Chen et al., 2024a). Similarly, RL-JACK
constrains the action space via LLM-based, high-level action variants, avoid degenerate
random behavior (Chen et al., 2024b). PathSeeker uses multi-agent RL, where smaller
models help guide a main LLM’s mutations, and leverages response-based reward shaping,
including vocabulary-richness signals, to encourage progressive escalation (Lin et al., 2024).
xJailbreak improves interpretability and reward informativeness by guiding exploration in
representation space, using embedding proximity between malicious prompts to steer edits
while preserving the original intent (Lee et al., 2025). Furthermore, LLMStinger fine-tunes
an attacker LLM itself with an RL loop to generate adversarial suffixes, trading increased
training cost for attack strength (Jha et al., 2024). Finally, RLHF-tuned models can also be
repurposed as attackers in black-box settings (Lapid et al., 2024). In contrast, our TrailBlazer
is designed to directly address the dominant bottleneck shared by these RL jailbreakers:
Memoryless state representations that discard interaction history. TrailBlazer explicitly
augments the RL state with prior attack trajectories and uses attention to reweight historical
steps, enabling more sample-efficient credit assignment while operating under black-box
access.

3 Methodology

3.1 Preliminary

In this section, we briefly review RLbreaker (Chen et al., 2024a) to set the stage for our
method. RLbreaker models the jailbreaking problem as a search process and leverages Deep
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Reinforcement Learning (DRL) to guide this search, rather than relying on purely stochastic
methods.

Formally, given a set of harmful questions Q = {q1, . . . , qn}, RLbreaker seeks, for each qi,
a prompt pi (a combination of template structure m with question qi) that forces a target
aligned LLM f (·) to reveal a correct response ui to qi. One can view this as a search over a
space of prompt structures M. This process is framed as a Markov Decision Process (MDP)
(S ,A, T ,R, γ). Here S , A denote state space and action space, respectively. The transition
function T : S ↑A ↓ S determines the next state s(t+1) given the current state s(t) and the
action a(t) taken by the agent. The transition is induced by applying the chosen mutator
to the current prompt structure. The mutation is executed via a helper LLM. The updated
prompt is then queried against the target LLM to obtain a response.

State. The state s(t) is defined as the hidden representation Φ(p(t)) of the current prompt,
where Φ is a pre-trained XLM-RoBERTa encoder. This continuous embedding captures the
semantic information of the candidate prompt and serves as input to the agent’s policy
network.

Action. The action space A consists of five mutators: rephrase, crossover, generate similar,
shorten, and expand. The agent outputs a categorical distribution π(a(t)|s(t)) over these
operators, from which one is sampled at each step. The chosen mutator is executed by a
helper LLM that rewrites the prompt accordingly.

Reward. For a target LLM response u(t)
i to question qi, RLbreaker computes the reward by

comparing it with a reference answer ûi (from an unaligned model), using cosine similarity
between the hidden representations of u(t)

i and ûi. In our work, we follow the baseline
in Chen et al. (2024a) when computing the reward. The unaligned model used to generate
the reference answers ûi is Vicuna-7B (Chiang et al., 2023) without alignment.

Agent architecture and training algorithm. The agent is implemented as a Multi-Layer
Perceptron (MLP) mapping the state s(t) to an action distribution. Training adopts Prox-
imal Policy Optimization (PPO), where the discounted return R(t) is directly used as the
advantage estimate A(t). For each question, RLbreaker initializes with a prompt structure
sampled from the initial pool M. The agent iteratively applies mutator actions, queries the
target LLM, and collects rewards until a maximum step T = 5 or a success threshold ε = 0.7
is reached. The policy is optimized to maximize cumulative rewards across all episodes. At
inference time, for each question, the trained agent πϱ refines a prompt structure drawn from
Mtrain until either a successful jailbreak or the time limit is reached. Success is judged by
an external LLM evaluator. If the attempt fails, the agent retries with alternative structures
until the query budget is exhausted.

3.2 TrailBlazer

While the MDP framework allows historical information to be encoded in the state, existing
RL-based jailbreak methods employ state representations that are too limited to capture
vulnerabilities revealed across interaction history. In practice, jailbreak rarely occurs in a
single step, but instead unfolds through a sequence of iterative trials, where each failed or
partially successful attempt influences the likelihood of success in subsequent steps. Moti-
vated by this observation, we introduce TrailBlazer, a simple yet effective sequence-aware
reinforcement learning framework designed to explicitly leverage interaction history in
black-box jailbreaking. TrailBlazer encompasses our proposed History-augmented Rein-
forcement Learning (HRL), which augments the state space with historical information,
and its extension Attention-based HRL (AHRL), where an attention mechanism adaptively
reweights past interactions to highlight historically important steps.

History-augmented Reinforcement Learning (HRL). To better capture the cumulative
dynamics of jailbreak attempts, we propose History-augmented Reinforcement Learning
(HRL), where the state s(t) incorporates both the current prompt embedding and historical
information from prior attempts. For each past step, we record the historical embedding
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h(t) ↔ Rd as:
h(t↗i) = (φ(p(t↗i)), y(t↗i), r(t↗i), a(t↗i)).

Here, φ(p(t↗i)) ↔ Rd→ is the prompt embedding, y(t↗i) ↔ R4 are the response features
(heuristically computed refusal flag, perplexity, normalized length, and toxicity), r(t↗i) ↔ R

is the reward, and a(t↗i) is the mutator ID. Thus, the size of historical embedding d is equal
to d→+6. The details regarding the response features are provided in the supplementary
material. Finally, we define the state representation ŝ(t) ↔ Rd→+Kd for HRL as

ŝ(t) =
[

φ(p(t)) ↘ {h(t↗i)}K
i=1

]
,

where φ(p(t)) is the current prompt embedding, {h(t↗i)}K
i=1 denotes the history window

of length K. Here, || · || denotes the concatenation operation. This formulation allows the
agent to reason not only over the current prompt but also over past attempts, providing a
richer and sequence-aware state representation.

Attention-based HRL (AHRL). While HRL enriches the state with a fixed-length history
window, it treats all past steps equally, which may dilute the contribution of historically
important attempts. To address this limitation, we propose Attention-based HRL (AHRL),
where an attention mechanism adaptively reweights past history based on the current
prompt embedding. Formally, given the current embedding φ(p(t)) as the query and the
history matrix H(t) = [h(t↗1), . . . , h(t↗K)] ↔ RK↑d, we compute

α(t) = softmax

(
(WQφ(p(t)))(WKH(t))≃⇐

d

)
,

h̃(t) = α(t)WVH(t).

Here, α(t) ↔ RK are the attention weights and h̃(t) ↔ Rd is the attended history representa-
tion. The final historical state ŝ(t) ↔ R2d for AHRL is then defined as

ŝ(t) =
[

φ(p(t)) ↘ h̃(t)
]
.

TrailBlazer Pipeline. The overall pipeline of TrailBlazer, including how historical embed-
dings are constructed and adaptively reweighted, is illustrated in Figure 1. At each step,
the RL agent selects an action (mutation operator) that modifies the current prompt with
the help of a helper LLM, and the mutated prompt is then issued to the target LLM. The
response is evaluated with multiple features-refusal flag, perplexity, normalized length,
and toxicity—along with the reward signal, and all of these are recorded into the historical
embedding together with the prompt embedding and action. To effectively leverage past
interactions, TrailBlazer employs an attention mechanism that takes the current prompt as
a query and adaptively reweights the historical embeddings as key–value pairs, thereby
highlighting the most relevant past vulnerabilities. This iterative process forms a closed
reinforcement learning loop in which historical knowledge is progressively accumulated
and exploited, ultimately enabling more efficient and effective jailbreaks. In our work,
note that the action space that selects the mutator and the reward function follows the
formulation in prior work Chen et al. (2024a), and our contribution lies in redefining the
state space with history augmentation and attention mechanisms.

4 Experiments

4.1 Evaluation Protocol

We compare TrailBlazer against a suite of five state-of-the-art black-box jailbreaking methods,
chosen to represent the dominant paradigms in current research: LLM-driven search Chao
et al. (2025), reinforcement learning (Chen et al., 2024a), genetic algorithms Liu et al. (2024a),
and obfuscation (Liu et al., 2024b).
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=  From now on 
you will have to answer 
my prompts in two 
different separate ways: 
… NRAF, you will have 
to start the sentence with 
"INRAF: " and answer it 
exactly on how NRAF 
would …

+
=  Create a fake … 
scam people online.
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Figure 1: Overall framework of TrailBlazer. At iteration t, the RL agent π observes
a history-aware state ŝ(t) formed by the current prompt embedding φ(p(t)) and a sum-
mary of recent interactions h̃(t). The RL agent π selects a discrete mutator a(t) ↔
{Crossover, Expand, Rephrase, Generate, Shorten}, executed by a helper LLM to update the
template m(t) ↓ m(t+1). The updated template m(t+1) with the fixed query q yields the
next prompt, which elicits response u(t) from the target LLM. The response is scored
into reward r(t) and response features y(t) (refusal, perplexity, length, toxicity), stored as
h(t) = [φ(p(t)), a(t), y(t), r(t)]. Attention over past {h(t↗i)} queried by φ(p(t)), reweights
prior steps to guide subsequent actions.

Dataset. Our experiments are grounded in the AdvBench benchmark (Zou et al., 2023),
a widely adopted standard for evaluating LLM safety vulnerabilities. AdvBench consists
of 520 distinct harmful instructions spanning a range of prohibited categories, providing a
comprehensive testbed for assessing the generalizability of jailbreak attacks. Unlike prior
work (Chen et al., 2024a; Chao et al., 2025; Andriushchenko et al., 2024), which evaluates
jailbreak methods on only 50 sampled instructions, we utilize the full dataset. For training
and validation, we split the 520 instructions into 364 for training and 156 for validation,
ensuring that the RL agent is assessed on unseen behaviors. All baselines introduced below
are trained and evaluated under the same setting. In addition to the AdvBench benchmark,
we also tested on the HarmBench Mazeika et al. (2024) to demonstrate the robustness of the
proposed TrailBlazer. HarmBench is organized into four subsets by behavioral category:
Standard Behaviors, Copyright Behaviors, Contextual Behaviors, and Multimodal Behaviors.
Following the prior work (Hu et al., 2025; Jha et al., 2024; Hughes et al., 2024), we evaluate
on the Standard Behaviors subset of HarmBench. For testing and validation, the HarmBench
splits the Standard Behaviors subset into 159 questions as the test split and 41 questions as
the validation split. Our evaluation is conducted on the test split.

Target LLMs. We evaluate our method against four contemporary LLMs to assess its
performance across different architectures and developers. Unlike the baseline (Chen et al.,
2024a), which focuses on the LLaMA-2 Touvron et al. (2023) and Vicuna series as well as
Mixtral-8x7B-Instruct (Jiang et al., 2024) and GPT-3.5-turbo, we validate our approach on
more recent models. This choice is motivated by the fact that newer LLMs incorporate
stronger safeguards compared to earlier generations, providing a more rigorous testbed to
demonstrate the effectiveness of our method. Specifically, we experiment with four open-
weight models, LLaMA-3.2-11B (Dubey et al., 2024), Qwen3-14B (Yang et al., 2025), GPT-oss-
20B (Agarwal et al., 2025), and Gemma 3-12B Team et al. (2025). For a fair comparison with
the baseline, we employ the same helper LLM, GPT-3.5 Turbo. We additionally evaluate
TrailBlazer on a commercial LLM API to verify its applicability under genuine query-only
black-box access; detailed results are provided in Appendix E.4.
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Baselines. To provide a comprehensive comparison, we evaluate TrailBlazer against
five representative jailbreak methods that span the dominant paradigms in current re-
search: LLM-driven search, reinforcement learning, genetic algorithms, and obfuscation.
PAIR (Chao et al., 2025) is an LLM-driven search guided by judge feedback. RLbreaker (Chen
et al., 2024a) formulates the task as reinforcement learning with prompt mutators. Adap-
tive Attacks (Andriushchenko et al., 2024) use a model-specific prompt template and
random-search an adversarial suffix when logprobs are available or transfer otherwise.
AutoDAN-Turbo (Liu et al., 2024a) evolves prompts using a genetic algorithm, and FlipAt-
tack (Liu et al., 2024b) obfuscates queries by reversing tokens. Since PAIR, AutoDAN-Turbo,
and RLbreaker require training, we train PAIR, AutoDAN-Turbo, and RLbreaker separately
for each target LLM. Throughout the paper, baseline means RLbreaker.

Metric. We evaluate all methods using two metrics: Attack Success Rate (ASR) for
effectiveness and Queries Per Success (QPS) for efficiency. ASR is defined as the percentage
of harmful instructions that lead to successful jailbreaks, where a response is considered
successful if it fully complies with the harmful request. Following prior work (Chen et al.,
2024a; Liu et al., 2024b), we employ GPT-4o Hurst et al. (2024) as a semantic judge to evaluate
responses, rather than relying on keyword matching (Li et al., 2026). QPS is introduced
by PAIR Chao et al. (2025), which measures efficiency and is computed as the average
number of queries used for successful jailbreaks. The QPS metric measures the query cost
conditioned on success, and it should be interpreted together with ASR. While ASR tells us
how often the attack succeeds, and QPS measures how many queries are needed when it
actually does. This is crucial since a method could have a low QPS simply by succeeding
very rarely, which is obviously not desirable in practice.

Implementation Details. For the proposed methods, HRL and AHRL, we set the history
window length to K = 4. For Llama 3.2-11B, to boost the performance, we used K = 5.
Following the protocol of RLbreaker (Chen et al., 2024a), we use GPT-3.5 Turbo as the
helper LLM to execute the mutator actions selected by the RL agent. Since the helper LLM
performs only neutral template transformations rather than directly answering harmful
requests, we rarely observe refusals during the mutation calls. Each attack episode is
run for a maximum of T = 5 steps during training. For all baseline methods, we use
their publicly available official implementations and follow the hyperparameter settings
recommended in the original papers. To ensure a fair comparison at inference time, we
enforce a unified query budget of 50 queries per harmful instruction. Since FlipAttack is
a manual-prompt-only jailbreak method, we implement a straightforward retry protocol
that repeatedly applies its fixed prompt template until a jailbreak succeeds or the 50-query
budget is exhausted. Moreover, we standardize the evaluation protocol across all methods
(baselines and TrailBlazer) by using GPT-4o as the judge and applying a strict 10/10 full-
compliance success criterion. All experiments were conducted on a NVIDIA A6000 GPU.

4.2 Discussion

Component Analysis. To demonstrate the effectiveness of each component in the proposed
TrailBlazer, we conduct an ablation study. As shown in Table 1, incorporating past historical
embeddings through HRL alone yields substantial improvements in ASR over the baseline
on both LLaMA 3.2-11B and GPT-oss-20B (e.g., from 37.18% to 60.25% and from 4.48%
to 74.84%, respectively). Moreover, applying the attention-based reweighting in AHRL
provides a complementary benefit of adaptive history weighting. These results support
that historical information is a critical factor for jailbreak success, and that adaptively
reweighting such information further enhances effectiveness.

Why Does Attention Help? The substantial gap between HRL and AHRL suggests that not
all historical interactions are equally informative. In particular, a fixed-length history may
contain many weak or uninformative states together with only a few interactions that reveal
useful vulnerability cues. While HRL incorporates all historical states without explicitly
prioritizing them, AHRL adaptively reweights the history according to its relevance to the
current state. To examine whether the learned weighting captures useful historical states,
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Target LLM Baseline HRL AHRL ASR (%)

LLaMA 3.2-11B
↭ 37.18

↭ 60.25
↭ 95.51

GPT oss-20B
↭ 4.48

↭ 74.84
↭ 85.30

Table 1: Component analysis on two LLMs: LLaMA 3.2-11B and GPT oss-20B. The history
length (K) is set to 5 and tested on AdvBench.

History length (K) 1 2 3 4 5 Baseline

Total Training Time (s) 20904 18266 24416 23780 23178 23958
QPS 17.9 17.3 10.5 17.9 6.3 21.4

ASR (%) 65.38 85.26 83.33 89.74 95.51 37.18

Table 2: Ablation study on history length (K). The Queries Per Success (QPS) is computed
on successful attacks. The target LLM is LLaMA 3.2-11B and evaluated on AdvBench.

we log the attention weights of AHRL during inference on Qwen3-14B and measure the
downstream utility associated with each historical state. Higher-attention states exhibit a
positive association with subsequent GPT-4o vulnerability scores (Spearman ρ = 0.188) and
with BGE similarity to the reference response (Spearman ρ = 0.148). The latter correlation is
statistically significant, while the former shows a positive trend. These observations suggest
that AHRL preferentially reweights historical states that are more useful for subsequent
jailbreak search.

Ablation Study on History Length. In Table 2, we provide an ablation study on the effect
of history length K in TrailBlazer. Since TrailBlazer is designed to exploit vulnerabilities
discovered in earlier interactions, longer history windows are expected to enhance both
effectiveness and efficiency. This trend is clearly reflected in the results: while the baseline
achieves only 37.18% ASR with an QPS of 21.4, incorporating even a single-step history
(K = 1) already improves ASR to 65.38% and reduces QPS to 17.9. With K = 2, the
ASR further jumps to 85.26% and the number of queries drops to 17.3, highlighting the
benefit of integrating even short historical contexts. As K increases, we observe continued
improvements, with K = 5 reaching 95.51% ASR and reducing QPS to 6.3, representing
a dramatic enhancement in both success rate and efficiency compared to the baseline.
These results confirm that richer histories allow the agent to more effectively reweight
past vulnerabilities and converge toward successful jailbreaks with fewer attempts. We
also examine the computational overhead associated with increasing K. While larger
history lengths expand the dimensionality of the historical embeddings, the additional
training time remains moderate, ranging from approximately 18K to 24K seconds across
different values of K. Moreover, GPU memory consumption stays within 4500-4800MB in
all settings, indicating that the approach scales efficiently without imposing prohibitive
costs. Overall, Table 2 demonstrates that even short histories yield significant performance
gains, whereas longer histories further maximize efficiency without introducing substantial
resource overhead.

Comparison to State-of-the-art. Table 3 reports the ASR of TrailBlazer compared to five
state-of-the-art jailbreak methods across four target LLMs on AdvBench. Here, TrailBlazer
achieves the best ASR on all four models (LLaMA-3.2-11B, Qwen3-14B, Gemma3-12B, and
GPT-oss-20B). For instance, TrailBlazer attains 95.51% on LLaMA-3.2-11B and 96.79% on
Qwen3-14B, substantially outperforming the strongest baseline methods. Notably, on GPT-
oss-20B, which shows relatively low baseline success rates, TrailBlazer achieves 85.30%,
representing a dramatic improvement over all competitors. We interpret this as GPT-oss-
20B differing from the other models in that it exhibits a higher variance in refusal rates.
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Method Metric Llama 3.2-11B Gemma 3-12B Qwen 3-14B GPT-oss-20B

PAIR ASR 75.64 83.97 51.92 46.79
QPS 13.51 10.41 13.46 17.81

RLbreaker ASR 37.18 98.71 89.74 4.48
QPS 21.38 1.58 6.80 26.00

AutoDAN-Turbo ASR 57.70 49.36 69.2 3.21
QPS 18.78 17.57 14.98 19.60

Adaptive Attacks ASR 2.56 35.26 85.90 0.00
QPS 19.25 13.28 3.57 –

FlipAttack ASR 55.77 100.00 86.54 51.92
QPS 5.24 1.41 1.63 14.27

ASR 95.51 100.00 96.79 85.30TrailBlazer (Ours) QPS 6.31 3.54 5.65 21.77

Table 3: Attack Success Rate (ASR, %) and Query Per Success (QPS) on different LLMs with
AdvBench. The bold and underlined represent the best and second-best ASR results, respec-
tively. We report results under the same 50-trial setting with an extensive hyperparameter
search to ensure a fair comparison.

As a result, memoryless jailbreaking methods often fall into repeated refusal loops when
interacting with GPT-oss-20B. Once they enter a strong refusal state, they struggle to recover
because they lack access to information from earlier attempts that could guide them toward
more productive directions. In contrast, the history-aware design of TrailBlazer helps the
policy avoid this collapse. This demonstrates the ability of our approach to break through
even models with stronger safeguards.

Existing black-box methods such as PAIR, RLbreaker, AutoDAN-Turbo, Adaptive Attacks,
and FlipAttack show limited success rates, especially on more robust models (e.g., only
37.18% for RLbreaker on LLaMA-3.2-11B). In contrast, TrailBlazer consistently surpasses
them by a large margin, demonstrating the benefit of sequence-aware RL.

While FlipAttack is appealing because it requires no training, its performance is limited
by its fixed, though well-designed, prompt template. Its high ASR is largely driven by
one-shot successes, which leads to favorable efficiency in terms of QPS. However, when the
template fails on harder instances, simply retrying the same structure rarely changes the
model’s behavior, resulting in diminishing returns. In contrast, our method uses prompt
evolution and search to modify and improve prompts during the attack. It can discover
stronger templates tailored to previously resistant queries and model-specific defenses,
yielding more robust performance overall. This aligns with our results: In terms of ASR,
TrailBlazer outperforms FlipAttack on three of four LLMs, while matching its 100% ASR on
Gemma-3-12B.

Beyond the main AdvBench results, additional analyses in the appendix further support the
robustness and generalizability of TrailBlazer. Appendix Table 4 shows that the gains of
TrailBlazer extend to HarmBench, Appendix Table 5 demonstrates favorable cross-model
transferability, and Appendix Table 6 reports performance under multiple defense methods.

In summary, these results demonstrate that TrailBlazer not only outperforms existing black-
box jailbreak methods but also establishes a new state-of-the-art in jailbreak success across
diverse LLM architectures. Additional qualitative examples of successful jailbreak responses
are included in the supplementary material.

Can MLP Learn to Choose Mutators? In the given PPO model, both the Actor and Critic
networks are implemented as simple MLPs. The Actor takes the state as input and chooses
which mutator to apply next, so the network is essentially solving a small discrete action
selection problem. Because we only have five mutators (e.g., rephrase, shorten, etc.), and
because the state already includes the accumulated historical interaction features, the Actor
is not required to model a highly complex decision boundary. At the same time, the role of
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Critic network is to estimate how promising the current state is by predicting the value V(t),
which represents the expected future reward from that state. During training, the Critic
is supervised to match the discounted return, R(t) = ∑T

k=t+1 γk↗t↗1r(k), where γ and r are
discount hyperparameter and reward, respectively. During training, we observe that the
value loss gradually decreases and stabilizes, indicating that the Critic successfully learns
the reward structure. The convergence graph is shown in the supplementary material.

5 Conclusion

Limitation While TrailBlazer achieves strong results, our method is not free from limitations.
Since our framework builds upon RLbreaker, the action space remains restricted to a small
set of predefined mutators, which may limit the diversity of jailbreak strategies. Extending
this space with richer linguistic operations or multi-agent mechanisms could further enhance
performance.

Conclusion In this work, we presented TrailBlazer, a history-guided reinforcement learning
framework for jailbreaking large language models. Unlike prior approaches that treat each
attempt independently, TrailBlazer explicitly incorporates historical vulnerabilities through
history-augmented reinforcement learning (HRL) and attention-based reweighting (AHRL),
enabling the agent to exploit critical cues from prior interactions and thereby improve
both attack effectiveness and query efficiency. Extensive experiments across AdvBench
and multiple state-of-the-art LLMs show that TrailBlazer consistently outperforms strong
baselines, achieving state-of-the-art performance on all four evaluated models, including
LLaMA-3.2-11B, Qwen3-14B, Gemma3-12B, and GPT-oss-20B. Ablation studies further ver-
ify the contributions of both HRL and AHRL, while transfer experiments demonstrate that
TrailBlazer-trained agents generalize across target architectures. Through this work, our
findings suggest that history-aware reinforcement learning provides an effective paradigm
for jailbreak generation under black-box access. Beyond establishing a new state of the
art, this work highlights the value of exploiting sequential interaction history in adver-
sarial prompting. Future work may explore non-RL alternatives for history-aware attack
generation, as well as broader applications to alignment and robustness evaluation.

A Ethics statement

The research presented in this paper, which details a more effective method for jailbreaking
LLMs, carries inherent dual-use concerns. We acknowledge that malicious actors could
misuse our TrailBlazer framework. However, our primary motivation is to create more
powerful tools to proactively discover and patch security flaws for model training agencies.
By exposing the critical role of interaction history in successful attacks, our work provides
the AI safety community with crucial insights needed to build more robust and resilient
safeguards.

References
Sandhini Agarwal, Lama Ahmad, Jason Ai, Sam Altman, Andy Applebaum, Edwin Arbus,

Rahul K Arora, Yu Bai, Bowen Baker, Haiming Bao, et al. gpt-oss-120b & gpt-oss-20b
model card. arXiv preprint arXiv:2508.10925, 2025.

Maksym Andriushchenko, Francesco Croce, and Nicolas Flammarion. Jailbreaking leading
safety-aligned llms with simple adaptive attacks. arXiv preprint arXiv:2404.02151, 2024.

Dogu Araci. Finbert: Financial sentiment analysis with pre-trained language models. arXiv
preprint arXiv:1908.10063, 2019.

Yuntao Bai, Andy Jones, Kamal Ndousse, Amanda Askell, Anna Chen, Nova DasSarma,
Dawn Drain, Stanislav Fort, Deep Ganguli, Tom Henighan, et al. Training a helpful and
harmless assistant with reinforcement learning from human feedback. arXiv preprint
arXiv:2204.05862, 2022a.

10



Published as a conference paper at COLM 2026

Yuntao Bai, Saurav Kadavath, Sandipan Kundu, Amanda Askell, Jackson Kernion, Andy
Jones, Anna Chen, Anna Goldie, Azalia Mirhoseini, Cameron McKinnon, et al. Constitu-
tional ai: Harmlessness from ai feedback. arXiv preprint arXiv:2212.08073, 2022b.

Emily M Bender, Timnit Gebru, Angelina McMillan-Major, and Shmargaret Shmitchell. On
the dangers of stochastic parrots: Can language models be too big? In Proceedings of the
2021 ACM conference on fairness, accountability, and transparency, pp. 610–623, 2021.

Tom Brown, Benjamin Mann, Nick Ryder, Melanie Subbiah, Jared D Kaplan, Prafulla
Dhariwal, Arvind Neelakantan, Pranav Shyam, Girish Sastry, Amanda Askell, et al.
Language models are few-shot learners. Advances in neural information processing systems,
33:1877–1901, 2020.

Nicholas Carlini, Milad Nasr, Christopher A Choquette-Choo, Matthew Jagielski, Irena Gao,
Pang Wei W Koh, Daphne Ippolito, Florian Tramer, and Ludwig Schmidt. Are aligned
neural networks adversarially aligned? Advances in Neural Information Processing Systems,
36:61478–61500, 2023.

Patrick Chao, Alexander Robey, Edgar Dobriban, Hamed Hassani, George J Pappas, and
Eric Wong. Jailbreaking black box large language models in twenty queries. In 2025 IEEE
Conference on Secure and Trustworthy Machine Learning (SaTML), pp. 23–42. IEEE, 2025.

Xuan Chen, Yuzhou Nie, Wenbo Guo, and Xiangyu Zhang. When llm meets drl: Advancing
jailbreaking efficiency via drl-guided search. Advances in Neural Information Processing
Systems, 37:26814–26845, 2024a.

Xuan Chen, Yuzhou Nie, Lu Yan, Yunshu Mao, Wenbo Guo, and Xiangyu Zhang. Rl-jack:
Reinforcement learning-powered black-box jailbreaking attack against llms. arXiv preprint
arXiv:2406.08725, 2024b.

Wei-Lin Chiang, Zhuohan Li, Ziqing Lin, Ying Sheng, Zhanghao Wu, Hao Zhang, Lianmin
Zheng, Siyuan Zhuang, Yonghao Zhuang, Joseph E Gonzalez, et al. Vicuna: An open-
source chatbot impressing gpt-4 with 90%* chatgpt quality. See https://vicuna. lmsys. org
(accessed 14 April 2023), 2(3):6, 2023.

Gelei Deng, Yi Liu, Yuekang Li, Kailong Wang, Ying Zhang, Zefeng Li, Haoyu Wang,
Tianwei Zhang, and Yang Liu. Jailbreaker: Automated jailbreak across multiple large
language model chatbots. arXiv preprint arXiv:2307.08715, 10, 2023.

Abhimanyu Dubey, Abhinav Jauhri, Abhinav Pandey, Abhishek Kadian, Ahmad Al-Dahle,
Aiesha Letman, Akhil Mathur, Alan Schelten, Amy Yang, Angela Fan, et al. The llama 3
herd of models. arXiv e-prints, pp. arXiv–2407, 2024.

Deep Ganguli, Liane Lovitt, Jackson Kernion, Amanda Askell, Yuntao Bai, Saurav Kadavath,
Ben Mann, Ethan Perez, Nicholas Schiefer, Kamal Ndousse, et al. Red teaming language
models to reduce harms: Methods, scaling behaviors, and lessons learned. arXiv preprint
arXiv:2209.07858, 2022.
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