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Abstract

Model merging provides a way of cheaply combining individual models to
produce a model that inherits each individual’s capabilities. While some
merging methods can approach the performance of multitask training, they
are often heuristically motivated and lack theoretical justification. A prin-
cipled alternative is to pose model merging as a layer-wise optimization
problem that directly minimizes interference between tasks. However, this
formulation requires estimating per-layer covariance matrices from data,
which may not be available when performing merging. In contrast, many of
the heuristically-motivated methods do not require auxiliary data, making
them practically advantageous. In this work, we revisit the interference
minimization framework and show that, under certain conditions, covari-
ance matrices can be estimated directly from difference matrices, eliminating
the need for data while also reducing computational costs. We validate
our approach across vision and language benchmarks on models ranging
from 86 M parameters to 7B parameters, outperforming previous data-free
state-of-the-art merging methods .

1 Introduction

Large-scale pretrained models have become the backbone of modern machine learning (Bom-
masani et al., 2021), and fine-tuning them for specific downstream tasks is now standard
practice. This has led to a proliferation of publicly available task-specific expert models (Wolf
et al., 2020), each excelling in a narrow domain. However, many downstream applications
demand capabilities that span multiple domains. Multitask learning (Caruana, 1997) and
model ensembling are natural candidates for combining such capabilities, but the former
requires simultaneous access to all training datasets, while the latter incurs significant
storage and inference overhead at deployment. In contrast, model merging combines expert
capabilities by directly merging their parameters (Regent’s et al., 1996; Matena & Raffel,
2022; Wortsman et al., 2022). Though the ability to merge model parameters while retaining
downstream performance is sometimes attributed to the linear mode connectivity of check-
points (Frankle et al., 2020), model merging still lacks a unifying theoretical foundation.
Consequently, a wide variety of merging methods with different underlying principles have
been developed.

Despite their empirical success, state-of-the-art merging methods, such as TIES (Yadav
et al.,, 2023), Iso-C (Marczak et al., 2025) and TSV (Gargiulo et al., 2025) remain largely
based off heuristics and lack theoretical guarantees. A notable exception is RegMean (Jin
et al., 2023), which frames model merging as a tractable layer-wise optimization objective.

*Corresponding author: marawan.gamal@mila.quebec
1Code available at github.com /marawangamal/actmat


https://github.com/marawangamal/actmat

Published as a conference paper at COLM 2026

RegMean T5-Large (7 NLP tasks)
requires data
[ |
. Average 50.9
Wi..Wr —+ .. I/\/>|<
ISO-C 57.7
data .
C; = E[zz"] TSV 74.5
ACTMat ACTMat (Ours) 79.8
data-free (ours) = RegMean 80.8
= *
Whioo oA . W uses data data-free
C~ AN

Figure 1: Left: RegMean requires data to compute activation covariances C;, while ACTMat
estimates them directly from the difference matrices as AtT A; = C;. Right: On T5-Large,
ACTMat nearly matches RegMean’s accuracy without any data, while substantially outper-
forming other data-free baselines.

Remarkably, although the RegMean objective considers layers independently (ignoring
cross-layer interactions and nonlinearities), Sun et al. (2025a) showed that it provides
an upper bound on the difference in losses between the merged model and each expert
model. In addition to its desirable theoretical properties, we find that RegMean can actually
outperform more recently proposed state-of-the-art methods when properly implemented
and tuned. However, RegMean involves computing covariance matrices for each layer
across all the tasks being merged, which requires access to each task’s data when performing
merging. For most publicly available expert models, this training data is not released.
Even when data is available, computing and storing these matrices becomes prohibitively
expensive for large-scale models. This limits RegMean’s applicability in precisely the
settings where model merging is most attractive.

This raises a natural question, can the covariance matrices required by RegMean be estimated
without access to data? In this work, we answer in the affirmative: under certain conditions,
covariance matrices can be recovered directly from each task’s difference matrix (i.e., the dif-
ference between fine-tuned and pretrained matrices). We call this estimator “Approximating
Covariances via Task Vectors for Activation Matching” (ACTMat). Combining ACTMat
with the RegMean objective, we obtain a fully data-free merging method that consistently
outperforms prior state-of-the-art data-free approaches, as shown in Figures 1 and 4.

2 Related Work

Mode Connectivity. Draxler et al. (2018) found that minima in independently trained
models are connected by nonlinear paths along which the loss does not increase. Frankle
et al. (2020) showed that as the models being interpolated share an increasingly longer
training trajectory, a linear path with no loss barrier can be found. Similarly, McMahan
et al. (2017) reported linear mode connectivity between models sharing the same initial
random seed. Furthermore, Ainsworth et al. (2023) showed that a linear path can be found
even when models do not share a training trajectory, by accounting for the permutation
symmetries prevalent in neural networks (Entezari et al., 2022). While the aforementioned
works focus on models trained on the same data, Gueta et al. (2023) studied the more
prevalent setting where models are trained on different datasets.

Model Merging. Many merging methods rely on the models being merged having shared a
training trajectory, thus avoiding the need to account for permutation symmetries (Worts-
man et al., 2022; Matena & Raffel, 2022; Jin et al., 2023). Ilharco et al. (2023) interpret
model merging as the weighted addition of task vectors, defined as the parameter-space
difference between a fine-tuned model and its pretrained initialization. Reinterpreting
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model merging within this framework has fostered theoretical analysis highlighting weight
disentanglement as a necessary condition for effective task arithmetic (Ortiz-Jiménez et al.,
2023). Interestingly, fine-tuning in the linear regime has been shown to promote weight
disentanglement (Ortiz-Jiménez et al., 2023; Yoshida et al., 2025).

Merging Methods. Beyond linear combinations of parameters (Wortsman et al., 2022;
Ilharco et al., 2023), a number of methods have been proposed based on the principle of
interference minimization. TIES (Yadav et al., 2023) reduces interference at the parameter level,
by trimming low-magnitude parameters, resolving sign conflicts across task vectors, and
merging only sign-consistent updates. Similarly, DARE (Yu et al., 2024) resets a fraction of
fine-tuned parameters to their original weights at random, effectively reducing parameter
interference by merging sparse task vectors. Another family of methods leverages the matrix
structure of linear layers via the Singular Value Decomposition (SVD). In Task Singular
Vectors (TSV) (Gargiulo et al., 2025), the authors observe that task matrices are inherently
low-rank and reduce “Singular Task Interference” by decorrelating the singular vectors
of different tasks before merging. Iso-C (Marczak et al., 2025) flattens the spectrum of the
merged matrix to balance out dominant directions in weight space with underrepresented
ones. KnOTS (Stoica et al., 2025) finds that models fine-tuned with LoRA exhibit a sig-
nificantly lower centered kernel alignment score (Kornblith et al., 2019), compared with
full fine-tuning and propose to merge models in an aligned space via the SVD. Notably,
methods such as TSV and Iso-C offer data-free settings, as they have been shown to be
relatively robust to scaling coefficients. Meanwhile, methods such as RegMean (Jin et al.,
2023), LOT (Sun et al., 2025b), WUDI (Cheng et al., 2025), and AdaMerging (Yang et al.,
2024) require the use of auxiliary data either for optimization of data-dependent objectives
or for hyper-parameter tuning. Similarly to TSV and Iso-C, ACTMat is entirely data-free.

Kronecker-Factored Approximate Curvature (KFAC). KFAC (Martens & Grosse, 2015)
provides a tractable approximation of the Fisher information matrix by assuming (i) that
the Fisher matrix is block-diagonal across layers and (ii) that layer-wise activations and
activation gradients are uncorrelated. In our work, we leverage a variation on the latter
assumption to derive the ACTMat estimator.

3 Method

We begin by introducing the model merging setting under consideration and the inter-
ference minimization framework together with the ACTMat merging rule (Section 3.1).
In Section 3.2, we formally establish an upper bound on the approximation error of the
ACTMat covariance estimator and provide empirical evidence that this bound is tight. We
conclude with an analysis of the ACTMat estimator’s behavior within the interference
minimization framework (Sections 3.3 & 3.4).

Background and Notation. We consider the standard model merging setting in which T
models with the same architecture and pretrained initialization are fine-tuned on different
tasks, then combined into a single model. Specifically, let f : X x @ — )Y be a neural
network parameterized by 8 € ©. Each task ¢ is associated with a discrete distribution D;
over X. Fine-tuning on task t involves updating the model parameters, starting at initial
parameters ) and ending with task-specific parameters ;. For an arbitrary linear layer in
f, we denote its pretrained parameters by W, € RP2*Pi its fine-tuned parameters for task ¢
by W; € RP-*Di its input by z € RP, its output by y = Wz € R, and its difference matrix
by A; := W, — W;. We use x to denote the inputs to the model and x ~ D; to indicate that
they are sampled according to the ¢-th distribution. With some abuse of notation we also
use z ~ D; to indicate the induced distribution over an arbitrary linear layer’s inputs, when
model inputs x are sampled from the ¢-th distribution.

3.1 Model Merging as Interference Minimization

Following Jin et al. (2023), we formulate model merging as a layer-wise optimization
problem. For each linear layer, we seek the merged weights that best preserve each task’s
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activations:

T
W* ¢ argminZ]Ez~Dt {”WZ - sz”ﬂ M
w =

This objective is solved independently per layer and admits

W = tilwtct( tz/cﬂ)i @)

as the minimum Frobenius norm solution (see Lemma C.2), where C; = E,.p,[zz"] denotes
the second moment of the layer inputs under distribution D; and * the Moore-Penrose
pseudoinverse. Under this formulation, model merging reduces to a covariance estimation
problem?. In the following section, we show that, under certain conditions, the covariance
matrix can be approximated from the difference matrices as C; &~ A/ A,, yielding a fully
data-free merging rule:

T T +
(ACTMat Estimator) W =) W, (A:At) ( Y A;At’) / ®)
t=1 =1

which we refer to as “Approximating Covariances via Task Vectors for Activation
Matching” (ACTMat).

3.2 Covariance Estimation of Activations

In this section, we show that the covariance matrices of activations in Equation (2) can
be approximated directly from the difference matrices, up to a scaling factor. In other
words, we show that the angular distance between A[ A; and C; is small, where £ (A, B) :=
arccos({A, B)r/(||Allr | B||r)) denotes the angular distance metric®. Consider a linear layer
fine-tuned using full-batch gradient descent for K iterations with a fixed learning rate 7. Let
z(®) denote the layer’s input at iteration k, y©) = W® z(® its output, and g* := V, L (x; 0%))
the gradient of the loss with respect to the output. Using the chain rule, the gradient with
respect to W at iteration k is

E,p, {Vwﬁ(x; B(k))} =E,p, [g(k)z(k)q )

Since Ay = —1 Yk Exup, [§* 20 7], one can easily check that
A A Yix Exvon, [z(k) Z KT g®OT g/(k’)] , 4)

suggesting that the product A] A, captures second-order statistics of the layer’s inputs.

However, recovering the covariance of activations at the end of training, Cfm =E [z(K)z“()T},
from this expression is not immediate. In the following theorem, we show that the angular
distance between A A; and Ct(K) is upper bounded by three error terms, under a simplified
training regime (proof in Appendix C.2). In practice, we find that each of these three error

terms is relatively small, indicating that A/ A; is approximately proportional to Ct(K).

Theorem 3.1 (Covariance Estimation). Consider a linear layer fine-tuned using full-batch gradient

descent for K iterations with learning rate 17, and let z¥), g®) denote the layer’s input and its output
gradient at iteration k, respectively. Define the accumulated gradient mean, accumulated second
moment, and accumulated uncorrelated second moment as

K K K
G=YE {g(k)z(k)T} ,5:=YE {z(k)z(k)THg(k)HZ} ,§:=YE [Z(k)z(kﬁ} E {”g(k)”ﬂ )
k=0 k=0 k=0

2Strictly speaking, C; is a second moment matrix rather than a centered covariance, though we
refer to C; as a covariance matrix throughout for brevity.

3(A, B)F := tr(AT B) denotes the Frobenius inner product and ||A||r := /(A, A)F the associated
norm.
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Figure 2: Empirical measurement of the three angular error terms in Theorem 3.1 on ViT-
B/16. (a) Cross-term error (). (b) Correlation error (®™). (c) Drift error (¢, All three
terms are relatively small across layers and tasks, indicating that A/ A, is well-aligned with

the final covariance Ct(m (angular distance is normalized).

where the expectation is taken over the t-th distribution D;, and || - || denotes the Euclidean norm.
Then, the angular distance between A A, and the final covariance Ct(K) satisfies

K(A?At, Ct(K)) < lcross) 4 glcorr) + e(driﬂ'), 5)

where e(c0s8) = (éTE, S) is the cross-term error, €™ = £ (8, §) is the correlation error, and
e@ift) — ¢(S, Y is the drift error. In particular, A} A, o< CX) when all three errors vanish.

Proof sketch. After K iterations of gradient descent with a fixed learning, the difference
matrix is given by A; = —#G. Successively applying the triangle inequality leads to
LATA, €)Y < LATA, G'G) + LG G, S) + £, S) + £, ). Since A, and
G are collinear, the first term vanishes, leading to Equation (5). O

In order to analyze the contributions of each of the error terms in Theorem 3.1, we fine-tune
the ViT-B/16 (Dosovitskiy et al., 2021) model on eight downstream tasks (Cars (Krause et al.,
2013), DTD (Cimpeoi et al., 2014), EuroSAT (Helber et al., 2019), GTSRB (Stallkamp et al.,
2011), MNIST (LeCun, 1998), RESISC45 (Cheng et al., 2017), SUN397 (Xiao et al., 2016), and
SVHN (Netzer et al., 2011)).

In Theorem 3.1, the cross-term error €% arises due to off-diagonal contributions from the
double summation over iterations and double expectation over samples in Equation (4).

In Figure 2a, we report the angular distance between G' G and S across all datasets and
transformer layers for ViT-B/16, consistently finding relatively small values for the cross-
term contributions.

The correlation error €™ captures the coupling between per-sample activation outer prod-
ucts and output gradient norms, and this error term vanishes when these quantities are
uncorrelated. In Figure 2b, we consistently find relatively small angular distances between

S and S across datasets and transformer layers. Interestingly, a similar error term is en-
countered in KFAC (Martens & Grosse, 2015), where activations and output gradients are
assumed to be uncorrelated. In contrast, the correlation error in Theorem 3.1 vanishes as
the correlation between activations and output gradient norms approaches zero. We further
analyze the correlation between these two quantities in Section 4.3.

The drift error €9f) reflects how much the activation covariances change over the course of
training, and is small when the covariances remain approximately stationary. In Figure 2c,
we report the angular distance error and also find these errors to be comparatively smaller
than the other two error terms. Altogether, these results suggest that in some settings A,/ A,

(K)

is approximately proportional to the final covariance C,” in accordance with Theorem 3.1.
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Figure 3: Distribution of scaling-coefficient ratios «;/x; over all dataset pairs, for each layer

in the ViT-B/16 model. x; = ||Ci||r/||A] Ai||r and measures the ratio of the norm of the
covariance matrix to the norm of the ACTMat estimate of the covariance matrix.

3.3 Analyzing the Impact of the ACTMat Scaling Factor

The previous section shows that the covariance matrices can be recovered from parameter
difference matrices, but only up to a scaling factor. That is, C; = x;A;’ A; when all error terms
vanish. In this section, we examine to what extent these scaling factors pose a problem in
the context of model merging via the interference minimization merge rule. Recall that the
minimizer of the interference objective has the closed-form solution W* = Y, W,C,(Y_, Cv)".
When all scaling factors are equal, using the ACTMat estimates C = AtTAt in place of the true
covariances yields the same minimizer. This is due to the scale invariance of the minimizer
(i.e., multiplying all the covariances by the same value will not affect the minimizer). We
formalize this statement in the following proposition (proof in Appendix C.4).

Proposition 3.2. Let C; = x,C, for x, € R, and define the true and approximate minimizers as
W* =Y, WG (L Co)" and W = ¥, W,C,(X, Cp)". If all x; are equal, then W* = W.

Assuming C; = A/ Ay, then k; = ||C||r/||A] At||r (see Appendix C.5 for details). In
Figure 3, we plot the distribution of ratios «;/x; over all dataset pairs (i,j) € {1,...,T}?,
for each layer. We find that in many cases the distributions are concentrated around one,
indicating that the scaling coefficients are approximately equal across tasks.

3.4 Theoretical Guarantees of Layer-wise Interference Minimization

The layer-wise objective in Equation (1) is desirable as it admits a tractable closed-form solu-
tion (Lemma C.2). However, this comes at the cost of considering each layer independently,
ignoring cross-layer interactions and nonlinearities. Thus, a natural concern is whether
minimizing this layer-wise interference objective also minimizes the global objective. Re-
markably, Sun et al. (2025a) showed that layer-wise interference provides an upper bound
on the negative transfer, which is defined as

Aly(x) = [€(f (x; 0m)) = £(f (x; 61)) |, (6)

where ¢ : RP — R is a loss function applied to the output of network f and 8,, is the merged
parameter vector. In this section, we extend their result and show that negative transfer
can be upper bounded by a summation of layer-wise interference errors and covariance
estimation errors.

Suppose neural network f decomposes layer-wise as f = g(t) o - -+ 0 ¢1), where ¢V (z; 8))
is the function computed by layer / on input z. Denoting the composed output at layer [ by
1, we have that fO(x; 8) = x, f(x; 8) = ¢ (fI=V(x; 8); 8")). Define the local error as

8¢l"(2) = 189z 0) — gz 0{")]. 7

Intuitively, A gt(l) measures the change in the output of layer / when only that layer’s pa-
rameters are replaced by the merged parameters. For linear layers, the minimizer 6*()
of Equation (7) is given by the closed form solution in Equation (2). We show in the follow-
ing theorem that the expected negative transfer can be upper bounded by a summation of
these local errors and covariance estimation errors.
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Theorem 3.3. Suppose that ¢\ is v()-Lipschitz in its first arqument and ¢ is B-Lipschitz. Let
SUin) C {1,..., L} denote the set of indices of linear layers. For each linear layer | € SU™, let *()

and 6\ denote the merged parameters obtained from the closed-form solution in Equation (2) using

true covariances Ct(l) and approximate covariances a(” * , respectively. For all remaining layers, let
oy = 0*1). Then,

Mw

E[a6(x)] < )7 E [ag " (=)

1

1 — @01, { x0x® SOH|2, SV c 8

+ 3 % kg + iy max {[ISVYE, ISV L IC I ), ®)
leSin) t ¢

where the expectation is taken over the t-th distribution Dt, fUN(x; 0,), AgV(z) =

g (z; 9*<l>>1g<’>(z 6”>|| =nc’, SV =yxc’, 7< ﬁnm pa ¥ forl <L
and ¥V = p, {1 =FVE[||z¢ II] )—maxtIIW( I, and x5 = [|SO*| .

Il
—

Proof. The proof builds on Theorem 4.4 of Sun et al. (2025a). See Appendix C.3 for details.
O

Theorem 3.3 makes explicit that the upper bound on the expected negative transfer consists
of two distinct sources of error at each linear layer. The first term captures the interference
error incurred when using the closed form minimizer in Equation (2), which arises due to
the inability to exactly satisfy all tasks simultaneously. The second term captures the error

introduced due to approximating covariance matrices and vanishes when @(1) = Ct(l).

4 Experiments

In this section we evaluate the performance of the ACTMat merge rule on vision and
language tasks (Section 4.1), as well as on reasoning tasks (Section 4.2). We conclude by ana-
lyzing the covariance estimates of ACTMat and its computational complexity (Section 4.3).

Datasets & Models. For vision tasks, we follow Ilharco et al. (2021) and fine-tune ViT-B/16,
ViT-B/32, and ViT-L/14 models on eight image classification datasets: Cars (Krause et al.,
2013), DTD (Cimpoi et al., 2014), EuroSAT (Helber et al., 2019), GTSRB (Stallkamp et al.,
2011), MNIST (LeCun, 1998), RESISC45 (Cheng et al., 2017), SUN397 (Xiao et al., 2016), and
SVHN (Netzer et al., 2011). For language tasks, we fine-tune T5-Base and T5-Large (Raffel
et al., 2020) on seven multiple-choice datasets: QASC (Khot et al., 2020), WikiQA (Cohen
et al., 2018), QuaRTz (Tafjord et al., 2019), PAWS (Zhang et al., 2019), Story Cloze (Sharma
et al., 2018), Winogrande (Sakaguchi et al., 2020), and WSC (Levesque et al., 2012). For
reasoning tasks, we evaluate merging models trained via reinforcement learning with
verifiable rewards, using OLMo-3-7B (Olmo et al., 2025) as the base model. Specifically, we
merge three publicly available RL-Zero checkpoints trained on math, code, and instruction-
following. Following the evaluation protocol in Olmo et al. (2025), we evaluate mathematical
reasoning on AIME 2024 & 2025. Meanwhile, coding and instruction-following abilities
are evaluated using HumanEval (Chen et al., 2021), HumanEval+ (Liu et al., 2023) and
IFEval (Zhou et al., 2023).

Baselines. We compare against several merging methods including simple weight aver-
aging, Task Arithmetic (Ilharco et al., 2023), RegMean (Jin et al., 2023), WUDI Cheng et al.
(2025), Iso-C (Marczak et al., 2025), TSV (Gargiulo et al., 2025), and KnOTS (Stoica et al.,
2025). Following Yadav et al. (2023), we also report the individual Expert performances,
as well as the performance of the pretrained model which is referred to as the Zero-shot
performance (see Appendix D for comparisons against additional baselines).

“With a slight abuse of notation, we use the superscript in Ct(l)
training iterations as in Section 3.2.

to index layers, rather than to index
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Figure 4: Comparison between test accuracy of merging methods across multiple settings
(NLP models fine-tuned on 7 tasks and vision models fine-tuned on 8 tasks). Hatched bars
indicate that the method is not data-free. Stacked bars with a dotted pattern indicate the
performance of the method (bottom bar) and performance of the method when combined
with KnOTS (Stoica et al., 2025) for LoRA fine-tuned models (improvement only for Iso-C).

Method (|) HumanEval HumanEval+ AIME 24  AIME'25 [IFEval | Avg
Eval (=) @ @0 @ @10 @ @32 @ @32 @ @1

Zero-shot 50.8 822 473 786 221 667 216 533 307 34.5
Expert 62.0 8.3 570 847 382 767 30.7 667 824 54.1

RegMean 59.1 857 54.8 81.1 308 733 278 600 747 49.4
Average 599 859 545 819 346 833 305 600 675 494

Iso-C 590 844 538 829 325 767 315 633 63.0 48.0
TSV 626 825 584 809 39.7 833 321 66.7 828 55.1
WUDI 620 802 563 766 389 70.0 29.7 66.7 815 53.7

ACTMat 627 821 569 759 399 80.0 298 66.7 815 54.2

Table 1: Comparison between merging methods in the RL Zero setting, where models are
fine-tuned using RLVR starting from the OLMo-3-7B base model. We bold the best and
underline the second best data-free method for each dataset.

Implementation Details. Following Yadav et al. (2023), for vision experiments we only
fine-tune and merge the vision encoder. Meanwhile, for language experiments, embedding
layers are always averaged. Following Jin et al. (2023), only 2D weight matrices are merged
via each merging method’s respective rule and all other parameters are averaged. In
LoRA (Hu et al., 2022) experiments, we follow the setup of Stoica et al. (2025) and use rank-
16 adapters on all linear layers for vision models and language models. (see Appendix A
for additional details).

Lastly, merging methods that rely on auxiliary data use the validation splits of datasets (i.e.,
RegMean to compute the empirical covariance matrices of the input activations and Task
Arithmetic to do hyperparameter tuning to find the optimal scaling factor). In the data-free
setting, Task Arithmetic uses a scaling factor of « = 0.4 following Yadav et al. (2023), while
Iso-C and TSV use « = 1, as both methods have been shown to be robust around this value.

4.1 Evaluation on Vision and Language Tasks

In Figure 4, we compare the performance of models merged using ACTMat against base-
lines in both vision and language settings. We also report the results in tabular form in
Appendix D. In the full fine-tuning setting, ACTMat achieves the highest average accuracy
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Figure 5: Average accuracy of individual experts and merged Figure 6: Covariance er-
models throughout fine-tuning. ror trajectory.

among all data-free methods on four out of five model configurations. The improvements
are particularly pronounced on NLP tasks, where ACTMat outperforms the next best data-
free method, TSV, by +3.1 percentage points on T5-Base (76.0 vs. 72.9) and +5.1 percentage
points on T5-Large (79.8 vs. 74.7). A similar trend is observed when LoRA fine-tuning is
used, where ACTMat also outperforms baselines on four out of five configurations.

We note that our RegMean results are substantially better than those consistently reported
in many prior works (Yadav et al., 2023; Marczak et al., 2025; Sun et al., 2025b; Du et al.,,
2024; Yang et al., 2024), though are in line with that of Tam et al. (2023); Yu et al. (2024). We
suspect this is due to subtle differences in implementations of RegMean for vision tasks (see
Appendix A).

Lastly, Figure 5 reports the performance obtained by merging experts at intermediate fine-
tuning checkpoints. Interestingly, in the ViT-B-16 experiment, ACTMat outperforms other
approaches by a larger gap earlier on in the fine-tuning process. Meanwhile, in the T5-Base
experiments the performance gap between ACTMat and other approaches remains large at
the end of fine-tuning.

4.2 Evaluation on Reasoning Tasks

Beyond standard supervised fine-tuning, we investigate whether ACTMat can effectively
combine models trained via reinforcement learning. We merge three OLMo-3-7B experts
trained using Reinforcement Learning from Verifiable Rewards (RLVR) on math, coding,
and instruction following (Olmo et al., 2025). The results shown in Table 1 show that on
average ACTMat is the second best performing method, following TSV.

4.3 Analysis of the ACTMat Estimator

Covariance stability throughout fine-tuning In Figure 6 we analyze the angular distance
between the final covariance matrices and the covariance matrices obtained at intermedi-
ate checkpoints. We find that the covariances matrices remain approximately stationary
throughout fine-tuning. Notably, while this stationarity of the intermediate covariance
matrices may lead to lower drift errors, strictly speaking it is not a necessary condition for
attaining the low drift errors observed in Figure 2c.

Correlation between Activations and Gradients. As discussed in Section 3.2, underlying
KFAC is the assumption that activations and activation gradients are uncorrelated (Martens
& Grosse, 2015). Analogously, if activations and activation gradient norms are uncorrelated,
the correlation error term in Theorem 3.1 vanishes. We investigate to what extent activa-
tions and activation gradient norms are uncorrelated by plotting the Pearson correlation
coefficients between these quantities in Figure 7. Specifically, for each linear layer in the
ViT-B/16 model, we compute the correlation coefficient between entries of matrix zz" and
activation gradient norms ||g||>. We then plot the distribution of these values over entry
indices and layer indices, for each dataset.
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Covariance Estimation error of ACTMat. The proposed merge rule (Equation (3)) lever-
ages the approximately proportional covariances estimates of ACTMat. In Figure 8, we
analyze the cosine similarity of the ACTMat covariance estimates compared with empirical
estimates (using 300 samples). We find that the ACTMat covariance estimates are consis-
tently more aligned with the empirical covariances, compared with identity approximations.

Complexity of Merging Linear Layers via ACTMat. In Table 2, we compare the computa-
tional complexity of ACTMat against other baselines when merging T linear layers of size
N x N. Notably, ACTMat’s complexity matches that of both TSV and RegMean, though
both TSV and RegMean incur additional costs not reflected in this table. Specifically, TSV
relies on inherently sequential SVD operations, while RegMean requires a data-dependent
pre-processing step. A more thorough analysis is provided in Appendix E. Finally, we also
report in Table 2 the wall-clock latencies associated with each method when merging the
full T5-Large model on a single NVIDIA L40S GPU.

5 Limitations

As highlighted in Section 3.2, in the absence of errors the ACTMat estimator is only propor-
tional to the covariance matrices. Although our analysis in Section 3.3 showed that the scale
ambiguity has a limited effect in our setting, this limitation can still affect the performance
of the ACTMat merge method in other settings.

6 Conclusion

In this work, we presented ACTMat, a principled approach to data-free model merging
that combines covariance estimates derived from difference matrices with the interference
minimization framework of RegMean. Our approach leverages three empirical findings that
make covariance approximation from difference matrices possible. Namely, cross term error
cancellations, uncorrelatedness of activations and activation gradients, and stationarity of
covariances throughout fine-tuning.

An interesting direction for future work is developing a theoretical understanding of why
these three properties hold in practice, and characterizing the regimes under which each
approximation is most or least accurate. More broadly, the availability of cheap, data-free
covariance estimates may prove useful well beyond the merging setting, and we believe
investigating such applications is a fruitful direction for future work.
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A Implementation Details

A.1 Collecting covariances for RegMean.

In PyTorch’s nn.MultiheadAttention, the query, key, and value projections are stored as
a single nn.Parameter (in_proj_weight) rather than as separate nn.Linear modules. The
forward pass applies these projections via a direct call to F.linear. This means that using
forward hooks registered on nn.Linear modules to collect covariance matrices, as done
by Jin et al. (2023), will fail for models whose QKV projections are implemented using
nn.MultiheadAttention such as the OpenCLIP model family (Ilharco et al., 2021). In Table 5,
we report the performance of the vision models when using the nn.MultiheadAttention
implementation compared against a custom implementation that circumvents the afore-
mentioned issues. Notably, the custom implementation leads to significant performance
gains, +4.5 percentage points on Vil-B/16, +3.6 on ViT-B/32 and +2.8 on ViT-L/14. We also
perform the matrix inversion in double precision as lower precisions degraded performance
in some cases.

A.2 Hyperparemeters for Vision & Language Experiments

In both vision and language experiments we obtain experts by fine-tuning the base models
(ViT and T5) on their corresponding datasets. In Table 3 we report the hyper-parameters
used for fine-tuning these models.

A.3 Hyperparemeters for RL-Zero Experiments

In these experiments we use the checkpoints released by Olmo et al. (2025). Importantly, in
these experiments as the experts are trained independently they do not all share the same
chat template. Thus for each task in Table 1, we evaluate the performance of merged models
using the corresponding chat template (e.g., chat template of the Math expert is used when
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Vision (OpenCLIP ViT) Language (T5)
Optimizer AdamW AdamW
Learning rate 1 x 1075 (cosine schedule w/ 500-step warm-up) 1 x 10~#, constant
Weight decay 0.1
Batch size 128 256 (base); 64 (large)
Gradient clipping 1.0 none
Precision float32 bfloat16
LoRA Rank 16 16

Table 3: Fine-tuning configuration for the vision and language experts.

Task OLMES task id

HumanEval codex_humaneval: : tulu

HumanEval+ codex_humanevalplus::tulu

AIME 2024 aime:zs_cot_r1::pass_at_32_2024_deepseek
AIME 2025 aime:zs_cot_r1::pass_at_32_2025_deepseek
IFEval ifeval::tulu

Table 4: OLMES task recipes used for evaluating the merged RL experts.

performing the AIME evaluations). Finally, the evaluations are performed using OLMES,
as shown in Table 4

B Concurrent Work

ACTMat and ACE-Merging (Xu et al., 2026) share the goal of estimating covariance matrices
from task vectors, in order to enable data-free merging under the RegMean objective.
However, there are a number of key distinctions between the two works, in their theoretical
results, in how they empirically analyze the errors arising from the covariance estimation,
and in the final methods they propose.

First, the main theorem of ACE-Merging relies on the strong assumption that each parameter
matrix is trained independently using a squared error objective. The extent to which this
assumption holds in practice remains unclear. In contrast, the ACTMat theorem does not
require this independence assumption to hold.

Second, ACE-Merging’s theoretical result does not quantify the approximation error of the
ACE-Merging estimator and assumes that any such errors vanish. In contrast, the theoretical
result of ACTMat provides an interpretable decomposition of the covariance estimation
error, making explicit that there are three sources of error. Namely, the errors arising from (i)
cross terms, (ii) correlations between activations and gradients, and (iii) covariance drift.
This theoretical result provides insights into which source contributes the most to the total
error. Notably, the error decomposition provided by ACTMat can provide the basis for
future work on studying conditions under which the most significant error terms (i) and (ii)
can be reduced.

Finally, ACE-Merging was developed to handle heterogeneous tasks (i.e., task vectors
obtained from models trained under differing conditions, such as varying numbers of
epochs). This flexibility, however, comes at the cost of introducing several hyperparameters
that may require careful tuning on new applications. ( T, kfrac, € ). In contrast, ACTMat is
hyperparameter-free and performs well across the evaluated tasks without any tuning.

Shttps: //github.com/allenai/olmes
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Method ViT-B/16 ViT-B/32 ViT-L/14
RegMean (nn.MultiheadAttention) 83.1 79.4 87.2
RegMean 87.6 83.0 90.0

Table 5: Performance comparison between RegMean implemented with default the
nn.MultiheadAttention implementation vs a custom implementation enabling the covari-
ances of query, key and value projection matrices to be captured.

C Theorems

C.1 Layer-wise Interference Minimization

Lemma C.1. Let W; € RP*Pi and C; € RP*Pi fort = 1...T. Define A := Y, C; € RP*D:
and B := Y[, W,C; € RP-*Di_ If the matrices C; are symmetric positive semidefinite (denoted from
now on by C; > 0), then the matrix equation WA = B always admits at least one solution, and the
set of solutions is

(W +Z (I — AA") | Z e RPD), ©)
with W* = BA" being the minimum Frobenius norm solution. Moreover, the solution is unique iff
A = Y[, C; is invertible, which is equivalent to ker (Y., C;) = N,_, ker(C;) = {0}.

Proof. A solution to the equation WA = B exists if and only if each row of B belongs to
the row space of A, i.e. B = BA"A. We solve the equation row by row. Let w € R” be
arow of W € RP*Pi and b € R the corresponding row of B. The equation WA = B
is equivalent to Aw = b for all (w,b). Thus, the existence of a solution is equivalent to
b € Im(A) = ker(A)* for all row b of B, where we use the fact that Im(A) = ker(A)? since
A is symmetric. Therefore, b € Im(A) if and only if x"b = 0 for all x € ker(A). We now
prove this condition, which also reads: Bx = 0 for all x € ker(A).

Let x € ker(A), so that Ax = 0. Then 0 = x" Ax = Y|, x' Cix, which is equivalent to
x"Cyx = 0Vt since x" C;x > 0Vt (by the positive semidefinitness of each C;). Since each
C; = 0, there exists C!/? such that C; = C}’*>C}/%. Thus

x'Cx=0 Vit ||C%|*=0 WVt (10)
— C?x=0 WVt (11)
= Cx=0 Vit (12)
So
T
Bx=) W, Cx=0. (13)

t=1

Therefore, the system WA = B admits a solution. It is easy to check that all solutions are of
the form
W =W*+Z (Ip, — AA") VZ € RP*Pi, (14)

So the solution is unique iff the free term always vanishes, that is, iff AA" = Ip,. Since AA"
is the orthogonal projector onto Im(A), this happens iff A is invertible, or equivalently, if A
is positive definite (since A > 0 as a sum of positive semidefinite matrices), or equivalently,

if {0} =ker (L, C;) = N/ ker(Cy). O

Lemma C.2. Let W, € RP*Di for t = 1...T. Define C; = E,.p,[zz"] € RP*Di for each
t =1...T, where z denote a D;-dimensional random vector distributed according to D,. Then the

matrix W* € RP*Di defined by
T T ¥
W* = Z WG, Z G|, (15)
=1 =1
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is the minimum Frobenius norm solution to the problem

T
ming(W), g(W) =) E..p [[Wz - Wz|J3]. (16)

t=1

Proof. Expanding ¢(W) and using the cyclic property of the trace, we get

g(W) = iIEth [z'(W—W,) (W —W,)z] (17)
= iIEZNDz tr (W—W,)"(W—-W,)zz") (18)
= itr((W—Wf)T(W—Wt)Ct). (19)

So

gl

VwgW) =) (W-W,)(C+C/)=2
t=1

where the last equality uses the fact that C; is symmetric. The function g is convex and
differentiable, and therefore its minimizers correspond to the solution of the equation
Vwg(W) = 0, which is equivalent to WA = B with A = Y[, C, € RP*P and B =
23:1 W,C; € RPoxDi, By Lemma C.1, this equation always admits a solution since each C; is
a covariance matrix, and thus symmetric positive semidefinite. The minimum-Frobenius-
norm solution is

Il
—

.
W = BA' = (i wfct> (i Ct> =W* (21)
t=1 t=1

O

C.2 Covariance Estimation

Theorem 3.1 (Covariance Estimation). Consider a linear layer fine-tuned using full-batch gradient

descent for K iterations with learning rate 17, and let z¥), g®) denote the layer’s input and its output
gradient at iteration k, respectively. Define the accumulated gradient mean, accumulated second
moment, and accumulated uncorrelated second moment as

K K K
Gi= Y E[gW:0T],5:= Y B [:W207 g7, §:= Y B [9207] B[],
k=0 k=0 k=0

where the expectation is taken over the t-th distribution Dy, and || - || denotes the Euclidean norm.
Then, the angular distance between A Ay and the final covariance Cf(K) satisfies

K(A;At, Ct(K)) < lcross) 4 glcorr) 4 e(drift)/ 5)

where e(cross) = (GTE, S) is the cross-term error, €™ = £(8, §) is the correlation error, and

e@ift) — (S, Y is the drift error. In particular, Al A, o< C\*) when all three errors vanish.

Proof. After K iterations of full-batch gradient descent with learning rate 7, the difference
matrix can be written as

K
B =WED - WO =~y Y By [g9297] = 4G,
k=0
and therefore AT A; = 12 G G. Successively applying the triangle inequality for angular
distance,

LATA, €P) < LATA, G'G) + £LG'G,S) + 45, S) + «8, c).
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Since A A; and G G are collinear, the first term vanishes, giving
K(A?At, CEK)) < e(cross) + e(corr) 4 e(drift).

When all three errors vanish, £(A/ A;, C ) = 0, which implies Al A; C L]

C.3 Negative Transfer Upper Bound

The layer-wise objective in Equation (1) is desirable as it admits a tractable closed-form
solution. However, this comes at the cost of considering each layer independently, ignoring
cross-layer interactions and nonlinearities. Thus, a natural concern is whether minimizing
this layer-wise interference objective also minimizes some global objective that we ultimately
care about. Remarkably, Sun et al. (2025a) showed that layer-wise interference provides an
upper bound on the negative transfer, which is defined as

A(x) = [€(F (x5 0,)) — £ (f (x: 6)) ], )

where £ : RP — R is a loss function applied to the output of network f and 6,, is the merged
parameter vector. In this section, we extend their result and show that negative transfer
can be upper-bounded by a summation of layer-wise interference errors and covariance
estimation errors.

Suppose neural network f decomposes layer-wise as f = g't) o - - 0 g1), where ¢! (z; 1))
is the function computed by layer / on input z. Denoting the composed output at layer [ by
U, we have that f (x; 8) = x, fV(x; 8) = ¢D(f1~V(x; 9); 8")). Define the local error at
layer [ as

Aft ') = 1fO(x; 0,) — f‘”(x-et)H (23)
a(z) = 1§V (z 8Y) — gV (z; 6)]. (24)

Intuitively, A g,m measures the change in the output of layer  when only that layer’s param-
eters are replaced by the merged parameters. We show in the following theorem that the
expected negative transfer can be upper bounded by a summation of these local errors and
covariance estimation errors.

Theorem 3.3. Suppose that gV is )-Lipschitz in its first arqument and ¢ is B-Lipschitz. Let
S C {1,..., L} denote the set of indices of linear layers. For each linear layer | € S, Jet 6*()
and 6')) denote the merged parameters obtained from the closed-form solution in Equation (2) using
true covariances Ct(” and approximate covariances Ef” 6, respectively. For all remaining layers, let
oL = 6*"). Then,

E[Al(x)] <

MP‘

FOE [ag" ()]

Il
—

1 (1 1 1 A (1
+ Y 0y et -V (&J k0 + 1y max {||SF|2, |s<’”|%}2||cf,>||p>, ®)
1eSlin) t 4

where the expectation is taken over the t-th distribution Df, z“ fUN(x; 0,), AgY(z) =

I80(z; 60) - ')<z o)), S0 = 5, 8 = 5, € 30 = Pl v forl < L
and 70 = p, 0 [||zl>||1 —maxtnwt I and ) = 1507

Proof. Let z{) = fU=V(x; 6;) and 2() = f=V(x; 0,,) denote the input to layer / under the
fine-tuned and merged parameters, respectively. By the B-Lipschitz continuity of /,

Al(x) = [0(fD(x; 8,)) — (f D (x; 0)))| < BAS" (), (25)
U]

With a slight abuse of notation, we use the superscript in C,
training iterations as in Section 3.2.

to index layers, rather than to index
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where Af")(x) is the propagated error as defined in Equation (23). We can bound Af{" (x)
recursively. For each layer I/, we have that

AP (x) = [|gV(2"; 80) — g (="; 6]
= [lg¥(z"; ) — ¢! ( D; 6)
+g>< D; ) — g“( 65’>>|| (26)
< ||lg®(z"; 6y — g il
+ Hg D(z"; o) —g“ (z ”; 6] 27)
<V ]|20 =20+ ag (=) (28)
=2 ART () + ag (1), (29)

where Equation (26) adds and subtracts ¢) (z(V; 65?), Equation (27) applies the triangle
inequality and Equation (28) uses «)-Lipschitz continuity of ¢!} in its first argument.
Unrolling Equation (29) gives

< <1£I'Y(l>> Aft +Z< H 08 ) Agt z0). (30)

m=I+1

with the convention [],_,.; 7™ = 1 for | = L. Combining this with Equation (25) and
using Af\V (x) =
g Af, ' (x) = 0leads to

L L
=1 \m=Il+1 1=1
with , .
~0) . ) Bl '™ forl <L
L { B " forl =L (32)

Using the triangle inequality, we can bound A gt(l) (z) as follows:

Ag(z0) = g (z";00) — &1 (z; ")l
(

! 1 * 1 1
= Jlg (z; 6())— <><z<f- D)+ gl (20 070) — gV (20 00|
* 1 * 1 1
< [lgi"(z0;80) — ¢ (z; 0 0)|| + || g" (zV; 0°V) — gV (zV; 0
l * !
= ag;"(z0) + g (2 ”;e Dy —gl(z; 60)]| (33)

Substituting Equation (33) into Equation (31), and noting that for I ¢ S the second term
in Equation (33) is zero (since we let ') = - for such layers), leads to

Mw

AL(x) < Y700 (z0) + Y A wa 0 — w20 (34)

1S (lin)

I
-

Mw

1e Slin)

Pl e

F

Il
—

where W*(!) and W} denote the weight matrices corresponding to parameter vectors *(!)
(1) : . .
and 6, , respectively. Taking expectations over x ~ D,

L~(l) 1) +(1)
)= £tk a0+ 1 20w,

1eS(lin)

where ) = ¥ E[||z||]. Finally, by applying Lemma C.3 to the difference | W} — W*!) ||
we get
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MP‘

Ea6(x) < )7 E [ag" (z")]

Il
—

+ Y Oy e - e <KWK<”+K max { SV, ||§<l>*||%}2||6§f>||1:>. (36)
t ¥

1S (lin)

O

Lemma C.3. Let W* = ¥, W,C,S" and W,, = ¥, W,C,S", where S = ¥, C, and S = ¥, C,.
Then,

-

L S L€ = Cille (wrs + xwmax {112, I STIE} L 1€ ),
t I
where kw = max; ||W;||r and kgt = ||ST|F.

Proof. We have that

T
C,S'-W,G,S' + W,G,S" — m@§*HF 37)
(C,— C,)S" + W,C,(S" — §) HF (38)
< Zt: IWillF G — Cill IISTIlr + ; Wl ICollrlIST — ST (39)

< L IWlElIC = Cillr [1871e
t
+ 2 IWellg | Collr max {[IS*I%, 18717} IS — Sl (40)
t/
< ZHWtIIF IC — Cillr 11"

+ZHWNHF 1Cu [l max {IS*I7, 8717} YoIIC — Corlle (41)

Iz

< Y1C — Gl (ks + s max (IS, T3} LIC),  (42)
t I

where Equation (37) adds and subtracts ), W,C,St and Equation (40) applies Lemma C.4.
O

Lemma C.4 (Pseudo-inverse Perturbation Bound, Theorem 2.1. (Meng & Zheng, 2010)). Let
m and n be two integers. Then,

|A" — BYlr < max{||A"|}, |B'[3}|A ~ B]: VA,B e R"™". 43)

C.4 Interference Objective Scale-Invariance

Proposition 3.2. Let C; = x,C; for x, € R, and define the true and approximate minimizers as
W* =Y, W,C (L, Ct/)+ and W = Y, Wta(Zt/ 6t/)+. If all x; are equal, then W* = w.

Proof. Since all x; = x for some scalar «, substituting C; = KC, leads to
+ + +
(Z WtCt> <Z Cﬂ) = (KZWtCt> (KZCAN> = (Z WtCAt> <Z ét/> .
t t t t t t
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Method () Data-free NLP Vision

Model (—) T5-B T5-L ViT-B/16 ViT-B/32 ViT-L/14
ZERO-SHOT - 54.0 51.3 55.5 48.2 65.2
EXPERTS - 76.0 824 94.6 90.4 94.1
MULTITASK - 78.7 827 922.1 89.8 93.7
REGMEAN X 745  80.8 87.6 83.0 90.0
TA X 714  69.7 76.1 69.7 84.3
TA v 60.5 59.8 24.3 26.5 41.8
AVERAGE v 64.8 50.9 72.2 65.5 79.3
TIES v 72.3 71.7 79.5 72.8 85.2
DARE-TIES v 73.1 73.7 75.6 67.7 84.5
Iso-C v 66.1 57.6 88.4 81.6 90.5
TSV v 72.9 74.7 88.8 83.3 91.1
WUDI v 740 773 89.4 83.9 92.1
ACTMAT v 76.0 79.8 89.5 82.9 92.2

Table 6: Comparison between merging methods across multiple settings (NLP models
fine-tuned on 7 tasks and vision models fine-tuned on 8 tasks). All model parameters are
fine-tuned. The v/ symbol indicates that no data is used by the method. Results are reported
on test sets.

Method () Data-free NLP Vision

Model (—) T5-B T5-L ViT-B/16 ViT-B/32 ViT-L/14
ZERO-SHOT - 540 513 55.5 48.2 65.2
EXPERTS - 76.5 79.2 84.1 80.7 89.0
REGMEAN X 75.9 77.7 80.3 76.5 86.9
TA X 66.7 709 75.7 70.5 83.0
TA v 542 55.0 66.1 53.5 77.6
AVERAGE v 622 572 64.3 56.8 72.4
TIES v 67.3  68.7 75.1 69.0 82.7
DARE-TIES v 66.5 69.8 75.9 70.2 83.5
Iso-C v 56.1 52.1 575 50.4 66.8
K-Iso-C v 64.7 694 74.9 70.4 83.6
K-TSV v 676 711 74.8 69.6 83.4
TSV v 722 754 78.4 73.0 85.4
WUDI v 59.1 71.0 78.0 73.9 85.8
ACTMAT v 72.0  76.7 78.6 74.6 86.1

Table 7: Comparison between merging methods across multiple settings (NLP models
fine-tuned on 7 tasks and vision models fine-tuned on 8 tasks). Model parameters are
fine-tuned using LoRA. The /'symbol indicates that no data is used by the method. Results
are reported on test sets

C.5 Kappa Derivation

Assuming that the covariance estimate satisfies C; = x;C;, then we have that || C;|| = |x:|||C],
and thus |x;| = ||C;||/||C;||. Furthermore, as the covariance matrix and covariance estimate
are both positive semi-definite matrices, we have that x; > 0. Thus, x; = ||C¢||/[|C]|-

D Vision and Language Experiments

In this section we report in Tables 6 & 7 the results of Figure 4, in tabular form together with
additional baselines including TIES Yadav et al. (2023) and DARE Yu et al. (2024). For the
LoRA experiments in Table 7 we report the performance of KnOTS Stoica et al. (2025) when
combined with both TSV and Iso-C. Moreover, the task-wise performance breakdown is
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Method Cars DID EuroSAT GTSRB MNIST RESISC45 SUN397 SVHN | Avg
ZERO-SHOT 64.7 447 55.8 43.3 51.8 66.3 65.5 52.0 55.5
EXPERTS 875 983 99.7 99.0 99.8 97.0 78.8 97.8 94.7
REGMEAN 785 79.6 96.5 89.0 99.0 88.4 71.7 94.9 87.2
AVERAGE 70.1 543 81.1 60.8 94.4 75.5 68.6 72.7 72.2
TA 61.5 538 76.7 72.5 98.3 65.6 47.8 87.1 70.4
TIES 732  69.0 88.3 734 98.7 79.2 65.9 88.1 79.5
Iso-C 82.7 851 96.3 91.8 98.8 91.6 75.0 86.1 88.4
TSV 81.8 858 96.8 93.8 99.3 89.3 71.6 924 88.8
WUDI 793 882 98.1 95.1 99.4 90.0 70.5 94.5 89.4
ACTMAT 79.8 914 97.0 92.3 99.5 89.4 72.9 93.8 89.5

Table 8: Task-wise merging results

Method (}) ViT-B/16 ViT-B/32 ViT-L/14
Num. Experts (=) 8 14 20 8 14 20 8 14 20
ZERO-SHOT 555 61.6 598 482 579 564 652 69.6 66.1
EXPERTS 947 931 933 904 89.7 904 941 936 94.1
REGMEAN 875 822 789 830 787 754 90.1 876 856
AVERAGE 722 703 661 654 649 614 793 779 724
TIES 795 722 662 728 655 587 852 797 746
Iso-C 884 836 786 8l6 787 737 905 889 874
TSV 888 838 805 833 79.0 76.0 911 885 875
WUDI 894 808 66.0 839 756 575 921 89.0 831
ACTMAT 89.5 839 80.7 829 780 756 922 886 877

Table 9: Comparison between merging methods as the number of experts merged is varied.

reported in Table 8. Lastly, we compare different merging methods when a larger number
of experts is used in Table 9.

E Computational Complexity

We analyze the computational costs of merging T models using different methods, focusing
on linear layers since all methods compared default to simple averaging for other layer
types. For simplicity, we assume equal input and output dimensions, denoted by N. We
take the cost of a matrix multiplication to be N® FLOPs, a matrix inverse to be 2N® FLOPs,
and an SVD to be 20N?® FLOPs. For RegMean, L denotes the number of samples used to
estimate the covariance matrices.

Method Merging FLOPs Preprocessing FLOPs  # of Exp. Op.
Average TN? - 0

Task Arith. (2T +1)N? - 0
RegMean (T+3)N°+ (2T — 2)N? (2L —1)TN? 1
ACTMat (2T +3)N* 4 (3T —2)N? - 1

Iso-C 23N°+ (2T +2)N*+ N - 1

TSV (22T +45)N°? 4 (T + 3)N? - T+2

Table 10: We report the computational cost of merging T models for a single linear layer
with equal input and output dimension N. For each method we show the merging FLOPs,
the pre-processing FLOPs (applicable only to RegMean, where L is the number of samples
used to estimate the covariance matrices), and the number of expensive operations (exp.
op.), i.e.,, SVDs or matrix inverses, which are inherently sequential).
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Table 10 reports three quantities for each method including the merging FLOPs, the prepro-
cessing FLOPs which apply only to RegMean, and the count of expensive operations. We
report matrix inverses and SVDs separately from standard FLOPs because these operations
are inherently sequential. In contrast, matrix multiplications and elementwise operations
take full advantage of parallel computing hardware. Average: Summing T matrices requires
(T — 1)N? operations. Dividing by a scalar requires N? operations. The total is TN.

Task Arithmetic: Subtracting the pretrained checkpoint from each individual checkpoint
requires TN? operations. Summing the resulting task vectors requires (T — 1) N?. Scaling
the summed task vector by A requires N2 operations and adding back the pretrained model
requires another N? operations. The total is (2T + 1) N? operations.

RegMean: Multiplying the Gram matrices by the weights requires TN® operations and
summing the resulting matrices requries (T — 1) N? operations. Summing the Gram matrices
requires (T — 1) N? operations and inverting the summed Gram matrix requires 2N* opera-
tions. The final multiplication between the inverse of the sum of gram matrices and sum
of gram-projected weights requires N°® operations. This results in (T + 3)N® 4+ (2T — 2)N?
operations.

To compute the covariance statistics, an outer product of two vectors of dimension N is
computed, which requires N* FLOPs. This is done using L samples, resulting in a total LN?
FLOPs. Additionally, these outer products are added to a running sum, which requires
L — 1 summations for matrices of size N x N. Thus, the total FLOP count is (2L — 1)N?
FLOPs for each model. Across T models, this is (2L — 1) TN? FLOPs.

ACTMat: Requires the exact same operations as RegMean, except the additional operations
to compute the task vectors and then multiply the task vector by its transpose to get the
covariance matrix. Computing the task vectors requires TN? operations and multiplying
the task vectors by its transpose requires TN? operations. Adding this to the operations for
RegMean, this requires (2T + 3)N® + (3T — 2)N? operations.

Iso-C: Computing the task vectors requires TN? operations and summing them requires
another (T — 1)N?. Computing the SVD on the summed matrix requires 22N* operations
and averaging the singular values requires N. Reconstructing the matrix from UDVT
requires N? 4+ N?® operations. Finally, adding the reconstructed model to the pretrained
model requires N? operations and scaling requires another N? operations. This results in
23N? + (2T +2)N? + N operations.

TSV: Computing the task vectors requires TN? operations. Computing the SVD for each task
vector requires T * 22N? operations. Computing the SVD of the resulting U and V matrix
requires 44N°® operations. Reconstructing the merged matrix requires N° + N? operations.
Finally, adding the reconstructed matrix to the pretrained weights requires N* operations
and scaling requires another N? operations. This results in (22T + 45)N°® + (T + 3)N?
operations.
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