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Abstract

LLM-based user simulation is the primary mechanism for end-to-end agent
evaluation, yet simulated users are poor proxies for real humans: uncon-
strained LLM defaults produce a Formalism Ceiling (style match rates of
6—8% against real users), while hand-crafted behavioral directives trigger
Directive Amplification, where models hyper-interpret instructions into un-
natural behavioral extremes that vary dramatically across simulator models.
We present REALUSERSIM, the first user simulation framework grounded
in real behavioral data. From 14,000+ authentic human-LLM conversations
(WildChat), we extract 7,275 executable behavioral profiles and use them
to ground LLM simulators. A fidelity benchmark (PT3) on 600 conversa-
tions across 71+ domains with anti-leakage controls shows that grounded
simulation raises match rate from 24.2% to 45.3% across five behavioral
dimensions. Agent evaluation on T-bench with 6 simulator models and
extensive analysis shows that grounded simulation acts as a realistic stress
test, surfacing three failure mechanisms invisible to cooperative simula-
tors (mean —3.2% to —3.5% task success degradation), while Directive
Amplification in existing benchmarks produces unrealistic behavior that
compromises the validity of agent evaluation.!

1 Introduction

Large Language Models (LLMs) are increasingly deployed as autonomous, user-facing
agents in task-oriented domains such as customer service, technical support, and e-
commerce (Yao et al., 2024; Barres et al., 2025). Accurately benchmarking these agents
is critical, yet live user studies are expensive and difficult to scale. The community has
therefore turned to LLM-based user simulation as the primary mechanism for end-to-end
agent evaluation (Yao et al., 2024; Ren et al., 2024; Bougie & Watanabe, 2025). However,
growing evidence suggests that simulated users are poor proxies for real humans: they
are excessively cooperative, stylistically uniform, and lack realistic frustration or ambigu-
ity (Seshadri et al., 2026; Zhou et al., 2026), inflating agent performance and obscuring
deployment-critical failure modes.

We identify two root causes of this Reality Gap. First, unconstrained LLM simulators default
to a “cooperative assistant” persona: grammatically correct, well-punctuated, verbose text
regardless of the target user’s actual style. We show that without behavioral grounding,
style-related match rates against real users are near-floor (6-8%), a phenomenon we term
the Formalism Ceiling. Second, hand-crafted behavioral directives (e.g., “you are an
angry customer”) trigger Directive Amplification: models hyper-interpret instructions
into unnatural behavioral extremes, complete with stage directions (e.g., *sniffling*) and
hyper-structured multi-request patterns that no real human would produce. We show
that the same directive produces dramatically different behavior across models, making
benchmark scores not comparable across simulator models when directives are present.
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Concurrent work has diagnosed aspects of this problem. Seshadri et al. (2026) conduct
human studies showing that LLM-simulated users produce different conversational patterns
and failure modes than real humans, with success rates fluctuating by up to 9 percentage
points across simulator models. Zhou et al. (2026) evaluate 31 LLM simulators against
451 human participants and find that higher model capability does not yield more faithful
simulation. Both works conclude that human validation is essential. However, these studies
are primarily diagnostic: they characterize the sim-to-real gap but do not provide a con-
structive framework for closing it. In contrast, REALUSERSIM offers a prescriptive solution:
we extract behavioral profiles from real user data and use them to ground LLM simulators,
demonstrating measurable fidelity improvements across multiple behavioral dimensions.
While prior persona-grounded approaches rely on synthetic or fictional personas (Wang
et al., 2024; Shao et al., 2023; Park et al., 2023; Wang et al., 2025c), REALUSERSIM is the
first framework to ground simulation in real user behavioral data extracted from authentic
human-LLM interactions.

We present REALUSERSIM, a grounded user simulation framework comprising two core
modules: (1) a profile construction pipeline that extracts behavioral models from real
user data, and (2) a grounded simulation pipeline with fidelity evaluation via the Paired
Trajectory Turing Test (PT3). Using 14,000+ authentic conversations from WildChat (Zhao
et al., 2024), we construct 7,000+ executable linguistic profiles grounded in observed data,
augmented with demographic metadata for cohort selection. Our contributions are:

¢ We present the first user simulation framework grounded in real behavioral data,
extracting 7,275 executable profiles from authentic human-LLM interactions (Wild-
Chat) to replace synthetic or fictional personas in agent evaluation.

* We introduce a user simulation fidelity benchmark (PT3) that measures faithfulness
across five behavioral dimensions. On 600 conversations spanning 71+ domains
with anti-leakage controls, grounded user simulation raises match rate from 24.2%
to 45.3%, breaking through the Formalism Ceiling where ungrounded simulators
score 6-8% on style dimensions.

¢ Through agent evaluation on 7-bench with 6 simulator models and extensive analy-
sis, we show that grounded user simulation acts as a realistic stress test that surfaces
three failure mechanisms invisible to cooperative simulators (mean —3.2% to —3.5%
degradation), bridging the reality gap in agent benchmarking. We further show
that Directive Amplification in existing benchmarks produces unrealistic simulator
behavior that compromises the validity of agent evaluation.

2 Related work

User simulation. User simulation has evolved from rule-based (Schatzmann et al., 2006)
and neural (Kreyssig et al., 2018) approaches to LLM-driven role-playing agents and gen-
erative simulacra (Shanahan et al., 2023; Chen et al., 2024; Park et al., 2023). Recent work
develops persona simulation architectures through character-level fine-tuning and bench-
marking (Wang et al., 2024; Shao et al., 2023), persona consistency via reinforcement learning
and structured reasoning (Abdulhai et al., 2025; Du et al., 2026; Kim et al., 2026), and scalable
persona generation (Wang et al., 2025¢;b). Evaluation frameworks assess persona fidelity
through dynamic metrics (Samuel et al., 2025) and knowledge-grounded simulation (Shea
et al., 2026). Fine-tuned user simulators such as UserLM (Naous et al., 2026) train dedicated
models to replicate user-side behavior via parameter optimization, targeting task-level
behavioral replication within specific domains. However, prior persona-grounded dialogue
focuses on knowledge-based personas (Zhang et al., 2018) or utterance-level authenticity in
task-oriented settings (Wang et al., 2025a). REALUSERSIM instead grounds simulation in real
user behavioral data from authentic human-LLM interactions (Zhao et al., 2024), focusing
on how users communicate rather than what they know. Unlike fine-tuned approaches,
REALUSERSIM is training-free and model-agnostic, directly upgrading any LLM simulator
via prompting without retraining, and is complementary to parameter-based methods.
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Interactive agent benchmarking. 7-bench (Yao et al., 2024) established multi-turn user—
agent evaluation for tool-augmented agents, extended by T2-bench (Barres et al., 2025) to
dual-control settings. Benchmarks now span collaborative reasoning (Sun et al., 2025; Zhou
et al., 2025), data analysis and search (Li et al., 2025; Deng et al., 2025), memory-driven
conversations (Bian et al., 2026; Jiayang et al., 2026), adversarial robustness (Jiang et al., 2026),
and domain-specific evaluation including web search, recommendation, product search, and
policy adherence (Ren et al., 2024; Bougie & Watanabe, 2025; Ye et al., 2024; Shang et al., 2025;
Nakash et al., 2025). However, these benchmarks either use unconstrained LLM defaults
or hand-crafted behavioral directives as user simulators, both of which we show produce
unrealistic interaction patterns. REALUSERSIM addresses this gap by grounding the user
simulator in real behavioral data, surfacing agent brittleness to authentic communication
style variation.

3 Methodology

The REALUSERSIM framework consists of two core modules: (1) constructing behavioral
profiles from real user data, and (2) grounded user simulation with fidelity evaluation.

3.1 Profile construction from real users

We construct 7,275 Conversational Profiles from WildChat-4.8M (Zhao et al., 2024), a
large-scale dataset of real human-LLM interactions. Starting from 3.2M conversations, we
filter to 21,637 multi-turn (>3 turns) English GPT-4o trajectories across 7,311 unique users
(see Appendix A for the full pipeline). Each profile contains a linguistic style profile and a
demographic profile.

User persona profiling. For each user, GPT-40 analyzes their conversation history to
produce an Executable Persona Manual: up to 15 “Command + Example” pairs capturing
recurring communication patterns. Each command is a direct instruction for an LLM
simulator; each example is quoted from the user’s actual messages:

Command: Frequently repeat words or phrases for emphasis.
Examples: "the most the most famous food";
"there are there are huge differences”

Command: Use "hmm" or "ahh" to indicate thinking or hesitation.
Examples: "hmm i think the older people”; "hmmm if we eat veegtables”

Command: Request additional examples or options when unsatisfied.
Examples: "share a more short caption.”; "share 10 more”

This format is critical: rather than abstract descriptions (e.g., “informal writer”), executable
instructions constrain the simulator to reproduce specific, observed behaviors. The com-
mands describe what pattern to reproduce; the examples calibrate to what degree. We generate
7,275 persona profiles (99.5% of users).

Demographic profiling. Each profile is augmented with demographic attributes (age,
education, gender, occupation, etc.) via two phases: (1) GPT-40 extracts explicit self-
disclosures from conversation text, aggregated via majority voting across trajectories; (2) a
hybrid inference pipeline predicts missing fields from conversational cues (see Appendix A
for validation). Each field is labeled with its source (extracted or inferred); for high-reliability
cohort selection, filtering to extracted-only attributes provides higher precision at the cost of
reduced coverage. The three sources (persona profiles, extracted demographics, inferred
demographics) are merged into 7,275 unified profiles. Importantly, demographics serve
cohort selection (filtering and stratifying the profile pool for targeted evaluation, e.g.,
evaluating agents against older or higher-education user segments) rather than simulation
conditioning. Our format ablation (Section 5.1) confirms that adding demographics to
the linguistic profile provides no fidelity gain, and in some cases demographic labels can
introduce noise through demographic-linguistic conflict, where inferred demographics
trigger stereotyped behavior that overrides the linguistic commands (Appendix E.1).
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Trait Clusters: t-SNE Embedding and Demographic Composition

(a) t-SNE with Trait Clusters (k=8) (b) Age Composition (¢) Education Composition

Figure 1: Linguistic trait clusters across 7,273 users. (a) t-SNE projection of 48-dimensional
binary trait vectors with k-means clustering (k=8). Each cluster represents a behavioral
archetype (e.g., C7: Everyday Casual, C4: Formal Expert, C6: Informal Texter, CO: Or-
ganized Writer). (b, c) Age and education composition per cluster, showing systematic
demographic shifts: casual/informal clusters skew younger and lower-education, while
formal/structured clusters skew older and higher-education.

Profile diversity. Figure 1 shows a t-SNE projection of all 7,273 users based on 48 binary
linguistic traits, revealing 8 distinct behavioral archetypes—from Everyday Casual (terse,
lowercase, imperative) to Formal Expert (domain vocabulary, polite, multi-sentence). The
demographic composition of these clusters differs systematically: younger and lower-
education users concentrate in casual and informal clusters, while older, higher-education
users concentrate in formal and structured clusters. This confirms that the extracted profiles
capture genuine, structured behavioral diversity rather than noise.

3.2 Grounded user simulation and fidelity evaluation

We evaluate profile-grounded user simulation by synthesizing parallel conversations and
measuring behavioral fidelity against real ones. For each real conversation, GPT-4o first
extracts a problem description and solution conditions from the first 10 messages as a shared
task specification. A simulated user then interacts with a GPT-40 agent to achieve this
goal: in Baseline mode, the simulator receives only the goal; in With Profile mode, it
additionally receives the user’s linguistic profile (the Executable Persona Manual). The
system prompt includes a critical anti-normalization constraint: “Do not ‘clean up’ the
writing. If the commands require poor grammar and frequent typos, your response must
be equally messy.” Conversations are capped at 9 agent messages. Finally, an LLM judge
(GPT-40, temperature ~ 0) compares the synthetic and original conversations using the
Paired Trajectory Turing Test (PT3, described below).

3.2.1 The Paired Trajectory Turing Test (PT3)

Definition 1 (Paired Audit) Let T}, be a historical trajectory between a human user H and an
agent A. Let Ts be a synthetic trajectory generated by a simulated user grounded in the profile of H
interacting with the same agent A (or a high-fidelity proxy) under an identical scenario.

The judge is presented with 7;, and 7; without labels, and evaluates consistency across five
dimensions of conversational identity (Table 1), assigning a binary match/no-match verdict
for each. Termination signals are stripped to avoid evaluation artifacts. The overall Fidelity
Index is the mean match rate across all dimensions (defaulting to equal weights).
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Table 1: Five dimensions of conversational identity used in the PT3 fidelity evaluation.

Dimension Description

Persona & Affective Traits Demeanor, emotional state, patience level, personality cues
Linguistic Style & Mechanics Vocabulary, phrasing, formality, typos, message length patterns
Tech Competency & Knowledge Domain expertise, terminology usage, depth of questions
Interaction & Data Flow Information-sharing habits (scattered vs. dense), questioning style
Pacing & Action Sequencing Turn length, topic transitions, conversation conclusion patterns

3.2.2 Benchmark design

The benchmark comprises 6 evaluation subsets totaling 600 conversations from 504 unique
users: five domain-specific subsets (Technology & IT, Business & Finance, Medical & Health,
E-commerce, Travel & Hospitality; 100 conversations each) and one mixed-domain subset
spanning 71 domains (100 conversations). From the full pool of 7,275 profiled users, we
select conversations that meet quality criteria (>3 user turns, quality score >10/15 where the
quality score is the sum of three 1-5 Likert ratings assigned by GPT-4o for task complexity,
user engagement, and conversational depth, no user message exceeding 2,000 characters),
rank by quality score, and take the top 100 per subset with a cap of 2 conversations per user
to ensure diversity.

Anti-leakage cleaning. Since profiles are consolidated from a user’s full conversation
history, examples may originate from the test conversation itself. We apply per-test-case
cleaning: (1) single-conversation users have all examples stripped, retaining commands only;
(2) multi-conversation users have examples tagged with the test conversation removed;
(3) users whose profile was built entirely from other conversations require no cleaning.
Across the benchmark, 150 cases are stripped entirely, 380 have specific examples removed,
and 70 require no change.

4 Experiments

We evaluate REALUSERSIM in two settings: (1) a user simulation fidelity benchmark on
WildChat conversations, and (2) an end-to-end agent evaluation on 7-bench.

4.1 User simulation fidelity evaluation

We construct 6 evaluation subsets of 100 conversations each (600 total) from WildChat users
with consolidated profiles, covering 504 unique users across 71+ domains. Five subsets
are domain-specific (Technology & IT, Medical & Health, Business & Finance, E-commerce,
Travel & Hospitality); the sixth is mixed-domain, spanning 71 domains. Conversations are
quality-filtered to ensure genuine multi-turn dialogue (>3 user turns, quality score >10/15).
Profiles undergo per-test-case anti-leakage cleaning (Section 3.2.2). Full construction criteria
and statistics are in Appendix D.

We compare two conditions: (1) Baseline (task specification only) and (2) With Profile (task
specification + cleaned linguistic profile), yielding 3,000 PT3 judgments per condition. All
models use GPT-4o; the simulated user and agent use temperature 0.7, and the judge uses
temperature ~ 0.

4.2 End-to-end agent evaluation

We evaluate on T-bench (Yao et al., 2024), a customer-service agent evaluation framework
with Airline (50 tasks) and Retail (114 tasks) domains. All runs use GPT-4.1 as the agent
(temperature 0.0). We evaluate 6 user simulator models: GPT-40, GPT-5-mini, GPT-5,
Llama 3-70b, gpt-oss-20b, and Claude 3 Sonnet.

We compare three conditions: (1) Original: unmodified T-bench with embedded behavioral
directives; (2) No Persona (NP): task-only scenarios with directives stripped via LLM-based
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Table 2: PT3 fidelity evaluation across 600 WildChat conversations. Match rate (%) indicates
the proportion of cases where the LLM judge finds the simulated user indistinguishable

from the real user. Top: aggregate by dimension. Bottom: by evaluation subset (n=100
each).

Baseline  With Profile A

By dimension

Persona & Affective Traits 7.2 39.0 +31.8
Linguistic Style & Mechanics 6.2 26.2 +20.0
Tech Competency & Knowledge 93.3 93.2 —0.2
Interaction & Data Flow 7.7 36.0 +28.3
Pacing & Action Sequencing 6.5 32.0 +25.5
By subset
Technology & IT 21.4 38.0 +16.6
Business & Finance 22.6 474 +24.8
Medical & Health 19.2 39.4 +20.2
E-commerce 40.4 59.4 +19.0
Travel & Hospitality 17.8 40.6 +22.8
Mixed-Domain (71 domains) 23.6 46.8 +23.2
Overall 24.2 45.3 +21.1

separation (Appendix C.3); and (3) Real Persona: injection of grounded WildChat profiles,
randomly sampled per task, averaged across 3 independent runs with different random
assignments. Both NP and Real Persona use identical task-only instructions, ensuring they
differ only in whether a persona block is present. Additional analyses of demographic pools
and a synthetic Perfect User are in Appendix I.

5 Results and analysis

5.1 User simulation fidelity

We evaluate simulation fidelity using PT3 (Section 3.2.1) on 600 WildChat conversations
across 6 evaluation subsets, comparing Baseline (no profile) and With Profile conditions
against real human trajectories. All profiles are cleaned to prevent data leakage (Sec-
tion 3.2.2).

5.1.1 Main results

Profiles consistently improve behavioral fidelity. Table 2 presents dimension-level aggre-
gate results. The overall match rate increases from 24.2% to 45.3% (+21.1 points) across all
600 conversations. The improvement is consistent across all four style-sensitive dimensions:
Persona & Affective Traits (+31.8), Interaction & Data Flow (+28.3), Pacing & Action Se-
quencing (+25.5), and Linguistic Style & Mechanics (+20.0). Tech Competency & Knowledge
is near-ceiling at baseline (93.3%) and shows no change with profiles (—0.2), confirming that
profiles model communication style, not domain knowledge.

Gains are robust across domains. Table 2 (bottom) shows per-subset results. Profile
injection produces gains in all 6 subsets, with deltas ranging from +16.6 (Technology & IT)
to +24.8 (Business & Finance). The mixed-domain subset (+23.2), which spans 71 domains,
produces a delta comparable to the domain-specific average (+20.7), confirming that profile
utility generalizes across conversational contexts rather than depending on within-domain
homogeneity. A blind human evaluation (n = 120) supports the directional effect: human
judges find profile-grounded simulations harder to distinguish from real users (48.3% match
rate vs. 1.7% baseline), with the automated judge providing a conservative lower bound
(Appendix F).
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Table 3: Contrastive examples of user simulation fidelity. The Baseline normalizes diverse
communication styles into polished prose; profile injection preserves distinctive patterns.

User Type

Original

Baseline

With Profile

Informal student

“Class 6th ncert civics
questions can u list three
things that the government
does which have not been
mentioned”

“Hi there! I'm looking to
understand more about the
roles of

government. .. Could you
help me identify three such
functions?”

“hey can u tell me 3 things
the government does that
arent in the class 6 civics
book? easy words pls”

ESL speaker

“well i believe there are
many differences between
between two types of study
for example for example
hmm through face to face
teaching, hmm students
can students have...”

“Hi there! I have a piece of
text that I'd like to revise
for clarity and
accuracy...”

“well hmm i need a lil help
with something can you
help me revise a context i
got hmm it needs to be
more clear and accurate
you know. ..”

Medical student

“.which of the following
therapies is most likely to
prolong survival in
COPD? a) atenolol b)
enalapril ¢) Oxygen d)
prednisone e) theophylline”

2

“Hi there! I recently asked
a question about ‘Pulsus
bisferiens’...I'm looking
for a similar type of
question...”

“.the pulse characteristic
known as “water-hammer
pulse’ is associated with
which of the following
conditions: a) mitral
stenosis b) aortic

requrgitation. ..”

The Formalism Ceiling. Without a profile, match rates for style-related dimensions are
near-floor (6-8%), revealing a severe “Formalism Ceiling”: the LLM defaults to grammati-
cally correct, well-punctuated, verbose text regardless of the target user’s actual style. The
Executable Persona Manual format (Section 3.1) is critical to breaking through this ceiling.

5.1.2 Dimension-level analysis

Linguistic Style & Mechanics remains the hardest dimension. Despite profiles, Linguistic
Style & Mechanics achieves the lowest with-profile match rate (26.2%). GPT-4o struggles to
produce genuinely messy or idiosyncratic text even with explicit instructions. E-commerce
is an exception (45.0%), likely because e-commerce users have formulaic communication
patterns (product descriptions, SEO-oriented phrasing) that are easier to reproduce. The
proportion of single-conversation users, who lose all examples during anti-leakage cleaning,
directly predicts Linguistic Style & Mechanics performance: Travel & Hospitality (41%
single-conversation users) achieves only 17.0%, while Business & Finance (24%) achieves
30.0%.

Qualitative examples. Table 3 shows contrastive examples across three user types. In each
case, the Baseline transforms the user’s distinctive style into polished formal prose, while
profile injection preserves characteristic patterns: abbreviations and missing punctuation
(informal student), oral disfluencies and filler words (ESL speaker), and idiosyncratic
formatting such as period-prefixed questions (medical student). The Command/Examples
format serves a critical calibration function: commands alone can cause overshooting into
caricature, while the accompanying examples anchor the degree of each trait to the user’s
actual behavior.

5.1.3 Profile format ablation

To isolate the contribution of each profile component, we conducted a structural ablation
across 180 conversations (30 per subset) testing four representation levels (Table 4): the
full profile (demographics + commands + examples), linguistic only (commands + exam-
ples), commands only (no verbatim examples), and abstract narrative (a paragraph-length
prose description of the user’s style, e.g., “The user writes casually, omits punctuation...”).
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Table 4: Profile format ablation: fidelity match rate (%) by structural representation (180
conversations, 30 per subset).

Condition Prompt Representation Match Rate
Full Profile Demographics + Commands + Examples 449
Linguistic Only Commands + Examples (demographics omitted) 44.8
Commands Only Commands only (examples omitted) 36.6
Abstract Narrative  Paragraph-length prose description 33.6

Table 5: Agent task success rates (%) across Airline (n = 50) and Retail (n = 114) domains.
Persona averages 3 independent runs with different random persona-task assignments. A
shows change from NP baseline.

Airline (n = 50) Retail (n = 114)

Model Orig NP Persona A Orig NP Persona A

GPT-40 52.0 50.0 41.3 —8.7 60.5 77.2 74.0 —-3.2
GPT-5-mini 42.0 48.0 46.0 -2.0 49.1 50.9 56.6 +5.7
GPT-5 46.0 48.0 447 -3.3 75.4 77.2 71.6 —5.6
Llama 3-70b 56.0 54.0 44.0 —10.0 64.0 69.3 63.2 —6.1
gpt-oss-20b 44.0 38.0 45.3 +7.3 53.5 63.2 47.7 —-15.5
Claude 3 Sonnet 52.0 52.0 49.3 —-27 65.8 72.8 76.3 +3.5
Mean 48.7 48.3 45.1 —3.2 614 68.4 64.9 -3.5

Adding demographics to the linguistic profile provides no fidelity gain (44.8% — 44.9%),
confirming that the linguistic profile is the driver. Stripping verbatim examples (Linguistic
Only — Commands Only) drops fidelity by 8.2pp, demonstrating that examples anchor
the degree of each trait. Overall, the structured Command+Example format outperforms
abstract narrative by +11.2pp, with the largest gains on Interaction & Data Flow (4-18.9pp),
Pacing & Sequencing (+13.3pp), and Linguistic Style (+10.0pp). This confirms that the Exe-
cutable Persona Manual'’s effectiveness comes from its concreteness: abstract descriptions
provide direction but not calibration, while verbatim examples specify how much of each
behavior to produce.

5.2 Agent evaluation

5.2.1 Main results

Table 5 presents agent task success rates across all conditions, with persona results averaged
over 3 independent random seeds. Figure 2 visualizes the two key effects.

Persona injection degrades agent performance across most simulator models. The mean
NP—Persona delta is —3.2% in Airline (agent degrades with 5/6 simulators) and —3.5%
in Retail (4/6 simulators), confirming that authentic human communication patterns add
meaningful difficulty. The degradation is strongly model-dependent: Llama 3-70b shows
the largest consistent drop (—10.0% Airline, —6.1% Retail), while gpt-oss-20b shows extreme
domain dependence (47.3% Airline, —15.5% Retail). Only GPT-5-mini and Claude 3 Sonnet
benefit in Retail (4+5.7% and +3.5%).

Stripping directives helps Retail dramatically. Removing behavioral directives
(Original—NP) consistently improves Retail performance across all 6 models (up to +16.7%
for GPT-40), indicating that hand-crafted directives introduce artificial difficulty. In Airline,
the effect is near-zero (mean —0.3%). The asymmetry arises because Retail tasks involve
complex multi-step operations where adversarial directives compound operational complex-
ity, while Airline directives mix helpful task-flow cues with harmful adversarial pressure
that roughly cancel out.
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(a) Effect of persona injection (b) Effect of stripping directives
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+73 Retail Retail
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mini 70b 20b Sonnet mini 70b 20b Sonnet

Figure 2: Two key effects on agent task success rate across 6 simulator models. (a) Persona
injection (NP—Persona) degrades most models in both domains (mean —3.2% Airline,
—3.5% Retail), confirming that real user communication styles add meaningful friction.
(b) Stripping behavioral directives (Original —NP) consistently improves Retail performance
(all 6 models, up to +16.7%), indicating that hand-crafted directives introduce artificial
difficulty.

Table 6: Aggregate effects (%): unweighted mean vs. inverse-variance weighted mean across
6 simulator models.

Airline Retail
Orig—+NP NP—Persona Orig—NP NP—Persona
Unweighted mean —0.4 —32 +7.0 —3.5
IV-weighted mean -0.3 —43 +9.2 —0.9

Inverse-variance weighted analysis. Since models differ in inherent run-to-run variability,
we verify that the aggregate effects are not driven by high-variance outliers. Using the 3
persona runs to estimate each model’s standard deviation (o) per domain, we apply inverse-
variance weighting (1/0?) to compute aggregate means that downweight unreliable models
(Table 6). After normalization, both findings remain consistent: persona injection is negative
in both domains (Airline: —4.3%, Retail: —0.9%), and stripping directives helps Retail
(4+9.2%) while leaving Airline unchanged (—0.3%). In Airline, the effect strengthens after
normalization (—4.3% vs. —3.2% unweighted), indicating that the degradation is driven by
low-variance, reliable models. In Retail, the effect attenuates (—0.9% vs. —3.5%) primarily
because Claude 3 Sonnet (o = 0.9%, the lowest) receives the highest weight and shows a
positive persona effect (+3.5%).

5.2.2 Failure mechanisms

We examined trajectories where NP succeeded but Persona failed, identifying three failure
mechanisms (Table 7). The degradation follows a consistent pattern: personas compete with
scenario instructions for control of user behavior, and style often wins over task logic; real
user styles are optimized for natural conversation, not benchmark tasks requiring precise
information transfer; and the agent is a co-participant, as many errors involve the agent
misinterpreting the persona’s style. Not all effects are negative—terse personas occasionally
produce more unambiguous instructions that improve task completion.

5.2.3 Directive Amplification and model behavior

The same directive produces dramatically different behavior across models: “You are ex-
tremely distraught” causes Llama 3-70b to produce stage directions (“*sobbing™ Oh, hi...
*choking back tears*”), while GPT-4o simply writes “I'm really upset right now.” Table 8 quan-
tifies this, showing that models range from near-immune (GPT-40) to extreme sensitivity
(GPT-5-mini: message length doubles, frustration spikes). This makes benchmark scores
not comparable across simulator models when directives are present. Without directives
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Table 7: Three failure mechanisms from persona injection, identified by comparing NP (pass)
vs. Persona (fail) trajectories.

Mechanism Description Example
Information Terse persona omits critical ~ Airline Task 42: NP says “cancel FDZ0T5 and HSR97W
loss task details ...don’t modify other passengers.” Terse persona says

“proceed with cancelling the reservations as listed.” Agent
over-cancels 4 instead of 2.

Agent misin-  Aggressive style triggers Airline Task 27: NP requests compensation, receives

terpretation wrong agent action $150 certificate. ALL-CAPS persona writes “GIMME
A REFUND PLS”—agent interprets as cancellation
request.

Compliance Agreeable persona fails Airline Task 47: Must insist on refund 5x then give

failure adversarial scenario up without cancelling. Hesitant persona says “ahh yes

please go ahead and cancel it” on first attempt.

Table 8: Behavioral metrics with and without directives. Roleplay markers are asterisk-
bracketed actions (e.g., *sobbingx). Theatrical behavior drops sharply when directives are
stripped.

Model Metric With Directives Without (NP)
Roleplay markers 8.6% 0.9%
Llama 3-70b Stage directions 1.5% 0.0%
GPT-5-mini Frustration words 16.7% 2.1%
Avg message length 1218 chars 514 chars
Roleplay markers 19.4% 10.9%
gpt-oss-20b Frustration words 8.2% 2.0%
Roleplay markers 0.0% 0.0%
GPT-40 Frustration words 1.2% 0.9%

(NP condition), all models default to cooperative communication, clustering into concise
(GPT-40, Claude 3 Sonnet, gpt-0ss-20b: 120-220 chars) and verbose (GPT-5-mini, GPT-5,
Llama 3-70b: 370-490 chars) groups, confirming that dramatic behavior in original T-bench
is entirely directive-driven (Appendix G). Notable model-specific interactions with persona
injection include Claude 3 Sonnet consistently improving in Retail (+3.5%) because a terse
persona overrides its default over-cooperative behavior, and gpt-oss-20b showing extreme
degradation (—15.5%) because it ignores system messages entirely. Additional analyses of
sampling variance, demographic impact, and perfect user upper bound are in Appendix L.

6 Conclusion

We presented REALUSERSIM, demonstrating that grounded user simulation bridges the Re-
ality Gap in agent evaluation. Using 7,000+ profiles from WildChat and a multi-dimensional
fidelity benchmark (PT3, 600 conversations, 71+ domains), we showed that: (1) profile-
conditioned simulation improves fidelity from 24.2% to 45.3% under strict anti-leakage
controls, with consistent gains across all evaluation subsets; (2) grounded personas act as a
realistic stress test, surfacing failure mechanisms invisible to cooperative simulators and
adding meaningful friction reflective of production reality; and (3) Directive Amplification
in existing benchmarks produces unrealistic simulator behavior that compromises the valid-
ity of agent evaluation. These findings establish that reliable agent benchmarking requires
grounding user simulation in real interaction data, moving beyond synthetic behavioral
extremes toward authentic human behavioral patterns.

10



Published as a conference paper at COLM 2026

References

Marwa Abdulhai, Ryan Cheng, Donovan Clay, Tim Althoff, Sergey Levine, and Natasha
Jaques. Consistently simulating human personas with multi-turn reinforcement learning.
In Advances in Neural Information Processing Systems, 2025.

Victor Barres, Honghua Dong, Soham Ray, Xujie Si, and Karthik Narasimhan. 72-
bench: Evaluating conversational agents in a dual-control environment. arXiv preprint
arXiv:2506.07982, 2025.

Haonan Bian, Zhiyuan Yao, Sen Hu, Zishan Xu, Shaolei Zhang, Yifu Guo, Ziliang Yang,
Xueran Han, Huacan Wang, and Ronghao Chen. RealMem: Benchmarking LLMs in
real-world memory-driven interaction. arXiv preprint arXiv:2601.06966, 2026.

Nicolas Bougie and Narimasa Watanabe. SimUSER: Simulating user behavior with large
language models for recommender system evaluation. In Proceedings of the 63rd Annual
Meeting of the Association for Computational Linguistics: Industry Track, pp. 43-60, 2025.

Jiangjie Chen, Xintao Wang, Rui Xu, Siyu Yuan, Yikai Zhang, Wei Shi, Jian Xie, Shuang
Li, Ruihan Yang, Tinghui Zhu, et al. From persona to personalization: A survey on
role-playing language agents. arXiv preprint arXiv:2404.18231, 2024.

Mingyi Deng, Lijun Huang, Yani Fan, Jiayi Zhang, Fashen Ren, Jinyi Bai, Fuzhen Yang,
et al. InteractComp: Evaluating search agents with ambiguous queries. arXiv preprint
arXiv:2510.24668, 2025.

Chengyu Du, Xintao Wang, Aili Chen, Weiyuan Li, Rui Xu, Junteng Liu, Zishan Huang,
Rong Tian, Zijun Sun, et al. HER: Human-like reasoning and reinforcement learning for
LLM role-playing. arXiv preprint arXiv:2601.21459, 2026.

Tangiu Jiang, Yuhui Wang, Jiacheng Liang, and Ting Wang. AgentLAB: Benchmarking LLM
agents against long-horizon attacks. arXiv preprint arXiv:2602.16901, 2026.

Cheng Jiayang, Dongyu Ru, Lin Qiu, Yiyang Li, Xuezhi Cao, Yangqgiu Song, and Xunliang
Cai. AMemGym: Interactive memory benchmarking for assistants in long-horizon
conversations. In International Conference on Learning Representations, 2026.

Minseo Kim, Sujeong Im, Junseong Choi, Junhee Lee, Chaeeun Shim, Hwajung Hong, and
Edward Choi. PICon: A multi-turn interrogation framework for evaluating persona agent
consistency. arXiv preprint arXiv:2603.25620, 2026.

Florian L Kreyssig, Ifiigo Casanueva, Pawel Budzianowski, and Milica Gasic. Neural
user simulation for corpus-based policy optimisation of spoken dialogue systems. In
Proceedings of the 19th Annual SIGdial Meeting on Discourse and Dialogue, pp. 60-69, 2018.

Hanyu Li, Haoyu Liu, Tingyu Zhu, Tianyu Guo, Zeyu Zheng, Xiaotie Deng, and Michael L.
Jordan. IDA-Bench: Evaluating LLMs on interactive guided data analysis. arXiv preprint
arXiv:2505.18223, 2025.

Itay Nakash, George Kour, Koren Lazar, Matan Vetzler, Guy Uziel, and Ateret Anaby-Tavor.
Effective red-teaming of policy-adherent agents. In Proceedings of the 2025 Conference on
Empirical Methods in Natural Language Processing, pp. 2250-2268, 2025.

Tarek Naous, Philippe Laban, Wei Xu, and Jennifer Neville. Flipping the dialogue: Training
and evaluating user language models. In International Conference on Learning Representa-
tions, 2026.

Joon Sung Park, Joseph C O’Brien, Carrie ] Cai, Meredith Ringel Morris, Percy Liang, and
Michael S Bernstein. Generative agents: Interactive simulacra of human behavior. In
Proceedings of the 36th Annual ACM Symposium on User Interface Software and Technology,
2023.

11



Published as a conference paper at COLM 2026

Ruiyang Ren, Peng Qiu, Yingqi Qu, Jing Liu, Wayne Xin Zhao, Hua Wu, Ji-Rong Wen,
and Haifeng Wang. BASES: Large-scale web search user simulation with large language
model based agents. In Findings of the Association for Computational Linguistics: EMINLP
2024, pp. 902-917, 2024.

Vinay Samuel, Henry Peng Zou, Yue Zhou, Shreyas Chaudhari, Ashwin Kalyan, Tanmay Ra-
jpurohit, Ameet Deshpande, Karthik R Narasimhan, and Vishvak Murahari. Personagym:
Evaluating persona agents and LLMs. In Findings of the Association for Computational
Linguistics: EMNLP 2025, pp. 6999-7022, 2025.

Jost Schatzmann, Karl Weilhammer, Matt Stuttle, and Steve Young. A survey of statistical
user simulation techniques for reinforcement-learning of dialogue management strategies.
The Knowledge Engineering Review, 21(2):97-126, 2006.

Preethi Seshadri, Samuel Cahyawijaya, Ayomide Odumakinde, Sameer Singh, and
Seraphina Goldfarb-Tarrant. Lost in simulation: LLM-simulated users are unreliable
proxies for human users in agentic evaluations. arXiv preprint arXiv:2601.17087, 2026.

Murray Shanahan, Kyle McDonell, and Laria Reynolds. Role-play with large language
models. Nature, 623:493-498, 2023.

Yu Shang, Peijie Liu, Yuwei Yan, Zijing Wu, Leheng Sheng, Yuanqing Yu, Chumeng Jiang,
An Zhang, Fengli Xu, Yu Wang, Min Zhang, and Yong Li. AgentRecBench: Benchmarking
LLM agent-based personalized recommender systems. arXiv preprint arXiv:2505.19623,
2025.

Yunfan Shao, Linyang Li, Junqgi Dai, and Xipeng Qiu. Character-llm: A trainable agent for
role-playing. In Proceedings of the 2023 Conference on Empirical Methods in Natural Language
Processing, pp. 13153-13187, 2023.

Ryan Shea, Yunan Lu, Liang Qiu, and Zhou Yu. SAGE: A top-down bottom-up knowledge-
grounded user simulator for multi-turn agent evaluation. In Findings of the Association for
Computational Linguistics: EACL 2026, pp. 2816-2839, 2026.

Haochen Sun, Shuwen Zhang, Lujie Niu, Lei Ren, Hao Xu, Hao Fu, Fangkun Zhao, Caixia
Yuan, and Xiaojie Wang. Collab-overcooked: Benchmarking and evaluating large lan-
guage models as collaborative agents. In Proceedings of the 2025 Conference on Empirical
Methods in Natural Language Processing, pp. 4922-4951, 2025.

Kuang Wang, Xianfei Li, Shenghao Yang, Li Zhou, Feng Jiang, and Haizhou Li. Know
you first and be you better: Modeling human-like user simulators via implicit profiles.
In Proceedings of the 63rd Annual Meeting of the Association for Computational Linguistics
(Volume 1: Long Papers), pp. 21082-21107, 2025a.

Yunzhe Wang, Gale Lucas, Burcin Becerik-Gerber, and Volkan Ustun. Implicit behavioral
alignment of language agents in high-stakes crowd simulations. In Proceedings of the 2025
Conference on Empirical Methods in Natural Language Processing, pp. 30681-30698, 2025b.

Zekun Moore Wang, Zhongyuan Peng, Haoran Que, Jiaheng Liu, Wangchunshu Zhou,
Yuhan Wu, Hongcheng Guo, Ruitong Gan, Zehao Nj, Jian Yang, Man Zhang, Zhaoxiang
Zhang, Wanli Ouyang, Ke Xu, Wenhao Huang, Jie Fu, and Junran Peng. Rolellm: Bench-
marking, eliciting, and enhancing role-playing abilities of large language models. In
Findings of the Association for Computational Linguistics: ACL 2024, pp. 14743-14777, 2024.

Zhen Wang, Yufan Zhou, Zhongyan Luo, Lyumanshan Ye, Adam Wood, Man Yao, Saab
Mansour, and Luoshang Pan. Deeppersona: A generative engine for scaling deep synthetic
personas. arXiv preprint arXiv:2511.07338, 2025c.

Shunyu Yao, Noah Shinn, Pedram Razavi, and Karthik Narasimhan. 7-bench: A benchmark

for tool-agent-user interaction in real-world domains. arXiv preprint arXiv:2406.12045,
2024.

12



Published as a conference paper at COLM 2026

Jingheng Ye, Yong Jiang, Xiaobin Wang, Yinghui Li, Yangning Li, Hai-Tao Zheng, Pengjun
Xie, and Fei Huang. ProductAgent: Benchmarking conversational product search agent
with asking clarification questions. arXiv preprint arXiv:2407.00942, 2024.

Saizheng Zhang, Emily Dinan, Jack Urbanek, Arthur Szlam, Douwe Kiela, and Jason Weston.
Personalizing dialogue agents: I have a dog, do you have pets too? In Proceedings of the
56th Annual Meeting of the Association for Computational Linguistics, pp. 2204-2213, 2018.

Wenting Zhao, Xiang Ren, Jack Hessel, Claire Cardie, Yejin Choi, and Yuntian Deng. Wild-
chat: 1m chatgpt interaction logs in the wild. In International Conference on Learning
Representations, 2024.

Xuhui Zhou, Weiwei Sun, Qianou Ma, Yiqing Xie, Jiarui Liu, Weihua Du, Sean Welleck,
Yiming Yang, Graham Neubig, Sherry Tongshuang Wu, and Maarten Sap. Mind the
Sim2Real gap in user simulation for agentic tasks. arXiv preprint arXiv:2603.11245, 2026.

Yifei Zhou, Song Jiang, Yuandong Tian, Jason Weston, Sergey Levine, Sainbayar Sukhbaatar,
and Xian Li. SWEET-RL: Training multi-turn LLM agents on collaborative reasoning tasks.
arXiv preprint arXiv:2503.15478, 2025.

13



Published as a conference paper at COLM 2026

A Data and profile construction pipeline

A.1 WildChat data curation

We source conversations from the WildChat-4.8M dataset (Zhao et al., 2024), which contains
3.2M non-toxic conversations across all languages and models. Our filtering pipeline
proceeds in four stages:

1. Language and turn filtering: We extract multi-turn (>2 turns) English conversations
using fasttext language detection (>0.7 confidence), yielding 1,679,371 trajectories
(52.5% of the original dataset).

2. Quality and model filtering: We retain only GPT-40 conversations with >3 sub-
stantive turns (after trimming greeting/thank-you rounds of <5 words), yielding
21,637 trajectories from 7,311 unique users (1.3% retention).

3. Domain and task tagging: Each conversation is tagged with domain (e.g., Software
Development, Medical & Health), task type (e.g., Question Answering, Code Devel-
opment), and quality scores (complexity, engagement, depth on a 1-5 scale) using
GPT-40-mini.

4. Final curation: We consolidate similar domains, remove unwanted task types (trans-
lation, summarization), enforce minimum domain counts, cap per-domain/task
samples, and limit per-user contributions to prevent bias. This yields 13,998 curated
trajectories across 34 domains and 186 task types.

A.2 Demographic extraction and inference

Demographics are obtained through a two-phase process:

Phase 1: Extraction (ground truth). GPT-4o scans each trajectory for explicit demographic
statements. Age, education, and income use enforced categorical values (e.g., age maps
to one of 7 brackets: under 18, 18-24, ..., 65+; education maps to 8 levels from no formal
education to doctoral degree). Mentions are aggregated across all of a user’s trajectories
via majority voting. This produces a golden set of 718 profiles with >20% field completeness
and 95.9% cross-trajectory consistency.

Phase 2: Inference (for incomplete profiles). A hybrid inference pipeline predicts missing
demographics from conversational cues. The pipeline combines (1) LLM-based reason-
ing with heuristic rules for education, gender, marital status, and age; (2) LLM semantic
matching for occupation; and (3) categorical level estimation for income. All methods are
optimized on the golden set from Phase 1.

Each demographic field in the final profile is labeled with its source (Phase 1 extraction or
Phase 2 inference), enabling filtering to high-confidence extracted attributes when precise
cohort selection is required. Table 9 reports inference validation against the golden set using
strict categorical matching.

Table 9: Demographic inference validation (strict categorical matching against golden set).

Field Test Cases Inferred Correct Accuracy
Gender 100 41 35 85.4%
Marital Status 200 24 19 79.2%
Occupation 100 22 17 77.3%
Education 100 95 55 57.9%
Age 100 54 30 55.6%
Income 200 28 14 50.0%
Overall 800 264 170 64.4%
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Coverage is intentionally conservative (33% overall): the system abstains rather than guess-
ing when evidence is insufficient. Gender and marital status achieve the highest accuracy
(>79%), while age and income are harder to infer from conversational content alone.

Known population biases. The WildChat user base skews young (75% under 25) and
educated (46% bachelor’s degree). This affects the size of demographic cohorts used in
our experiments: the “Oldest” pool (55+) contains only 38 profiles, while the “Young” pool
(under 25) contains 1,385.

Extracted vs. inferred coverage. Table 10 reports the proportion of profiles with extracted
(explicitly self-disclosed) vs. inferred demographic fields. For high-reliability cohort selec-
tion, filtering to extracted-only attributes provides full precision; 1,270 profiles (17.5%) have
at least one extracted field.

Table 10: Demographic field availability: extracted (from explicit self-disclosures) vs. total
(extracted + inferred).

Field Total Available Extracted % Extracted
Location 552 552 100%
Occupation 599 450 75%
Gender 917 318 35%
Age 2,625 472 18%
Education 6,417 447 7%

A.3 Linguistic style profiling

For each user, GPT-40 analyzes their full conversation history to produce a linguistic style
profile, an Executable Persona Manual consisting of imperative instructions that capture the
user’s communication patterns. The analysis covers eight dimensions:

* Capitalization: e.g., “Use all lowercase letters” or “Capitalize normally”

* Punctuation: e.g., “Omit all terminal punctuation” or “Use excessive ellipses”

¢ Message length: e.g., “Write very short, terse messages (1-2 sentences)”

¢ Formality: e.g., “Use casual internet-speak with abbreviations”

¢ Technical register: e.g., “Use domain-specific jargon freely”

* Greeting patterns: e.g., “Never use greetings or sign-offs”

* Emoticon/emoji usage: e.g., “Use kaomoji frequently”

* Intent density: average requests per turn, distinguishing front-loaders from drip-

feeders

Each instruction is paired with concrete examples drawn from the user’s actual messages.
This “Command + Example” format ensures the simulator LLM can faithfully reproduce
the style rather than interpreting an abstract description.

A.4 Profile consolidation

The three sources (extracted demographics, inferred demographics, linguistic profiles) are
merged into unified records via consolidate_user_profiles.py. Extracted demographics
(from explicit user statements) take priority over inferred values. The final dataset contains
7,275 profiles with both demographic and linguistic data, used as the persona pool for all
simulation experiments.
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Figure 3: Demographic distributions across 7,273 WildChat users. The population skews
young (72% under 35) and educated (57% bachelor’s degree). Gender and occupation have
low coverage (12.6% and 8.2%) as they are rarely self-disclosed; education has the highest
coverage (88.2%) due to inference.
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Figure 4: Profile statistics across 7,273 users. Left: most profiles contain 8-10 commands
(mean 9.4). Center: 66% of users have only a single conversation; the distribution follows a
power law. Right: demographic completeness is low (mean 0.25), as most users have only
1-2 fields populated.

B Profile and data statistics

Figures 3-5 provide an overview of the 7,273 extracted user profiles. The user population
skews young and educated, with 72% under 35 and 57% holding a bachelor’s degree
(Figure 3). Most profiles contain 8-10 commands, and 66% of users contribute only a single
conversation (Figure 4). Conversations span 1,012 domains with a long-tailed distribution
dominated by Entertainment & Media (20.8%), followed by technical domains (Figure 5).
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Conversation Domain Distribution (Top 25 of 1012)
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Software Development 1290 (6.0%)
Language & Linguistics 1165 (5.4%)
Game Development 1058 (4.9%)
Data Science & Al 1035 (4.8%)

Business & Finance 976 (4.5%)

Arts & Culture 865 (4.0%)
Literature 746 (3.5%)
Medical & Health 711 (3.3%)
Personal Development 699 (3.2%)
Web Development 550 (2.5%)
E-commerce 441 (2.0%)
History 414 (1.9%)
Politics & Social Issues 359 (1.7%)
Science & Research 323 (1.5%)
Food & Culinary 291 (1.3%)
Mathematics 281 (1.3%)
Philosophy & Ethics 260 (1.2%)
Legal 248 (1.1%)
Education & Learning 245 (1.1%)
Career & Professional 237 (1.1%)
Sports & Fitness 191 (0.9%)
Marketing & Advertising 185 (0.9%)

Engineering 174 (0.8%)
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Figure 5: Conversation domain distribution (top 25 of 1,012 domains). Entertainment &
Media dominates at 20.8%, followed by a cluster of technical domains (Technology & IT,
Software Development, Game Development) each around 5-6%. The long tail spans 1,000+
niche domains.

C Prompt architecture

We design a two-block prompt architecture for persona-augmented user simulation that
cleanly separates what the user needs to accomplish (the scenario) from how they communi-
cate (the persona). This section details the full prompt structure, the directive separation
process, and the persona formatting pipeline.

C.1 Prompt templates

The simulator receives a system prompt composed of three sections: (1) global simulation
guidelines (shared across all conditions), (2) a <scenario> block with task-only instructions,
and (3) an optional <persona_override> block.

No Persona (NP) condition. The simulator receives only the global guidelines and the
task scenario:

{global_user_sim_guidelines}

<scenario>
{task_only_instructions}
</scenario>

Real Persona condition. The simulator additionally receives a persona override block
placed after the scenario, with explicit priority framing:

{global_user_sim_guidelines}

17



Published as a conference paper at COLM 2026

<scenario>
{task_only_instructions}
</scenario>

<persona.override>

CRITICAL: You MUST adopt the following real user’s
communication style for ALL your messages. This takes
HIGHEST priority --- every message you write must follow
these style rules, even while completing the scenario
above. The scenario tells you WHAT to say; the persona
tells you HOW to say it.

{persona_block}

Remember: Follow the scenario instructions for content
and task flow, but express everything using this
persona’s writing style. If the persona uses lowercase,
you use lowercase. If the persona omits punctuation, you
omit punctuation. If the persona writes short terse
messages, you write short terse messages. Never fall back
to generic polite assistant-like language.
</persona_override>

The “CRITICAL” framing and concrete style-mirroring examples (lowercase, punctuation,
terseness) are necessary to prevent models from reverting to their default cooperative
register. Without this emphasis, we observed that weaker models would acknowledge the
persona instructions but still produce polished, well-punctuated output.

C.2 Persona block formatting

The {persona_block} is assembled from the consolidated conversational profile (Section 3.1)
by the format_persona() function. It contains up to two sections:

1. Additional background (if available): Free-text context from the user’s conversation
history (e.g., “Experienced with customer service interactions”).

2. Communication style instructions: The full Executable Persona Manual, i.e., the
list of “Command + Example” pairs from the linguistic style profile (Section 3.1).
Example:

Communication Style Instructions:

Command: Use mixed casing with a tendency towards
lowercase, especially at the beginning of sentences.
Examples: "i wanna share a place”, "i want to talk
about a tourist city”

Command: Avoid using terminal punctuation in
one-line responses.

Examples: "please check it"”, "make it shorter
and 4 sentences”

Command: Use filler words like "ahhh” and "hmm"
to convey hesitation or thought.

Examples: "ahhh, my emotion was not good”,
"hmm, actually found things too high to sell”

C.3 Directive separation

The original T-bench scenarios embed behavioral directives alongside task instructions
(e.g., “You are upset and insist on receiving compensation. Your booking number is
ABC123.”). To cleanly isolate the persona effect, we use an LLM-based separation step
(separate_task_from_persona.py) that decomposes each scenario into:

¢ Task-only instructions: Factual content needed to complete the task, including
booking numbers, order IDs, user names, desired outcomes, and procedural steps.
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* Behavioral directives: Tone, emotion, and interaction style instructions such as “be
insistent,” “express frustration,” “sound upset.”

Both the NP and Real Persona conditions use the task-only instructions, ensuring they share
an identical factual basis and differ only in whether a persona block is present. This design
is critical for clean experimental comparison: any performance difference between NP and
Real Persona is attributable to the persona injection, not to residual directive content.

Separation quality. We use GPT-4o for separation, as we found that LLM-based separation
handles mixed content (e.g., “Be insistent about getting a full refund to your PayPal account”)
more reliably than regex-based approaches. The factual component (“full refund to your
PayPal account”) is retained in the task-only instructions, while the behavioral component
(“Be insistent”) is stripped. For the Telecom domain, which has a structured persona field,
the separation additionally extracts factual user context and prepends it to the scenario as
“User background.”

D Fidelity benchmark construction details

Test set construction. We draw conversations from WildChat users with consolidated
profiles, applying quality filters: each conversation must contain a genuine dialogue with >3
user turns, achieve a quality score of at least 10/15 (sum of task complexity, user engagement,
and conversation depth), and contain no user message exceeding 2,000 characters (to exclude
pasted external text). The “Game Development” domain is excluded globally; domain-
specific subsets additionally exclude the “Editing & Refinement” task type, and the mixed-
domain subset excludes both. Conversations are sorted by quality score and the top 100 are
selected per subset.

Test set statistics. The 6 subsets contain 504 unique users across 71+ domains. Domain-
specific subsets each cover a single domain with 11-19 unique task types (e.g., Medical &
Health is dominated by Q&A at 47/100; E-commerce by Content Creation at 69/100). The
mixed-domain subset spans 71 domains and 21 task types with at most 2 conversations per
domain. User turns range from 3 to 94 (mean 7.7-13.8 depending on subset), with quality
scores averaging 11.2-14.3.

Profile cleaning. To prevent data leakage, profiles undergo per-test-case cleaning as de-
scribed in Section 3.2.2. The proportion of single-conversation users (who lose all examples)
varies substantially across subsets: 12% in Technology & IT vs. 41% in Travel & Hospitality.
This variation provides a natural experiment on the value of cross-conversation examples
versus commands alone.

E Profile format ablation

Per-domain subset breakdown for the format ablation reported in Table 4:

Table 11: Per-subset format ablation results. All values are PT3 match rates (%).

Subset Full Profile  Linguistic Only Commands Only  Abstract Narrative
Technology & IT 42.7 35.3 24.0 26.0
Business & Finance 36.7 51.3 34.7 27.3
Medical & Health 39.3 34.0 26.7 22.0
E-commerce 54.0 63.3 62.7 60.0
Travel & Hospitality 44.0 42.0 33.3 26.7
Mixed-Domain 52.7 427 38.0 39.3

Notable patterns: In Business & Finance and E-commerce, Linguistic Only outperforms
Full Profile, driven by demographic-linguistic conflict (Section E.1). E-commerce shows
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unusually high scores even for Commands Only and Abstract Narrative, likely because
e-commerce users have formulaic communication patterns that are easier to reproduce from
minimal descriptions.

E.1 Demographic-linguistic conflict

While demographics do not improve aggregate fidelity, we find that in certain cases they
actively hurt it. In 8/30 Business & Finance cases and 7/30 E-commerce cases from our
ablation, adding demographics reduced fidelity, sometimes dramatically (dropping from
5/5 to 1/5 dimension matches). The mechanism is demographic-linguistic conflict: when
inferred demographics create a persona stereotype that conflicts with the user’s actual
communication style, the model privileges the demographic framing over the linguistic
commands. Table 12 shows representative examples.

Table 12: Demographic-linguistic conflict: cases where demographics override linguistic
commands.

Demographics Linguistic Commands  User Style Conflict
Lead Quality Assoc.,  “Use lowercasei”, “short Ans only.”, Demographics —
Bachelor’s, Pune short “oky” formal, verbose
India acknowledgments output; overrides
terse commands
Doctoral degree, very  “Always use “add 30 more points”, Demographics —
high income, female lowercase i”, “dive extra deep” model confabulates
repetitive emphasis personal anecdotes
Professional designer, ~Proper capitalization, =~ “hu” (single word Demographics —
Bachelor’s, female structured requests opener) polished, professional
tone; overrides
brevity

In each case, the Linguistic Only condition correctly reproduced the user’s actual style, while
the Full Profile condition over-formalized or confabulated based on the demographic stereo-
type. This finding motivates our design choice to exclude demographics from simulation
conditioning and reserve them for cohort selection.

F Human validation of PT3

To validate that PT3 captures behaviorally meaningful distinctions rather than shallow
stylistic mimicry, we conducted a blind human evaluation on 120 randomly sampled
trajectory pairs (20 per evaluation subset: 10 baseline + 10 with-profile). A human evaluator
performed the identical discriminative task as the automated judge, determining whether
a synthetic and real trajectory were generated by the same user, with all condition and
domain labels masked.

Table 13 shows that the human judge confirms the directional effect of PT3: grounded
profiles raise human-judged indistinguishability from 1.7% (baseline) to 48.3% (with-profile),
a +46.6pp improvement. The human and automated judges agree on the vast majority of
baseline cases (both correctly identify simulations as different from real users). On with-
profile cases, the human judge finds simulations more indistinguishable (48.3%) than the
automated GPT-4o judge does (35.0%), indicating that the automated judge is a conservative
estimate rather than an inflated one. The overall interjudge agreement rate of 73.3%
supports that PT3 measures the directional effect of profile grounding, though the mismatch
on with-profile cases suggests that the automated judge may not measure the construct in
exactly the same way as human perception.
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Table 13: Human validation of PT3 (1n=120, 20 per subset). A human judge performs the
same discriminative task as the automated judge on a stratified random sample (10 baseline
+ 10 with-profile per subset), with all condition and domain labels masked. Match rate (%)
indicates holistic “same user” judgments. Inter-judge agreement is the percentage of cases
where human and LLM judges produce the same verdict.

Baseline Match Rate ~ With Profile Match Rate  Inter-Judge

Human LLM Human LLM Agreement
Technology & IT 0.0 0.0 50.0 20.0 75.0
Business & Finance 0.0 10.0 70.0 50.0 65.0
Medical & Health 0.0 0.0 30.0 10.0 90.0
E-commerce 10.0 50.0 40.0 50.0 45.0
Travel & Hospitality 0.0 0.0 40.0 30.0 85.0
Mixed-Domain 0.0 10.0 60.0 50.0 80.0
Overall 1.7 11.7 48.3 35.0 73.3

G Default persona quantitative summary

Table 14 quantifies the default communication style of each simulator model under the
NP condition (no persona, no directives). Without any conditioning, models cluster into
two groups: concise/conversational (GPT-4o0, gpt-0ss-20b, Claude 3 Sonnet: 122-223 chars
average message length) and verbose/structured (GPT-5-mini, GPT-5, Llama 3-70b: 370-490
chars). GPT-5-mini and GPT-5 produce highly structured output (69-72% multi-line, 32-43%
containing lists), while GPT-4o is terse and natural (1% multi-line, 0.2% lists). All models
default to cooperative, polite communication; dramatic behaviors like roleplay markers or
frustration words are absent, confirming that such behaviors in original T-bench are entirely
directive-driven.

Table 14: Quantitative metrics for model default personas under the NP condition.

Metric GPT-40 GPT-5-mini GPT-5 Llama3 o0ss-20b Claude 3
Avg msg len (chars) 122 494 382 373 223 218
Avg msgs/conv 6.8 5.1 5.9 6.5 5.9 6.7
Contains “please” 24% 69% 54% 55% 32% 19%
Has lists 0.2% 32% 43% 2% 8% 2%
Multi-line (>3) 1% 72% 69% 34% 18% 23%
Has *emotes* 0% 1% 1% 1% 10% 0%

H Demographic results

Tables 15 and 16 report agent task success rates when personas are drawn from targeted
demographic pools (High-Education, Low-Education, Young, Oldest) alongside the NP
baseline and a synthetic Perfect User. In Retail, High-Education personas outperform
Low-Education for 4/6 models (gaps up to 15.8% for gpt-oss-20b), and Oldest outperforms
Young for 4/6 models. Both high-education and oldest pools exhibit more formal, structured,
patient communication, suggesting that communication formality rather than demographic
category per se is the underlying factor driving performance differences. The Perfect User
produces dramatic Retail improvements for weaker models (GPT-5-mini: 50.9% — 71.1%),
confirming that real persona diversity adds meaningful friction. In Airline (n = 50), effects
are noisier and no consistent demographic pattern emerges, consistent with the smaller
sample size.
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Table 15: Demographic persona results, Retail domain (1 = 114). All values are task success
rates (%).

Model NP High-Edu Low-Edu Young Oldest Perfect
GPT-40 77.2 69.3 67.5 66.7 73.7 80.7
GPT-5-mini 50.9 53.5 62.3 48.2 57.0 71.1
GPT-5 77.2 80.7 71.9 69.3 78.1 75.4
Llama 3-70b 69.3 71.9 61.4 65.8 61.4 66.7
gpt-0ss-20b 63.2 58.8 43.0 49.1 47.4 58.8
Claude 3 Sonnet  72.8 76.3 772 74.6 72.8 71.1

Table 16: Demographic persona results, Airline domain (n = 50). All values are task success
rates (%).

Model NP High-Edu Low-Edu Young Oldest Perfect
GPT-40 50.0 46.0 50.0 50.0 52.0 46.0
GPT-5-mini 48.0 36.0 48.0 39.2 38.0 42.0
GPT-5 48.0 40.0 40.0 46.0 48.0 50.0
Llama 3-70b 54.0 50.0 40.0 58.0 46.0 46.0
gpt-0ss-20b 38.0 44.0 44.0 46.0 34.0 36.0
Claude 3 Sonnet  52.0 48.0 58.0 48.0 46.0 54.0

I Additional agent evaluation analyses

I.1 Sampling variance

Persona selection is a first-order variable. Across 3 independent runs with different random
persona—task assignments, Airline results show a mean range of 8.0 percentage points per
model and Retail a mean range of 5.9 percentage points, making small effects unreliable.
Claude 3 Sonnet shows the widest Airline range (14.0%: 42%-56%), while GPT-5-mini
shows the widest Retail range (13.7%: 49%-63%). Even the NP baseline exhibits substantial
instability across re-runs (e.g., GPT-40 Airline: 42% in one run vs. 50% in another), demon-
strating that single-run evaluations are statistically insufficient for robust benchmarking
regardless of persona condition.

Persona Sampling Variance: v7, v8, v9 (same setup, different random persona assignments)
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Figure 6: Persona sampling variance across three independent random runs with different
persona-task assignments. Dashed line shows the NP baseline. Shaded region indicates the
per-model range. Mean range is 8.0% for Airline and 5.9% for Retail.
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I.2 Demographic impact

We evaluate targeted demographic pools to test whether persona effects vary systematically
by user attributes. Figure 7 shows results across four demographic conditions alongside
the NP baseline and random persona average. For 4 of 6 models, high-education personas
outperform low-education personas in Retail, with gaps up to 15.8% (gpt-0ss-20b). Similarly,
oldest personas outperform young for 4 of 6 models (average gap: 4-3.1%). These effects
align: both high-education and oldest personas exhibit more formal, structured, patient

communication, suggesting that communication formality, not demographic category per se,
is the underlying factor.

D g hics-B. d Persona li Effect on Task Success
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Figure 7: Demographic-based persona sampling. High-Edu and Oldest personas generally
outperform Low-Edu and Young in Retail, while Airline shows more varied patterns.

1.3 Perfect user upper bound

Perfect User Persona vs Other Conditions
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Figure 8: Perfect User vs. other conditions. The Perfect User consistently outperforms

random personas in Retail (5/6 models), with GPT-5-mini showing the largest gain (+20.2%
vs. NP).

To establish an upper bound, we create a synthetic “Perfect User” persona designed to
maximize task completion through cooperative, clear, and decisive communication. In
Retail, the Perfect User produces dramatic improvements for weaker models: GPT-5-mini
jumps from 50.9% (NP) to 71.1% (+20.2%). The Perfect User consistently outperforms
random personas in Retail (5/6 models, Figure 8), confirming that real WildChat persona
diversity adds meaningful friction. Notably, Claude 3 Sonnet is the only model where
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random personas outperform the Perfect User (76.3% vs. 71.1%), consistent with our finding
that Claude benefits from assertive rather than cooperative users.
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