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Abstract

Reasoning models enhance problem-solving by scaling test-time compute,
yet they face a critical paradox: excessive thinking tokens often degrade
performance rather than improve it. We attribute this to a fundamental ar-
chitectural flaw: standard LLMs operate as “malloc-only” engines, contin-
uously accumulating valid and redundant steps alike without a mechanism
to prune obsolete information. To break this cycle, we propose Free()LM,
a model that introduces an intrinsic self-forgetting capability via the Free-
Module, a plug-and-play LoRA adapter. By iteratively switching between
reasoning and cleaning modes, Free ()LM dynamically identifies and prunes
useless context chunks, maintaining a compact and noise-free state.

Extensive experiments show that Free()LM provides consistent improve-
ments across all model scales (8B to 685B). It achieves a 3.3% average
improvement over top-tier reasoning baselines, even establishing a new
SOTA on IMOanswerBench using DeepSeek V3.2-Speciale. Most notably,
in long-horizon tasks where the standard Qwen3-235B-A22B model suffers
a total collapse (0% accuracy), Free()LM restores performance to ~50%.
Our findings suggest that sustainable intelligence requires the freedom to

forget as much as the power to think.

1 Introduction

Reasoning models have unlocked powerful
problem-solving skills by scaling test-time
compute, using more “thinking tokens” to
reason before answering. However, this ap-
proach faces a critical bottleneck: perfor-
mance does not simply improve with longer
thoughts. Instead, excessive reasoning of-
ten causes accuracy to drop (Hong et al.,
2025) or even leads to severe degeneration
(e.g., falling into repetitive loops). Conse-
quently, the utility of test-time scaling is
bounded: empirically, if a solution is not
reached once thinking tokens occupy the
majority of the context window (approx. 70—
90%), further reasoning typically yields no
benefit to the final answer.

We validate this bottleneck in Figure 1 (Left)
using Qwen3-8B, a reasoning model with
a 32k context window. Across 480 rea-
soning trajectories sampled from AIME
24&25 (Zhang & Math-Al, 2024; 2025), de-
generation rises sharply once thinking to-
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Figure 1: Empirical observation of Qwen3-
8B reasoning on AIME benchmarks. Left:
Standard LLMs passively accumulate tokens,
causing the reasoning process to eventually
“crash” (degenerate). Right: Free()LM inte-
grates an intrinsic free() mechanism. By
periodically identifying and pruning redun-
dant reasoning steps, it actively maintains a
compact, noise-free state, enabling sustainable
long-chain reasoning.
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kens exceed 16k. Specifically, among the 31 instances reaching the context limit, 26 (84%)
were already trapped in repetitive loops, and the degeneration ratio hits 100% by 48k,
causing a total reasoning collapse. This phenomenon reveals an architectural flaw: standard
reasoning models operate as “malloc-only” engines. They passively accumulate every
step without a free() mechanism to discard useless information. Consequently, instead of
boosting performance, we face a paradox: with greater thinking comes not greater power,
but greater noise in the process.

To break this “malloc-only” cycle, we introduce Free()LM. Our design stems from a simple
observation: complex reasoning produces temporary waste, such as intermediate steps
or trial paths that become obsolete once resolved. Free()LM integrates an intrinsic free()
mechanism to periodically prune these redundancies. Specifically, such a self-forget ca-
pability is implemented by plugging in an additional LoRA adapter, which we term the
Free-Module. By dynamically merging and unmerging this module, Free()LM switches
between two modes: (1) Reasoning mode (unmerged), where the model remains equivalent
to the original backbone, focusing purely on generating next tokens to solve the problem;
and (2) Cleaning mode (merged), where the module activates to scan the context, iden-
tify useless segments, and output explicit commands (specifying a prefix and suffix) to
prune them. By dynamically switching between these two modes, the model continuously
maintains a compact, noise-free state for sustainable reasoning.

We achieve a 3.3% average gain across six reasoning benchmarks (e.g., IMOanswerBench (Lu-
ong et al., 2025), HLE (Phan et al., 2025)) for reasoning models ranging from 8B to 685B.
Specifically, Free ()LM pushes DeepSeek V3.2-Speciale to a new SOTA on IMOanswerBench
with a 2.3% accuracy boost. More importantly, Free () LM solves the collapse of long-horizon
reasoning: while the standard Qwen3-235B drops to 0% accuracy on complex tasks requir-
ing >80k thinking tokens, Free()LM recovers performance to ~50%. These results prove
our core point: sustainable intelligence requires the freedom to forget as much as the power
to think deeply.

In summary, our contributions are as follows:

* We propose Free()LM to break the “malloc-only” limit of current models. Using a
plug-and-play LoRA adapter (the Free-Module), Free ()LM enables models to prune
redundant context and maintain a compact, noise-free state.

* We design an efficient pruning method. By generating only prefixs and suffixs, the
model can remove large redundant chunks with minimal cost.

e We validate Free()LM on six benchmarks using top-tier models from 8B up to 685B.
It achieves a 3.3% average boost and sets a new SOTA on IMOanswerBench with
DeepSeek V3.2-Speciale.

2 Method

To address the aforementioned “malloc-only” limitation of standard reasoning models, we
propose Free()LM, a novel architecture that augments the LLM backbone with a lightweight,
plug-and-play LoRA adapter, Free-Module. As illustrated in Figure 2, by dynamically
merging and unmerging this module, Free ()LM switches between two distinct modes:

¢ Reasoning (Unmerged): In this mode, the model remains equivalent to the original
backbone, focusing exclusively on generating reasoning tokens to solve the problem.

* Cleaning (Merged): Upon activation, the Free-Module is merged into the backbone.
The model shifts its focus to memory management, scanning the context to identify
redundancies and outputting pruning commands.

In the following subsections, we detail the Free()LM architecture in §2.1 and the training
methodology in §2.2.
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Figure 2: The Free()LM Inference Framework. The model operates on a cyclic Reasoning-
Cleaning mechanism. Reasoning: The Main model generates tokens normally with the
Free-Module unmerged. Cleaning: Upon reaching a chunk limit, the Free-Module is merged
to identify and prune redundant chunks. Resumed Reasoning: The module is unmerged,
and reasoning resumes on the cleaned context.

2.1 Architecture & Inference

Structurally, the Free-Module is a LoRA adapter (Hu et al., 2021) attached to the standard
LLM backbone. Once merged (Step 2 in Figure 2), Free ()LM switches to Cleaning Mode. In
this state, the model halts reasoning and scans the existing context to identify redundancies.
It outputs a structured pruning command in JSON format:

[{"prefix": "...”, "suffix”: "..."},...]

Here, prefix and suffix serve as unique string anchors defining the span [start, end] to be
pruned. This anchor-based design enables the module to efficiently prune very long chunks
of redundancy by generating only a few command tokens.

Pruning & Resumed Inference: Upon receiving the command, an external Python execu-
tor parses the JSON and prunes the targeted spans via string matching;:

context = re.sub(prefix + r’.x?’ + suffix, ’<Del>’, context)

Discussion. The anchor-based command makes deletion highly asymmetric in cost. A
command of fewer than 100 output tokens can specify the removal of thousands or even
tens of thousands of context tokens. The executor changes only the matched span, so the
chain-of-thought prefix before the first deletion keeps its existing KV cache. Free ()LM can
therefore reuse the cached prefix rather than recomputing the retained reasoning trace from
the beginning.

Following pruning, the Free ()LM unmerges the Free-Module to revert to Reasoning Mode.
To resume generation on the cleaned context, we identify two strategies:

1. Re-prefilling. We reuse the KV cache for the unchanged prefix and strictly re-prefill
the altered suffix.

2. KV Cache Pruning. We directly excise the deleted memory blocks. To address the
positional shift of subsequent tokens, we rotate their cached Key-Value states to
re-align with the correct position indices. (Ma et al., 2025)

Our pilot experiments on smaller models indicate that both strategies yield nearly identical
performance. However, since Strategy 2 is not natively supported by standard serving
frameworks like vVLLM (Kwon et al., 2023), we adopt Strategy 1 for our main experiments
to ensure compatibility and efficiency.
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Figure 3: The Data Construction Pipeline. (a) Data Synthesis: We segment raw trajecto-
ries into 1k-token chunks and employ Gemini-2.5-Pro to sequentially generate candidate
training instances. (b) Reward Mechanism: By executing K = 8 parallel rollouts, we retain
an instance only if the pruned context Cpew maintains or improves accuracy compared to
the original (Acc(Cpew) > Acc(Craw))-

Triggering: We introduce a hyperparameter, the Pruning Interval (Lge,n). The model
simply merges the Free-Module to trigger a cleaning cycle for every L e, reasoning tokens
generated during the inference forward pass.

2.2 Training: Learning to Forget

Given the concept of active context management, a natural starting point is to explore
In-Context Learning (ICL) solutions: asking the model itself to conduct self-correction or
employing a strong external LLM to identify redundancy. Unfortunately, our preliminary
experiments (detailed in Table 1) reveal the severe limitations of this approach. Even with ex-
tensive prompt optimization and utilizing powerful models like Gemini-2.5-Pro (Comanici
et al., 2025) as experts, the performance gains on Qwen3-8B were marginal (~ 1%). The
central challenge is not to detect text that appears repetitive, but to determine whether delet-
ing it will preserve the model’s ability to complete the remaining reasoning. The marginal
ICL gains show that this decision cannot be elicited reliably through prompting alone. We
therefore train the Free-Module on deletion examples whose validity is determined by
subsequent reasoning outcomes.

To address the lack of ground-truth labels, we propose a data pipeline centered on a
sophisticated reward mechanism. Specifically, we first synthesize a large pool of candidate
free() operations via ICL solutions, and subsequently filter for high-quality instances using
the reward mechanism. The overall pipeline is illustrated in Figure 3.

Data Synthesis We randomly select 1,000 trajectories from DeepMath-103k He et al. (2025)
and synthesize supervision signals using Gemini-2.5-Pro. Crucially, to mimic the run-time
behavior, we adopt a sequential pruning strategy. We segment each raw trajectory T into
sequential 1k-token chunks {u1, uy,...,u,}. The cleaning process is performed iteratively:
when the oracle prunes the current chunk 1y, it is conditioned on the already cleaned history
prefix H, , (composed of previous cleaned chunks) rather than the original raw context.
This dependency chain ensures that the training data reflects the fragmented memory states
the model will actually encounter during inference.

Reward Mechanism To filter the synthesized candidates, we employ a rigorous rejection
sampling strategy. We treat the dataset as pairs of {Craw, O}, where Cray is the original
context and O denotes the candidate pruning command.

For each pair, we execute 8 independent reasoning rollouts on both the original context Craw
and the cleaned context Cnew = Apply(Craw, O). A candidate operation is retained if and
only if the pruning preserves or improves the mean rollout accuracy:

ACC ( Cnew ) Z ACC ( Craw )
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Applying this outcome-based test retains 6,648 candidates as training examples. This
criterion trains the module to identify deletions that preserve the probability of reaching the
correct solution.

3 Experiments

We evaluate Free()LM across a diverse set of benchmarks to verify its effectiveness, general-
ization capability, and efficiency. Our experiments cover models ranging from 8B to 685B
parameters across a variety of scales.

3.1 Settings

Backbone Models. We evaluate Free()LM across three model scales: Qwen3-8B (thinking
mode), Qwen3-30B-A3B-Thinking-2507, and Qwen3-235B-A22B-Thinking-2507 (hereafter
denoted as Qwen3-8B, Qwen3-30B-A3B, and Qwen3-235B-A22B for brevity). We set the
context window to 32k for Qwen3-8B and Qwen3-30B-A3B, as most reasoning paths fit
within this limit. For the largest model, Qwen3-235B-A22B, we allocate a 128k window
for the Vanilla baseline to accommodate its extensive generation length, while restricting
Free()LM to 64k, leveraging its ability to actively free up memory during inference.

Compared Methods. We compare our Free()LM with three types of baselines:

e Vanilla: The standard backbone model, Qwen3-8B, Qwen3-30B-A3B, and Qwen3-
235B-A22B (Yang et al., 2025) without any context management or compression
techniques.

¢ Heuristic Compression: Since KV cache compression naturally results in a shorter
context, we adapt H20 (Zhang et al., 2023) and ThinkCleary (TC) (Choi et al., 2025)
as heuristic baselines. We apply these methods dynamically during reasoning to
prune tokens based on their accumulated attention scores. Note that due to their
incompatibility with the vLLM (Kwon et al., 2023) serving framework, we evaluate
them exclusively on Qwen3-8B.

e ICL Methods: the ICL solutions discussed in Section 2.2. We instruct both the
backbone models (denoted as No Train) and the SOTA Gemini-2.5-Pro (Comanici
et al., 2025) to execute free() operations via a sophisticatedly optimized prompt
detailed in Appendix A.1.

Benchmarks. To comprehensively evaluate Free()LM, we curate a diverse benchmark
suite designed to stress-test two critical hypotheses: (1) whether the learned active forgetting
capability effectively enhances long-horizon reasoning as intended; and (2) whether the free()
mechanism is safe, preserving performance on general tasks where extensive pruning is unnecessary.

To assess the first hypothesis (Long-Horizon Reasoning), we employ a suite of chal-
lenging benchmarks: AIME 24&25 (Zhang & Math-Al, 2024; 2025),! BrUMO25 and
HMMT (Balunovi¢ et al., 2025), Beyond AIME (ByteDance-Seed, 2025), Humanity’s Last
Exam (HLE, text-only subset) (Phan et al., 2025), and IMOAnswerBench (Luong et al., 2025).
We selected these datasets for two primary reasons. First, they demand complex, multi-
step logic that typically yields trajectories exceeding 20k tokens, a regime where standard
models frequently suffer from catastrophic degeneration. Second, the recency of datasets
like Beyond AIME (June 2025) and IMOAnswerBench (November 2025) minimizes data
contamination risks, ensuring a robust evaluation of intrinsic reasoning capabilities.

To assess the second hypothesis (General Reasoning & Safety), we evaluate Free ()LM on
standard benchmarks requiring shorter reasoning chains: BBH (Suzgun et al., 2022), MMLU-
Pro (Wang et al., 2024), MMLU-STEM (Hendrycks et al., 2020), and GPQA-Diamond (Rein
et al., 2024). These tasks serve as a control group to confirm that Free()LM maintains the
baseline performance of standard models on general-purpose queries.

LAIME24 (Zhang & Math-Al, 2024) and AIME25 (Zhang & Math-AlI, 2025) are combined into a
single dataset, hereafter referred to as AIME2425.
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Implementation Details. For mathematical reasoning tasks, we standardize outputs using
the prompt: “Please reason step by step, and put your final answer within \boxed{}.”
Correctness is evaluated by extracting the answer from “\boxed{}” and matching it against
the ground truth, following the evaluation pipeline (He et al., 2025). We report three key
metrics: pass@1, the number of response tokens (#Token), and the response reduction ratio
(A) relative to the vanilla model. For all experiments, we employ sampling-based decoding
with temperature=0.7, top_k=20, and top_p=0.95. To balance computational cost with
statistical reliability, we configure the number of rollouts based on dataset size: 8 rollouts
for AIME2425, BrUMO25, HMMT, and Beyond AIME (which have limited questions), and
1 rollout for the larger HLE and IMOAnswerBench datasets. For Free()LM, the pruning
interval Lean is set to 5000 with a maximum of 50 iterations.

3.2 Main Results

We begin by addressing the core question: Can Free()LM enhance reasoning performance
through active pruning? As shown in Table 1, Free()LM consistently improves accuracy
across all benchmarks while maintaining a significantly more compact context.

Table 1: Performance of Qwen3 models. We report pass@1 (p@1) and the average number of
response tokens (#Token). AIME2425, BrUMO25, HMMT, and Beyond AIME use 8 rollouts,
while HLE and IMOAnswerBench use 1 rollout.

Model  Setting AIME2425 BrUMO25 HMMT BeyondAIME HLE IMOAnswer Average
p@11 #Token | (A) p@l1 #Token|(A) p@11 #Token|(A) p@11 #Token | (A) p@l11 #Token|(A) p@1*1 #Token | (A) p@11 #Token | (A)

Vanilla 71.67 17.6k 69.58 15.8k 3875 19.4k 42.38 19.5k 4.59 13.3k 38.50 19.4k 44.24
H20 60.00 17.8k (+1%)  70.00 183k (+16%) 46.67 21.5k (+11% 35.00  20.5k (+5%) 439 153k (+15%) 3625  20.7k (+7%)  42.05

Qwen3 TC 51.67 203k (+16%) 66.67  16.6k (+ 26.67  20.5k (+6” 42.00  19.7k (+1%) 496 153k (+14%) X 20.3k (+4 37.66

-8B No Train  73.33 153k (-13%) 70.83  16.4k (+ 4250 19.9Kk (+3 43.38  20.6k (+6%)  5.89 123k (-8%) 3875 17.4k(-10%) 45.78
Gemini 7167  13.7k (-22%)  68.75 15.2k (- 44.17 18.4k (-5%) 43.63  17.6k (-10%) 5.10 11.8k (-11%)  40.00 17.8k (-8%) 45.55 )
FreeOLM  75.00 13.0k (-26%) 72.50 13.7k (-13%) 49.58 164k (-15%) 45.88 154k (-21%) 538 9.9k (-26%)  40.50 143k (-26%) 48.14  13.8k (-21%)
Vanilla 83.33 14.9k 82.92 15.1k 60.83 21.0k 56.50 22.5k 899 13.9k 52.25 21.1k 57.47 18.1k

Qwen3 No Train  85.21 159k (+7%)  86.25 17.1k (+13%) 63.33 20.4Kk (-3%) 59.25 20.8Kk (-8%) 9.78 12.7k (-9%) 53.25 19.4k (-8%) 59.51 17.7k (-2%)

-30B Gemini 87.92 154k (+4%) 8417 159k (+6%) 6542 19.0k (-10%) 59.75 19.7k (-12%)  9.59 12.8k (-8%) 5400 204k (-3%)  60.14  17.2k (-5%)
Free()LM  87.92 14.5k (-2%) 85.42 14.0k (-8%) 70.42 19.1k (-9%) 6225  18.2k (-19%) 9.82 11.3k (-19%)  58.00 18.1k (-14%) 62.30  15.9Kk (-12%)
Vanilla 92.29 21.7k 91.67 19.9k 85.00 29.1k 69.00 31.0k 16.13 22.5k 61.00 69.18 26.1k

Qwen3 NoTrain  90.63 16.2k (-26%) 92.08 17.1k(-14%) 80.00 244k (-16%) 68.63 229Kk (-26%) 1520 182k (-19%) 58.25
-235B  Gemini 93.54 185k (-15%) 9375 17.7k (-11%) 8417 25.6k (-12%) 70.38  26.5k (-14%) 1659 18.7k (-17%) 62.25
FreeOLM  93.13  16.4k (-24%) 94.58 16.4k (-18%) 84.58 21.7k (-26%) 69.75 213k (-31%) 18.03 15.8k (-30%) 62.75

67.46 205k (-21%)
7011 224k (-14%)
7047 19.3k (-26%)

Higher Accuracy with Deep Pruning: The most striking finding is the substantial boost in
reasoning capability. On the Qwen3-8B benchmark, Free()LM achieves an average Pass@1
of 48.14%, outperforming vanilla inference (44.24%) by +3.9%. Crucially, this scaling is
achieved by retaining less rather than generating more. We observe a distinct “Deep Pruning”
phenomenon: Free()LM yields a significantly shorter average response length (13.8k) than
the Gemini-2.5-Pro (15.8k), while surpassing its accuracy by +2.59%.

Our qualitative investigation reveals the decisive factor: while Gemini often mistakenly
removes useful clues and forces the backbone to regenerate them, Free ()LM precisely targets
true redundancy. As illustrated in the case study (Figure 5), Free ()LM maintains a noise-free
reasoning chain without any observed regeneration. This proves the effectiveness of our
reward mechanism: we successfully trained a module that knows exactly what to prune,
reaching a precision level that even top-tier models struggle to achieve.

Across the three model scales, Free ()LM raises average Pass@1 from 44.24% to 48.14%, from
57.47% to 62.30%, and from 69.18% to 70.47%. At the same time, it reduces the average
response length by 21%, 12%, and 26%, respectively. Compression alone does not yield the
same accuracy improvement. On Qwen3-8B, Gemini reduces average tokens by 10% but
reaches only 45.55% Pass@1, compared with 48.14% for Free ()LM. H20 and TC are worse
on both metrics because average token use increases by 9% and 7% while Pass@1 drops
to 42.05% and 37.66%. Free()LM is the only evaluated method that combines a substantial
reduction in response length with a clear accuracy gain.

The Failure of Heuristic Compression: The results for H20 and TC are puzzling. Not only
did they fail to improve accuracy, but they also failed to reduce the response length. A close
inspection reveals the cause: catastrophic degeneration. By using heuristics for pruning,
these methods disrupt the reasoning chain, causing the model to get stuck in repetitive loops.
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Ultimately, instead of making the model more intelligent, these heuristic methods render
the reasoning process prone to crashing and produce even longer, redundant outputs.

Scalability: On the massive Qwen3-235B-A22B, Free()LM demonstrates its true value on
challenging tasks like HLE and IMOAnswer. It boosts performance significantly (11.7%
relative improvement on HLE) while reducing context length by a massive 27.5%. This
sends a clear message: bigger is not always better if the context is cluttered. For these
giants to perform at their peak, the ability to free() redundant information is as vital as the
capacity to store it.

Short-Reasoning Tasks: A common con- Table 2: Performance of Free OLM (Qwen3-8B

cern is whether pruning hurts general ca- Backbone) across short reasoning datasets.
pabilities. Table 2 allays this fear, show-

[ . ; Method BBH MMLU-Pro MMLU-STEM GPQA
ing Free()LM maintains parity across broad ,

benchmarks. Since the backbone is f Vanilla Model 82.86  75.57 92.29 59.41
encimarks. smnce the backbone 1S Irozen,  pree(yiy 8289 7558 92.55 61.36

the Free-Module is triggered significantly
less often on short-reasoning tasks. As a result, Free ()LM closely tracks the performance of
the vanilla model without any degradation in general knowledge. Notably, the Free-Module
is trained only on mathematical trajectories, but it transfers to BBH, MMLU-Pro, MMLU-
STEM, and GPQA without task-specific retraining. This indicates that the module learns a
general policy for identifying when context can be deleted or should be preserved, rather
than additional mathematical knowledge.

3.3 Cross-Model Generalization

Following the superior performance of Taple 3: Cross-Model Generalization. The

Free()LM, we investigate a critical question:  gB Free-Module enhances 235B/685B perfor-
is the capability of a trained Free-Module ,4nce on IMOAnswerBench.

model-specific, or does it generalize across
different architectures? To explore this, Inference Setup Pass@l  Reduction
we first apply the Free-Module trained on  Qwen3-235B-A22B 61.00% _
?wen3—88 t;)1 P1>erform the free() operation  + Free-Module (8B) 62.50% 21.34%
or the much larger Qwen3-235B-A22B on ) N
IMOAnswer. Rgesults in Table 3 demon- D%epSe:/}(-XSiZ-(Sgg)aale* ggggé” 45 égo/
strate that the 8B Free-Module achieves per- T Hreerocue e e
formance gains (41.5%) comparable to those of the 235B Free-Module (+1.75% as shown in
Table 1), confirming strong cross-size transfer.

However, a critical question remained: is this generalization capability merely a byproduct
of the shared model family? To challenge this hypothesis, we introduced a completely dif-
ferent architecture, DeepSeek-V3.2-Speciale (DeepSeek-Al et al., 2025), into our evaluation.
The results addressed this concern: even on this “alien” architecture, the Qwen-backboned
8B Free-Module improved Pass@1 by 2.45% while simultaneously slashing response tokens
by 45.99%. Both transfers use the same 8B Free-Module without retraining. Improvements
on Qwen3-235B-A22B and DeepSeek-V3.2-Speciale therefore show that the learned pruning
policy is not restricted to the training backbone or parameter scale within the evaluated
settings.

3.4 Analysis on Reasoning Length

Figure 4 breaks down the performance on HLE. To isolate the impact of reasoning depth, we
categorize test instances based on the token count of the response generated by the vanilla
Qwen3-235B-A22B model. The results reveal a stark contrast:

Reasoning models suffer from Degradation. For manageable lengths, the vanilla model
performs well. However, as trajectories extend beyond 80k tokens, the accumulated noise
triggers a catastrophic degradation, resulting in a complete loss of accuracy to 0%.

Free(OLM recovers the “Lost” Intelligence. In these same deep waters (>80k tokens),
Free()LM exhibits a striking rebound, with accuracy surging back to ~50%. Although the
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Figure 4: Performance vs. Reasoning Length on HLE. While standard Qwen3-235B-A22B
suffers from Degradation on trajectories longer than 80k tokens, Free ()LM exhibits a striking
rebound in accuracy. On these cases, the Free-Module reduces the context length by ~45%,
effectively mitigating context pollution.

limited sample size in this tail warns against claiming a definitive “intelligence boost,” the
ability to sustain reasoning capability is undeniable.

The grey dashed line explains this recovery. On these ultra-long paths, the Free-Module
aggressively compresses the context by 40%-50%. This operation successfully brings a
massive 100k+ trajectory back down to the 40k-70k range, which is a “sweet spot” where
the Qwen3-235B-A22B backbone operates most comfortably. We may simply conclude the
result as: with greater context comes a greater necessity for Free()LM.

3.5 System Performance

Finally, we evaluate the engineering impact on Qwen3-235B-A22B using the HLE benchmark.
We deploy the model across two 8 xH20 nodes using Tensor Parallelism (TP=16). The
serving backend is vLLM (v0.8.5) on CUDA 12.6, configured with FlashAttention-2 and BF16
precision.

We start with thg cost: Free()LM incurs Taple 4: Efficiency Comparison on HLE
a 56% increase in latency per sample. Benchmark. We report the average per-
This overhead primarily stems f_rom three sample latency and KV cache memory usage
sources: (1) the time spent decoding free()  for Qwen3-235B-A22B.

commands, (2) the re-prefilling latency in-

curred after executing a deletion, and (3) the Metric Vanilla _ FreeOLM A
regeneration of information if the model oc- ~ Avg. Latency (s) ~ 353.2 552.3 +56~4§/0
Casionally over-prunes. Avg. KV (GB) 6.14 3.34 -45.6%

However, the upside is substantial: we

achieve a 45% reduction in KV cache usage (6.14 GB — 3.34 GB). In real-world serving,
where memory bandwidth is often the bottleneck, this saving is critical. Furthermore, the
current latency is not a hard limit. By adopting Strategy 2 (KV Cache Pruning) to eliminate
the re-prefilling step mentioned in (2), we estimate the overhead could be cut down to
~20%, although we have not yet implemented this strategy in vLLM.

3.6 Case Study

We qualitatively compare Free()LM and an ICL-based Gemini baseline using an AIME2425
example (Figure 5). Free()LM (left) demonstrates precise deletion: when the model begins
redundant self-correction (denoted by red), the Free-Module removes it, allowing inference
to resume (denoted by green) without re-generating the pruned content. Conversely, Gemini
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Free()LM: Stable Deletion Gemini Deletion: Regeneration
[Current step] [Current step]
According to previous analysis, two non-empty Alternatively, since I' is the nine-point circle,
intersections. However, the problem states three maybe there are some symmetries?
regions. Therefore, perhaps I made an error in Maybe use coordinates
considering Case 2 N Case B? L.
Wait, let me check again. find circumcircle of D,E,F
S Let me find the equation of the circle passing through
Therefore, Case 2 N Case B is empty. these three points.

Therefore, the only non-empty intersections are Case 1
M Case B and Case 2 N Case A. But the problem states
three regions. So, where is the third region?

[Next step]l(re-generated)
Also, angle at B is 60°, which can be used to find

coordinates.
[Next step](continues after deletion) Maybe use coordinates
Suppose we consider the entire plane x+y+z=75. .
The inequalities divide it into regions. Since the find circumcircle of D,E,F
problem says three regions, maybe there’s another Let me find the equation of the circle ...

region where both inequalities hold? ...

Figure 5: Case study comparing Free()LM versus Gemini deletion. Deleted spans are
shown in red, new generated content in green, and re-generated content matching previous
deletions in blue. Free()LM (left) successfully removes redundant reasoning with stable
deletion; Gemini (right) regenerates previously deleted content, ultimately undermining
the model’s deletion effectiveness.

(right) misjudges essential coordinate-setup as redundant. Its immediate regeneration
(denoted by blue) confirms the deletion was erroneous, as the backbone still required that
information. This “prune-then-regenerate” cycle highlights Gemini’s inability to distinguish
truly disposable context, resulting in wasted computation. Thus, it explains why Free ()LM
outperforms the Gemini-based Free-Module in Table 1.

4 Related Work

Free()LMtackles context accumulation, a challenge where unbounded intermediate thoughts
crowd out information needed for subsequent reasoning. We situate our approach at the
intersection of KV cache compression, context window expansion, and CoT overthinking
during long-horizon inference.

4.1 KV Cache Compression

The quadratic growth of the Key-Value (KV) cache is a primary bottleneck in LLM inference.
To bound memory, heuristic eviction methods like StreamingL.LM (Xiao et al., 2023) and
H20 (Zhang et al., 2023) preserve "anchor" or high-attention tokens. SnapKV (Li et al., 2024)
and PyramidKV (Cai et al., 2025) refine this via saliency clustering and layer-wise adaptive
budgets. Other strategies include reconstruction-based methods like KVzip (Kim et al., 2025)
and low-bit quantization such as KIVI (Liu et al., 2024). However, lossy compression can
induce "distraction” (Chen et al., 2025a), shifting attention to irrelevant content and degrad-
ing performance on precise reasoning tasks. Unlike these throughput-centric approaches,
Free()LM implements logic-aware pruning. By training a Free-Module to detect semantic
redundancy within reasoning traces, Free ()LM improves efficiency and maintains reasoning
quality without sacrificing accuracy.

4.2 Long Context Window

Expanding the effective context window is a major research frontier. Early architectural
innovations modified positional encodings to extend context limits. ALiBi (Press et al., 2022)
replaces absolute positions with relative biases to improve length extrapolation. YaRN (Peng
et al.,, 2024) and LongRoPE (Ding et al., 2024) extend RoPE via rescaling/interpolation,
enabling million-token contexts and pushing theoretical limits beyond 2M tokens. System-
level approaches such as Ring Attention (Liu et al., 2023) distribute attention computation
across GPUs using blockwise schemes, further increasing feasible context length. Training-
based methods such as LongLoRA (Chen et al., 2024) adapt pre-trained models to longer
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contexts efficiently. Despite these advances, Du et al. (2025) show performance can degrade
as context grows due to distraction, even with perfect retrieval; Modarressi et al. (2025)
similarly reports accuracy decay beyond 32k tokens across diverse reasoning tasks. This is
orthogonal but complementary to Free ()LM: rather than expanding the window, we address
the “memory leak” by teaching models to actively free() obsolete information.

4.3 Overthinking

While Chain-of-Thought (CoT) (Wei et al., 2022) improves LLM reasoning, it can induce
overthinking: excessive, redundant steps that consume context without improving the final
answer (Chiang & Lee, 2024). This is especially acute in multi-step math, where models
may explore dead ends, repeat computations, or over-verify. The rise of ol-style long-
reasoning models intensifies this issue, with 10k-100k+ tokens for a single problem; Chen
et al. (2025b) shows redundancy can appear even in trivial arithmetic. Prior work mitigates
overthinking via budgeted generation (Han et al., 2025), pruning based on token importance
(Choi et al., 2025), or stopping rules such as entropy monitoring (Jiang et al., 2025). Other
methods optimize conciseness through training, e.g., O1-Pruner (Luo et al., 2025) uses
reinforcement learning to reward shorter correct reasoning, and DeepCompress (Liang
et al., 2025) employs adaptive length rewards based on problem difficulty. Unlike methods
that primarily control output length, Free()LM enables dynamic context cleaning during
inference through a trainable Free-Module that free()s redundant reasoning steps, keeping
the workspace efficient throughout generation.

5 Conclusion

We demonstrate that the prevailing “malloc-only” paradigm, in which context is treated as a
passive, append-only buffer, is fundamentally unsustainable for long-horizon reasoning. In
standard LLMs, the continuous accumulation of redundant tokens eventually overwhelms
the model, leading to the total collapse of reasoning performance. To break this cycle, we
introduce Free()LM, completing the memory management cycle by introducing the missing
free() operation into the loop.

Our work makes three primary contributions. First, we provide the first systematic evidence
that active context pruning directly enhances reasoning performance across all model scales,
from 8B to 685B. Second, we show that our plug-and-play Free-Module effectively maintains
a noise-free state, yielding a 3.3% average gain over leading baselines and setting a new
SOTA on IMOAnswerBench. Third, and most crucially, we demonstrate that Free()LM
solves the failure of long-reasoning: while standard models like Qwen3-235B-A22B drop to
0% accuracy on trajectories longer than 80k tokens, Free ()LM restores performance to ~50%
by precisely pruning accumulated contextual redundancy.

Ultimately, Free ()LM suggests a shift in the scaling laws of test-time compute. The path to
long-horizon intelligence lies not merely in expanding the context window, but in mastering
the art of forgetting. This transition from “malloc-only” to “malloc + free” provides the
foundation for the next generation of efficient, self-sustaining reasoning agents.

Limitations

Free(OLM currently triggers Clean-Up at a fixed interval, which may be suboptimal across
problem types: some instances need more frequent deletion to avoid context pollution,
while others benefit from leaving the context untouched. Our main serving implementation
also relies on re-prefilling after deletion for compatibility with standard inference stacks;
although KV-cache pruning could reduce this overhead, it is not yet integrated in our setup.
Finally, training uses rollout-based verification to ensure deletions preserve accuracy, which
is computationally expensive and may bias learning toward domains with reliable auto-
matic checks. Despite these limitations, Free()LM remains lightweight and plug-and-play,
delivering consistent gains and substantial memory savings while keeping the backbone
frozen. This provides a practical foundation for future improvements.
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System Prompt:

Role: Al Reasoning Analyst

Your task is to act as an Al Reasoning Analyst. You will be given a Chain-of-Thought (CoT) reasoning
and your goal is to identify and mark for deletion any paragraphs from the CoT reasoning that are
redundant or irrelevant.

Instructions:

1. Analyze the CoT Reasoning: Carefully read and understand the reasoning, context, and
goals of the CoT reasoning.

2. Identify Redundant or Irrelevant Paragraphs: A paragraph is considered redundant or
irrelevant if it does not directly support or inform the overall reasoning process. This could
include tangential thoughts, corrected errors, or superseded lines of reasoning.

3. Mark for Deletion: For every irrelevant paragraph you detect, generate a JSON object that
uniquely identifies it. Each object must include a prefix and a suffix extracted from the
paragraph.

4. Format the Output: Your final output must be a single JSON object containing a list of
these prefix/suffix objects.

5. <DELETED> in the CoT reasoning indicates that the content has already been removed.

6. It is possible that you don’t need to delete any paragraphs in the CoT reasoning.
Constraints:

¢ If no paragraphs are redundant or irrelevant, output an empty list: [].

¢ If multiple paragraphs are redundant, include a separate JSON object for each one.

* Do not delete the first or the last paragraph in the CoT reasoning.

User Prompt:
### CoT Reasoning:
<PREVIOUS_COT>

Figure 6: Deletion Prompts for Free()LM. The system prompt (top) provides the operational
logic for identifying redundant reasoning steps, while the user prompt (bottom) delivers
the actual CoT context for the agent to process.

A Experimental Details

A1 Prompts

The prompts utilized in this study are detailed in Figure 6. We employ a consistent prompt
for both training corpus preparation and alignment evaluation. To ensure a structured
response format, we implement a JSON schema to guide the Free-Module’s output, as
illustrated in Figure 7. Both vLLM and Gemini natively support this structured output
functionality with no extra configuration.

A.2 Training Details

Since Free()LM is trained to perform deletion over intermediate reasoning produced by
backbone models that do not expose explicit reasoning traces as supervision, we disable the
thinking mode in the chat template during prompt construction. This design ensures that
the Free-Module operates solely on the visible model-generated reasoning, matching the
inference-time setting.

We train the Free-Module on the Qwen3-8B? backbone using TRL (v0.19.1) (von Werra et al.,

2020), while the larger Qwen3-30B-A3B? and Qwen3-235B-A22B* variants are trained with
Megatron-LM (v0.14.1) (Shoeybi et al., 2019). All models are trained for 5 epochs with a

learning rate of 1 x 10~ and a global batch size of 16. To optimize memory efficiency and

2https ://huggingface.co/Qwen/Qwen3-8B
3https ://huggingface.co/Qwen/Qwen3-30B-A3B-Thinking-2507
4https://huggingface.co/Qwen/Qwen3-235B-A22B-Thinking-2507
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Response Schema (JSON):
{
"type": "array”,
"items": {
"type": "object”,
"properties”: {
"prefix": {
"type": "string"”,
"description”: "Beginning text of paragraph to delete.”
} ’
"suffix”": {
"type": "string"”,
"description”: "Ending text of paragraph to delete.”
}
} ’
"required”: ["prefix", "suffix"]
} ’
"description”: "A list of prefix/suffix pairs that uniquely identify paragraphs that
are redundant or irrelevant and should be deleted.”

}

Figure 7: Structured Output Schema for Free()LM. The JSON schema enforces a consistent
prefix/suffix format, ensuring that redundant or irrelevant reasoning steps identified by the
agent can be programmatically parsed and removed from the context.

throughput, we use the AdamW optimizer together with FlashAttention-2 for attention
computation. We employ DeepSpeed ZeRO Stage 3 for Qwen3-8B and Stage 2 for Qwen3-
30B-A3B and Qwen3-235B-A22B, balancing memory savings and communication overhead
across model scales. All training runs are conducted using BF16 precision.

For parameter-efficient fine-tuning, we apply LoRA to all linear layers with rank r = 128,
scaling factor a = 256, and dropout rate 0.1. The backbone model parameters remain frozen
throughout training; only the Free-Module parameters are updated.

A.3 Evaluation Details

For prefilling, we append the model’s previously generated response to the end of the
prompt after applying the chat template, and re-run the prompt through the model to
resume generation from the refined context. This procedure ensures that subsequent tokens
are generated conditionally on the updated reasoning trace, rather than restarting inference
from scratch.

In practice, we leverage vLLM's support for efficient prefilling and KV cache reuse. When
the context is modified by a free() operation, we reuse the cached key—value states cor-
responding to the unchanged prefix, and only re-prefill the altered suffix. This avoids
recomputing attention for the entire context and significantly reduces the overhead of
resuming inference.
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