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Abstract

Sparse Mixture-of-Experts (MoE) architectures route each token through a
subset of experts at each layer independently. We propose viewing MoE
computation through the lens of expert paths—the sequence of expert se-
lections a token makes across all layers. This perspective reveals that,
although N* expert sequences are possible for N experts across L layers,
trained models realize a highly non-uniform joint path distribution: tokens
cluster into a small fraction of paths that align with linguistic function,
while many possible expert compositions receive little or no data. This
motivates architectures that constrain the effective path distribution to am-
plify this useful natural concentration. As one instantiation, we introduce
PathMoE, which shares router parameters across blocks of consecutive lay-
ers. Analysis confirms that PathMoE amplifies the emergent path structure:
it produces more concentrated path clusters, better cross-layer consistency,
and greater robustness to routing perturbations. Experiments on 0.9B and
16B parameter PathMoE models demonstrate consistent improvements on
perplexity and downstream tasks over independent routing, while elimi-
nating the need for auxiliary losses. These results establish expert paths as
a useful design axis for MoE architectures, complementary to existing work
on independent routing mechanisms.

1 Introduction

Scaling drives progress in deep learning, but dense models incur computational costs
that grow linearly with parameter count. Mixture-of-Experts (MoE) architectures address
this by activating only a subset of parameters for each input, decoupling model capacity
from computational cost and enabling models with trillions of parameters within practical
budgets (Fedus et al., 2022; Jiang et al., 2024). Most work on MoE has focused on improving
individual routing decisions, e.g., how each layer selects experts for a given token. In this
paper, we propose a complementary perspective: viewing MoE computation through the
lens of expert paths—the full sequence of expert selections (e, ey, ...,er) a token makes
across L layers.

This path perspective reveals an important observation. With N experts per layer and
independent routing, the support of the joint path distribution contains N possible expert
sequences, far exceeding typical training set sizes. ! Analyzing trained models, we find that
tokens naturally cluster into a small fraction of paths, with different paths specializing for different
linguistic functions (Section 3.2). This agrees with the intuition that most possible paths
are not useful, but also suggests a statistical-efficiency opportunity: intentionally biasing
models toward concentrated, reusable path distributions can give the useful paths more
training signal.

This raises a natural question: can we design architectures that constrain the path distri-
bution to amplify the useful concentration? Figure 1 illustrates a spectrum of possible

constraints: from fully independent routing (support over N top-1 paths) through block-

IConcretely, a model with 24 layers and 16 experts per layer has a~ 10%° possible paths—orders of
magnitude larger than the number of tokens reported in typical large model training runs (~ 10'3).



Published as a conference paper at COLM 2026

(a) Independent Routing (b) Block-wise Parameter Sharing (c) Fully Decision Shared Routing
o~ o ' h ) oJL o ] 0 0 () b
r=ull’ s - S $ s &
= Tos | b s s & $ sCe] b
) = <~ & [ = ) ¢ 6 L
| S s Ty Ty ks s s b
=l n ) HICE] & ' $I08 &
o e 12 [) [) [ L7 [} [} [) L7
D C : Lg [) ) Lg [} ) [) Lg

Nt possible paths Coherent within blocks N possible paths
No Constraints »  Extreme Constraints

Figure 1: Spectrum of routing constraints in MoE architectures. (a) Independent routing:
each layer has its own router r;, giving the joint top-1 path distribution support over N-
possible expert sequences. (b) Block-wise parameter sharing routing, dubbed PathMoE:
layers within a block share router parameters. (c) Fully decision shared routing: all layers
share one router and its decision.

wise sharing to fully shared routing decisions (N paths). As a concrete instantiation, we
explore sharing router parameters across blocks of consecutive layers, dubbed PathMoE (Figure
1(b)). This creates an inductive bias where the same routing function is applied to gradually-
evolving token representations within each block. Since nearby layers process similar
representations (thanks to residual connections), they naturally receive similar (though not
identical) routing, biasing the path distribution without collapsing routing decisions, while
allowing different blocks to adapt to the changing nature of representations.

Using PathMoE as a test bed for the path-constrained perspective, we find key benefits over
conventional routing:

1. More concentrated expert paths. PathMoE amplifies the natural path clustering,
producing more concentrated path distributions with 11% lower routing entropy.

2. Consistent performance gains. Experiments across 0.9B and 16B parameter models
show both improved accuracy on downstream tasks and lower perplexity.

3. No auxiliary load balancing loss. PathMoE maintains balanced expert utilization
without auxiliary losses, eliminating an extra hyperparameter.

4. Improved cross-layer coordination and robustness. PathMoE achieves 31% higher
routing consistency and 22.5x greater robustness to routing perturbations.

These results establish expert paths as a useful design axis for MoE architectures: how tokens
are distributed across cross-layer expert combinations can be directly shaped through archi-
tectural choices, complementing existing work on per-layer routing mechanisms. PathMoE is
one simple instantiation of this principle; we expect the path perspective to motivate further
designs beyond parameter sharing.

2 Preliminaries

MoE Routing. In a transformer model with MoE layers, each MoE layer contains N expert
networks {Fj, ..., Fy} and a router r. Given input token representation x for an MoE layer,
the router computes expert probabilities p:

p = softmax[r(x)] = softmax [Wx], p € RY. (1)
Then the output y is a weighted sum over the top-k experts:
y= Y pi EX. @
icTopK(p)
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Let us consider an MoE network with L layers and N experts per layer. In standard MoE,
each layer [ has its own learnable router parameters W;; we call this independent routing.

Auxiliary Load Balancing Loss. To prevent expert collapse where only a few experts
receive most tokens, MoE training typically adds an auxiliary loss (Fedus et al., 2022):

N
Eaux:“'N'Zfi'Pi/ (3)
i=1

where f; is the fraction of tokens routed to expert i, P; is the average routing probability for
expert i, and « is a weighting coefficient. This loss encourages uniform expert utilization
but introduces a hyperparameter that needs tuning.

Expert Path. Let [N] = {1,..., N}, data follow distribution x ~ D, and E; be a random
variable of the expert selection at layer I. Denote expert selections across L layers as E =
(Ey,...,Er), called an expert path, which is a random variable taking values in [N]F. Each
E, follows a categorical distribution over N experts: E; | x; ~ Categorical [softmax(W;x;)],
where for independent routing all W; are independent matrices. Let e = (ey,...,ep) be a
specific realization of E. We consider top-1 expert for the purpose of path analysis 2.

Routing Entropy. To quantify the effective diversity of the expert path distribution, we define
the routing entropy. Let P (e) denote the marginal probability of observing path e over the
data distribution D: Py (e) = Ey.p [P(E; =e1,...,EL = e | x)]. The routing entropy is the
Shannon entropy on this marginal distribution of expert paths over the data distribution D:

H(E) = H(Ey,...,EL) = — ) Pr(e)logPr(e). (4)
ec[N]L

This quantity measures the realized joint distribution over expert compositions, not the size
of the router hypothesis class or a requirement that all paths be covered. A higher H(E)
indicates that the model utilizes a more diverse set of expert combinations across the data.
Computationally, the marginal distribution is intractable, thus in practice we compute an
empirical routing entropy on finite data (see Appendix C for details).

3 PathMoE

3.1 PathMoE: Block-wise Parameter Shared Routing

PathMoE Routing. PathMoE shares router parameters across blocks of consecutive layers.
Given L MoE layers and block size B, we partition layers into [L/B] blocks. All layers
within a block share a single router:

n=r1BD . vieq,... L. ©)

shared ”

Expert Path for PathMoE. For PathMoE routing, each E; still follows a categorical distribution
over N experts. However, for any layer !” in the same block b = [I'/B] we have Ej | x; ~
Categorical [softmax(Wpx;)], where W, from different blocks are independent matrices.

3.2 Emergent Expert Path Structure

We now examine the expert paths that emerge in trained MoE models. If MoE models learn
meaningful cross-layer structure, tokens following the same path should share linguistic
properties.

2Top-1 selection yields a single discrete path per token, making path statistics well-defined. Our
method uses top-k during training.
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Figure 3: Token specialization of representative expert paths. Each word cloud shows the
most frequent tokens processed by a path specialized for that linguistic category.

3.2.1 Expert Path Distribution

For each expert path e we define its frequency freq(e) as the proportion of tokens whose
top-1 expert selections across layers match e:

pegfe) = L2 B0 Eu() =) ©

To visualize how tokens are distributed across paths,
we sort paths by frequency and compute the cumu-
lative token coverage: the fraction of tokens covered by
the top-K most frequent paths.
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Figure 2 compares the cumulative token coverage
between PathMoE (with block size 4) and indepen-
dent routing. Both models concentrate tokens into a
small fraction of the N’ possible paths, confirming
that path clustering is an emergent property of MoE
routing, not an artifact of our method. PathMoE does Figure 2: Cumulative token coverage
so more aggressively, with the top paths covering a as a function of the number of paths.
larger fraction of tokens.
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3.2.2 Expert Path Token Specialization

Figure 3 reveals that expert paths develop distinct linguistic specializations without any
supervision. Some paths predominantly process punctuation, others handle person names
or speech verbs (“said”, “explained”), and yet others specialize in temporal expressions or
function words. This clustering by linguistic function emerges purely from the language
modeling objective: the model learns to route syntactically or semantically similar tokens
through shared computational pathways. Notably, this specialization is observed in both
independent routing and PathMoE, suggesting it is a general property of MoE routing.
However, PathMoE produces more concentrated token clusters within each path.

3.3 Path Constraints Reduce Entropy

Because layers in the same block share W, and receive similar representations (x; ~ x;_1
via residual connections), they tend to select the same expert, therefore concentrate tokens
into fewer paths. Independent routing uses separate W; per layer, producing less coupled
selections and a higher-entropy path distribution. We provide an informal analysis via a
mutual-information decomposition in Appendix B.

Empirical Routing Entropy. We validate this on a network with L=24 layers and N=16
experts over ~7M tokens. PathMoE (B=4) achieves 21.14 bits vs. 22.20 bits for Indep-MOoE,
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a 1-bit reduction that halves the effective number of observed paths. This concentration
means each path receives more training signal, improving sample efficiency. Correspond-
ingly, consecutive-layer routing correlation is 85.6% for PathMoE vs. 62% for Indep-MoE
(Appendix C), enabling experts to specialize for coordinated inputs rather than arbitrary
representations, yielding faster learning and greater robustness (Section 6).

Table 1: Main results on Fineweb-100B with 0.9B total / 0.37B active MoE architecture.
Throughput is reported per GPU and memory reports peak active GPU memory.

Throughput Memory
k tok/s/GPU) (GiB)

Routing ARC-E BoolQ HSwag LAMBADA OBQA PIQA SoclQA WinoGr. Avg. Perplexity (

Independent Routing

Indep-MoE 44.57 56.45 45.99 46.19 29.80  66.87 38.84 51.54 47.53 12.91 55.21 66.94
Rand-MoE 40.49 61.10 37.95 38.83 28.20 6447 38.89 50.99 45.12 16.14 75.17 47.49
X-MoE 43.27 60.55 46.26 45.22 3220 67.63 39.61 52.80 48.44 13.21 56.37 67.06
Recurrent Routing

Recurrent-MoE ~ 44.07 54.50 46.05 47.12 30.80 67.74 38.79 53.67 47.84 12.92 54.65 69.26
Path-Constrained Routing

MonoB8-MoE 42.55 57.80 46.36 46.73 3120  65.67 37.56 54.06 47.74 13.34 56.53 62.86
LowRank-MoE ~ 44.36 59.97 46.33 46.11 3180  66.65 39.20 52.96 4842 12.98 53.84 66.96
PathMoE 45.50 55.44 47.82 47.89 3240  66.21 38.49 53.43 48.40 12.92 55.71 66.74
PathB8-MoE 43.73 59.97 46.65 46.92 3140  66.81 40.69 54.93 48.89 12.53 55.20 66.94
PathB4-MoE 44.70 60.40 47.95 49.45 31.60 66.32 40.94 55.64 49.62 12.29 55.67 66.83

4 Experiments

4.1 Experimental Setup

We evaluate path-constrained routing using the Transformer architecture. Model hyperpa-
rameter settings closely follow Qiu et al. (2024).

Training Details. Our main experiments use a 0.9B parameter model (0.37B active) with
16 experts and top-4 routing, trained on Fineweb-100B (Penedo et al., 2024) for 400k steps
using the Llama 2 tokenizer. We remove the load balancing loss for PathMoE variants but
keep a = 0.01 for all other models (see discussion in Section 4.4). Full hyperparameters are
given in Appendix D.

4.2 Performance Comparison

Baseline Methods. We compare against three categories. Independent routing: Indep-
MoE (standard per-layer routers), Rand-MoE (frozen random routers), and X-MoE (Chi
et al., 2022) (routing in a normalized low-dimensional space). Recurrent routing: Recurrent-
MoE (Qiu et al., 2024) (GRU-based router conditioned on previous layers). Path-constrained
routing: LowRank-MoE (shared base router + low-rank per-layer perturbation), Mono-MoE
(shared routing decisions within blocks), and PathMoE (shared routing parameters within
blocks). See Appendix F for detailed formulations. For block-based methods, Bn denotes
block size n; omitting the suffix means sharing across all layers, corresponding to a fully
shared /Omni-router-style design (Gu et al., 2025) adapted to language modeling.

Evaluation Tasks. We evaluate on eight downstream tasks: ARC-Easy (Clark et al., 2018),
BoolQ (Clark et al., 2019), HellaSwag (Zellers et al., 2019), LAMBADA (Paperno et al., 2016),
OpenBookQA (Mihaylov et al., 2018), PIQA (Bisk et al., 2020), SociallQA (Sap et al., 2019),
and WinoGrande (Sakaguchi et al., 2020). We use EleutherAl’s Im-evaluation-harness with
default task prompts (Gao et al., 2024). All 0.9B downstream evaluations are zero-shot; all
16B evaluations are zero-shot except TriviaQA, which uses 5-shot exact match. All results
report accuracy (%); OpenBookQA, PIQA, ARC-Easy, and HellaSwag use length-normalized
accuracy. Full evaluation details are in Appendix E.

Results. Table 1 shows results for all models trained under identical compute budgets
(400k steps on Fineweb-100B, best of final 5 checkpoints). Due to the cost of pretraining at
this scale, each main run uses a single pretraining seed.
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Perplexity. PathB4-MoE, the best-performing configuration for our architecture (see Sec-
tion 5 for block size ablations), achieves the lowest perplexity (12.29 vs. 12.91 for Indep-MoE)
over ~ 7M test tokens, indicating that path constraints lead to better language modeling.

Downstream tasks. PathB4-MoE achieves the highest average accuracy (49.62%), with gains
across most benchmarks. Sharing parameters (PathMoE) consistently outperforms sharing
decisions (Mono-MoE), confirming that soft constraints via shared parameters are more
effective than hard constraints that force identical selections.

Causal attribution. The gains are not explained by reduced router capacity or parameter
sharing alone. LowRank-MoE reduces router parameters without enforcing block-wise path
consistency, but remains below PathB4-MoE, while fully shared PathMoE also underperforms
PathB4-MoE. The path restriction experiment in Section 4.5 further isolates the mechanism:
restricting routing to the top-500 empirical paths, without changing the architecture, matches
unrestricted routing.

Generalization. PathMoE provides orthogonal benefits on top of X-MoE (Appendix G.3).
These advantages also persist beyond the 100B-token regime: on DCLM-Pro with 5x more
data (500B tokens), PathMokE still outperforms Indep-MoE (Appendix G.2), suggesting that
the gains stem from a better inductive bias rather than data efficiency alone.

Efficiency. PathB4-MoE matches Indep-MoE in throughput (55.67 vs. 55.21 k tok/s/GPU)
and memory (66.83 vs. 66.94 GiB), since the only change is sharing router parameters, which
reduces parameter count while keeping identical forward and backward computation.

4.3 Scaling to 16B Parameters

) o ) Table 2: 16B model results (16.2B total /
To verify that path-constraining benefits per- 5 135 active) on DCLM-Pro.

sist at larger scales, we train 16B parame-

ter models (16.2B total, 2.13B active) with :;Skc I;dle; ::t:; ];
64 experts and top-6 routing on DCLM- ot : .
Pro (Zhou et al., 2024) for 2%01( steps us- Cormit. gi%gA iﬁ;?g Zéfg? tﬁg?
ing the GPT-NeoX-20B tokenizer, without CSQA 4300 4873 4573
load balancing loss. We additionally eval- LAMBADA 5197  53.64 +1.67
uate on MMLU (Hendrycks et al., 2020), Lang. I;S“l’ag gggé gzgi *8})2
ARC-Challenge (Clark et al., 2018), Com- 00lQ ' o0
monsenseQA (Talmor et al., 2019), and Triv- gggf% gg'ig zg'gg :ggg
iaQA (Joshi et al., 2017) (5-shot exact match). Knowl.  ARC-C 3729 4010 1281
Full hyperparameters are in Appendix D. Ta- TriviaQA 2191 2118 073
ble 2 shows that PathMoE wins on 10 of 12 MMLU P27 3564 10
tasks with +1.95% average improvement. Ave. 4839 5034 +195
4.4 Load Balancing Without Auxiliary

Losses

Conventional MoE training employs auxil- | Rellavag

iary load balancing losses to prevent expert
collapse (Fedus et al., 2022). We find that
PathMoE can be trained without auxiliary
losses. Figure 4 shows training dynamics of

£

Accuracy (%)
Accuracy (%)

&

PathB4-MoE and Indep-MoE on HellaSwag |5 =% w5 & & &
and ARC-Easy, with and without load bal- framine ke () framne fokens
ancing IOSSES (LBL)' PathB4_MOE Without ~=- IndepwioLBL ~—— Indepw/LBL ~ —=- PathB4w/oLBL —— PathB4w/LBL

LBL (dashed blue) achieves the best final ac-

curacy on both tasks, while removing LBL

from Indep-MoE leads to more erratic train- Figure 4: Training dynamics with and without
ing dynamics. This suggests that PathMoE load balancing losses (LBL).

is more robust to the removal of auxiliary

losses, maintaining smooth convergence regardless of the load balancing setting. One
possible explanation is that a shared router within a block receives gradient signal from
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all B layers in that block, giving each router a larger and less noisy per-step update than
an independently learned per-layer router. This acts as an implicit regularizer that may
dampen the extreme router updates that otherwise contribute to expert collapse. Addi-
tionally, the accuracy gap between PathMoE and Indep-MoE remains stable throughout
training, suggesting the benefit is architectural rather than a transient data-efficiency effect
that diminishes as routers receive more training signal. See full results in Appendix G.1.

4.5 Expert Path Concentration

To understand the relationship between path concentration and model performance, we
evaluate models with different levels of path restriction. Notably, the dominant paths
emerge very early in training: we train PathMoE for only 5k steps (1.25% of total training),
save a checkpoint, and identify the most frequent paths at this early stage. We then continue
training with routing restricted to these top-10, top-100, or top-500 paths. Restricting to
only 10 paths significantly degrades performance (46.22% avg.), 100 paths recovers most
of the performance (48.18%), and 500 paths (48.86%) performs comparably to unrestricted
routing (48.71%). This suggests the model naturally concentrates on a moderate number of
specialized paths. Full per-task results are in Appendix G.4.

5 Ablation Studies

Top-k Routing Analysis. We investigate the effect of the top-k routing parameter on the
0.9B architecture across values of 1, 2, 4, 8, and 16. Figure 5(a) shows that top-2 routing
achieves the best average accuracy (49.99%), consistent with Mixtral (Jiang et al., 2024).
Performance degrades at both extremes: k=1 suffers from training instability and limited
capacity, while k=16 dilutes expert contributions—both yield similar accuracy (~45.7%). We
attribute the advantage of k=2 to the balance between two competing effects. Increasing
k allows the model to combine complementary expert computations, improving represen-
tational capacity. However, larger k weakens the routing signal per expert: when many
experts contribute, each receives a smaller share of the gradient, reducing specialization
pressure. At k=2, the model can leverage one primary expert for the dominant computation
and a secondary expert for residual corrections, without diluting the routing learning signal.

(a) Top-k Routing (b) Block Size
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Figure 5: Ablation studies on routing hyperparameters. (a) Effect of top-k routing. (b) Effect
of block size. Dashed lines show individual benchmarks; solid black line shows the average.

Block Size Analysis. We investigate the effect of block size on the 0.9B architecture
across values of 1, 2, 4, 8, 12, and 24 layers. Block size controls the trade-off between
routing flexibility and cross-layer coordination: small blocks (B1, B2) provide insufficient
coordination as layers learn nearly independently, while large blocks (B12, B24) over-
constrain the router to handle representations that change substantially across layers. Figure
5(b) shows that intermediate sizes (B = 4) work best for the architecture we experiment.
We also observe task-dependent preferences—language modeling and commonsense tasks
peak at B4, physical reasoning at B8, and knowledge-intensive tasks at B24, suggesting that
the optimal block size may vary by domain. More broadly, the optimal block size will likely vary
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across model architectures and depths. Nonetheless, path-constrained routing consistently
improves over independent routing across all block sizes we tested.

6 Understanding Path Constraints: Routing Consistency and Robustness

Beyond performance gains, we examine cross-layer routing consistency and robustness to
perturbations to understand why soft path constraints help. Parameter sharing is expected to
increase consistency because neighboring layers see similar residual-stream representations
and apply the same router within a block. The nontrivial question is whether this consistency
is useful or merely an over-constraint. Our results indicate that soft consistency helps:
PathB4-MoE improves task performance over Indep-MoE, while Mono-MoE, which forces
identical decisions within a block, underperforms shared-parameter PathMoE.

6.1 Cross-Layer Routing Consistency

Since expert indices are arbitrary across layers (expert 0 at layer / has no inherent correspon-
dence to expert 0 at layer [ + 1), we first align indices using Algorithm 1.

We then examine two complementary metrics.
Path consistency measures expert reuse: for a Algorithm 1 Expert Index Alignment
given window size w, we compute the average
Jaccard similarity between expert sets at consec-
utive layers within sliding windows of w layers. 1

Require: Top-k expert assignments for all to-
kens across L layers
: for each consecutive layer pair (I,1 + 1)

Sustained engagement measures how long a to- do

ken continues using a given aligned expert: we 2:  Construct  co-occurrence ma-
7 : NxN . —

count runs of consecutive layers and report the trix C € RY*Y, where C; =

fraction lasting >X layers. Lt Lactop-k(t1) Loetop-k(t,i+1) 1a=i, b=]]

Figure 6(a) shows that PathB4-MoE maintains 3 mizilsng% - HUNGARIAN(C) that maxi-
consistently higher path consistency (~79%) i ~io(i) , 1
compared to Indep-MoE (~48%) across all win- Relabel layer I +1: i ¢ (¢*) (i)
dow sizes from 2 to 12 layers. This gap persists end for

even at non-block-aligned windows (3, 5, 7 lay-

ers), confirming the benefit stems from the architecture rather than block boundaries. Panel
(b) measures how long tokens continue using the same expert, where PathMoE produces
substantially more sustained engagements.

(a) Path Consistency vs Window Size (b) Sustained Engagement Rate (c) Routing Specialization (d) Routing Robustness
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Figure 6: Routing consistency, specialization, and robustness. (a) Path consistency versus
window size. (b) Sustained engagement versus minimum consecutive layers. (c) Cumulative
routing entropy across layers. (d) Perplexity degradation under expert permutation.

6.2 Expert Specialization and Routing Robustness

We examine the specialization-robustness trade-off to check whether PathMoE’s routing
creates brittle dependencies.

Routing Specialization. We measure specialization via cumulative routing entropy: at
each layer /, we compute the entropy of each token’s expert usage distribution from layer
1 to I, where lower entropy indicates more concentrated (specialized) routing. Figure 6(c)
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shows that PathB4-MoE achieves consistently lower entropy than Indep-MoE across all
layers, with 11% lower entropy at the final layer.

Routing Robustness. We test robustness by randomly permuting expert indices at each
layer with probability p and measuring perplexity degradation. Figure 6(d) shows that
PathB4-MOoE is dramatically more robust despite being more specialized: at full permutation,
Indep-MoE degrades by 5,328% versus only 237% for PathB4-MoE. This suggests that path-
constrained routing learns more distributed representations within each expert, rather than
relying on fragile per-layer specializations.

7 Related Work

MoE Architectures. The concept of MoE dates back to Jacobs et al. (1991), but has seen
renewed interest with the scaling of deep learning models. Shazeer et al. (2017) introduced
sparsely-gated MokE layers for neural machine translation, demonstrating that conditional
computation could dramatically increase model capacity with modest computational over-
head. This work has been extended to large language models with architectures such
as Switch Transformers (Fedus et al., 2022), GLaM (Du et al., 2022), and recently, Mix-
tral (Jiang et al., 2024) and DeepSeek-MoE (Dai et al., 2024). While these architectures have
demonstrated impressive scaling properties, they primarily employ independent routing at
each layer, treating expert selection as a per-layer decision without considering cross-layer
structure.

Routing Mechanisms in MoE. The routing function is critical to MoE performance, deter-
mining how inputs are distributed to experts. Classical approaches employ top-k routing
with load balancing constraints (Shazeer et al., 2017; Lepikhin et al., 2020). Recent work
has explored various improvements: Raposo et al. (2024) proposed mixture-of-depths that
dynamically adjusts computation depth; Dai et al. (2022) introduced deterministic routing
for training stability; Zhou et al. (2022) proposed expert choice routing where experts select
tokens; and Puigcerver et al. (2023) investigated soft mixtures that combine all experts with
learned weights. These approaches improve individual routing decisions but do not address
cross-layer coordination, which our analysis suggests is important for path efficiency.

Within-Layer Structural MoE. Recent structural MoE work explores how selected experts
are composed within a single layer. For example, DAG-MOoE (Feng et al., 2026) replaces the
standard weighted-sum aggregation over selected experts with a learned directed acyclic
aggregation structure. This expands the within-layer expert-composition mechanism while
leaving the cross-layer routing problem largely orthogonal. PathMoE instead constrains how
tokens move across experts over depth; the two ideas could be combined by using structural
aggregation inside each MoE layer of a path-constrained model.

Expert Specialization and Redundancy. A growing body of work has investigated what
experts learn and whether they develop meaningful specializations. Chi et al. (2022) showed
that sparse MoE can suffer from representation collapse where experts learn redundant
functions. Yang et al. (2024) proposed compression techniques exploiting inter-expert re-
dundancy. Zadouri et al. (2023) proposed methods to encourage expert diversity through
regularization. Recently, Antoine et al. (2025) analyzed routing paths across six MoE archi-
tectures and found that experts specialize for specific part-of-speech categories, with routing
paths showing high predictive accuracy for POS tags—providing independent evidence that
routing paths encode meaningful linguistic structure. Path-constrained routing addresses
these concerns architecturally: by encouraging tokens to follow consistent expert paths,
experts naturally specialize for different token types without explicit regularization.

Cross-Layer Routing Coordination. While most MoE architectures employ independent
routers per layer, recent work has begun exploring cross-layer coordination. Qiu et al. (2024)
proposed a recurrent router that conditions each layer’s routing on previous decisions. Gu
et al. (2025) demonstrated that sharing router parameters across all layers improves speech
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recognition, where acoustic features follow structured path patterns. Orthogonally, Dai
et al. (2022) identified routing fluctuation across training steps and proposed distilling a
stable router, addressing temporal rather than spatial coordination. Our work builds on
these insights by proposing the expert path perspective as an analytical framework, with
block-wise parameter sharing (PathMoE) as one instantiation that balances path consistency
with representational flexibility across network depth.

8 Conclusion

We proposed viewing MoE architectures through the lens of expert paths—the cross-layer
sequences of expert selections that tokens follow. This perspective reveals that tokens
naturally cluster into a small, interpretable subset of paths aligned with linguistic function,
despite the combinatorial support of the joint path distribution.

As one instantiation of path-constrained design, we introduced PathMoE, which shares router
parameters within blocks of consecutive layers to bias the path distribution. Experiments on
0.9B and 16B parameter models show consistent performance gains (+2.1% average accuracy
on 0.9B; 10/12 tasks improved on 16B) without auxiliary load balancing losses, along with
improved cross-layer coordination (79% vs. 48% routing consistency) and more specialized
yet robust routing (11% lower entropy, 22.5x more robust to perturbations).

These results establish expert paths as a useful design axis for MoE architectures, comple-
mentary to existing work on per-layer routing mechanisms. PathMoE is one way to constrain
the path distribution; we expect this perspective to motivate further architectural designs
beyond parameter sharing.

9 Limitations

Block-wise parameter sharing assumes token-choice routing; preliminary experiments
show no benefit for expert-choice routing, which already achieves consistency through
stable expert preferences. Our experiments are conducted at 0.9B and 16B total parameters;
validating path constraints at larger scales remains future work due to computational
constraints. We do not provide a first-principles prescription for choosing the block size
B; our ablations show that the optimal value can depend on architecture and task mix,
although all tested block sizes improve over independent routing for the 0.9B setting. The
routing-entropy derivation is intended as intuition for why shared routers increase inter-
layer dependence, not as a formal bound. Our benchmarks focus on general language
modeling and commonsense/QA evaluation after web-text pretraining; evaluating path
constraints under math- or code-specialized pretraining remains future work. Additionally,
while we explore block-wise parameter sharing as one instantiation, other mechanisms for
constraining the path distribution (e.g., learned path predictors, path-aware regularization)
remain unexplored.
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A Appendix

B Routing Entropy Analysis

We provide an informal approximation of routing entropy to illustrate why PathMoE routing
may reduce the effective diversity of the expert path distribution compared to independent
routing.3

Using the chain rule of entropy, the routing entropy can be decomposed and further approx-
imated using the first-order Markov dependency (meaningful approximation in residual
networks):

L L
H(E)=) H(E |E1...E; 1) = ) H(E | Ei_1).
I=1 I=1
Let S be the set of layer indices that start a new block, Hingep (E) be the independent routing
entropy and Hpathmoe (E) be the PathMoE routing entropy. Then
AH = Hindep(E> - HPathMoE(E)
~ Y [Hindep (Ei | Ei—1) — Heathwoe (E; | Ej—1)]-
¢S
Using the definition of conditional entropy H(E; | E;_1) = H(E;) — I(E;; E;_1), where
I(E;; E;_4) is the mutual information between consecutive layers, we have:*
AH =) [Ipathwoe (Er; E1—1) — lindep (E1; E1—1)]-
¢S

Given the specific representations x; and x;_1, the routing decisions are sampled indepen-
dently via the stochastic mechanism:

P(E}, Ej—1 | x3,x1-1) = P(E; | xq)P(E;_1 | x_1).

Let p,({l) (x;) = P(E; = k | x;) be the probability function for expert k. The marginal joint
distribution is defined as:

. . ! 1-1
P(E =i, By =) = By [p"00) - o (00)] -
Then the layers are independent only if the routing probabilities are uncorrelated across the
data.

Independent Routing. Given that (i) router parameters W; and W;_; are initialized indepen-
dently and stay independent for some time during training; (ii) due to residual connections
representations evolve slowly x; =~ x;_1; the decision boundaries of routing function at layer
[ are statistically orthogonal to those at layer | — 1 across the data. Thus

P(Er =i, Er-1 = j) & P(Ei = )P(Eiy = j)
1 1—

= Ex-p {PZ( )(xl)} Ex-p {P]( 1)(X1_1)]

- Iindep(El; El—l) ~ 0.

PathMoE Routing. As layers I,] — 1 are within a shared block, the router parameters are
identical W; = W;_;. Due to residual connections, representations evolve slowly x; ~ x;_1,

thus routing probability functions are close: p]({l) (x)) ~ p,((lfl) (x1_1) = ¢ (x;). Then the joint
probability of selecting the same expert k at both layers:

P(E; =k, Ej_q = k) = Ex.p {(Pk(xl)z} :

3Note that: (i) in the worst case, PathMoE can degenerate to uniform expert routing (e.g. W, = 0);
(ii) in the best case, independent routing can learn the same W; within the same block.

“Every entropy is defined on the marginal distribution of the corresponding random variable over
the data distribution D.

13



Published as a conference paper at COLM 2026

By Jensen’s inequality, since f(z) = z? is strictly convex and the routing probability ¢ (x;)
varies across the data distribution, we get that E; and E;_; are correlated and this correlation
is concentrated on the diagonal:

Ex~D [‘Pk(xl)z} > (Ex~plpr(x))])?

P(E; =k E 1 =k) > P(E =k) P(E,_1 =k)
= P(E, E;—1) # P(E)) - P(E;1)

= Ipathmoe (E;; Ej—1) > 0.

Given Ipathwoe (Er; Ej—1) >> Lindep (E1; Ej—1) ~ 0, we obtain AH > 0. This shows that PathMoE
may introduce strong inter-layer correlations for the marginal distribution of expert paths
over the data distribution D, significantly constraining the effective expert path space.

C Empirical Routing Entropy

We provide detailed empirical routing entropy computation and expert path distribution
statistics for both independent routing and PathMoE routing from Section 3. Table 3 reports
comprehensive metrics for Indep-MoE and PathB4-MoE measured on 7.18M tokens.

Estimation Procedure. For each token in the evaluation set, we record the top-1 expert
selection at each of the L = 24 layers, producing an expert path e = (ey,...,er) € [N]L. We
count the empirical frequency of each observed path using a hash map over the 7.18M tokens,
yielding the empirical distribution P(e) = count(e)/T where T is the total number of tokens.
Despite the theoretical support of 16?4 ~ 10%° paths, the vast majority are never observed;
only ~5-6M unique paths appear, making direct enumeration over observed paths tractable.
The empirical routing entropy is then computed as H(E) = — Ye.count(e)>0 P(€) log, P(e),
summing only over observed paths. The consecutive-layer correlation is computed as the
fraction of tokens for which ¢ = ¢, (after expert index alignment), averaged over all
consecutive layer pairs.

Table 3: Detailed empirical routing entropy computation and expert path distribution
statistics for Indep-MoE and PathB4-MoE (block size B = 4) with L = 24 layers and N = 16
experts. All entropy measurements are in bits. We use evaluation data with 7.18M tokens.

Empirical Metric PathB4-MoE Indep-MoE
Routing entropy H(E) 21.14 bits 22.20 bits
Routing decisions correlation for consecutive layers 85.6% 62%
Unique paths observed 5,109,282 6,263,708
Effective number of paths 2H(E) 2.31 x 106 4.82 x 106

D Training Details

Table 4 summarizes the hyperparameters for both model scales.

The 0.9B model architecture follows Qiu et al. (2024). The 16B model architecture follows
DeepSeek-MoE (Dai et al., 2024) without shared experts to isolate the effect of routing
changes.

E Evaluation Setup

All downstream evaluations use EleutherAl’s Im-evaluation-harness (Gao et al., 2024) with
default task templates and no custom prompt engineering. We score multiple-choice tasks
by the log-likelihood of each candidate answer and report the harness default metric. All
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Table 4: Training hyperparameters for 0.9B and 16B models.

Hyperparameter 0.9B Model 16B Model
Model Architecture

Total parameters 0.9B 16.2B
Active parameters 0.37B 2.13B
Model dimension 1280 2048
FFN hidden dimension 768 2112
Layers 24 28
Attention heads 20 16

KV heads 4 16
Experts 16 64
Top-k routing 4 6
Training

Dataset Fineweb-100B DCLM-Pro
Tokenizer Llama 2 (32k) GPT-NeoX-20B
Sequence length 4096 4096
Global batch size 1024 2048
Training steps 400k 200k
Optimization

Optimizer AdamW AdamW
B1, B2 0.9, 0.95 0.9, 0.95
Weight decay 0.1 0.1
Peak learning rate 42x107* 20x107*
LR schedule Cosine Cosine
Warmup steps 2000 2000
Precision BF16 BF16

0.9B evaluations are zero-shot. For the 16B model, all tasks are zero-shot except TriviaQA,
which uses 5-shot exact match. Table 5 summarizes the task settings.
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Table 5: Evaluation protocol. Prompt templates are the default Im-evaluation-harness
templates; the last column summarizes the scored input format.

Task Shots Metric Prompt/scoring format

ARC-Easy / ARC-Challenge 0 acc_norm Science question with answer choices; score
each choice by length-normalized continuation
likelihood.

BoolQ 0 acc Passage and yes/no question; score the yes/no
answer continuations.

HellaSwag 0 acc_norm Activity context with four candidate endings;
score endings by length-normalized continua-
tion likelihood.

LAMBADA 0 acc Context prefix; score prediction of the held-out
final word.

OpenBookQA 0 acc_norm Multiple-choice science question; score answer
choices by length-normalized likelihood.

PIQA 0 acc_norm Physical-reasoning goal with two possible solu-
tions; score each solution by length-normalized
likelihood.

SociallQA 0 acc Social context and question with three candi-
date answers; score answer continuations.

WinoGrande 0 acc Sentence with a blank and two candidate fillers;
score the filled-sentence continuations.

CommonsenseQA 0 acc Commonsense question with five candidate an-
swers; score answer continuations.

MMLU 0 acc Subject-specific multiple-choice question with
four answer options; score answer continua-
tions.

TriviaQA 5 exact match  Five in-context QA examples followed by the
target question; report exact-match answer ac-
curacy.

F Baseline Descriptions

We provide detailed descriptions of the path-constrained routing baselines used in Sec-
tion 4.2.

LowRank-MoE. All layers share a base router matrix Wy, and each layer [ adds a
low-rank perturbation:

Wi = Whase + ABy, @)
where Wy, € RN*? is shared across all layers, and A; € RN*", B; € R™? are per-layer

low-rank factors with rank » < d. This allows each layer to deviate slightly from the shared
routing while keeping most parameters tied. We use v = 16 in our experiments.

Mono-MoE. Within each block of B consecutive layers, a single routing decision is made at
the first layer and reused for all subsequent layers in the block:

El = E\_(l—l)/BJ .B+1/ VI in the same block. (8)

Unlike PathMoE, which shares router parameters but allows different decisions based on
evolving representations, Mono-MoE forces identical expert selections within each block.

G Additional Results

G.1 Results on removing load balancing loss (0.9B Model)

We provide full experimental results on keeping and removing load balancing loss (LBL)
for Indep-MoE and PathB4-MoE.
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Table 6: Performance comparison on Fineweb-100B dataset (0.9B total / 0.37B active).

Routing LBL ARC-E BoolQ HSwag LAMBADA OBQA PIQA SoclQA WinoGr. Avg.
Indep-MoE ~ 0.01  44.57 56.45 45.99 46.19 29.80  66.87 38.84 51.54 47.53
Indep-MoE 0 43.18 58.29 47.05 47.55 28.80  65.94 39.36 53.67 47.98
PathB4-MoE 0.01  44.15 57.06 46.07 46.61 3260  66.49 40.23 51.93 48.14
PathB4-MoE 0 44.70 60.40 47.95 49.45 31.60  66.32 40.94 55.64 49.62

G.2 Results on DCLM-Pro Dataset (0.9B Model)

We provide additional experimental results on the DCLM-Pro dataset using the 0.9B (total)
parameter model. Table 7 presents the performance comparison across routing methods.

Table 7: Performance comparison on DCLM-Pro dataset (0.9B total / 0.37B active).

Routing ARC-E BoolQ HSwag LAMBADA OBQA PIQA SoclQA WinoGr. Avg.
Indep-MoE 55.18 56.27 48.19 40.73 3580 66.70 39.46 55.96 49.79
LowRank-MoE  58.84 59.42 48.26 40.68 33.00 66.54 40.69 54.38 50.22
PathMoE 57.49 60.06 48.30 40.69 3440 6725 39.87 56.99 50.63
PathB8-MoE 58.16 58.20 48.26 40.35 3440  66.65 40.33 54.38 50.09

G.3 Orthogonal Benefits with Other Routing Methods

Block-wise shared routing provides orthogonal benefits that can be combined with other
routing improvements. Table 8 shows the performance of applying PathMoE (block size 4)
on top of X-MoE, which routes tokens on a low-dimensional normalized representation
space. Load balancing losses are used for both models.

Table 8: Combining PathMoE with X-MoE on Fineweb-100B (0.9B total / 0.37B active).
PathMoE improves X-MoE’s average accuracy (standard deviation is ~ 0.28%).

Routing ARC-E BoolQ HSwag LAMB. OBQA PIQA SoclQA WinoGr. Avg.

X-MoE 43.27 60.55 46.26 45.22 3220  67.63 39.61 52.80 48.44
PathB4X-MoE  44.07 61.07 47.29 48.30 30.80  66.43 39.97 52.96 48.86

The improvement demonstrates that cross-layer coordination through block-wise shared
routing complements representation-based routing enhancements, suggesting that PathMoE
can be applied as a general technique on top of existing routing methods.

G.4 Expert Path Concentration: Full Results
Table 9 reports per-task results for the path restriction experiment described in Section 4.5.

Table 9: Full per-task results for expert path restriction. Models are trained with routing
restricted to the top-K most frequent paths identified at 5k steps (1.25% of training).

#Paths ARC-E BoolQ HSwag LAMBADA OBQA PIQA SocIQA WinoGr. Avg.

10 40.45 59.54 39.34 40.87 3040  66.81 37.82 54.54 46.22
100 43.81 56.79 47.04 45.10 30.80  67.46 40.23 54.22 48.18
500 44.74 59.42 48.24 47.58 3120  66.00 39.97 53.75 48.86
All 44.82 56.48 47.76 46.42 31.60  66.76 39.41 56.43 48.71

G.5 Token Category Definitions

For our path specialization analysis, we classify tokens into detailed linguistic categories.
Table 10 provides the complete list of categories used in our analysis.
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Table 10: Token categories used for path specialization analysis. Each category is defined by
curated word lists or morphological patterns.

Category Type Examples

person_names Lexical Andrea, Richard, Oprah, Mary, John, Eliza-
beth

titles_roles Lexical secretary, minister, commander, winner, pro-
fessor, CEO

speech_verbs Lexical said, explained, told, asked, claimed, an-
nounced

adverbs_discourse Lexical especially, actually, particularly, however,
therefore

adverbs_manner Lexical quickly, carefully, successfully, directly, prop-
erly

adverbs_time Lexical now, today, recently, always, sometimes, cur-
rently

adverbs_other Pattern Words ending in -ly not in above lists

nationalities Lexical American, British, Chinese, European,
Japanese

temporal_words Lexical Monday, January, morning, year, summer, af-
ternoon

prepositions Lexical in, on, at, to, for, with, by, from, about

conjunctions Lexical and, or, but, because, although, while, if

determiners Lexical the, a, an, this, that, some, every, each

pronouns Lexical he, she, they, it, who, someone, anybody

quantifiers Lexical all, many, most, million, percent, several

common_verbs Lexical is, have, go, make, take, know, said, get

verbs Pattern Words ending in -ing or -ed (running, created)

adjectives Lexical good, new, important, political, economic,
public

proper_nouns Pattern Capitalized words not in name list

abstract_nouns Pattern Words ending in -tion/-sion/-ness/-ment

agent_nouns Pattern Words ending in -er/-or (player, actor)

numbers Pattern Numeric digits (1, 2, 100, 2024)

ordinals Pattern Numeric ordinals (1st, 2nd, 3rd)

punctuation Pattern Punctuation marks (.,!?;:" " ())
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