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Abstract

The last layer of neural language models (LMs) projects output features of
dimension D to logits in dimension V/, the size of the vocabulary, where usu-
ally D < V. This mismatch is known to raise risks of limited expressivity in
neural LMs, creating a so-called softmax bottleneck. We show the softmax
bottleneck is not only an expressivity bottleneck but also an optimization
bottleneck. Backpropagating V-dimensional gradients through a rank-D
linear layer induces unavoidable compression, which alters the training
feedback provided to the vast majority of the parameters. We present a
theoretical analysis of this phenomenon and measure empirically that 95-
99% of the gradient norm is suppressed by the output layer, resulting in
vastly suboptimal update directions. We conduct controlled pretraining
experiments showing that the gradient bottleneck makes trivial patterns
unlearnable, and drastically affects the training dynamics of LLMs. We
argue that this inherent flaw contributes to training inefficiencies at scale
independently of the model architecture, and raises the need for new LM

head designs. We release code! and checkpoints? publicly.

1 Introduction

There is significant research effort focusing on developing new architectures for the hidden
layers of language models (LMs), aiming to improve efficiency and performance at training
and inference times (e.g. Gu & Dao, 2024; Ye et al., 2025; Yang et al., 2025). Despite funda-
mental differences, all considered architectures share a common structure for the output
layer: a single linear mapping, followed by a softmax. This component is often called the
LM head. In other words, most autoregressive LMs can be seen as (potentially massive)
feature extractors for a multi-class classifier, where classes correspond to tokens.

The LM head design is a standard choice for multi-class classification. However, the
language modeling classification setup itself is fairly unusual: the number of extracted
features, i.e. the hidden dimension D of the model, is commonly orders of magnitude
smaller than the number of classes, i.e. the token vocabulary size V. This mismatch has
been shown to limit the expressivity of LMs, and may lead to representation degeneration
and performance saturation for small models (Yang et al., 2018; Ganea et al., 2019; Godey
etal.,, 2024). Yet, an important aspect of this mismatched mechanism has so far been ignored:
the loss gradients in the high-dimensional logit space are backpropagated to a lower-dimension
space before the backward pass reaches the rest of the layers. In this work, we frame the softmax
bottleneck not as an expressivity issue but instead as a significant factor in training dynamics,
where stronger bottlenecks hurt the data efficiency of LMs regardless of the underlying
architectural choices.

We show both empirically and theoretically that the softmax bottleneck induces lossy
compression during backpropagation, destroying >95% of the gradient norm. Low-rank
LM heads hamper optimization dynamics, making some trivial patterns unlearnable (Sec-
tion 3.2), and slowing down LLM training by up to x16 for the same backbone (Section 3.1).

1Code: https://github.com/NathanGodey/GradientBottleneck
2Checkpoin’cs: https://huggingface.co/nthngdy/grad_bottleneck_2B
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Figure 1: Two views of the softmax bottleneck. (a) Expressivity view: The LM head Wj
projects hidden states Hy into a rank-D subspace of the V-dimensional log-probability space,
constraining where model log-probabilities (o) can lie relative to the true log-probabilities
(®); (b) Optimization view: During backpropagation, the full logit gradient () lives in the
V-dimensional space, but only a projected component (—) is visible when passing through
Wy back to the hidden state space.

Our work sheds light on a so far overlooked weakness in current LLM design, outlining
important directions for future work.

Our main contributions are:

¢ A theoretical analysis of the gradient bottleneck at the LM head, analyzing the
structure of the logit gradient under mild assumptions, showing that part of the
gradient is inevitably suppressed during backpropagation;

e A set of 2B parameter LMs® with varying controlled bottlenecks, showing that
training convergence speed is increasingly affected as the bottleneck gets stronger,
with noticeable gaps up to our maximum tested hidden dimension (4,096);

* An example of a trivial synthetic language where expressivity is not an issue, but
for which the gradient bottleneck makes it increasingly harder for the model to
learn correctly;

¢ Empirical demonstration that the gradient bottleneck destroys 95-99% of the gra-
dient norm, and that it transfers energy from the most important part of the back-
propagation signal to the tail of the coefficients in the form of random noise.

2 Theoretical Overview

The softmax bottleneck has historically been framed as an expressivity problem: when the
hidden dimension D is much smaller than the vocabulary size V, the LM head imposes a
low-rank constraint on the output log-probabilities, preventing the model from representing
arbitrary next-token distributions (Yang et al., 2018). We show that this framing is incomplete.
As illustrated in Figure 1, the same bottleneck severely distorts the gradients that propagate
back through the LM head during training, independently of any expressivity concern.
The full formal development and all proofs are in Appendix A; here we provide the key
intuitions and state our main results.

Problem Setup Let C be the number of distinct contexts in the training data, where
contexts are defined as sequences of past tokens x<; taken in a vocabulary of size V.
The model backbone (typically a Transformer) with parameters 6 produces a hidden

state Hy; € RP for each context i € [1,C]; we stack these into the hidden state matrix
Hy € RE*P. The LM head Wy € RV*P projects each representation to logits, giving the
logit matrix Ly = HyW, € R“*V. The softmax function ¢ computes next-token probabilities:
Py = (L) € A*V, where A™*" is the set of row-stochastic matrices in R™*". The training
loss is the cross-entropy between Py and the empirical next-token distribution obtained by

counting next-tokens over all contexts N € A*V. The key structural fact is that the logit
matrix Ly has rank at most D, since it is a product of a C x D and a D x V matrix.

3Checkpoints (intermediate and final) can be found at https://huggingface.co/nthngdy/grad._
bottleneck_2B
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2.1 Expressivity: the Classical Softmax Bottleneck View

The classical softmax bottleneck (Yang et al., 2018) occurs when D < V and the model
cannot represent arbitrary next-token distributions: rank(Ly) < D forces the output log-
probabilities into a low-dimensional subspace of RY. As a result, if the log-probabilities

associated with the true next-token distribution span a space of rank > D in R, a neural
LM cannot perfectly match the true distribution (Yang et al., 2018).

However, this constraint is weaker than it might appear. When the hidden dimension
D > 2, aneural LM as described above has sufficient expressivity to assign the correct top-1
next-token probability to arbitrary precision, regardless of vocabulary size V. We formally
show this in Proposition A.4. The low-rank constraint therefore does not prevent the model
from predicting which token comes next, nor from assigning it the right probability. Recent
work extends this result to show that even more complex truncated probability distributions
can be expressed even when D < V (Basri & Jacobs, 2026).

Nevertheless, the fact that an LM has the theoretical expressivity to predict a token with the
correct empirical probability does not mean that it can easily be optimized to do so, leading
to studying the optimization viewpoint.

2.2 Optimization: Logit Updates Are Rank-Constrained

We analyze training through the lens of how the logits Ly evolve under gradient descent.
The first-order optimal update to the logits is the logit gradient V; £ = diag(f)(Py — N)
where f is the context frequency vector in IR®, Py is the model next-token probability matrix,
and N is the empirical next-token probability matrix. Training is efficient in the first order
when the updates for the LM head Wy and the hidden states Hy move the logit matrix Ly
along its gradient — V. L.

The actual update to the logit matrix Ly induced by gradient descent on the projection
parameters Wy, however, is constrained. Because any update AWj to the LM head produces

a logit change HgAWp " of rank at most D, and similarly for the contribution from updating
the state Hy, the logit update has rank at most 2D. As the logit gradient lives in R“*V, it may
have a rank up to V, which is usually much larger than 2D. We show that the logit gradient
is structurally high-rank, implying that the logit update cannot align with its direction.

Result 1: (informal; Propositions A.5 and A.6)

If sufficiently many distinct tokens appear in a unique context, then the logit gradient
VL € RSV has (almost full) rank V — 1. Hence, the update direction is provably

suboptimal, with a residual lower-bounded by the tail singular values of (Py — N)
beyond rank 2D.

Our main theoretical contribution is proving the logit gradient is structurally high-rank.
Proposition A.5 provides the complete proof. Informally, we extract from the logit gradient
a submatrix analogous to a fully-connected graph laplacian up to a permutation of rows and
a potential deletion of columns that correspond to specific tokens. When no columns have
to be deleted to obtain the appropriate submatrix, the logit gradient inherits the property
of the laplacian and is near full-rank (V — 1). When columns have to be deleted, we show
that the resulting submatrix is strictly diagonally dominant and is thus also full rank by
Gershgorin’s circle theorem, where the rank depends on the number of remaining columns.

2.3 The Bottleneck Persists Under SGD and Alternative Heads

Stochastic Gradient Descent Section 2.2 naturally extends to the mini-batch case. How-
ever, one might hope that for mini-batches that include fewer contexts, the effective rank
of (Ps — N) taken at batch-level is reduced which relaxes the bottleneck. We show that
this is not the case by presenting a second root cause for high-rank of the logit gradient in
stochastic optimization.
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Result 2: (informal; Proposition A.8 and Corollary A.10)

For a model with non-random performance?, the prediction error within each mini-
batch has rank close to V — 1, as in the full-batch setting.

"When the model probability is within a L, radius of the full-data empirical probability for
sufficiently many contexts. See Proposition A.8 for a proper formalization

The proof (Section A.3.1) emerges from considering contexts where the empirical next-token
probability vector is dense when measured over the full dataset but sparse when measured
over the current batch, which is very likely to happen in natural language. In such cases,
the logit gradient itself is dense, and under sufficient density-related conditions, the rank of
the logit gradient is near full rank.

Alternative LM Head Designs Prior work proposed mixture-based or nonlinear output
layers to boost the expressible rank of the output log-probabilities (Yang et al., 2018; 2019;
Ganea et al., 2019). These address the expressivity bottleneck but not the optimization
bottleneck. For any mapping from the hidden states to the logits gg(Hyg) = Ly, the gradient
reaching the hidden states is Vy £ = VL - J;(Hp), where the Jacobian ], has rank at most
D regardless of the choice for g (Equation (9)). It is possible that some choices for g lead to
better conditioning, but the prior work on softmax bottleneck does not explicitly target such
choices. Designing optimization-compliant g is an important direction for future work.

2.4 Empirical Validation & Discussion

The residual bound in Section 2.2 is stated in terms of singular values, which raises a le-
gitimate concern: even if rank(Py — N) > 2D, the tail singular values could be negligible,
making the bound vacuous. Our theory therefore establishes the inevitability of a compres-
sion in the backpropagation through the LM head, but not its severity. We close this gap
empirically through three complementary observations.

First, we verify that logit gradients are near full-rank in practice: the empirical rank of VL
for Pythia models (Biderman et al., 2023) on the Pile (Gao et al., 2020) grows rapidly with
batch size and approaches V (Figure 7a), validating empirically the results on the rank of
the logit gradient in Section 2.2 and Result 2.

While the bound obtained in Section 2.2 is non-vacuous, the singular value spectrum of
VL is not flat. Figure 7b shows that the number of SVD components needed to almost
reconstruct the logit gradient up to 99.9% is substantial (up to 30,000), but a relatively small
number of dimensions already captures a substantial share (50-70%) of the signal. In other
words, a rank-D projection that actively targets the dominant directions of V£ could
theoretically recover a meaningful portion of the gradient.

However, as we discuss in Section 3.3, Wy does not optimize for this compression empirically.

Projecting V1 £ onto the null space of Wy ' destroys 95-99% of the gradient norm across
GPT-2, Pythia, Llama 3, OLMo 2, and Qwen 3, with a cosine similarity between the surviving
signal and the original of only 0.1-0.3 (Figures 4a and 4b). The backpropagation through

W' is thus destructive: rather than preserving the dominant gradient directions, it discards
nearly all of the signal, redirecting energy to the tail of the coefficients in the form of noise.

3 Experiments

3.1 Consequences for LLM Training

We measure the impact of the gradient bottleneck effect for actual pretraining setups. A
difficulty that arises in such experiments is the inherent dependency of model size on the
hidden dimension. As a result, studying models with different D values either implies
comparing models of different sizes, or adjusting the depth of the models to account for the
increased width. However, prior work (Petty et al., 2024) reports that deeper models show
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Figure 2: Impact of the gradient bottleneck on 2B model training. We control the rank D
of the output linear layer to isolate the bottleneck effect without changing the Transformer
backbone. Both validation loss and downstream performance decrease consistently when D
decreases, with a x16 convergence slowdown between D=32 and D=4096.

stronger language modeling and downstream performance, which may be a confounding
factor when adjusting depth and width in such a way.

To disentangle the impact of architectural choices and of the gradient bottleneck effect on
performance, we train LMs that share the same Transformer stack, based on the Llama3
architecture, with a hidden dimension of d,;, = 4096 and 6 hidden layers, representing a
total of 2B parameters (or 1.8B without the output embeddings). However, the language
modeling head of each model mimics a hidden dimension D < d,, by adopting a low-rank
structure Wy = AgBy, where Ag € RV*P and By € RP*4n_ As a result, the Transformer
backbone is equally expressive across all compared models, but D provides control over the
strength of the gradient bottleneck.

We train 8 such 2B parameter models on ~11B tokens of Fineweb-Edu data (Penedo et al.,
2024), with D = 2/ for i € [5,12]. To avoid exacerbating the effects of the gradient bottleneck
by choosing a large vocabulary, we use the relatively compact SmolLM2 tokenizer (allal
et al., 2025) that counts V = 49,152 tokens. We use the WSD learning rate schedule (Hu
et al., 2024) to perform cooldown at different points in training (5B, 8.5B, 11B). All details
about the pretraining setup are in Appendix G.

Figure 2a shows the validation loss evolution along training. We perform zero-shot down-
stream evaluation on our models after LR cooldown in Figure 2b. It clearly appears that
both the language modeling and downstream performance converge faster for larger values
of D. The validation loss of all models is separated by consistent and non-negligible gaps
along training. The D = 4096 reaches the final loss level of the D = 32 variant within
700M tokens, displaying a x16 slowdown in convergence. The final average score gap for
D = 2048 and D = 4096 is +0.55, showing a noticeable performance gap even for large
hidden dimension. We report detailed scores in Appendix F.

A potential confounding factor for this experiment is the slight difference in total parameter
count across models (ranging from 1.8B to 2.0B parameters). However, it is not clear whether
counting embedding parameters is relevant for downstream performance extrapolation (Ka-
plan et al., 2020; Hoffmann et al., 2022), and the reported gaps are much more significant
than such size discrepancies would predict.

3.2 Disentangling Expressivity and Optimization Issues

Framing the softmax bottleneck problem solely as an expressivity limitation does not
account for all the phenomena observed when D <« V. We illustrate this by considering a
trivial synthetic language (SpamLang) made of V symbols, where each sequence consists of
one uniformly drawn symbol repeated throughout the whole sequence:

(wl, W1y eeey wl), (w2, wy, ..., ZUZ),
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Figure 3: SpamLang experiments. Despite Transformers being provably expressive enough
to learn this synthetic language for any vocabulary size (Proposition A.4), the gradient
bottleneck makes learning increasingly difficult as V grows.

By virtue of Proposition A.4, and given that Transformers can perfectly learn the identity
function (Yun et al., 2020), for any V and D > 2, we can manually pick the weights of a
Transformer-based model to reach a loss arbitrarily close to 0. Hence, Transformers have
sufficient expressivity for this problem. We train a Transformer-based LM with 106M non-
embedding parameters and D = 576 on 41M tokens of SpamLang for vocabulary sizes V
ranging from 1,024 to 131,072. Critically, even for the largest vocabulary size, each distinct
token should occur roughly 300 times in expectation.

Figure 3a reports the loss on the training dis-
tribution across training with a learning rate of
5e-4. Convergence is increasingly difficult as the 16384  AAAAAAAAAAAAAAAAAAAA
vocabulary size increases compared to our fixed
hidden dimension. To mitigate the confounding
effect of optimization hyperparameters, we ex- 65536  A-|lu--|B-|ANGRGb.G|
plore various learning rates in Figure 3b. More- 131072
over, we report results with and without embed-

ding weight tying in Appendix G, as reaching Table 1: Generated samples from our
the solution described in the proof of Proposi- spamLang models for different vocabulary

tion A.4 may be easier in the case of weight tying. sjzes (LR: 2.5e-4). We use a single token
The results show that although the models are (here A) as a seed and generate with tem-

robust to most learning rate choices for smaller perature 0.9. We use the first character

vocabulary sizes, they tend to become more and  of the Qwen3-Base tokens to represent

more sensitive to high learning rates, up to a  spamLang tokens. We use colors to label
point where no learning rate choice (in the tested  seed, and correct/incorrect predictions.

range) leads to proper convergence. In Table 1,

we generate using our models for increasing vocabulary sizes to illustrate the failures of
models when V is large. We also notice that the repetition mechanism is only partially
learned, as models sometimes repeat tokens for a few steps only.

V  Generated sequence

32768  AAGPAGAAGAGiGAA’GGAG

Ag. | ¢Gegeoyccameexcg

This experiment shows that expressivity is not a sufficient scope to understand the softmax
bottleneck issue. It adequately illustrates how increasing V' and thus the dimensionality of
the logits gradients makes it difficult — and in cases impossible — to learn basic patterns as
the supervision feedback gets more and more compressed.

3.3 Analysis of the Gradient Compression

A way to characterize empirical patterns of gradient compression in the common LM
pretraining setup is studying the null space of the projection matrix W, (or the more general
projection of the hidden state J,(Hp)), as:

VHL = VL Jo(Hg) = VL Wy .
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Figure 4: Gradient compression as a function of D/V, for several model families. The
logit gradient norm is almost entirely destroyed by backpropagation through Wy, and the
surviving projected gradient is only weakly aligned with the original.

Hence, the projection of the logits gradient on ker(W,' ) is exactly the part of the logits

gradient that is destroyed by the gradient bottleneck. We extract a basis for ker(W, ) for
different pretrained models by performing a QR decomposition of Wy and by selecting the
trailing V — D columns of Q. We can measure the fraction of the logits gradient norm that
is lost in the backpropagation process:

IIVLL| [

)

Figure 4a reports the fraction of the gradient norm that is destroyed as measured by Equa-
tion (1) for several model families: GPT2 (Radford et al., 2019), Pythia (Biderman et al.,
2023), Llama3 (Al@Meta, 2024), OLMo2 (Walsh et al., 2025), and Qwen3-Base (Team, 2025).
We use 10,000 shuffled documents from the FineWeb dataset (Penedo et al., 2024) as a
proxy for usual web-crawled pretraining datasets. We observe that the gradients are almost
completely suppressed for all model families, with ~95-99% of their norm being projected

to ker( We—r ). In Figure 4b, we report the average cosine similarity between the logit gradient

and its projection on the complement of ker(W," ), which can be framed as the part of
the gradient that is visible for all preceding parameters. We observe that most values are
comprised between 0.1 and 0.3 showing that the projection is in general mildly aligned
with the original gradient. All families follow a similar trend where both the fraction of
lost logit gradient norm diminishes as D increases. We perform a similar analysis across
intermediate checkpoints of OLMo2-1B in Appendix E to investigate the training dynamics
of these metrics, showing that they remain nearly constant throughout training.

Figure 5 directly compares the distributions of the coefficients of the full and projected
logits gradients for Llama-3.1-70B. The negative coefficient corresponding to the observed
token maintains its sign during the projection. The pattern for the first 5-10 coefficients
is strongly diminished but still correlated with the full gradient. However, the fraction
of the norm dedicated to the tail of the coefficients — corresponding to tokens that were
predicted with low probability —is more important for the projected gradient. It takes the
form of a higher variance, which can be viewed as a form of noise on the training feedback.
We perform the same analysis for Llama-3.1-8B and OLMo02-32B in Appendix D and reach
similar conclusions.

Additional results In Appendix A, we directly measure the empirical rank of the logit
gradient (Figure 7a), and report the singular value distribution (Figure 7b) for Pythia. This
shows that the logit gradient rank is nearly full across all batch sizes, but that 50-70% of the
logit gradient could theoretically be recovered using <1000 dimensions. Appendix I provides
a fine-grained token-level analysis of this distortion on a simple example, showing strong
and noticeable misalignment and exposing interesting semantic and lexical patterns.
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Figure 5: Average full and projected logits gradient coefficients, sorted by absolute values of
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plot on the left-hand side focuses on the main coefficients, while the plot on the right-hand
side zooms in on smaller coefficients. The standard deviation is reported using filled areas
around the curves.
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Figure 6: Effect of first-order updates on logits and hidden states for the language modeling
loss for different families of models.

3.4 Efficiency of the Update Direction

The training feedback suffers from a destructive compression at the output layer level,
which implies a loss of information during the backpropagation process. As a result, the
hidden states Hy and the subsequent model weights are updated based on partial views of
the training batch. This raises the question of the efficiency of optimization methods in that
setup: to what extent does descending in that compressed direction yield a decrease of the
loss on the current training batch?

We answer this question by comparing the loss dynamics for two update directions for the
logits: the first-order optimal logits gradient V| £, and the direction in logit space resulting

from updating the hidden states along their gradient, i.e. V£ - W, . In Figure 6, we extract
both directions for several trained models on batches of 1,024 tokens of Fineweb data and
compute the loss variation resulting from updating the logits by a fraction of their norm in
each direction.

For each family, Figure 6 clearly shows that updating hidden states along Vg £ is orders of
magnitude less efficient than directly updating logits along V1 £, given the same budget for
the logit update norm. Moreover, updating H along V£ is more efficient as the hidden
dimension D increases, proving that the gradient compression becomes less harmful for
update efficiency. This phenomenon is independent of model size, as the loss curves for the
1B and 1.4B Pythia models that share the same hidden dimension hyperparameter collapse
into each other. This shows that the gradient compression at the output layer of LLMs is
destructive and redirects supervision feedback energy from top components to the tail of
the gradient coefficients in the form of noise. This compression harms optimization because
the resulting compressed gradients turn out to provide much less efficient update directions
for the training loss.



Published as a conference paper at COLM 2026

4 Related Works & Discussion

Softmax Bottleneck and Alternatives Yang et al. (2018) are the first to show that softmax-
based LMs face an expressivity limitation when the hidden dimension is smaller than the
rank of the target log-probability matrix. Chang & McCallum (2022) extended this analysis,
showing that a single hidden state cannot simultaneously be close to all possible next-word
embeddings, making models unable to represent multi-mode word distributions. Grivas
et al. (2022) show that some permutations of next-token probability ordering cannot be
reached when D < V, but observe rare occurrences of such issues in LMs. To address
these expressivity limitations, several architectural alternatives have been proposed (Yang
et al., 2018; Kanai et al., 2018; Ganea et al., 2019), which all consist in breaking the softmax
function into several components to increase the logit rank. While these works focus on the
expressivity consequences of the softmax bottleneck, our work reveals a complementary
optimization perspective, harming training efficiency and potentially impeding convergence
towards expressive weight configurations.

Representation Degeneration and Gradient Flow Gao et al. (2019) identified the rep-
resentation degeneration problem in neural language generation, observing that output
embeddings tend to concentrate in a narrow high-dimensional cone when trained on large
datasets. Godey et al. (2024) link this issue to the softmax bottleneck, showing that the
emergence of such degeneration can coincide with a performance drop for small LMs. They
hypothesize that the softmax bottleneck can lead to optimization issues through unstable
dynamics when the LM head reaches a form of spectral saturation. Our findings could shed
light on these optimization dynamics. Moreover, even when the representations do not
degenerate, the gradient bottleneck effect is still limiting the amount of information that can
be backpropagated to the model.

Logit Gradient & Equilibrium Analysis Mircea et al. (2024) study the loss saturation of
Pythia models through an analysis of the logits gradients and expose a form of tug-of-war
effect between positive and negative components that harms learning. Although we do
not decompose the logits gradient similarly, we hypothesize that some connections should
be made by considering the conservation of sign patterns under the low-rank gradient
bottleneck. Finlayson et al. (2024) expose how some patterns of next-token probability
emerge through necessary token entanglement in the backpropagation process. While their
framing of the softmax bottleneck issue is connected to ours, they only consider implications
for expressivity at convergence, and they do not analyze the logits gradients dimensionality
in depth.

Toward Mitigations We conducted several preliminary experiments to mitigate the gra-
dient bottleneck without redesigning the LM head, including regularizing W, toward
orthogonality, adding an auxiliary loss penalizing misalignment between the logit update
and the full logit gradient, and using feedback alignment (Lillicrap et al., 2016). All ap-
proaches led to slower convergence. This underscores that the gradient bottleneck is not
easily patched and likely warrants architectural innovation rather than post-hoc corrections.

Discussion & Implications Our findings show that neural LMs suffer from severe gradient
compression at their output layer, which represents an inherent limitation for the training
efficiency of LLMs. We hypothesize that taking hidden dimensions into account when
computing scaling laws (Hoffmann et al., 2022) could help refine their extrapolation quality.
A more optimistic view of our work could also indicate that LMs have stronger potential
than currently believed, and that convergence speed and/or performance gains could
be obtained by better channeling the supervision signal through a better-suited logits
prediction module. Finally, while our work focuses on characterizing the problem, it opens
promising directions for innovations that better preserve gradient flow, whether through pre-
conditioning, optimization techniques, or well-suited softmax alternatives. These avenues
may offer substantial gains in training efficiency.
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5 Conclusion

We have demonstrated that the softmax bottleneck in neural language models is not merely
an expressivity limitation but a fundamental optimization bottleneck. Our theory-grounded
empirical analysis shows that 95-99% of the supervision signal is lost during backpropa-
gation through the output layer, in a transfer from informative components to the tail as
random noise. Through controlled experiments, we showed that this gradient compression
can make even trivial patterns difficult to learn as vocabulary size grows, and significantly
slows convergence in realistic 2B parameter pretraining runs. These findings suggest that
current LMs train less efficiently than they could. We hope this work inspires renewed
attention to this overlooked but critical component of language model architecture.
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A Theoretical Analysis

A.1 Setup: Notation and Loss Formulation

We express the language modeling objective in a matrix form that will allow us to analyze
both expressivity and gradient flow through the LM head.

We model language as a probability distribution P over token sequences (xt)thl, where
tokens take values in a vocabulary of size V. We observe a dataset

X = (Xst)s=1,...,8;t=1,... Ls

sampled from P, with S the number of sampled sequences and I; the length of sequence
s € [1,S]. We denote T = ) I; the total number of tokens. We decompose a language model

as a backbone @, that maps contexts to RP, and a linear layer Wy € RV *P. The standard
maximum likelihood objective for a language model (¢g, Wy) can then be written as:

£(6,%) = 3 L (1, Joge (Wogo(xs<1)) @

where (.,.) is the usual dot product, 1; is a one-hot vector in R" and ¢ denotes the softmax.
The log function is taken element-wise.

Intuitively, in Transformers, Wy € RY*P is the LM head projection and gj is the rest of the
network (i.e. below the LM head).

Fully Expressive Representations We assume that ¢y is deterministic and sufficiently
expressive so that each distinct context ¢ = x; <; can be assigned any vector 1. = @g(c) € RP
without loss of generality. Under this assumption, optimization over 0 is equivalent to
optimization over parameters {/.} and Wj.

We rewrite the conventional log-likelihood loss in matrix notation, similar to Yang et al.
(2018). Let C be the set of distinct contexts observed in X, with |C| = C, and the next-token
count vector for context ¢ € C be:

Ne =Y bcex,1x, € NV . ©)
st

where §;, € {0,1} is an indicator for boolean expression b.

Stacking these into a matrix N € R“*V and letting Hy € R“*D denote the matrix of
context representations (i.e. the representation before the LM head), the loss can be written
compactly as:

1
L=-%(N, log o (HeWy ' ))E . (4)
where (., .)F is the Frobenius scalar product on matrices defined by:

(AB)F:=) AyBj
ij

A.2 Expressivity and the Softmax Bottleneck

The classical expressivity view of the softmax bottleneck is that the LM head imposes a
rank constraint on the model’s output log-probabilities, which can prevent the model from
matching the true data distribution. We show, however, that this rank constraint does
not affect top-1 predictions, motivating a closer look at the optimization consequences in
Appendix A.3.

First, we revisit the characterization of the optimal achievable likelihood under no rank
constraints.

Informally, we are trying to match N in log space using the hidden states Hy and the LM
head Wy. However, element-wise log is not defined for null entries, which can be expected
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to be observed often in N. To allow for a direct use of log on N while avoiding complex
notations, we take advantage of the limit of x — xlogx in 0" and we extend the Frobenius
scalar product on matrices (.,.)r with

<X, 10g X>1: = leinij log Xij
ij

Proposition A.1 (Gibbs inequality). Let N denote the row-normalized version of N. Then
L > —%(N,logN}F, @)
with equality if and only if o (HgWy ") = N.

This proposition identifies the matrix of empirical conditional distributions N as the uncon-
strained optimum. However, the equality condition is typically unattainable due to rank

constraints on Hy WgT.
Proposition A.2 (Yang et al. 2018). We have

rank(HgWp') <D , rank(logo(HgWp')) <D +1 .

Proof. The first inequality is immediate. For the second, observe that for any matrix A,
each row of logo(A) equals A; — z;1, where z; is the log of the softmax denominator. This
implies that the row space is spanned by that of A together with the all-ones vector, and
thus has a rank bounded by rank(A) + 1. O

Corollary A.3 (Yang et al. 2018). We assume Vi, j, Nij > 0. The empirical minimum for Equa-
tion (4) is attainable if and only if

rank(logN) <D +1 .

This result formalizes the softmax bottleneck: even with perfect context representations, the
output layer imposes a strict low-rank constraint on realizable log-probabilities. In other
words, when D < V, the model simply cannot assign arbitrary probability distributions
over the vocabulary, regardless of how the backbone is trained.

However, this expressivity limitation does not prevent the model from correctly identifying
the most likely next token and its probability up to arbitrary precision when D > 2:
Proposition A.4. When D > 2, foralle > 0and i € [1,C], there exists H € R“*P and
W € RV*P so that:

’U(HiWT)i,argmax(Ni) - Ni,argmax(Ni)’ <e. (6)

Proof. If D = 2, we can pick rows of W as distinct points on the unit circle. We then set:
Hi = aiWarg max(x;)

arg max

with a; > 0. We clearly have:

liIn"‘i—>0 U(HiWT)i,argmax(Ni) = %

Limg, -5 40 U(HiWT)i,argmax(Ni) =1
By definition, Ni,arg max(;) € [%, 1]. Hence, by continuity of the softmax function, for all
i € [1,C] and € > 0, there exists «; that satisfies Equation (6).

For D > 2, we can work on the first two dimensions of H and W and zero-out all other
entries to reach the same conclusion. O

Therefore, even though the low-rank constraint limits the model expressivity, the set of
reachable top-1 probabilities is not constrained, and the overall behavior of the language
model is theoretically unaffected for greedy decoding. This means that the softmax bot-
tleneck cannot be fully characterized as an expressivity issue alone, and motivates us to
examine it through the lens of optimization dynamics.
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A.3 The Gradient Descent Viewpoint

Our analysis shows how the softmax bottleneck affects training, not just expressivity. The
key insight is that backpropagating through the LM head compresses the gradient from V
dimensions down to at most D dimensions, discarding the majority of the training signal.
We formalize this by tracking how the logits evolve under gradient descent, and showing
that the resulting update direction is fundamentally misaligned with the logit gradient
whenever D < V.

Recall that the logits (i.e. the activations after the LM head projection, but before the softmax)
are given by

Lg=H;(Wg)" ,

where T denotes the gradient descent iteration. Understanding how the logits L§ € REXV
evolve is crucial, because the loss depends on 6 only through the induced probability matrix

P =o(Lf) € RE*V.

Logit Dynamics Under Gradient Descent Let Pj = ¢(Lj), and define the empirical
context frequency

fim S
The LM head update with learning rate 7 is given by
Wi = Wi =+ (P = N) T diag(f)Hj -
Effective update direction. For convenience, we define the rescaled logit update
1
torp
U

By construction, Aj is a sum of two matrices whose ranks are upper-bounded by D, which
implies that

AY =

rank(Ag) <2D . @)

As a consequence, however large V may be, the actual global logit update is at most rank
2D. By contrast, if the logits were optimized directly, i.e. if we performed gradient descent
on the logit matrix taken as a parameter, the first-order optimal update direction in the limit
1 — 0 would be given by the logit gradient

VLL(67,X) = diag(f) (P — N) . ®)

The central question is therefore: under which conditions can the actual update direction Aj
induced by gradient descent (Equation (7)) match the logit-optimal direction (Equation (8))? An-
swering this question requires analyzing the structure and rank properties of (Pf — N).

Rank of the Prediction Error We begin by identifying contexts for which the empirical
next-token distribution is degenerate.

Proposition A.5. Consider the set of contexts
Cu = {x5/<t | Nxs,t = 1xs,t}
for which the empirical next-token probability is concentrated on a single token. Let

Cllu — {xs,t

X5,<t S Cu}

CxV

denote the set of corresponding unique next tokens. For any P € (0,1)“*", we have

rank(P — N) > min(|C**|,V — 1) := D*(N) .
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Proof. We introduce P* and N*, where we extract rows that correspond to C* from P and N.
As P;j €]0,1], we have:

<0 lf] = Ws

> 0 else.

(" _Nu)ij{

We also note that B _
Y (P—N");j=) (P-N)j=1-1=0
i j
Let us now have P** and N"¥ by extracting columns from P* and N" that correspond to

C'"*, We thus notice that N"# corresponds to the identity I |cuu| Up to a permutation of rows.
We thus rearrange the rows of P** and N*# so that N"* = | cwr| Without loss of generality.
This implies that
R <0ifi=j
pun _ Kuny..
( )i > 0 else.

As we only removed columns where coefficients of (P* — N*) were positive, we also have

[ < 0 [CH] <V
LN )”{:Oif|C””|:V

If |C**| = V, then (P"* — N'"") is a square matrix without null coefficients, whose rows sum
to 0, and where only diagonal terms are negative. It is thus analogous to the Laplacian of a

fully connected graph with V vertices, and has rank V — 1. Else, then (P** — N"") is strictly
diagonally dominant, and is full-rank by Gershgorin’s circle theorem. As (P** — N"") is a
submatrix of (P — N), we have

rank(P — N) > rank(P"" — N**) = min(|C**|,V — 1)
O

Informally, this says that as long as many distinct tokens each appear as the unique observed

continuation of some context, the prediction error matrix (P — N) has rank close to V for
any P.

In natural language, it is reasonable to expect that most tokens appear at least once in a
context where the observed continuation is unique in the training set, especially for long
sequences. Some continuations are even constrained by the language distribution, e.g.,
earth following down-to-. This motivates the hypothesis that in practical language modeling
setups [C*| ~ V, or at least |C*"| > D. We corroborate these arguments with experimental
observations in Appendix B.

Mismatch Between Ideal and Realizable Updates Combining the rank lower bound on
(Pf — N) from Proposition A.5 with the rank upper bound on the logit update direction A
from Equation (7), we can now quantify the inevitable gap between the actual update and
the logit gradient. We measure this gap in terms of minimal Frobenius distance. In practice,
the observed A] and (P§ — N) could have different norms; nevertheless, a general lower
bound on the Frobenius distance holds through any rescaling of the logit update. Hence, the
following result implies that the directions of the logit gradient and the logit update cannot
be aligned.

Proposition A.6 (Update direction residual). If D*(N) > D, then

DH(N)

), >0,

i=2D+1

185 = (P = N)|[F >

where ||.||f is the Frobenius norm and ¢; are the singular values of (P{ — N) in decreasing order.

17



Published as a conference paper at COLM 2026

Proof. This is a direct application of the Eckart-Young—Mirsky theorem. O

In other words, whenever the logit gradient has intrinsic rank exceeding 2D, which Proposi-
tion A.5 shows to be the typical case, no gradient descent step through a rank-D LM head

can match it. The missing components correspond to the tail singular values of (P} — N),
and the bound worsens as D decreases. In that sense, the LM head is a gradient bottleneck.

A.3.1 Stochastic gradient descent

One might hope that stochastic gradient descent (SGD) mitigates this issue: mini-batches

see only a subset of contexts, so the effective N within a batch could in principle have
lower rank, relaxing the bottleneck. This is not the case though. The high-rank structure of
the logit gradient persists throughout training in the SGD setting.

Notation. Consider a batch B € P([1,S]), where we recall that S is the number of se-
quences in our observed dataset X, and P is the power set operator. This batch contains
contexts Cp € P(C), and we note |Cg| = Cp.

We extract all batch-level objects that are relevant to the mini-batch optimization problem.

Let NB and NP be the in-batch context-token count matrix and its row-normalized version,
and (Pj)p the matrix extracted from Pj by retaining rows corresponding to contexts in Cp.

Proposition A.5 naturally extends to this case, by considering batch-level instead of dataset-
level objects.

Corollary A.7. Consider the set of contexts

C;: = {XS,<1‘ | NJE, = 1xs/t}
for which the batch-level empirical next-token probability is concentrated on a single token. Let

CZL = {x

xs<t € Cl'}

CBXV

denote the set of corresponding unique next tokens. For any P € (0,1) , we have

rank(P — Ng) > min(|Cj*|,V — 1) := D"(Np) .

We note that both Proposition A.5 and Corollary A.7 rely on the fact that the softmax function
o outputs in (0,1). The result gives a bound that holds under any precision assumption and
attaches to each context an explicit critical radius within which it contributes to the rank.

Proposition A.8. Let Cg" be a set of contexts c that:

* have a unique next token x. in the batch I8 while having several observed next tokens in the
dataset X; ~
e aresuch that (Ncx,, ) c,clecy is analogous to the adjacency matrix of a connected graph;

o satisfy ||(PF)c — Nelleo < 7c, where re := 1 — Noy,.

Then
rank((P§)g — N¥) > min(|Cg"|,V — 1) := DB(N) .

Proof. By the definition of C};, each context ¢ has a unique and distinct next token x. in batch
B while having multiple possible next tokens in dataset X. For such a context, N5, = 1 and
NB =0fori # x..

We first show that the radius condition ||(Pj). — Nelleo < 7e, with 7o = 1 — N, forces the
row c of (P§ — NB) to preserve the sign pattern of the corresponding row of (N — N5). At

the batch token i = x., we have (N — NB)., = N.. —1 < 0, and the radius condition at
coordinate x. gives

(P()T)C,xc < Nc,xg +re=1,
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s0 (Pf — NB)cx. = (Pf)cx. — 1 < 0. Atany other token i # x, both (N — NB).; = N,; > 0
and (P; — NB )ei = (P§)c,i > 0. The two rows therefore share the same sign pattern, with a
strictly negative diagonal entry.

Following the construction in Proposition A.5, we extract the rows Cj; and the columns
corresponding to the distinct unique batch tokens. Since these tokens are distinct by
assumption, we obtain a square submatrix M of size |C};| x |C}|, whose diagonal entries are
strictly negative and whose off-diagonal entries are nonnegative. Since the rows of P;y sum
to 1, the off-diagonal mass of —M on row c satisfies } ;. (Pj)ci = 1— (P )cx, = [Mex,|-

If |C}| = V, the connectivity assumption ensures —M is analogous to the Laplacian of a
connected graph, yielding rank V — 1. If [Cj| < V, at least one retained token is absent
from the extracted columns, so the corresponding row of —M has a strictly dominant
diagonal; the same argument as in the proof of Proposition A.5 establishes strict diagonal

dominance, hence full rank |Ci%| by Gershgorin’s circle theorem. Therefore rank(Pf — N By >
min(|Cg|, V —1). O

Corollary A.9 (Uniform-radius form). Let ¢ := min ccgu re. [f maxceegn || (Pg)e — Nelloo <
e, then the bound of Proposition A.8 holds.

Proposition A.8 indicates that when the model predictions Py are within a given radius to

the empirical data distribution N, the first-order optimal logit update direction for batch B
is high-rank and the actual logits update is therefore suboptimal, by the same mechanism as

in Proposition A.6. Informally, the in-batch empirical probability N2 is likely to be sparse
even in contexts ¢ where the global empirical probability N, is dense. However, (Pf). is
not batch-dependent, so when (P ). globally converges towards N, it is still compared to a

sparse N2 at batch level. We can thus use similar arguments to Proposition A.5 to conclude
about the rank of the logit gradient.

Corollary A.10. We assume that the model’s parameters 6 are such that
VB,|Cl >V -1 .

Then, we have:

||Af39— ((PJ)B—NB)HF >

where g; are the singular values of (Pf )g — N B in decreasing order.

Taken together, Proposition A.8 and Corollary A.10 show that the gradient bottleneck is
not an artifact of full-batch training: at any stage for which enough contexts fall within
their critical radius, mini-batch gradients are high-rank and the rank-D LM head remains a
fundamental obstacle.

Empirical Critical Radius We estimate the critical radii r. on natural language to assess
how easily contexts satisfy the condition of Proposition A.8 in practice. Since r. = 1 — N,
depends only on the full-data next-token distribution N, and the batch continuation x., we
approximate N with the predictions of Llama-3.1-70B (Al@Meta, 2024), which we take as a
proxy for the true data distribution, and sample batch continuations from FineWeb (Penedo
et al., 2024). We then compute r. for each observed context. We find an average critical
radius of 0.53, with 25% of in-batch contexts exceeding 0.95. The radii are thus large
for a substantial fraction of contexts, so the tolerance in Proposition A.8 is loose: many
contexts contribute to the rank even when the model predictions are far from the batch
continuation. Since reaching the bound requires only V — 1 such contexts, and pretraining
batches typically contain one to two orders of magnitude more tokens than vocabulary size
V, the condition is met throughout training.

The weakness of the connectivity condition in Proposition A.8 is justified for natural lan-
guage because special and frequent tokens should often have non-null probability and thus
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behave similarly to high-degree vertices. Many next-token probability distributions should
also have relatively high entropy and increase connectivity. We provide empirical elements
to back these arguments in Appendix B. In practice, for batches containing 10° — 107 tokens,
the number of positive-entropy contexts that appear only once should not be greatly inferior
to V.

Alternative LM Heads One might also wonder whether replacing the standard softmax
with a more expressive output layer, as proposed in past work to address the expressiv-
ity bottleneck, resolves the optimization issue as well. We show that it does not. Past
work (Yang et al., 2018; 2019; Ganea et al., 2019) has proposed alternatives to the softmax
layer to improve the expressivity of models in terms of output probabilities. These alterna-
tives break down the LM head into several components before recombining outputs, which
theoretically boosts the maximum rank of the output log-probabilities. However, the pro-
posed alternatives theoretically fail to address the softmax bottleneck from the optimization
perspective. Indeed, if we consider any mapping gy(Hy) = Lg, then

VuL(0", X) = diag(f)(Py — N)Js(Hp) , ©)

where the Jacobian J¢(Hp) is rank D at most. The optimization process is thus limited —
in the first-order — by the same effect we described in the softmax case, regardless of the
specific choice of g.

Nevertheless, even though Hy never benefits from a complete view of the loss gradient in the
logits, some functions ¢ may provide less lossy compression through J,, potentially through
pre-conditioning or regularization. Such alternatives would not target full expressivity, but
rather aim to preserve gradient flow through LM heads. We leave the exploration of such
methods for future work.

Empirical Validation of the Theory The theoretical results above hint to the fact that logit
gradients are near full-rank in practice. We verify this directly: we estimate the empirical
ranks of the logits” gradients of the Pythia models (Biderman et al., 2023) in Figure 7a, by
measuring them on data taken from the Pile (Gao et al., 2020). We obtain their empirical
ranks by counting non-null (>>1e-6) diagonal R values in their QR decomposition.

We also study the relevance of the bounds in Proposition A.6 and Corollary A.10. In Fig-
ure 7b, we measure the number of SVD components required to approximate the logit
gradient as the tolerated approximation error increases, for various batch sizes. Although
70% of the gradient can be expressed with less than 1,000 components, almost exact approx-
imation (up to 99.9%) requires an increasing number of components as we add tokens in
the batch, with up to 30,000 components for our maximal batch size (500,000 tokens). This
confirms that the singular value spectrum is genuinely broad and the theoretical bound of
Proposition A.6 is non-vacuous.

B Empirical Justifications for Assumptions

This section reports basic experiments that help justify the assumptions made in Proposi-
tion A.5 and Proposition A.8 for natural language data.

In Figure 8, we compute basic statistics about unique tokens and contexts in batches of
Fineweb documents. The results indicate that nearly all observed contexts are unique, and
that most tokens appear at least once for batches of usual sizes (up to a few million tokens).
This suggests that the bound in Proposition A.5 should take high values, as unique contexts
made of tokens spanning most of the vocabulary lead to bigger C** sets.

In Figure 9, we measure the next-token entropy distribution for Llama-3.1-8B on Fineweb,
as a proxy of N. These results indicate that this distribution has relatively scattered support,
with a non-negligible number of contexts resulting in entropy levels > 5. Following the

connection made in Proposition A.8 between N and adjacency matrices, these contexts are
likely to act as highly connected vertices, boosting the connectivity of the underlying graph.
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Figure 7: Empirical and effective rank of the logit gradient V1 £ as a function of batch size.
(a) Empirical rank across Pythia model sizes, measured on the Pile (Gao et al., 2020) via QR
decomposition. (b) Number of SVD components required to reconstruct V£ up to a given
fraction of its total norm (color), for Pythia-1B.
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Figure 8: Unique tokens/contexts count as batch size increases. We use the SmolLM2
tokenizer on Fineweb documents.

C Comparison with the Optimal Rank-D Projection

Proposition A.6 and Corollary A.10 establish that any rank-D projection of the logit gradient
is lossy, but do not indicate whether the 95-99% norm loss measured in Section 3.3 is
inherent to rank-D compression or specific to the LM head. To separate these effects, we

1.4 1

0.0 -

0 2 4 6 8
Next-token Entropy
Figure 9: Next-token entropy distribution for Llama-3.1-8B on Fineweb documents.
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Figure 10: Compression of the logit gradient under three rank-D projections, for the Pythia
family, as a function of D/ V. (a) Fraction of the gradient norm captured by the projection. (b)
Cosine similarity between the projected and original gradients. The null-space projection of
the trained LM head (Learned) closely matches a random projection (Random) on both metrics,
while the optimal projection from the top-D singular directions (SVD) is considerably less
destructive.

compare three projections of the logit gradient onto a D-dimensional subspace: the null-
space projection induced by the trained LM head (Learned), a random rank-D projection
(Random), and the optimal rank-D projection given by the top-D singular directions of
the logit gradient (SVD). The optimal projection is the one minimizing the norm loss, and
provides a lower bound on what rank-D compression can achieve.

Since the logit gradient depends on the tokenization and on the model predictions, no single
value characterizes these quantities across models, and we only report them for the Pythia
family (Biderman et al., 2023) in Figure 10. We measure both the fraction of the gradient
norm retained after projection and the cosine similarity between the projected and original
gradients, as a function of the ratio D/ V.

Figure 10 shows that the LM head behaves like a random projection rather than the optimal
one. The Learned and Random curves are nearly indistinguishable across the range of D/V,
on both metrics: they retain 95-99% of the norm in the null space (i.e. preserve only 1-5%)
and reach a cosine similarity of 0.15-0.32. The SVD projection is markedly less destructive,
retaining 50-70% of the norm and reaching a cosine similarity of 0.63-0.80 over the same
range. A substantial fraction of the discarded signal is therefore recoverable by a rank-D
operator in theory, but in practice the LM head behaves like any random operator and
compresses the logit gradient suboptimally.

D Analysis of the Gradient Compression

In Figure 11, we report additional results for the experiment led in Section 3.3 for Llama-
3.1-8B and OLMo02-32B. We reach similar conclusions as for Llama-3.1-70B, namely that
the main components of the gradients are smoothened by compression, and the tail of
coefficients is noisier after projection.
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Figure 11: Average full and projected logits gradient coefficients, sorted by absolute values
of the full gradient. The gradients are taken for Llama-3.1-8B and OLMo02-32B on Fineweb
documents. The plots on the left-hand side focus on the main coefficients, while the plots
on the right-hand side zoom in on smaller coefficients. The standard deviation is reported
using filled areas around the curves.

E Training Dynamics

In Figure 12, we report the same metrics as in Figure 4 along training for OLMo-2-1B (Walsh
et al., 2025). For each intermediate checkpoint, we compute the null space of W, , and we
then measure both the fraction of projected norm and the cosine similarity between the
original and projected gradients, using FineWeb samples. Overall, the metrics are stable
throughout training, with two noticeable exceptions:

¢ In the first few billion tokens, the compression slightly worsens to reach a plateau
that it sustains throughout training;

¢ During the midtraining phase, a slight improvement in both compression metrics
occurs. This coincides with both a change in the training data distribution and a
learning rate decay to 0, which makes it unclear what caused this transition.

Even though this effect is minor, we leave further exploration for future work.

F Downstream Evaluation — Detailed Results

In Table 2, we provide a detailed report of zero-shot performance of our rank-constrained
models along training. We observe that, despite some benchmarks being more prone to
variance effects, the overall trend favors models with higher values of D. We also report a
graphical visualization in Figure 13 to facilitate analysis.
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D | ARC-C ARC-E HellaSwag PIQA  SciQ  OpenBookQA  Lambada| | Avg.  Avg. (weighted)

5B tokens
32 23.63 42.21 33.17 60.88  50.40 30.20 593.70 40.08 39.22
64 25.77 45.50 34.57 62.62 60.50 31.80 186.90 43.46 41.46
128 26.96 51.30 36.31 64.36 66.60 34.00 104.50 46.59 43.96
256 28.24 52.23 37.39 64.58 69.30 33.40 70.99 47.52 4493
512 27.82 53.41 37.66 62.68 72.90 32.40 62.47 47.81 45.06
1024 28.84 52.02 38.65 66.05 72.40 31.80 56.16 48.29 46.01
2048 28.84 55.09 38.64 66.16 73.70 31.60 55.75 49.01 46.50
4096 29.10 53.79 38.87 66.54 72.40 32.60 54.39 48.88 46.49
8.5B tokens
32 26.11 43.43 34.99 60.72 5320 32.20 496.49 41.77 40.74
64 27.22 47.52 36.90 6447  61.80 31.20 162.42 44.85 43.48
128 26.54 52.06 37.63 64.74 67.50 35.80 85.05 47.38 44.92
256 27.90 54.80 38.80 66.21 73.10 32.80 59.74 48.94 46.49
512 27.73 52.95 39.65 66.21 72.90 34.60 52.77 49.01 46.75
1024 28.41 55.39 40.90 66.32 73.40 32.40 45.46 49.47 47.79
2048 31.40 55.85 41.09 66.87  74.10 33.60 45.50 50.48 48.31
4096 29.69 56.10 41.78 67.36 72.40 35.80 45.23 50.52 48.67
11B tokens
32 25.94 44.19 35.70 61.86  52.90 31.60 406.56 42.03 41.37
64 28.58 47.52 37.69 64.09 61.00 32.20 129.72 45.18 43.92
128 26.28 50.38 38.48 64.85 64.40 33.20 73.17 46.27 4493
256 28.75 54.92 39.81 67.03 71.70 32.20 47.94 49.07 4717
512 30.29 54.59 40.99 66.59 69.70 33.20 43.29 49.23 47.72
1024 29.86 55.77 4141 67.79 73.80 33.60 38.06 50.37 48.52
2048 30.20 55.18 42.11 67.79 73.80 34.00 37.58 50.51 48.86
4096 31.06 56.52 42.64 68.72 71.30 34.40 37.27 50.77 49.41

Table 2: Benchmark scores grouped by training tokens (5B, 8.5B, 11B) and ordered by
effective hidden dimension D. We report both weighted and unweighted averages.
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G Experimental setups

G.1 SpamLang Experiments

We report hyperparameters for SpamLang experiments in Table 3. Additionally, our initial
experimentations on the impact of weight decay on the training dynamics showed minimal
impact. We ran experiments for D = 32,768 using a learning rate of le-4, and obtain final
losses within the [0.2,0.4] range.

Hyperparameter Value

Num. Layers 30

Head Dimension 64

Num. Attention Heads 9

Num. KV Heads 3

Hidden size 576
Intermediate size 1536
Precision Mixed (bfloat16)
Sequence Length 64

Batch Size 128

Total Training Steps 5000
Warmup Steps 500

Weight Decay 0.01
Optimizer AdamW
Adam B4, B2 (0.9, 0.95)
Adam e 1x 1078
Learning Rate Schedule Cosine Decay
Gradient Clipping 1.0

Table 3: Training hyperparameters used for the SpamLang experiment. Experiments were
run on single A6000 NVIDIA GPUs.

Additionally, we provide a side-by-side comparison of our learning rate and vocabulary
size sweeps in Figure 14.
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Figure 14: Final validation loss for 106M (non-embedding) parameter Transformer models
trained on the SpamLang synthetic language for various vocabulary sizes and learning rates.
We report untied and tied embedding setups, and observe no strong effect from this hyper-
parameter choice. The hidden dimension is set to 576 for all models.

G.2 Pretraining Experiments

We report hyperparameters for our pretraining experiments in Table 4. We perform the
decay phase of the WSD schedule at 3 intermediate steps:

* After 80,000 steps, where we decay for 5000 steps;
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e After 120,000 steps, where we decay for 10000 steps;
¢ After 170,000 steps, where we decay for 10000 steps.

We adjust the decay length to remain within a 5-10% ratio of the total training steps. For
every model, the decay phase is performed on the same data as the stable phase. We observe
considerable performance gains during the decay phase, as reported in Hu et al. (2024).

Hyperparameter Value
Num. Layers 6

Head Dimension 128
Num. Attention Heads 32
Hidden size 4096
Intermediate size 16,384
Weight Tying No
Precision Mixed (bfloat16)
Sequence Length 512
Train Batch Size 128

Total Training Steps 170,000
Learning Rate 3x107*
Warmup Steps 2000
Cooldown Steps 10,000
Weight Decay 0.1
Optimizer AdamW
Adam B1, B2 (0.9, 0.95)
Adam € 1x10°8
LR Schedule Warm-up Stable Decay (WSD)
Decay Type Cosine (5-10%)
Gradient Clipping 1.0

Table 4: Training hyperparameters used for the pretraining experiments with constrained
heads. Experiments were run on B200 GPUs, totaling ~760 hours.

H Attempted Mitigations and Negative Results

The analysis of Appendix A suggests that alleviating the gradient bottleneck requires an
output operator that is simultaneously expressive in the forward pass and non-compressive
in the backward pass. This double constraint is difficult to satisfy: as shown in Equation (9),
any operator gy with a rank-D Jacobian reproduces the same first-order limitation, so a
mitigation must either decouple the forward and backward operators or actively steer the
LM head toward the dominant directions of the logit gradient. A further difficulty is that
this target is non-stationary: the top singular directions of V1 £ evolve as training proceeds,
so an operator aligned with them at step T carries no guarantee at step T + 1.

We report here the mitigations we attempted with this double constraint in mind. We em-
phasize that these are preliminary: none was explored thoroughly enough to be conclusively
ruled out, and we present them as negative results to document the difficulty of the problem
rather than to disqualify the underlying ideas. Across all variants, we observed both slower
convergence and a higher final loss relative to the unmodified baseline.

Frobenius-orthogonality regularization. The signal discarded by the LM head is the
component of V[ £ that falls in ker(W," ). We therefore added a penalty encouraging the
null space of Wy to be orthogonal to the logit gradient. Under this objective, the best
available configuration is one whose null space aligns with the bottom V — D singular
directions of V1 £, which would amount to continuously capturing the top-D directions
over training. In practice the regularization did not induce this behavior at a strength
compatible with stable optimization, and increasing its coefficient degraded convergence.
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Logit-update alignment loss. We simulated a first-order update of the hidden states and
measured the induced displacement in logit space, then trained the LM head to minimize
the gap between this displacement and the first-order optimal logit gradient. This can be
read as a low-rank reconstruction objective for V1 £, whose optimum again requires the
LM head to capture the top-D singular components. Empirically, as the coefficient of this
term increased, the penalty was minimized primarily by rescaling the norm of the LM head
weights rather than by improving alignment, which reduced training efficiency.

Learned backward operator. Rather than regularizing the head, we replaced the backward
operator W, by a separate learned matrix, optimized for the loss resulting from the induced
first-order updates together with auxiliary reconstruction terms. Decoupling the forward
and backward operators removes the rank constraint on the backward pass by construction,
but the resulting updates need not be compatible with the forward geometry of the head:
propagating a high-rank signal is of no benefit if the corresponding hidden-state updates
do not decrease the loss. In our runs this manifested as high training instability and poor
convergence.

Direct Feedback Alignment. A related approach freezes a random backward operator,
following Direct Feedback Alignment (Nekland, 2016). This is attractive in our setting
because DFA incentivizes the forward LM head to converge toward the pseudo-inverse of
the fixed backward operator, which could in principle yield a well-behaved head whose
backward pass is not rank-limited. In practice it exhibited the same instabilities as the
learned-operator variant and did not converge to a competitive solution within our budget.

Logit-space margin loss. Finally, we added a hinge loss in logit space penalizing a small
gap between the logit of the observed token and the remaining logits. The gradient of
this term is defined directly in logit space and is therefore not itself subject to the rank-
D compression of the standard cross-entropy signal. However, we were unable to find
a combination of loss coefficient and margin value that improved training dynamics or
downstream performance over the baseline.

In summary, the interventions we tried either failed to steer the LM head toward the
dominant directions of the logit gradient at a stable optimization strength, or decoupled
the backward pass at the cost of forward-backward compatibility. We read these negative
results as evidence that the bottleneck is not readily removed by auxiliary losses or post-
hoc modifications of the standard head, and that addressing it likely warrants dedicated
output-layer designs, which we leave to future work.

I Gradient Compression Example

In Figures 15 to 17, we display the strongest coefficients (in absolute value) of the gradients
projected on the null space of the LM head for target tokens “Wayne”, “May” and “1907” in
the sentence “John Wayne was born on May 26th, 1907.”. We also report the logit gradient
coefficients as a comparison point. The models are taken from the GPT-2 suite (Radford
etal., 2019).
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Figure 15: Most important gradient coefficients ranked by post-projection highest absolute
values (normalized). The sentence is “John Wayne was born on May 26th, 1907.”, where the
target token for this specific gradient is bolded.

29



Published as a conference paper at COLM 2026

10! ] I original gradient
1073 4 I projected gradient

gradient value (symlog)
1
=3
o

oy wad W o) cod o 6“‘?’\4@’\3\’;@““& oY e et gt o ot

(a) GPT2-Small

100 g
10_; 1 B original gradient
1071 mm projected gradient
10-3 4 proj [¢]

10*4 4
1075 4
10*6 4
1077 4
_188 3
—-1077 1
—1076 4
—-10-5 1
~10-4 4
—-1073 1
~10-2 1
_10—1 4

Z100 4 R

G‘r\a‘l wey G"‘Pﬁ oy 6«\@‘16 \K\Q‘\‘G@\a‘la b 6"‘&‘65“6\\ Gca(\e‘(\‘\g“‘ ot 6\\,(\6 “\do

gradient value (symlog)

(b) GPT2-Medium

107 ] m original gradient
10-3 | I projected gradient

gradient value (symlog)
1
oNie
Jﬁ‘

ey wed ‘(,V’\P:( o -6«\3\1G‘p\a‘!"(’@g‘!"‘:\a\!‘\e‘“@,\\g‘\‘ o ot et \mﬁ‘c «\-\QV\‘
[©)

(c) GPT2-Large

100 g
I original gradient

1072 m projected gradient

gradient value (symlog)

T —

W Gma‘ieg\a‘!"@,{\q“‘ P el B ot st g e

(d) GPT2-XL
Figure 16: Most important gradient coefficients ranked by post-projection highest absolute
values (normalized). The sentence is John Wayne was born on May 26th, 1907., where the
target token for this specific gradient is bolded.
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Figure 17: Most important gradient coefficients ranked by post-projection highest absolute
values (normalized). The sentence is John Wayne was born on May 26th, 1907., where the
target token for this specific gradient is bolded.
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Figures 15 to 17 show very distinct patterns that let us better understand how the bottleneck
affects the shape of the training feedback provided to the backbone. Overall, we observe
that in all cases, the projected gradient is poorly aligned with the original gradient. Even
though the strongest coefficient always coincides with the observed ground-truth token, we
notice a clear distortion of the signal for the rest of the tokens. We do not observe strong
high-level differences across model sizes for these specific examples.

In Figure 15, where “Wayne” is the target token coming after “John”, we notice that tokens
that are differently related to the form “Wayne” are associated to a non-negligible negative
projected gradient coefficient. Notably, part of the training feedback is reinforcing tokens like
“Rooney” (as in the football player Wayne Rooney), “Bruce” /”Robin” /" Arkham” (as in the
Batman comics), or “Detroit” /*Michigan” (Wayne is a suburb of Detroit, Michigan (United
States)). Across all model sizes, we also notice that subtokens and/or script variants of
“Wayne” carry almost as much gradient as the target token, which is reminiscent of Finlayson
et al. (2024).

In Figure 16, where “May” is the target token coming after “John Wayne was born on”, we
notice a similar effect, where gradient coefficients are scattered across typographical variants
of “May”, and other months which would be semantically valid in this context. We also
notice that tokens that are semantically close to the verb “May”, such as “Shall”, “Can”,
“Might”, or “Must”, are reinforced. Finally, tokens that are only lexically close to “May”,
such as “Mayhem” or “Maya”, also absorb part of the gradient.

In Figure 17, where “1907” is the target token coming after “John Wayne was born on May
26th,”, we observe that the tokens with the highest gradient values besides “1907” corre-
spond to other years that are close to 1907. We also observe that some tokens that seem

77

unrelated to 1907 appear in the top values, such as “metry”, “amon”, or “Continued”.

In conclusion, the weight of the top component of the original gradient is transferred to
tokens that are generally related to the target token. However, this entanglement of the
training signal is not very meaningful as it seems to be non-contextual and mixes different
meaning of the same word form (e.g. May — Might). It also hampers the clarity of the
training signal: it dilutes precise feedback (e.g. 1907) into broader categories (e.g. years
surrounding 1907) or noise (e.g. “metry”).
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