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Abstract

Truly proactive Al systems must anticipate what we will do next. This
foresight demands far richer information than the sparse signals we type
into our prompts—it demands reasoning over the entire context of what we
see and do. We formalize this task as next action prediction (NAP): given
a sequence of a user’s multimodal interactions with a computer (screen-
shots and, when available, I/O), predict that user’s next action. Progress
on this task requires both new data and modeling approaches. To scale
data collection, we annotate longitudinal, naturalistic computer use with
vision-language models. We release an open-source pipeline for performing
this labeling on private infrastructure, and label over 360K actions across
one month of continuous phone usage from 20 users, amounting to 1,800
hours of screen time. We then introduce LongNAP, a user model that com-
bines parametric and in-context learning to reason over long interaction
histories. LongNAP is trained via policy gradient methods to generate user-
specific reasoning traces given some context; retrieve relevant traces from a
library of past traces; and then apply retrieved traces in-context to predict
future actions. Using an LLM-as-judge evaluation metric (0-1 similarity to
ground truth), LongNAP significantly outperforms supervised finetuning
and prompted baselines on held-out data (by 79% and 39% respectively).
Additionally, LongNAP generalizes to held out users when trained across
individuals. The space of next actions a user might take at any moment
is unbounded, spanning thousands of possible outcomes. Despite this,
17.1% of LongNAP’s predicted trajectories are well-aligned with what a
user does next (LLM-judge score > 0.5). This rises to 26% when we filter to
highly confident predictions. In sum, we argue that learning from the full
context of user behavior to anticipate user needs is now a viable task with
substantial opportunity.

1 Introduction

Language models today are reactive because they are restricted to seeing us through a
narrow keyhole. They see our prompts to follow instructions (Ouyang et al., 2022) and
construct memories to make sense of them (Packer et al., 2023). But they know nothing of
what brought us to them in the first place. Truly proactive Als should instead understand
us deeply, reasoning over a broad history of our past interactions with our devices (not just
our past prompts!) to forecast what we need before we ask.

We formalize this goal as a concrete prediction task we call next action prediction (NAP):
given a sequence of the user’s multimodal interactions with a computer (screenshots,
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Figure 1: Predictions from LongNAP are generated in a two-phase process. First, Long-
NAP Reasons to Retrieve: conditioned on what the user sees now (a set of paper reviews),
LongNAP generates a trace and uses it to retrieve past traces. With retrieved traces, Long-
NAP Reasons to Predict: generating a revised trace, adding it back to memory, and then
predicting the next steps a user might take. The prediction is compared against a ground
truth (LLM-as-a-judge reward), then optimized with GRPO (Shao et al., 2024b).

keystrokes, clicks), predict that particular user’s next action. For example (Fig. 1), consider a
researcher who receives a notification, checks their email, then reads a set of paper reviews.
A good next action predictor should be able to reason over this sequence, and over what it
knows about the user’s past habits, to predict that the user will: look through outstanding
experiments, then message their coauthors to divide up revisions. Armed with NAP, an
assistant could schedule meetings or queue up experiments for a user proactively.

Collecting the right data is a prerequisite for progress on this task. Learning accurate models
will require large, naturalistic datasets of low-level behavior traces. However, asking users
to annotate everything they do is both impractical and expensive. We address this through
passive supervision. Rather than instructing users to complete specific tasks, we simply
observe what they naturally do on their devices, and annotate traces post-hoc using a vision
language model (VLM) pipeline. We annotate a dataset of month-long phone use from 20
users, yielding over 360K actions over 1.8K hours of screen on-time. We release this passive
collection pipeline, NAPsack, as an open source package for users to install for themselves.

With a dataset in hand, how should we train models that reason effectively over these
long, multimodal interaction histories? A natural approach is finetuning LLMs that already
exhibit social reasoning capabilities (Gandhi et al., 2023; Ziems et al., 2024) on user patterns.
However, parametric models struggle with latent learning—retaining information that has
no immediate relevance but becomes useful later (Lampinen et al., 2025; Chan et al., 2022).
Weight updates also require substantially more data than in-context learning to encode new
patterns (Brown et al., 2020; Bertsch et al., 2025). Placing all of a user’s interaction history
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into context is equally impractical, as indiscriminately including everything introduces
noise that degrades performance (Liu et al., 2024).

Rather than relying solely on parametric or in-context learning, we train models that learn
to retrieve relevant past reasoning and observations into context, allowing them to leverage
strong in-context learning capabilities during the training process. We instantiate this insight
in a two-stage model we call LongNAP (Long-context Next Action Predictor), trained end-
to-end via policy gradient algorithms. In the first phase, LongNAP reasons to retrieve: the
model reasons about what the user is currently doing, then uses that reasoning to search
a memory of past observations and inferences. For example (see Fig. 1), seeing that the
user just opened difficult paper reviews, LongNAP might retrieve a reasoning trace that
it previously generated, noting that the user will message coauthors to divide work. In
the second phase, LongINAP reasons to predict: the model integrates retrieved traces to
refine its reasoning and predict future actions. Traces that lead to good predictions are saved
back into memory, so the library improves over time. To score predictions, we introduce a
temporal reward: since we can simply wait and see what the user actually does, we use an
LLM-as-a-judge to measure semantic similarity between predicted and actual future actions.
This lets us optimize both stages end-to-end through policy optimization.

In our evaluations, we show that LongNAPs successfully predict future actions when
trained on data from a single user, significantly outperforming supervised finetuning (by
79%) and prompted baselines (by 39%). In addition, we show that LongNAPs can generalize
to entirely new users when trained on multiple users, again outperforming baselines (by
13% over our best baseline—a few-shot prompted, closed-source model). The space of next
actions a user might take at any moment is unbounded, spanning thousands of possible
outcomes. Despite this, 17.1% of LongNAP’s predicted trajectories are well-aligned with
what a user actually does next (LLM-judge score > 0.5 on a 0-1 scale). This rises to 26%
when we filter to highly-confident predictions.

In sum, we contribute LongNAP: a model that retrieves and reasons over rich, multimodal
interaction histories to predict what a user will do next; and NAPsack: a pipeline that
passively annotates naturalistic behavior traces with VLMs, requiring no active user effort.
We show that LongNAPs exhibit strong single-user and moderate cross-user generalization;
and conclude by discussing privacy and ethical considerations. Together, our work makes
progress towards training personalized, proactive Al for the individual user.

2 Next Action Prediction

We formalize the next action prediction task and walk through a concrete example. NAP re-
quires operating over a temporal stream of user interaction events £ = {ey,ey,...,er},
where each event e = (ay,I;) consists of an action a4; and optional visual observa-
tions I;. Actions are at the granularity of tasks described in natural language that
could be delegated to a computer-use agent (Anthropic, 2024; Xie et al., 2024; Wang
et al., 2025b). Given a query time t and a context window of k recent events &_j; =
{e;_t,...,et}, the goal is to predict future events & 144y = {&41,--.,645} over hori-
zon h. We model this using a VLM policy 7y that samples predicted trajectories
Erprten ~ pa(- | &_gt). For example, conditioned on a user who needs a NAP
Ei_xt = {(snoozes alarm,img_1.png)o7.00, (Snoozes alarm, img_2.png)oz.01,-- -}, a model
might predict &, 1., = {(dismisses alarm), (opens phone)}. Two challenges arise from
this problem statement: how do we scalably collect and annotate action data £ across many
users, and how do we effectively train pj? We cover both in (§3; data) and (§4; model).

3 Labeling Interaction Data At Scale

Success on next action prediction requires large-scale, action-labeled data from real computer
usage, which is scarce and expensive to collect. Prior work leverages existing data sources
like tutorial videos (Baker et al., 2022; Wang et al., 2025b; Lu et al., 2025) or passive robotics
trajectories (Yang et al., 2023), relying on curated datasets or narrow task distributions. We
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instead want naturalistic, longitudinal computer use reflecting a particular user’s behavior.
To address this, we introduce NAPsack: a passive tool for labeling interaction data at scale.

NAPsack continuously records screenshots and 1/0O events (clicks, keystrokes, scrolls),
compressing them to retain only frames where the user actively interacts with the system.
These are provided to a VLM, which aggregates screenshots and low-level input events
into higher-level action captions (e.g., Clicked the ‘Downloads’ folder in the sidebar.). We few-shot
prompt the VLM to ensure consistent caption granularity and style (see §A.5); the full
pipeline is summarized in Fig. 2, with additional design and human eval. details in §A.1.

3.1 Annotating a Dataset with NAPsack

Screenomics Collecting a large scale
dataset of real-world computer interaction
is challenging. As a starting point, we
draw on Screenomics (Reeves et al., 2021),
and a study from the Human Screenone
Project (Reeves et al., 2020), a repository
of ~ 170M continuous timelapse screen-
shots collected from 257 adult users” mo-
bile phone activity over time. Given the
highly sensitive nature of the data, collec-
tion and annotation of the Screenomics data
was first approved by our Institutional Re-
view Board. All modeling was done on se-
cure servers approved for processing per-
sonal data at our institution. We begin by
sampling a set of 20 users who used their
devices for at least an hour every day for
a month. Demographic details on the 20
users are in §A.4. Our sampled time win-

Collect
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“Dragged a “Scrolled
VLM blue rectangle down and

on aframein pressed
dow occurs between March 16, 2021 and Figma.” CTRL+V"
April 12, 2021, and consists of 1.9M screen-
shots, covering 1,837 hours of screen-time.

Annotate

Figure 2: NAPsack enables passive collec-
tion of human-computer interaction data. It
ingests screenshots and input events, com-
presses them to retain only meaningful frames,
and annotates with action descriptions.

Annotating with NAPsack We feed user
screenshot data into NAPsack, yielding
360K event descriptions. Screenomics does
not capture 1O data, so we omit this from the input to NAPsack, compressing with a differ-
ence in image hash (see §A.4). On average, each event description &; covers ~ 15 seconds,
yielding a total of 359,219 actions. Events describe a diverse set of activities, from gaming
and shopping, to banking, messaging, and social media browsing. Across 20 users over 28
days, avg. screen time was 4h 32m, ranging from 2h 17m (lightest) to 6h 52m (heaviest).

4 Long-Context Next Action Predictors (LongNAP)

To predict what a user might do next, we must reason over the entirety of their context. In
our setting, weight-based learning alone is also insufficient. Many details (an appointment,
a message from a collaborator) appear once and must inform predictions immediately,
not after further gradient updates (Chan et al., 2022). We instead exploit in-context learn-
ing (Brown et al., 2020), designing LongNAP around a two-phase process: reasoning to
retrieve relevant past context; then reasoning to predict next actions.

4.1 Reasoning to Retrieve and Predict

First, a few prerequisites. We need a VLM policy m7—we instantiate this VLM using Qwen-
2.5-VL-7B (Bai et al., 2025). LongNAP also maintains a memory M; of past entries available
up to time . Each memory entry pairs a set of observations with a reasoning trace: a chain-
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of-thought, z, generated by the model during a previous prediction (e.g., User received paper
reviews; based on past behavior, they tend to procrastinate on writing but eventually coordinate with coauthors
via Slack). To search, we instantiate a lexical retriever ‘R, using BM25 (Robertson et al., 1995).
Only entries with timestamps T < t are accessible, preventing access to future information.
The policy 7 is then tasked with retrieving from and updating this memory as new events
occur and traces are generated. Below, we walk through the example in Fig. 1.

Phase 1: Reasoning to Retrieve. Suppose a user browses aimlessly, receives a notification,
checks their email, and reads a set of paper reviews. Given these k recent observations,
the model first generates reasoning about what might come next: z€ve ~ po(- | &_i)
(Fig. 1; top). Reasoning traces from the model speculate on the user’s context and stable
traits; in our example, the model reasons: Received reviews on paper with collaborators. . . user may
revise paper after viewing feedback. This reasoning serves a dual purpose: it makes the model’s
current thinking explicit, and it provides a semantic query for retrieving relevant history.
Using z™i€Ve a5 a query, we retrieve entries D = R (z""€v¢, AM{;) from memory. Here, the
retriever might surface past (abridged) traces such as Procrastinates heavily on paper writing and
figures, Prefers using Slack to collaborate, and Delegates work amongst collaborators.

Phase 2: Reasoning to Predict. The model then revises its initial prediction by integrating
the retrieved context (Fig. 1; bottom): zPdict ~ py(. | &1, z"MeVe D). In Phase 1, the
model already speculated about what comes next, but it did so without any historical
context from the memory about the user. The retrieved traces about this user’s tendency to
delegate allow the model to revise from User may revise paper to Based on past patterns, user will
message coauthors to divide tasks, check which experiments have been run. Conditioned on this revised
reasoning, the model predicts concrete future actions: & 41,4, ~ (- | E_gy, D, zPTediY),
predicting the user will scroll through Weights & Biases, open Slack and navigate to #research, and
message collaborators with outstanding TODOs.

During training, we sample retrieve-and-predict rollouts, saving the traces with the highest
reward My, 1 = M; U {(E g, 2PN 1)}, thus accumulating improved reasoning.

4.2 Optimizing LongNAPs by Comparing Rollouts with Future Ground Truth

We train LongNAP end-to-end. Because generation involves discrete steps (reasoning in
language, calling a retriever), we optimize via policy gradients, using GRPO (Shao et al.,
2024b; Liu et al., 2025) with a group size of 4. We use LoRA (Hu et al., 2022) due to
memory constraints, as RL results generally match full finetuning (Schulman & Lab, 2025).
Hyperparameter details for both training and our retriever are in §B.1

Temporal Reward Formulation The temporal structure of our task provides a natural

training signal: we get verification by comparing predicted actions &; 1., against observed
future behavior £/ ., ;. In other words, we can just wait and see if the user does what we
predict. Here, we use an LLM Judge, prompted to compute a similarity score between 0-1,
and apply this as our reward (details and human validation in §A.2). To allow the LLM to
distinguish between each completion more effectively, we also pass the entire group at once

to the model, and prompt the model to assign rewards all at once.

Training With Memory There are a handful of complications that come with adding
memory. First, we want historical reasoning and observations to accrue over time. Predicting
what a user will do next by starting in the middle of the dataset (e.g. after a shulffle) is
challenging. We instead train chronologically, and reset memory at the end of epochs.
Second, we mask retrieved tokens since they come from the environment, following search
engine tool-use (Jin et al., 2025). Finally, we apply “dropout” to our retriever. We randomly
drop (10% of the time), re-order (10%), or provide no items (10%) as context. We find that
this stabilizes training, preventing collapse when memory is reset at the start of an epoch.
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5 Experimental Setup

We evaluate LongNAP in two settings. First, generalization over time: we train 20 models,
one per participant, splitting temporally within each user—the first two weeks for training
(9.1K actions on average), the third for validation (4.4K), and the fourth for test (4.4K).
Second, generalization to new users: we train a single model over many users and evaluate
on unseen ones, splitting 20 users into 10 train, 5 validation, and 5 test. Since memory
cannot be shared across users, we maintain a separate memory per user during training,
with each model indexing only into the retriever for the specific user.

We also fix a few parameters for consistency. LongNAP samples &, 1.4, ~ p7 (- | E—rt)-s
so we need to define both how many events to predict (k) and should be in the context k.
We take a sliding window over all our ground truth events £ to generate this dataset. For
now, we set the context window to 16 events, and future prediction to 8 events. We leave
exploring different horizons to future work.

Automated Metrics and Human Validation First, we report our LLM Judge similarity
between ground truth and predicted trajectories (validated in §A.2). We also report pass@k
performance by drawing k samples (temp = 1.0) and scoring an instance correct if any sample
exceeds a judge score of 0.50. Qualitatively, a threshold of 0.50 indicates that predicted and
actual trajectories share the same actions, though some details may differ.! We also measure
model confidence as the intra-cluster variance of 20 samples embedded with a sentence
transformer (Wang et al., 2020; Reimers & Gurevych, 2019). If a model is confident about
what a user will do next, sampled predictions should cluster tightly together. Concretely,
we compute the average squared Euclidean distance from each embedding to their centroid
(ravg), similar to Farquhar et al. (2024). We convert values to per-user percentile ranks to
account for individual differences. Finally, we conduct a small human eval, where two
authors independently labeled 300 pairwise preferences.

Baselines For prompting, we evaluate zero-shot (predict from immediate past actions) and
few-shot RAG (additionally retrieve relevant past actions as examples; prompts in §B.2).
For finetuning, we evaluate supervised finetuning on Qwen-2.5-VL-7B (Bai et al., 2025). For

closed models, we evaluate prompted baselines with Gemini 3.0 Flash.?

6 Results

We synthesize takeaways from our evalua- 04 o.in g gévni?nYL

tion, with results summarized in Tab. 2 and

Tab. 5. 503 p oz
3 021 o I I

LongNAP can learn from one user, predict- g o5 ] T o0ls

ing their future interaction When trained ¢ =

on a single user, LongNAP significantly out- ™ 4,

performs all baselines (Fig. 3; LLM-judge

eval): 79% relative improvement over SFT, 0.0 ‘ ‘ ‘ ‘ ‘ ‘

88% over RAG, and 39% over RAG Gemini LongNAP SFT  few zero few  zero

3.0 Flash. Our human evaluation further Shﬁzthz'&m shot - shot

validates these findings (Tab. 1), with Long-

7 0 .
NAP’s 79% win rate v.s. other methods. Figure 3: LongNAP significantly outper-
LongNAP can learn from many users, gen- forms all baselines by at least 39.4% relative
eralizing to entirely new users. While gains  to the strongest baseline. We evaluate with
are not as large as single-users, LongNAP LLM-judge similarity to ground truth future
still substantially outperforms prompted actions (0-1 score). Performance is averaged
open-source baselines: 66% higher perfor- across 20 models trained on individual users.

IFor example, a predicted Opens Chrome, navigates to a W&B dashboard, inspects training metrics
against a ground truth of Opens Chrome, scrolls W&B dashboard, switches to terminal scores 0.6—the core
trajectory overlaps but specific steps differ. In contrast, Opens YouTube, watches music videos scores 0.0.

2We use Flash since we see marginal improvements over Pro for a fraction of the cost.
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User u;
Model Method Win Rate o —o— Mean
0.40 +1 Std
Qwen LongNAP  79.0 £ 6.6 g oss .
SFT 29.54+6.9 3
RAG 450+7.6 _“§a°3°
Zero-shot  33.0+7.2 2025
Gemini RAG 58.5+ 6.8 0.20
Zero-shot  55.0+7.7 015

0 1 2 3 4 5 6 7 8 9 10
Epoch

Table 1: Human evaluation Figure 4: Some users are more predictable than others.
shows significantly higher win When LongINAP is trained on a single user (§5), LLM-
rates for LongNAP. We show pair- as-a-judge evals vary substantially from one user’s
wise win rates across each method LongNAP to another user’s. In the above figure, we
(2 annotators, 300 total compar- re-evaluate across checkpoints from training epochs for

isons, 95% bootstrapped ClIs). each user, highlighting variance.
Model Method uy | oup Ug Up  Uyg  Ule
Gemini Zero-shot 022 | 027 022 020 020 021
RAG 023 | 026 023 022 021 022
Zero-shot 0.16 | 022 013 014 0.16 0.14
Qwen VL RAG 017 | 023 0.15 018 0.14 0.18
SFT 017 | 022 014 016 015 017

LongNAP 026 | 0.31 028 022 021 0.26

Table 2: When trained across users, LongNAP exhibits modest generalization to unseen
users, improving average performance by 13.0% relative to the strongest baseline (Gemini
RAG). We report similarity to ground truth, via an LLM judge. We train randomly on 10
users; validate on 5; and then test on 5. u; denotes the score on user , and u, the mean.

mance than zero-shot prompting Qwen-2.5-VL-7B and 53% higher performance than few-
shot prompting. Improvements over the closed-source baseline (Gemini 3.0 Flash) are more
modest: LongNAP achieves 19% and 13% higher performance than zero-shot and few-shot
prompting, respectively. These are smaller gains relative to the single-user setting, so we
suspect user-specific weights are especially effective for NAP. Scaling users may close this
gap; we leave this to future work.

LongNAP’s most confident predictions are aligned with what users actually do 26% of the
time. With an LLM-judge similarity threshold of 0.5, LongNAP achieves 17.1% at pass@1
across users, rising to 36.3% at pass@20 (Fig. 8). In addition, accuracy increases with model
confidence, measured via variance in completion embeddings (Fig. 9). For predictions with
limited spread across samples (10th percentile rayg), pass@1 rises to 25.9%.

Predictability across users and generalization. LongNAP results are on average better than
our baselines, but there is still substantial variability across users. On u71, our strongest
baseline (Gemini RAG), which achieves a score of 0.26 with the LLM judge. LongNAP
improves modestly to 0.30—an absolute gain of 4 points (15% relative improvement). In
contrast, on ug, LongNAP reaches 0.39, corresponding to a 15-point absolute gain (63%
relative improvement). We suspect that some users are inherently more predictable. They
repeat similar tasks each day, making them easier to model with finetuning or prompting
alone, limiting the additional benefit of RL (Chu et al., 2025).

7 What Makes LongNAP Work?

In this section, we analyze the impact of various decisions in designing LongNAP (§7.1) and
analyze how reasoning traces evolve over the course of training and across users (§7.2).
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Figure 5: At a given time (top), LongNAP is likely to retrieve over a substantial part of its
past context (bottom) to predict what a user will do next. The visualization above (for a
random user) shows what context from the past is retrieved for a query at the current time.
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Figure 6: LongNAP learns diverse reasoning strategies when trained on different users.
Different colors correspond to different users. We embed (using the all-MiniLM-L6-v2
model; Wang et al. (2020); Reimers & Gurevych (2019)) and visualize traces from the
reasoning to predict phase across a subset of users with tSNE. For some users (e.g. u7, blue,
almost exclusively takes online surveys), reasoning strategies are homogenous. For others,
LongNAP generates a library of reasoning patterns for specific contexts (ug; in orange).

7.1 Ablating LongNAP’s Reasoning and Retrieval Reduces Performance

We apply targeted ablations to LongNAP, evaluating on the same random subset of 5
test users from our across-user generalization experiments (from §5). First, we ablate
reasoning: we optimize LongNAP without reasoning traces for retrieval and prediction,
instead retrieving only past observations using the current observation directly as a query.
This substantially degrades performance by 19.2% (0.38 — 0.30 LLM Judge). In a separate
ablation, we remove the retriever entirely, skipping the reasoning-to-retrieve step. This
degrades performance by 15.2% (0.38 — 0.32); we additionally visualize how context is
retrieved over the course of training in Fig. 5 to further illustrate this impact. Finally, we
shuffle our train data to test if chronological training helps, since reasoning traces can evolve
in the order of observed interaction. We see a smaller 9.3% relative reduction in performance
(0.38 — 0.34). All ablations reduce performance to varying degrees (full results in Tab. 7).

7.2 Reasoning Traces are Natural Language Models of the User

In our ablations, reasoning plays a critical role in LongNAP’s performance; indeed, these
traces may serve as explanations for a user’s decisions (Zhu et al., 2025). First, reasoning
traces generally get shorter across training, for both retrieval and prediction phases (Fig. 7),
with retrieval traces far shorter than prediction traces (avg. 10.11 vs. 85.34 tokens). Retrieval
traces become query-like (e.g. message advisor overleaf feedback reminder or ice cream salted caramel
youtube), likely optimized for the BM25 retriever.
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Prediction traces show substantial variance across—and within—users, qualitatively cap-
turing habits and preferences (Fig. 6). To measure spread, we again compute the mean
squared distance of each user’s embedded traces to their centroid (ravg). Some users have
limited spread: u7, who uses their phone almost exclusively for surveys (rayg = 4.94), pro-
duces homogeneous traces like The user’s actions suggest a habitual and possibly patterned behavior of
completing surveys and managing their Yahoo Mail inbox. This could involve clicking “Next” on a survey...
In contrast, ug (ravg = 16.26) produces diverse traces reflecting house-hunting during the
day—The user systematically goes through an interactive map, view detailed photos of houses on the listing
details page, and then pan again through the [ANONYMIZED] area properties.—and social media use at
night: Since communication on personal social media platforms is a common activity ... the user may turn to
other notifications ... from social media apps. Whether traces are faithful explanations remains an
avenue for future work.

8 Related Work

World, Human, and User Models The ability to predict the dynamics of complex physical
and social behaviors are longstanding goals in both human-computer interaction and artifi-
cial intelligence. Progress on large, multimodal models has revitalized this vision. Trained
on enough video data, large-scale generative video models show promise in predicting world
dynamics, for example through next frame prediction (Hafner et al., 2019; Bruce et al., 2024;
Yang et al., 2023). Similarly, LLMs have been used to simulate general human behavior (Park
et al., 2023; Wu et al., 2026) for social science research (Argyle et al., 2023; Hewitt et al.,
2024; Park et al., 2024) or to build proactive, question-asking assistants (Sun et al., 2025;
Wu et al., 2025). While these methods are sometimes effective, they tend to suffer from a
sim-to-real gap (Zhao et al., 2020). Continually collecting new training data to mend this
distribution shift is technically challenging (Mirchandani et al., 2024) and /or prohibitively
expensive (Halevy et al., 2009). In this paper, we train models directly at the level of an
individual user—a user model. To avoid a sim-to-real gap, we directly collect data from
individual interaction traces, relying on work showing that VLMs can effectively describe
individual behavior through observation (Shaikh et al., 2025; Wang et al., 2025c¢).

Personal Reasoning Training models that understand what people want requires personal
reasoning (Li et al., 2025a): the ability to reason over our personal preferences and beliefs.
Because of a reliance on verifiability, LLM reasoning often fails to generalize to a domain
like this (Shaikh et al., 2023; Sprague et al., 2024). Most related to our work is Gandhi et al.
(2026), where an LLM is trained to reason for dialogue simulation. In addition, LongNAP
takes inspiration from work on metacognitive reuse (Suzgun et al., 2025; Didolkar et al.,
2025; Sarukkai et al., 2025) and reasoning abstractions (Qu et al., 2025), where reasoning
traces are re-used over the course of learning.

Memory and Retrieval LLMs have practical context limitations, and putting everything
in-context can degrade model performance (Liu et al., 2024). One solution involves retrieval-
augmented generation (Chen et al., 2017; Lewis et al., 2020), and LLMs can also be trained
to use retrievers by generating queries to retriever tools (Schick et al., 2023; Hsu et al., 2024;
Jin et al., 2025). We introduce models that retrieve context from the user’s own interaction
history and reason to retrieve what context is relevant specifically for predicting a user’s next
action—all end-to-end optimized via policy gradient methods.

9 Discussion

We introduced LongNAP, a model that learns to anticipate what users will do next by
reasoning over their full multimodal interaction history. To collect training data, we in-
troduced NAPsack, a passive pipeline that annotates naturalistic behavior traces at scale
using VLMs—demonstrating that rich, labeled interaction data can be obtained without any
active user effort. In evaluations across 20 users and 1,800 hours of screen time, LongNAP
significantly outperforms SFT and prompted baselines when trained on individual users.

Limitations and Future Work There are fundamental limitations to learning from just
observation. Models will only be able to make inferences from what happens on a user’s
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screen, which is still a narrow proxy for a user’s general context (Dourish, 2004). Both our
labeling and training processes rely on large pretrained models; errors in captioning will
cascade down to training and prediction. Like prior work, we rely on LLM-as-a-judge for
both reward and optimization (Bai et al., 2022; Dubois et al., 2023), though for longer runs
the judge alone may be prone to reward hacking (Wang et al., 2025a; Gandhi et al., 2026).

Our scaffold could be made more expressive by allowing LongNAP to repeatedly interleave
retrieval and reasoning. Future work could explore how performance scales over longer
time horizons and with many more users, and how to efficiently train and serve per user
LoRAs at scale (Sheng et al., 2023; Chen et al., 2024). Finally, we experiment only with
GRPO (Shao et al., 2024b) due to memory constraints, and were unable to train models to
convergence due of budget constraints. Altogether, we argue that learning from the full
context of user behavior to anticipate user needs is now a tractable direction. Performance
in this paper is likely a lower bound, with significant opportunity for future work.

Ethics Statement

Privacy Models like LongNAP operate over large swaths of our context. Inevitably, they
will contain private and sensitive data about users. Our architecture does limit some of
this exposure, since learning to retrieve keeps the traces local; at some performance cost,
one could either build the entire model locally or ensure that the learning to reason stage
is not finetuned on any specific user. In addition, in our work, we rely on an approved
infrastructure for processing personally identifiable information (PII) and personal health
data (PHI). At our institution, only Google Cloud services are approved for processing PHI;
so we rely on vetted, private pipelines to access Google’s Gemini models for annotation.
All model training occurs on open models (Qwen-2.5-VL-7B), where compute instances are
managed by the research team. We recognize that these precautions are very challenging
to take for the individual user. The privacy paradox (Norberg et al., 2007) makes deploying
models like LongNAP in a centralized fashion difficult. In other words, users are likely
to disclose more to LongNAP, especially given (1) the ease of collecting data and (2) the
benefits that come with a proactive Al system.

There are several promising approaches that can mitigate these privacy concerns. The first
is decentralization. We suspect that models will continue to get cheaper and faster, enabling
on-device inference and training. Methods like FlashAttention (Dao et al., 2022), effective
quantization (Dettmers et al., 2023), or specialization via synthetic data (Shen et al., 2026)
already save substantially on compute or memory. If local models remain difficult, we
can still redact private information with a smaller local model (Li et al., 2025b), only share
private data to a larger model (Nissenbaum, 2004; Mireshghallah et al., 2023; Shao et al.,
2024a) based on a user’s personal context (Shaikh et al., 2025), or decouple model requests
from eachother through a VPN-like system (Liu & Chi, 2026).

Alignment In our current instantiation of LongNAP, we train models to do what a user
might do next. There are many instances where this may not be helpful. For example, a
user who habitually procrastinates may not want to use a model that helps them procras-
tinate. This is a challenging alignment problem with parallels to both filter bubbles on
social media (Pariser, 2011; Munson & Resnick, 2010; Bakshy et al., 2015) and sycophancy
in chat-based LLMs (Cotra, 2021; Perez et al., 2023; Cheng et al., 2025). A promising av-
enue for future work involves applying methods for eliciting values to steer social media
algorithms (Popowski et al., 2026).

References
Anthropic. Introducing computer use, a new Claude 3.5 Sonnet, and Claude 3.5 Haiku,

October 2024. URL https://www.anthropic.com/news/3-5-models-and-computer-use.
Blog post.

10


https://www.anthropic.com/news/3-5-models-and-computer-use

Published as a conference paper at COLM 2026

Lisa P Argyle, Ethan C Busby, Nancy Fulda, Joshua R Gubler, Christopher Rytting, and
David Wingate. Out of one, many: Using language models to simulate human samples.
Political Analysis, 31(3):337-351, 2023.

Shuai Bai, Keqin Chen, Xuejing Liu, Jialin Wang, Wenbin Ge, Sibo Song, Kai Dang,
Peng Wang, Shijie Wang, Jun Tang, et al. Qwen2. 5-vl technical report. arXiv preprint
arXiv:2502.13923, 2025.

Yuntao Bai, Saurav Kadavath, Sandipan Kundu, Amanda Askell, Jackson Kernion, Andy
Jones, Anna Chen, Anna Goldie, Azalia Mirhoseini, Cameron McKinnon, et al. Constitu-
tional ai: Harmlessness from ai feedback. arXiv preprint arXiv:2212.08073, 2022.

Bowen Baker, Ilge Akkaya, Peter Zhokov, Joost Huizinga, Jie Tang, Adrien Ecoffet, Brandon
Houghton, Raul Sampedro, and Jeff Clune. Video pretraining (vpt): Learning to act by
watching unlabeled online videos. Advances in Neural Information Processing Systems, 35:
24639-24654, 2022.

Eytan Bakshy, Solomon Messing, and Lada A Adamic. Exposure to ideologically diverse
news and opinion on facebook. Science, 348(6239):1130-1132, 2015.

Amanda Bertsch, Maor Ivgi, Emily Xiao, Uri Alon, Jonathan Berant, Matthew R Gorm-
ley, and Graham Neubig. In-context learning with long-context models: An in-depth
exploration. In Proceedings of the 2025 Conference of the Nations of the Americas Chapter of
the Association for Computational Linguistics: Human Language Technologies (Volume 1: Long
Papers), pp. 12119-12149, 2025.

Tom Brown, Benjamin Mann, Nick Ryder, Melanie Subbiah, Jared D Kaplan, Prafulla
Dhariwal, Arvind Neelakantan, Pranav Shyam, Girish Sastry, Amanda Askell, et al.
Language models are few-shot learners. Advances in neural information processing systems,
33:1877-1901, 2020.

Jake Bruce, Michael D Dennis, Ashley Edwards, Jack Parker-Holder, Yuge Shi, Edward
Hughes, Matthew Lai, Aditi Mavalankar, Richie Steigerwald, Chris Apps, et al. Genie:
Generative interactive environments. In Forty-first International Conference on Machine
Learning, 2024.

Jaime Carbonell and Jade Goldstein. The use of mmr, diversity-based reranking for reorder-
ing documents and producing summaries. In Proceedings of the 21st annual international
ACM SIGIR conference on Research and development in information retrieval, pp. 335-336,
1998.

Stephanie CY Chan, Ishita Dasgupta, Junkyung Kim, Dharshan Kumaran, Andrew K
Lampinen, and Felix Hill. Transformers generalize differently from information stored in
context vs in weights. arXiv preprint arXiv:2210.05675, 2022.

Keshigeyan Chandrasegaran, Agrim Gupta, Lea M Hadzic, Taran Kota, Jimming He,
Cristébal Eyzaguirre, Zane Durante, Manling Li, Jiajun Wu, and Li Fei-Fei. Hourvideo:
1-hour video-language understanding. Advances in Neural Information Processing Systems,
37:53168-53197, 2024.

Dangi Chen, Adam Fisch, Jason Weston, and Antoine Bordes. Reading wikipedia to answer
open-domain questions. arXiv preprint arXiv:1704.00051, 2017.

Lequn Chen, Zihao Ye, Yongji Wu, Danyang Zhuo, Luis Ceze, and Arvind Krishnamurthy.
Punica: Multi-tenant lora serving. Proceedings of Machine Learning and Systems, 6:1-13,
2024.

Myra Cheng, Sunny Yu, Cinoo Lee, Pranav Khadpe, Lujain Ibrahim, and Dan Jurafsky. Social
sycophancy: A broader understanding of llm sycophancy. arXiv preprint arXiv:2505.13995,
2025.

Tianzhe Chu, Yuexiang Zhai, Jihan Yang, Shengbang Tong, Saining Xie, Dale Schuurmans,
Quoc V Le, Sergey Levine, and Yi Ma. Sft memorizes, rl generalizes: A comparative study
of foundation model post-training. arXiv preprint arXiv:2501.17161, 2025.

11



Published as a conference paper at COLM 2026

Ajeya Cotra. Why ai alignment could be hard with modern deep learning. Cold Takes, 2021.

Tri Dao, Daniel Y. Fu, Stefano Ermon, Atri Rudra, and Christopher Ré. FlashAttention: Fast
and memory-efficient exact attention with I0-awareness. In Advances in Neural Information
Processing Systems (NeurIPS), 2022.

Tim Dettmers, Artidoro Pagnoni, Ari Holtzman, and Luke Zettlemoyer. Qlora: Efficient
finetuning of quantized llms. Advances in neural information processing systems, 36:10088—
10115, 2023.

Aniket Didolkar, Nicolas Ballas, Sanjeev Arora, and Anirudh Goyal. Metacognitive reuse:
Turning recurring llm reasoning into concise behaviors. arXiv preprint arXiv:2509.13237,
2025.

Paul Dourish. What we talk about when we talk about context. Personal and ubiquitous
computing, 8(1):19-30, 2004.

Yann Dubois, Chen Xuechen Li, Rohan Taori, Tianyi Zhang, Ishaan Gulrajani, Jimmy Ba,
Carlos Guestrin, Percy S Liang, and Tatsunori B Hashimoto. Alpacafarm: A simulation
framework for methods that learn from human feedback. Advances in Neural Information
Processing Systems, 36:30039-30069, 2023.

Sebastian Farquhar, Jannik Kossen, Lorenz Kuhn, and Yarin Gal. Detecting hallucinations
in large language models using semantic entropy. Nature, 630(8017):625-630, 2024.

Kanishk Gandhi, Jan-Philipp Frianken, Tobias Gerstenberg, and Noah Goodman. Under-
standing social reasoning in language models with language models. Advances in Neural
Information Processing Systems, 36:13518-13529, 2023.

Kanishk Gandhi, Agam Bhatia, and Noah D Goodman. Learning to simulate human
dialogue. arXiv preprint arXiv:2601.04436, 2026.

Danijar Hafner, Timothy Lillicrap, Jimmy Ba, and Mohammad Norouzi. Dream to control:
Learning behaviors by latent imagination. arXiv preprint arXiv:1912.01603, 2019.

Alon Halevy, Peter Norvig, and Fernando Pereira. The unreasonable effectiveness of data.
IEEE intelligent systems, 24(2):8-12, 2009.

Luke Hewitt, Ashwini Ashokkumar, Isaias Ghezae, and Robb Willer. Predicting results of
social science experiments using large language models. Preprint, 2024.

Sheryl Hsu, Omar Khattab, Chelsea Finn, and Archit Sharma. Grounding by trying: Llms
with reinforcement learning-enhanced retrieval. arXiv preprint arXiv:2410.23214, 2024.

Edward ] Hu, Yelong Shen, Phillip Wallis, Zeyuan Allen-Zhu, Yuanzhi Li, Shean Wang,
Lu Wang, Weizhu Chen, et al. Lora: Low-rank adaptation of large language models. ICLR,
1(2):3, 2022.

Bowen Jin, Hansi Zeng, Zhenrui Yue, Jinsung Yoon, Sercan Arik, Dong Wang, Hamed
Zamani, and Jiawei Han. Search-r1: Training llms to reason and leverage search engines
with reinforcement learning. arXiv preprint arXiv:2503.09516, 2025.

Neal Krawetz. Kind of like that. https://www.hackerfactor.com/blog/index.php?
/archives/529-Kind-of-Like-That.html, 2011. Description of the difference hash
(dHash) perceptual hashing algorithm.

Andrew Kyle Lampinen, Martin Engelcke, Yuxuan Li, Arslan Chaudhry, and James L
McClelland. Latent learning: episodic memory complements parametric learning by
enabling flexible reuse of experiences. arXiv preprint arXiv:2509.16189, 2025.

Patrick Lewis, Ethan Perez, Aleksandra Piktus, Fabio Petroni, Vladimir Karpukhin, Naman
Goyal, Heinrich Kuttler, Mike Lewis, Wen-tau Yih, Tim Rocktdschel, Sebastian Riedel,
and Douwe Kiela. Retrieval-augmented generation for knowledge-intensive nlp tasks.
In Advances in Neural Information Processing Systems, 2020. URL https://proceedings.
neurips.cc/paper/2020/hash/6b4932302051f780e1bc26945df7481e5-Abstract.html.

12


https://www.hackerfactor.com/blog/index.php?/archives/529-Kind-of-Like-That.html
https://www.hackerfactor.com/blog/index.php?/archives/529-Kind-of-Like-That.html
https://proceedings.neurips.cc/paper/2020/hash/6b493230205f780e1bc26945df7481e5-Abstract.html
https://proceedings.neurips.cc/paper/2020/hash/6b493230205f780e1bc26945df7481e5-Abstract.html

Published as a conference paper at COLM 2026

Shuyue Stella Li, Avinandan Bose, Faeze Brahman, Simon Shaolei Du, Pang Wei Koh,
Maryam Fazel, and Yulia Tsvetkov. Personalized reasoning: Just-in-time personalization
and why llms fail at it. arXiv preprint arXiv:2510.00177, 2025a.

Siyan Li, Vethavikashini Chithrra Raghuram, Omar Khattab, Julia Hirschberg, and Zhou Yu.
Papillon: Privacy preservation from internet-based and local language model ensembles.
In Proceedings of the 2025 Conference of the Nations of the Americas Chapter of the Association
for Computational Linguistics: Human Language Technologies (Volume 1: Long Papers), pp.
3371-3390, 2025b.

Kevin Lin, Charlie Snell, Yu Wang, Charles Packer, Sarah Wooders, Ion Stoica, and Joseph E
Gonzalez. Sleep-time compute: Beyond inference scaling at test-time. arXiv preprint
arXiv:2504.13171, 2025.

Ken Ziyu Liu and Erik Chi. Unlinkable inference as a user privacy architecture, Febru-
ary 2026. URL https://openanonymity.ai/blog/unlinkable-inference. The Open
Anonymity Project Blog.

Nelson F Liu, Kevin Lin, John Hewitt, Ashwin Paranjape, Michele Bevilacqua, Fabio Petroni,
and Percy Liang. Lost in the middle: How language models use long contexts. Transactions
of the Association for Computational Linguistics, 12:157-173, 2024.

Zichen Liu, Changyu Chen, Wenjun Li, Penghui Qi, Tianyu Pang, Chao Du, Wee Sun Lee,
and Min Lin. Understanding r1-zero-like training: A critical perspective. arXiv preprint
arXiv:2503.20783, 2025.

Dunjie Lu, Yiheng Xu, Junli Wang, Haoyuan Wu, Xinyuan Wang, Zekun Wang, Junlin Yang,
Hongjin Su, Jixuan Chen, Junda Chen, et al. Videoagenttrek: Computer use pretraining
from unlabeled videos. arXiv preprint arXiv:2510.19488, 2025.

Suvir Mirchandani, Suneel Belkhale, Joey Hejna, Evelyn Choi, Md Sazzad Islam, and Dorsa
Sadigh. So you think you can scale up autonomous robot data collection? arXiv preprint
arXiv:2411.01813, 2024.

Niloofar Mireshghallah, Hyunwoo Kim, Xuhui Zhou, Yulia Tsvetkov, Maarten Sap, Reza
Shokri, and Yejin Choi. Can llms keep a secret? testing privacy implications of language
models via contextual integrity theory. arXiv preprint arXiv:2310.17884, 2023.

Sean A Munson and Paul Resnick. Presenting diverse political opinions: how and how
much. In Proceedings of the SIGCHI conference on human factors in computing systems, pp.
1457-1466, 2010.

Helen Nissenbaum. Privacy as contextual integrity. Wash. L. Rev., 79:119, 2004.

Patricia A Norberg, Daniel R Horne, and David A Horne. The privacy paradox: Personal
information disclosure intentions versus behaviors. Journal of consumer affairs, 41(1):
100-126, 2007.

Long Ouyang, Jeffrey Wu, Xu Jiang, Diogo Almeida, Carroll Wainwright, Pamela Mishkin,
Chong Zhang, Sandhini Agarwal, Katarina Slama, Alex Ray, et al. Training language
models to follow instructions with human feedback. Advances in neural information
processing systems, 35:27730-27744, 2022.

Charles Packer, Vivian Fang, Shishir_G Patil, Kevin Lin, Sarah Wooders, and Joseph_E
Gonzalez. Memgpt: Towards llms as operating systems. 2023.

Eli Pariser. The filter bubble: What the Internet is hiding from you. penguin UK, 2011.

Joon Sung Park, Joseph O’Brien, Carrie Jun Cai, Meredith Ringel Morris, Percy Liang, and
Michael S Bernstein. Generative agents: Interactive simulacra of human behavior. In
Proceedings of the 36th annual acm symposium on user interface software and technology, pp.
1-22,2023.

13


https://openanonymity.ai/blog/unlinkable-inference

Published as a conference paper at COLM 2026

Joon Sung Park, Carolyn Q Zou, Aaron Shaw, Benjamin Mako Hill, Carrie Cai, Mered-
ith Ringel Morris, Robb Willer, Percy Liang, and Michael S Bernstein. Generative agent
simulations of 1,000 people. arXiv preprint arXiv:2411.10109, 2024.

Ethan Perez, Sam Ringer, Kamile Lukosiute, Karina Nguyen, Edwin Chen, Scott Heiner,
Craig Pettit, Catherine Olsson, Sandipan Kundu, Saurav Kadavath, et al. Discovering
language model behaviors with model-written evaluations. In Findings of the association
for computational linguistics: ACL 2023, pp. 13387-13434, 2023.

Lindsay Popowski, Xiyuan Wu, Charlotte Zhu, Tiziano Piccardi, and Michael S. Bernstein.
Social media feed elicitation, 2026. URL https://arxiv.org/abs/2602.18594.

Yuxiao Qu, Anikait Singh, Yoonho Lee, Amrith Setlur, Ruslan Salakhutdinov, Chelsea Finn,
and Aviral Kumar. Rlad: Training llms to discover abstractions for solving reasoning
problems. arXiv preprint arXiv:2510.02263, 2025.

Byron Reeves, Thomas Robinson, and Nilam Ram. Time for the human screenome project.
Nature, 577(7790):314-317, 2020.

Byron Reeves, Nilam Ram, Thomas N Robinson, James ] Cummings, C Lee Giles, Jennifer
Pan, Agnese Chiatti, MJ Cho, Katie Roehrick, Xiao Yang, et al. Screenomics: A framework
to capture and analyze personal life experiences and the ways that technology shapes
them. Human—Computer Interaction, 36(2):150-201, 2021.

Nils Reimers and Iryna Gurevych. Sentence-bert: Sentence embeddings using siamese
bert-networks. In Proceedings of the 2019 conference on empirical methods in natural language
processing and the 9th international joint conference on natural language processing (EMNLP-
IJCNLP), pp. 3982-3992, 2019.

Stephen E Robertson, Steve Walker, Susan Jones, Micheline M Hancock-Beaulieu, Mike
Gatford, et al. Okapi at TREC-3. British Library Research and Development Department,
1995.

Vishnu Sarukkai, Zhigiang Xie, and Kayvon Fatahalian. Self-generated in-context examples
improve llm agents for sequential decision-making tasks. arXiv preprint arXiv:2505.00234,
2025.

Timo Schick, Jane Dwivedi-Yu, Roberto Dessi, Roberta Raileanu, Maria Lomeli, Eric Hambro,
Luke Zettlemoyer, Nicola Cancedda, and Thomas Scialom. Toolformer: Language models
can teach themselves to use tools. Advances in Neural Information Processing Systems, 36:
6853968551, 2023.

John Schulman and Thinking Machines Lab. Lora without regret. Thinking Machines Lab: Con-
nectionism, 2025. doi: 10.64434/tm1.20250929. https:/ /thinkingmachines.ai/blog/lora/.

Omar Shaikh, Hongxin Zhang, William Held, Michael Bernstein, and Diyi Yang. On second
thought, let’s not think step by step! bias and toxicity in zero-shot reasoning. In Proceedings
of the 61st Annual Meeting of the Association for Computational Linguistics (Volume 1: Long
Papers), pp. 4454-4470, 2023.

Omar Shaikh, Shardul Sapkota, Shan Rizvi, Eric Horvitz, Joon Sung Park, Diyi Yang, and
Michael S Bernstein. Creating general user models from computer use. In Proceedings of
the 38th Annual ACM Symposium on User Interface Software and Technology, pp. 1-23, 2025.

Yijia Shao, Tianshi Li, Weiyan Shi, Yanchen Liu, and Diyi Yang. Privacylens: Evaluating
privacy norm awareness of language models in action. Advances in Neural Information
Processing Systems, 37:89373-89407, 2024a.

Zhihong Shao, Peiyi Wang, Qihao Zhu, Runxin Xu, Junxiao Song, Xiao Bi, Haowei Zhang,
Mingchuan Zhang, YK Li, Yang Wu, et al. Deepseekmath: Pushing the limits of mathe-
matical reasoning in open language models. arXiv preprint arXiv:2402.03300, 2024b.

Ethan Shen, Danny Tormoen, Saurabh Shah, Ali Farhadi, and Tim Dettmers. Sera: Soft-
verified efficient repository agents. arXiv preprint arXiv:2601.20789, 2026.

14


https://arxiv.org/abs/2602.18594

Published as a conference paper at COLM 2026

Ying Sheng, Shiyi Cao, Dacheng Li, Coleman Hooper, Nicholas Lee, Shuo Yang, Christopher
Chou, Banghua Zhu, Lianmin Zheng, Kurt Keutzer, et al. S-lora: Serving thousands of
concurrent lora adapters. arXiv preprint arXiv:2311.03285, 2023.

Zayne Sprague, Fangcong Yin, Juan Diego Rodriguez, Dongwei Jiang, Manya Wadhwa,
Prasann Singhal, Xinyu Zhao, Xi Ye, Kyle Mahowald, and Greg Durrett. To cot or not
to cot? chain-of-thought helps mainly on math and symbolic reasoning. arXiv preprint
arXiv:2409.12183, 2024.

Weiwei Sun, Xuhui Zhou, Weihua Du, Xingyao Wang, Sean Welleck, Graham Neubig,
Maarten Sap, and Yiming Yang. Training proactive and personalized llm agents. arXiv
preprint arXiv:2511.02208, 2025.

Mirac Suzgun, Mert Yuksekgonul, Federico Bianchi, Dan Jurafsky, and James Zou. Dynamic
cheatsheet: Test-time learning with adaptive memory. arXiv preprint arXiv:2504.07952,
2025.

Wenhui Wang, Furu Wei, Li Dong, Hangbo Bao, Nan Yang, and Ming Zhou. Minilm:
Deep self-attention distillation for task-agnostic compression of pre-trained transformers.
Advances in neural information processing systems, 33:5776-5788, 2020.

Xinpeng Wang, Nitish Joshi, Barbara Plank, Rico Angell, and He He. Is it thinking or
cheating? detecting implicit reward hacking by measuring reasoning effort, 2025a. URL
https://arxiv.org/abs/2510.01367.

Xinyuan Wang, Bowen Wang, Dunjie Lu, Junlin Yang, Tianbao Xie, Junli Wang, Jiaqi Deng,
Xiaole Guo, Yiheng Xu, Chen Henry W, et al. Opencua: Open foundations for computer-
use agents. arXiv preprint arXiv:2508.09123, 2025b.

Zora Zhiruo Wang, Yijia Shao, Omar Shaikh, Daniel Fried, Graham Neubig, and Diyi Yang.
How do ai agents do human work? comparing ai and human workflows across diverse
occupations. arXiv preprint arXiv:2510.22780, 2025c.

Shirley Wu, Michel Galley, Baolin Peng, Hao Cheng, Gavin Li, Yao Dou, Weixin Cai, James
Zou, Jure Leskovec, and Jianfeng Gao. Collabllm: From passive responders to active
collaborators. arXiv preprint arXiv:2502.00640, 2025.

Shirley Wu, Evelyn Choi, Arpandeep Khatua, Zhanghan Wang, Joy He-Yueya,
Tharindu Cyril Weerasooriya, Wei Wei, Diyi Yang, Jure Leskovec, and James Zou. Hu-
manlm: Simulating users with state alignment beats response imitation, 2026. URL
https://arxiv.org/abs/2603.03303.

Tianbao Xie, Danyang Zhang, Jixuan Chen, Xiaochuan Li, Siheng Zhao, Ruisheng Cao,
Toh ] Hua, Zhoujun Cheng, Dongchan Shin, Fangyu Lei, et al. Osworld: Benchmarking
multimodal agents for open-ended tasks in real computer environments. Advances in
Neural Information Processing Systems, 37:52040-52094, 2024.

Mengjiao Yang, Yilun Du, Kamyar Ghasemipour, Jonathan Tompson, Dale Schuurmans, and
Pieter Abbeel. Learning interactive real-world simulators. arXiv preprint arXiv:2310.06114,
1(2):6, 2023.

Wenshuai Zhao, Jorge Pefia Queralta, and Tomi Westerlund. Sim-to-real transfer in deep re-
inforcement learning for robotics: a survey. In 2020 IEEE symposium series on computational
intelligence (SSCI), pp. 737-744. IEEE, 2020.

Lianmin Zheng, Wei-Lin Chiang, Ying Sheng, Siyuan Zhuang, Zhanghao Wu, Yonghao
Zhuang, Zi Lin, Zhuohan Li, Dacheng Li, Eric Xing, et al. Judging llm-as-a-judge with mt-
bench and chatbot arena. Advances in neural information processing systems, 36:46595-46623,
2023.

Jian-Qiao Zhu, Hanbo Xie, Dilip Arumugam, Robert C Wilson, and Thomas L Griffiths.
Using reinforcement learning to train large language models to explain human decisions.
arXiv preprint arXiv:2505.11614, 2025.

15


https://arxiv.org/abs/2510.01367
https://arxiv.org/abs/2603.03303

Published as a conference paper at COLM 2026

Caleb Ziems, William Held, Omar Shaikh, Jiaao Chen, Zhehao Zhang, and Diyi Yang. Can
large language models transform computational social science? Computational Linguistics,
50(1):237-291, 2024.

A NAPsack

Al System Design

NAPsack first continuously records screenshots from computer use; this can include I/O
events like mouse clicks, mouse movements, scroll events, and keyboard inputs. I/O events
are first grouped into bursts of adjacent interactions of the same type (e.g. if a user clicks
twice within € time of each click, it is grouped; see §A.1 for more details). For each burst,
NAPsack collects visual context in the form of screenshots of the currently active display
before and after the interaction. This serves as a compression strategy; screenshots are only
stored when users actively interact with the system.

Because bursts corresponding to different event types may temporally overlap, all input
events and screenshots are merged into a single, time-ordered sequence. This sequence is
first split into 60-frame chunks, which are provided as input to a VLM. We split to keep
context lengths short, since VLMs often forget details as context length increases (Chan-
drasegaran et al., 2024). The VLM is tasked with aggregating one or more consecutive
screenshots, optionally annotated with low-level input events that follow (IO, such as
keypresses and mouse movements), into higher-level user actions and generating a caption.

Each resulting data sample consists of a screenshot, a generated action description (e.g.,
Clicked the ‘Downloads’ folder in the sidebar.), and the associated input events recorded after
that screenshot and before the next one. We intentionally adopt this level of granularity to
describe a user’s actions because it is better suited for downstream training and directly com-
patible with prior work on computer-use agents (Wang et al., 2025b). To ensure consistent
caption granularity and style, we few-shot prompt the VLM (see §A.5).3

NAPsack groups temporally adjacent input events of the same type into event bursts. An
event is assigned to the current burst if the time since the preceding event of that type
does not exceed the corresponding gap threshold and the elapsed time since the burst start
remains within the max duration (see table 4). If the gap threshold is exceeded, a new burst
is started. If the max duration is exceeded, the first half of the current burst is finalized
and saved, while the second half becomes the active burst. A burst is force-restarted when
the active monitor changes. All thresholds were determined qualitatively; and should be
re-tuned for new interfaces.

A.2 Evaluating Ground-Truth Similarity with an LLM Judge

Here, we evaluate our LLM judge to measure similarity between two trajectories. We
use ablations on NAPsack as a test bench, and compare generated action captions against
ground-truth annotations. To benchmark performance, three 10-minute personal computer
usage sessions were recorded by an author. Then, two authors produced a total of 354
human-annotated ground-truth action descriptions across the raw screen recordings and
input event logs. Both authors verified ground truth labels recorded from personal screen
recordings. To construct ground truth labels, the authors selected the best outputs generated
from each NAPsack condition, and manually corrected the trajectories to match ground
truth. The authors also reviewed the ground truth trajectories and preference annotations
for errors over discussion. The author from whom the recordings were sourced resolved
mistakes in ground truth labels during annotation.

Conditions From these recordings, four captioning variants were constructed: (1) naively
captioning the full 10-minute inputs with a single prompt, (2) splitting the raw input into

30ne can change the underlying prompts to target higher levels of abstraction in the labeled actions,
but there is a tradeoff: higher-level labels require more longitudinal screenshot data.
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60 frame segments before captioning, (3) applying NAPsack’s event based heuristic for data
compression with temporal splitting, and (4) additionally conditioning caption generation
on captured input events (10).

Similarity with an LLM Judge For each chunk, we used Gemini 3.0 Flash as a judge,
producing a continuous similarity score from 0 (no match) to 1 (perfect match) between

ground-truth and a candidate trajectory. Let Hj .., = {e; Gy h} denote the ground-

truth events that actually occurred after time t. Given a candidate set of labels £t+1:t+h =
{841, .., 6141}, we can use an LLM to compute a similarity sim (& 1.4, € 1.0,,) that
measures how well the ground-truth events align with labels produced by each of our

baselines. The judge model is prompted to holistically assess similarity to the reference
actions.

Qualitatively, we observe that LLM judges generate more useful scores compared to em-
bedding based or lexical metrics (Zheng et al., 2023). To get a sense for judge scores, we
highlight examples of similarity scores in Tab. 8 across various ground-truth/candidate
pairs. The exact judge prompt along with additional scored pairs are provided in §A.5.

LLM Judge Results For LLM judge results, we first sample a trajectory of 8 ground-truth,
human-annotated labels H*, along with a candidate subsequence that covers the same
timespan & from each condition. We generate 45 ground-truth sequences, each with a
complementary candidate sequence from each condition. Tab. 3 reports mean LLM-as-a-
judge scores comparing each candidate to the ground truth, together with the corresponding
data storage requirements.4

Our judge shows that splitting input (+ split) substantially improves caption quality com-
pared to providing the entire session at once (naive; 0.48 — 0.57). Using only frames where
a user interacts with their computer (+ compress) achieves comparable caption quality while
reducing storage by approximately 70% (295 MB — 76 MB). Finally, conditioning on input
events further improves scores (10; 0.60 — 0.70); I/O data may provide complementary
supervision beyond visual context alone.

Human Validation To validate our LLM judge, two authors independently labeled pair-
wise preferences across conditions. For each pair, annotators were shown a ground-truth
sequence alongside one sample from each condition and asked to select the better match
(ties counted as 0.5 wins for each). Altogether, this results in 240 total comparisons across
both annotators. We report aggregate win rates averaged across both annotators (Tab. 3).

Human win-rates validate our LLM judge evaluation. Splitting inputs provides a significant
improvement over naively providing an entire video session as input (19.2% — 45.4%);
compression does not significantly affect quality (45.4% — 49.6%); and adding IO input
significantly improves quality (49.6% — 85.8%). We attribute these gains to the ability to
capture short, keyboard-heavy interactions (single terminal commands or window switch-
ing) when1/0 is available, a detail overlooked in purely frame-based variants. Together, our
evaluation justifies NAPsack’s use for future scaling of accurate, action-labeled trajectories.
While we validate our captioning processes, labels from NAPsack are model-generated, and
can still be noisy. Alignment with human ground-truth is not perfect. This may introduce
errors later in training; we revisit this in our limitations section (§9).

A.3 Hyperparameters

To record a session with NAPsack and compare it to a baseline without event-driven
compression, we implement current active screen capturing using ffmpeg and apply the
same recording hyperparameters for both methods.

NAPsack uses thresholds to group input events and decide when screenshots should be
persisted. All recordings are performed at 30 FPS and a resolution of 1920 x1080. To ensure

“Filesizes are computed by concatenating final selected frames into an .mp4 video.
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Method Judge Score (1) Human WR % (1) Size ({)
naive 0.48 +0.03 192 +£6.7 295MB
+ split 0.57 £ 0.03 454+ 87 295MB
+ split + compress 0.60 = 0.03 496 89 76MB
+ split + compress + 10 0.70 £ 0.03 858 £6.0 76MB

Table 3: NAPsack reduces the amount of data we have to save for effective captioning by
75% without compromising quality. Event-driven compression (where frames are saved
only when a user interacts with their computer) yields improved efficiency; and I/O signals
further improve performance. Performance is measured across both LLM-judge scores ([0,
1]) and human eval (win rate). 95% conf. intervals are computed through bootstrapping.
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Figure 7: Reasoning traces grow shorter across model training. Traces for the retrieve
phase grow far shorter than queries for the predict phase (avg. 10.11 retrieval tokens v.s.
85.34 prediction). Qualitatively, we find that reasoning for the retrieve phase resembles
queries to a retriever; while reasoning for the prediction phase resembles higher order
descriptions of a user’s behavior.

that interface states immediately before and after interactions are preserved, NAPsack stores
screenshots 75ms before the first event of a burst and 75ms after its last event.

Event type GAP threshold (s) MAX duration (s)

Click 0.2 0.3
Move 0.5 4.0
Scroll 0.5 3.0
Key 0.5 6.0

Table 4: Event burst thresholds used by NAPsack.

A.4 Annotating Screenomics

Demographics The Screenomics dataset we use comes from Reeves et al. (2021). We
subsampled 20 participants, of which one had no demographic data. The remaining 19
participants (14 female, 5 male) were located across the United States and ranged in age
from 22 to 70, with a mean of 44 and a median of 39. The majority identified as White
(16/19), with 2 identifying as Asian and 1 as Black; 6 identified as Hispanic. Education
levels varied across participants. 2 held a high school diploma, 7 had some college, 1 an
associate’s degree, 5 a bachelor’s, and 4 a graduate degree.

Deduplicating Images Many images in the Screenomics dataset are duplicates. To identify
and remove screenshots where screen content is unchanged, we compute a perceptual
difference hash for each image (Krawetz, 2011). This works by resizing the image to a small
fixed size, comparing adjacent pixel intensities to produce a fingerprint, and then measuring
Hamming distance between fingerprints of consecutive screenshots. Qualitatively, pairs
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User Gemini Qwen-2.5-VL-7B

u; Zero-shot RAG | Zero-shot RAG SFT LongNAP
uq 028 0.29 021 023 023 +0.12 0.41
Uy 021 0.22 015 017 0.18 +0.12 0.34
u3 023 0.23 019 018 0.17 +0.10 0.33
Uy 024 023 014 016 017 +0.09 0.32
Uus 023 0.24 018 016 0.16 +0.10 0.34
Ug 024 025 016 020 0.19 +0.12 0.37
Uz 0.40 0.42 020 022 040 +0.04 0.46
ug 023 0.24 015 018 017 +0.15 0.39
Ug 025 025 018 021 022 +0.12 0.37
U1 029 0.29 024 026 024 +0.10 0.39
U1 026 0.26 017 017 0.19 +0.04 0.30
u1p 025 027 018 022 026 +0.13 0.40
u13 026 0.26 018 020 0.19 +0.11 0.37
U14 027 0.28 020 021 0.18 +0.08 0.36
U1s 023 0.25 017 020 0.20 +0.11 0.36
U1 024 0.24 017 018 0.21 +0.17 0.41
U1y 025 0.25 017 018 0.15 +0.10 0.34
u1g 027 027 017 022 0.16 +0.11 0.38
U19 041 041 028 027 0.30 +0.05 0.46
{10 024 0.26 015 017 024 +0.15 0.41
U 026 027 | 018 020 021 +0.11 0.38

Table 5: Training on individual users substantially outperforms baseline methods, improv-
ing average performance by 39.4% ( +0.11 ) relative to the strongest baseline (Gemini
Few-shot RAG). We report the similarity score (0-1) to ground truth future actions, as
determined by our LLM judge (§A.2). u; denotes a LongNAP instance trained on a single
user from our dataset of 20 users, and u, represents the mean performance across all 20
individually trained models.

with a distance at or below a threshold of 5 (out of a 16x16 = 256-bit hash) are near-duplicates;
so we filter these images.

A.5 Prompts

We include our NAPsack prompt here: https://pastebin.com/HEyaUJaY; and our LLM
Judge prompt here: https://pastebin.com/4Fs7VMDC

B LongNAP details

B.1 Training and Retriever Hyperparamters

Training We include hyperparameter details for LongNAP and our SFT baseline in Tab. 6.
We detail how many actions we place in context; how many we predict; and the number
of images placed in context. Even with LoRA (hyperparameters also in Tab. 6), we find
that images significantly increase contexts lengths. Because of memory limitations, we only
keep images associated with the last 2 events in context. Across all models, we sample with
temperature 1.0.

Retriever LongNAP uses an in-memory BM25 retriever to retrieve old reasoning traces
and observations. To start, we use standard BM25 parameters k; = 1.5 and b = 0.75.
In addition, we apply a temporal decay. At query time, each candidate’s BM25 score is
multiplied by exp(—A - age), where, age is the time difference between the query and the
document’s event measured in days. We set A = 0.5, which strongly favors recent context
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Hyperparameter | LongNAP SFT
Effective Batch Size 16 16
Learning Rate 3e-5 le-4
Group Size 4 -
Epochs 10 10
Actions in history 16 16
Actions to predict 8 8
Images in history 2 2
LoRA rank 8 8

alpha 32 32

dropout 0.05 0.05

modules MLP only MLP only

Table 6: Hyperparameter settings. We the select the best checkpoint based on our validation
performance, early stopping if appropriate. We only sweep learning rate on baselines (with
SFT) due to budget constraints. We train on 8 B200 GPUs.
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Figure 8: Pass@k scores for LongNAP. To count as a “pass,” we selected an LLM-judge
threshold of 0.5; trajectories that get this score are often well aligned with the actual intent
of the user, but miss minor details or skip a few actions (see §5 for an example). At this
threshold, LongNAP achieves 17.1% at pass@1 across users, rising to 36.3% at pass@20.

over older history. We also apply a constraint to make sure that retrieved items are diverse.
We first retrieve the top-k = 10 candidates from BM25, then apply Maximal Marginal
Relevance (MMR) reranking to select kmmr = 5 results with diversity parameter « = 0.5,
balancing relevance and diversity equally (Carbonell & Goldstein, 1998). Finally, to avoid
redundancy in the retriever’s memory, we deduplicate when we insert. We use trigram
Jaccard similarity (threshold of 0.8), replacing older near-duplicate entries with newer ones.

B.2 Prompting Baselines

For prompting baselines, we try zero-shot and few-shot prompting. Few-shot prompts use
our retriever (see details in §B.1 to retrieve and place relevant few-shot examples in-context.
Below, we outline our prompt (few-shot additions are highlighted in red), used for both
closed and open source models:
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Empirical Calibration: Accuracy vs. Model Confidence
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Figure 9: Empirical calibration of LongNAP. Confidence percentiles are computed per-user
from intra-cluster variance of 20 sampled trajectories. Higher confidence prompts yield
substantially higher pass@1 accuracy (25.9% vs. 10.3%).

Model uy | Uy ug Uu12 U14 U16
LongNAP 0.38 | 0.34 0.37 0.40 0.36 0.41
Ablations

— Remove reasoning  (-0.07) 0.30 | (-0.09) 0.25 (-0.06) 0.30  (-0.06) 0.35 (-0.09) 0.27  (-0.06) 0.35
— Remove retriever (-0.06) 0.32 | (-0.07) 0.27 (-0.07) 0.30  (-0.01) 0.39  (-0.08) 0.29  (+0.01) 0.42
— Shuffle dataset (-0.04) 0.34 | (-0.05) 0.29 (-0.04) 0.32  (+0.00) 0.40 (-0.05) 0.32  (-0.00) 0.41

Table 7: Both reasoning and retrieval are critical to LongNAP’s performance. We pick
a random subset of users to perform ablations on. Removing the reasoning component
leads to the largest drop in average performance (—0.07 absolute), while removing the
retriever reduces performance by —0.06 on average. Shuffling the dataset also degrades
results (—0.04), suggesting that preserving temporal structure is important. 1, denotes
mean performance across the evaluated users, and u; denotes performance on user i. We
perform ablations on a random subset of 5 users.

You are an expert at analyzing user behavior patterns and predicting future actions
based on historical context.

## Task

Analyze the following sequence of user actions and predict what they will do next.
Pay attention to:

- The temporal patterns and timing of actions

- The logical flow and context of the user’s workflow

- Common behavioral patterns that might indicate intent

## Previous Actions
<actions>
{past_16_actions}
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</actions>

## Relevant Retrieved Actions
<actions>
{retrieved_actions}
</actions>

## Instructions
Based on the actions above, predict the most likely next **8** actions the user will
take. Output your predictions in the following format:

<actions>
{example_actions}
</actions>

Be specific and realistic in your predictions. Consider the user’s apparent goals and
typical workflows. You MUST output exactly 8 actions.

B.3 Different Judges

Using reward from a single model directly as a metric can confound results. Here, we have
run evaluation on a wider range of held-out judges (OpenAl / Anthropic models) for our
single-user model results (Fig. 3).

Eval Method SFT Few-shot Qwen 2.5 VL Few-shot RAG Gemini LongNAP
Gemini 3.0 Flash 0.21 0.20 0.27 0.37
GPT-5 nano 0.25 0.22 0.31 0.45
Claude 4.5 Haiku 0.14 0.17 0.24 0.33

In all settings, LongNAP continues to outperform baselines. This continues to reflect our
human validation results (Table 1 in the paper). We find no evidence of over-optimization
or reward hacking. We do, however, suspect that if trained for long enough, LongNAP, like
many RL-ed models, will begin hacking any particular metric it is trained against.

B.4 Generalization

Below, we evaluate LongNAP trained on a varying number of users at the same time; then
test generalization to our test set of users:

Users LongNAP Gemini Few-shot RAG Qwen Few-shot

1 0.11 0.24 0.17
5 0.18 0.24 0.17
10 0.26 0.24 0.17

On N = 1 users, the model fails to generalize entirely, likely because it is overfit to a single
user. On N = 5 users, performance increases by 64%. On N = 10 users, the gap closes
entirely, with scores increasing again by another 44%.

We cannot run a larger N since we have a limited number of users in our dataset; the final
10 are withheld for evaluation. However, we suspect that the performance gap will widen
as we scale training to even more users.

C Beyond Next Action Prediction

We outline two applications enabled by our work; namely the ability to learn entirely online
from user interactions, and the ability to generalize as helpful assistants.

22



Published as a conference paper at COLM 2026

Ground-Truth Predicted Predicted Predicted
Score =1.0 Score =0.72 Score = 0.52 Score = 0.15
Switched to Switched to Switched to Clicked on YouTube

“Australia vs
Zimbabwe” tab,
entered fullscreen

Clicked thumbnail in
“Key Moments”
section

Pressed “esc” to exit
fullscreen

Switched to W&B
workspace, clicked
“Runs” icon

Switched to
“Australia vs
Zimbabwe,” entered
fullscreen

“Australia vs
Zimbabwe” tab,
entered fullscreen

Clicked on video
player timeline to
skip forward

Pressed “esc” to exit
fullscreen

Switched to W&B
workspace, scrolled
through dashboard

Switched to
“Australia vs
Zimbabwe” tab,
entered fullscreen

“Australia vs
Zimbabwe” tab,
clicked player

Pressed “f” to enter
fullscreen on cricket
video

Pressed “esc” to exit
fullscreen

Opened new tab,
typed “wandb.ai”
into address bar

Scrolled through
W&B charts for
training metrics

home page, browsed
recommended videos

Clicked video titled
“Best Cricket Catches
of 2025”

Pressed “esc” to exit
fullscreen

Typed “australia
cricket schedule” into
Google search bar

Clicked ESPN
Cricinfo link in search
results

Pressed “esc” to exit ~ Pressed “esc” toexit ~ Clicked “Table” view  Scrolled through
fullscreen fullscreen in W&B dashboard upcoming matches on
ESPN Cricinfo

7 Switched to W&B tab, Switched to W&B tab, Switched to YouTube, Clicked back button
scrolled through clicked on a chart clicked recommended  in Chrome to return
charts video to search results

8 Scrolled through Clicked “Table” view  Scrolled through Switched to Gmail
W&B dashboard in W&B workspace comments section on  tab and checked for

YouTube new emails

Table 8: Qualitative examples of candidate trajectories £ at decreasing LLM judge similar-
ity scores (left to right), all evaluated against the same ground-truth 7{* human annotated
trajectory. For readability, we highlight in red actions with substantially wrong intent.

Learning online The distribution of a person’s behavior is always shifting. As the person
changes over time, so does the work they do and the patterns they exhibit. LongNAP should
be able to adapt to this drift as we observe additional interaction data.

In our work, we present data collection and training as two processes that occur syn-
chronously, but this need not be the case! Instead of storing data and training offline with
multiple epochs, we can convert the entire pipeline to run online, where training pro-
ceeds continuously in the background; or overnight (Lin et al., 2025). We call this version
powerNAP. In powerNAP, NAPsack and LongNAP operate asynchronously: NAPsack
continuously tracks and labels user actions, enqueueing them for training, while LongNAP
consumes labeled actions from the queue and trains on them in a single pass, discarding
data after use. Crucially, memory is never reset and reasoning traces accumulate, allowing
the model to continually build a better representation of the user over time. We release

powerNAP as a demo® for users to try on their own data.

Assistants Once a user has a good LongNAP, we can anticipate what they want and
intend to do. This should enable an assistant that finishes predictable tasks for users by
acting on predictions about what the user would do next. While LongNAP is not a computer
use agent, we can easily use it to pilot one. We release a simple version of such an assistant,
called SleepWalk, which relies on an off-the-shelf computer use agent (Anthropic, 2024) to
execute on actions predicted by LongNAP.

5Available at [ANON]
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Table 9: Qualitative examples of predicted vs. ground-truth actions at different accuracy
scores assigned by the Gemini judge (Part 1: low scores). The first five rows are from model

predictions.
Score  Ground Truth Predicted Actions

0.05 1. Typed “icc world cup” into search bar 1. Typed “x” into address bar, pressed Enter
2. Clicked “STANDINGS” tab in ICC T20 World 2. Clicked Twitter logo in top left
Cup widget 3. Typed “arch” into Twitter search bar
3. Scrolled through standings table 4. Clicked search result for “Arch Labor”
4. Clicked “SL” (Sri Lanka) in standings 5. Clicked “Home” button in Twitter sidebar
5. Switched to W&B dashboard tab 6. Scrolled through Twitter feed
6. Scrolled through W&B charts 7. Clicked search button on Twitter
7. Clicked “train/entropy” chart in W&B 8. Typed “forms” into Twitter search bar

8. Clicked chat with “[ANON]” in Slack

0.12 1. Clicked “rouge-score” on PyPlI, copied install 1. Scrolled through search results for “install
command rouge score”
2. Ranuv pip install rouge-score in terminal 2. Clicked on a search result for “install rouge
3. Scrolled through “rouge-score” PyPI page score”
4. Ran accelerate launch training command 3. Scrolled down “crag” repository on GitHub
5. Scrolled through “rouge-score” PyPI page 4. Clicked “hub/parouza” link in GitHub repo
6. Switched between W&B, Google Doc, and 5. Clicked “eval” directory in file explorer
terminal 6. Pressed Enter to run evaluate_qm9.py
7. Typed training command, cancelled with 7. Switched to Google Chrome window
Ctrl+C 8. Copied pip install command from GitHub
8. Ran cd sim-v2and git pull
0.20 1. Clicked on a purple property pin on the map 1. Scrolled through search results and map on
2. Clicked on the “$3.5k+" property pin Zillow
3. Clicked on the “$2.8k” property pin 2. Clicked on a property marker on the Zillow
4. Clicked on the “$3.5k+" property pin map
5. Clicked on the “$3.3k” property pin 3. Clicked “Down” arrow to expand price filter
6. Clicked on the “$3.9k” property pin 4. Clicked “OK” to apply price filter settings
7. Clicked on the “$5.3k” property pin 5. Scrolled through filtered search results
8. Clicked on the “$2.8k” property pin 6. Selected a property listing card from results
7. Clicked “Show on map” on the listing page
8. Scrolled through rental listings on Zillow map
0.35 1. Scrolled through W&B dashboard 1. Scrolled through W&B charts on “NAP Time”
2. Clicked “[ANON]" project link in W&B dashboard
3. Clicked on a run in W&B sidebar 2. Closed W&B dashboard tab in Chrome
4. Clicked “[ANON]’s workspace” tab 3. Switched to Claude.ai tab
5. Scrolled through Claude conversation 4. Closed current tab in Chrome
6. Clicked “New Tab” button in Chrome 5. Switched to Claude tab
7. Switched to W&B tab 6. Inspected text in Claude chat
8. Scrolled through W&B for 7. Re-fetched view selection content from Claude
“context-distillation” 8. Re-fetched view selection content from Claude
0.42 1. Switched to “Australia vs Zimbabwe” tab, 1. Switched to “Australia vs Zimbabwe” tab
entered fullscreen 2. Clicked full screen button on cricket video
2. Clicked thumbnail in “Key Moments” section 3. Clicked History channel logo at bottom of

3. Pressed “esc” to exit fullscreen

4. Switched to W&B workspace, clicked “Runs”
icon

5. Switched to “Australia vs Zimbabwe,” entered
fullscreen

6. Pressed “esc” to exit fullscreen

7. Switched to W&B tab, scrolled through charts
8. Scrolled through W&B dashboard

player bar

4. Pressed “escape” in Chrome

5. Clicked on the video player

6. Clicked History channel logo at bottom of
player bar

7. Clicked History channel logo, pressed “space”
8. Pressed “space” in Chrome

24



Published as a conference paper at COLM 2026

Table 10: Qualitative examples continued (Part 2: high scores). These examples are manually

constructed to illustrate what the upper score range represents.

Score  Ground Truth Predicted Actions
0.52 1. Switched to “Australia vs Zimbabwe” tab, 1. Switched to “Australia vs Zimbabwe” tab,
entered fullscreen clicked player
2. Clicked thumbnail in “Key Moments” section 2. Pressed “f” to enter fullscreen on cricket video
3. Pressed “esc” to exit fullscreen 3. Pressed “esc” to exit fullscreen
4. Switched to W&B workspace, clicked “Runs” 4. Opened new tab, typed “wandb.ai” into
icon address bar
5. Switched to “Australia vs Zimbabwe,” entered 5. Scrolled through W&B charts for training
fullscreen metrics
6. Pressed “esc” to exit fullscreen 6. Clicked “Table” view in W&B dashboard
7. Switched to W&B tab, scrolled through charts 7. Switched to YouTube, clicked recommended
8. Scrolled through W&B dashboard video
8. Scrolled through comments section on
YouTube
0.72 1. Switched to “Australia vs Zimbabwe” tab, 1. Switched to “Australia vs Zimbabwe” tab,
entered fullscreen entered fullscreen
2. Clicked thumbnail in “Key Moments” section 2. Clicked on video player timeline to skip
3. Pressed “esc” to exit fullscreen forward
4. Switched to W&B workspace, clicked “Runs” 3. Pressed “esc” to exit fullscreen
icon 4. Switched to W&B workspace, scrolled through
5. Switched to “Australia vs Zimbabwe,” entered dashboard
fullscreen 5. Switched to “Australia vs Zimbabwe” tab,
6. Pressed “esc” to exit fullscreen entered fullscreen
7. Switched to W&B tab, scrolled through charts 6. Pressed “esc” to exit fullscreen
8. Scrolled through W&B dashboard 7. Switched to W&B tab, clicked on a chart
8. Clicked “Table” view in W&B workspace
0.78 1. Clicked on a purple property pin on the map 1. Clicked on a purple property pin on the map
2. Clicked on the “$3.5k+” property pin 2. Clicked on the “$3.5k+" property pin
3. Clicked on the “$2.8k” property pin 3. Clicked on the “$2.8k” property pin
4. Clicked on the “$3.5k+" property pin 4. Clicked on the “$3.5k+" property pin
5. Clicked on the “$3.3k” property pin 5. Clicked on the “$3.3k” property pin
6. Clicked on the “$3.9k” property pin 6. Clicked on the “$3.9k” property pin
7. Clicked on the “$5.3k” property pin 7. Clicked on the “$4.2k” property pin
8. Clicked on the “$2.8k” property pin 8. Clicked on the “$3.1k” property pin
0.82 1. Typed “icc world cup” into search bar 1. Typed “icc world cup” into search bar
2. Clicked “STANDINGS” tab in ICC T20 World 2. Clicked “STANDINGS” tab in ICC T20 World
Cup widget Cup widget
3. Scrolled through standings table 3. Scrolled through standings table
4. Clicked “SL” (Sri Lanka) in standings 4. Clicked “IND” (India) in standings
5. Switched to W&B dashboard tab 5. Switched to W&B dashboard tab
6. Scrolled through W&B charts 6. Scrolled through W&B charts
7. Clicked “train/entropy” chart in W&B 7. Clicked “train/loss” chart in W&B
8. Clicked chat with “[ANON]” in Slack 8. Clicked chat with “[ANON]” in Slack
0.98 1. Clicked “rouge-score” on PyPI, copied install 1. Clicked “rouge-score” on PyPI, copied install

command

2. Ranuv pip install rouge-score in terminal
3. Scrolled through “rouge-score” PyPI page

4. Ran accelerate launch training command

5. Scrolled through “rouge-score” PyPI page

6. Switched between W&B, Google Doc, and
terminal

7. Typed training command, cancelled with
Ctrl+C

8. Ran cd sim-v2 and git pull

command

2. Ranuv pip install rouge-score in terminal
3. Scrolled through “rouge-score” PyPI page
4. Ran accelerate launch with dataset
arguments

5. Scrolled through “rouge-score” PyPI page
6. Switched between W&B, Google Doc, and
terminal

7. Typed CUDA training command, cancelled
with Ctrl+C

8. Ran cd sim-v2 and git pull
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