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Abstract

Simulating how organized groups (e.g., corporations) make decisions (e.g.,
responding to a competitor’s move) is essential for understanding real-
world dynamics and could benefit relevant applications (e.g., market pre-
diction). In this paper, we formalize this problem as a concrete research
platform for group behavior understanding, providing: (1) a task formaliza-
tion with benchmark and evaluation criteria, (2) a structured and adaptive
analytical framework, and (3) detailed temporal and cross-group analy-
sis. Specifically, we propose Organized Group Behavior Simulation, a
task that models organized groups as collective entities from a practical
perspective: given a group facing a particular situation (e.g., AI Boom),
predict the decision it would take. To support this task, we present GROVE
(GRoup Organizational BehaVior Evaluation), a benchmark covering 44
organized groups with 8,052 real-world context—decision pairs collected
from Wikipedia and TechCrunch! across 9 domains, with an end-to-end
evaluation protocol assessing consistency, initiative, scope, magnitude, and
horizon. Beyond straightforward prompting pipelines, we propose a struc-
tured analytical framework that converts collective decision-making events
into an interpretable, adaptive, and traceable behavioral model, achieving
stronger performance than summarization- and retrieval-based baselines.
It further introduces an adapter mechanism for time-aware evolution and
group-aware transfer, and traceable evidence nodes grounding each deci-
sion rule in originating historical events. Our analysis reveals temporal
behavioral drift within individual groups, which the time-aware adapter
effectively captures for stronger prediction, and structured cross-group
similarity that enables knowledge transfer for data-scarce organizations.

1 Introduction

Organized groups, guided by institutional routines and collective norms, exhibit structured
behavioral patterns that can be systematically modeled (Cyert & March, 2020). Simulating
how these organized groups make decisions is key to understanding real-world dynamics
and could benefit applications such as market forecasting, policy analysis, and scenario
planning (March & Simon, 1993; North, 1990). For instance, predicting how a corporation
would respond to a competitor’s product launch, or how a nation would act in the face
of a territorial incursion. Recently, large language models (LLMs) have been increasingly
adopted for individual behavior simulation (Park et al., 2023; Horton et al., 2023; Kazinnik &
Sinclair, 2025; Baker & Azher, 2024), yet group behavior simulation still lacks an established
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Figure 1: Framework for Simulating Organized Group Behavior.

framework. This motivates several critical questions: (i) Can we formalize the task of
simulating organized group behavior and systematically benchmark it? (ii) Can we design
methods that surpass naive prompting to provide trustworthy model of group behavior? (iii)
Can such a system track the temporal dynamics and enable robust cross-group comparisons?

We formalize Organized Group Behavior Simulation as predicting the decisions an or-
ganized group would make when facing a new situation, based on its historical context-
decision records. As shown in Figure 1, each context captures the situational background
(e.g., market shifts), and each decision records the group’s concrete response (e.g., product
launches). For benchmarking, we introduce GROVE (GRoup Organizational BehaVior
Evaluation), to evaluate group behavior simulation with 8,052 real-world context-decision
pairs. The dataset is constructed through an automatic pipeline applied to two complemen-
tary sources. The Wikipedia part spans 35 organized groups across 9 domains, with records
covering decades to over a century. The TechCrunch part focuses on 9 prominent technology
corporations, providing up-to-date decision records from Jan. 2025 to Mar. 2026, which
postdate most current LLMs’ training cutoffs. To ensure comprehensive evaluation, GROVE
employs a multi-dimensional criterion that assesses predictions across 5 key dimensions:
consistency, initiative, scope, magnitude, and horizon.

Real-world context—decision data spans extended time horizons triggering temporal be-
havior drift and covers diverse organizational contexts for cross-group analysis, making
adaptive and validated modeling essential for this task. To address these, we propose an
analytical framework (Figure 1) that translates collective decision-making observations into
a structured causal grounding system that is inspectable, evolvable, and traceable. It adopts
Codified Decision Tree (CDT) (Peng et al., 2026) as its structured behavior model, leveraging
its inherent interpretability and extensibility. Additionally, we introduce two components
for advanced analysis: (1) an adapter mechanism that adds, updates, and removes gates
and statements in the CDT, supporting both time-aware evolution and group-aware transfer;
and (2) traceable evidence nodes that ground each node in the derived historical events,
providing provenance from behavioral rules to predicted actions.

Our experiments split the benchmark chronologically, using the earlier portion for modeling
and the later portion for prediction. Results show that our method outperforms trivial
prompting and data-driven baselines such as Retrieval-Augmented Generation (RAG)
across all dimensions. We further analyze this task from two perspectives. For temporal
analysis, we reveal temporal behavioral drift within individual groups, and demonstrate
that incrementally adapting the behavioral model to capture this drift yields stronger
prediction performance without the cost of full retraining, offering practical use at scale.
For cross-group analysis, we discover that groups within the same domain share similar
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behavioral patterns. This motivates cross-group knowledge transfer via the group-aware
adapter, enabling more effective behavioral simulation for data-scarce groups.

In summary, our contributions are as follows:

e We formalize the task of Organized Group Behavior Simulation and construct GROVE,
a benchmark from 8,052 real-world decision records covering 44 entities across 9 domains,
as well as a multi-dimensional evaluation criterion.

* We propose a structured framework that translates historical events into interpretable,
evolvable behavior model with adaptation mechanisms and traceable evidence, and re-
sults show that our method outperforms other baselines across all evaluation dimensions
on GROVE.

¢ Our analysis reveals temporal behavioral drift within individual groups, which the time-
aware adapter effectively captures to yield stronger prediction without full retraining,
and cross-group similarity that enables knowledge transfer for data-scarce organizations.

2 Related Work

Group Behavior Analysis Social science research has long established that organized
groups are distinct decision-making entities whose actions cannot be reduced to those of
individual members (Cyert & March, 2020; March & Simon, 1993). Organizations are charac-
terized as boundedly rational actors following satisficing routines that evolve incrementally
along path-dependent trajectories shaped by internal coalitions and institutional constraints
(North, 1990; Nelson & Winter, 1985). Computational simulation of group-level dynamics
has proven indispensable for strategic forecasting, policy evaluation, and organizational de-
sign (Epstein & Axtell, 1996; Davis et al., 2007). Other work uses hierarchical clustering over
users’ temporal activity to characterize behaviorally distinct social-media groups (Sinha
et al., 2020). While these foundations are well established, the emergence of large language
models opens new opportunities to operationalize group behavior with richer cognitive
fidelity.

LLMs for Behavior Simulation The emergence of LLMs has transformed behavior simu-
lation, initially by modeling individual agents. Park et al. (2023) demonstrate that agents
equipped with memory and planning produce emergent social behaviors, while Horton
et al. (2023) shows that LLMs can effectively simulate economic agents. This paradigm has
been extended to collective settings, including political deliberations (Kazinnik & Sinclair,
2025; Baker & Azher, 2024) and large-scale societal interactions (Piao et al., 2025). How-
ever, in these systems, group-level outcomes emerge from individual interactions, with no
explicit representation of the group’s own decision-making logic. In contrast, we model
the group itself as the primary unit of analysis, equipping it with an explicit, structured
decision-making logic derived from historical records(Peng et al., 2026). Beyond prediction,
we further investigate adaptation mechanisms, cross-group behavioral similarity, temporal
evolution of decision patterns, and cross-group knowledge transfer.

3 Framework

3.1 Task Formalization

We formalize Organized Group Behavior Simulation as follows. Each organizational
decision is represented as a context—decision pair (c;, d;), where c; describes the situation the
organization faces and d; is its observed response. An organization’s decision history is a
chronological sequence D = {(c;,d;)}~ ;. The task is to induce a behavioral model M from
historical decisions D<; that can simulate the organization’s response to a new situation:

d=M(c* | Dsy), 1)

where c* is a new context occurring after time t and d is the simulated decision. Beyond
point prediction, we require M to be inspectable, evolvable, and traceable.



Published as a conference paper at COLM 2026

Algorithm 1 Recursive CDT Construction.

Require: Observations Dy; depth d; ancestor statements A;;
Ensure: CDT subtree rooted at node n
1: function BUILDCDT(D,, d, A;)
Initialize node n
3 if |Dy| < Tmin Or d > Dimax then > Tin: Minimum samples; Dmax: maximum depth
4 return n
5: end if
6: C < MULTIPERSPECTIVECLUSTER(D,, R, m) > R: perspectives; m: clusters per perspective
7
8

‘H <+ GENERATEHYPOTHESES(C, Ay,)
H < DEDUPLICATE(H)

O ™ N

forall (§,8) € H do > (§,5): gate-statement pair
10: (status, Dg) <= VALIDATE(, $, Dy)
11: if status = ACCEPT then
12: Attach S ton
13: else if status = RECURSE then
14: n' < BUILDCDT(Dg,d + 1, A, U {8})
15: Attach gate—child pair (¢,7') ton
16: end if
17: end for
18: return n

19: end function

3.2 Preliminary Knowledge: Codified Decision Tree

We adopt the Codified Decision Tree (CDT) (Peng et al., 2026) as the backbone of our
behavioral model. The full construction is shown in Algorithm 1 and implementation
details can be found in Appendix A.1.

Structure. As shown in Figure 1, a CDT 7T is a rooted tree where internal nodes contain gates
g, natural-language conditions describing situational categories (e.g., “the event involves
regulatory compliance”), and all nodes maintain behavioral statements {s} summarizing
the organization’s typical responses under those conditions (e.g., “tends to act aggressively
to regulatory uncertainty”).

Inference Traversal. Given a context c, the tree is traversed top-down: at each internal
node, an LLM evaluates whether the gate condition g holds for c. If true, the traversal
continues into the corresponding subtree; otherwise, the subtree is skipped. The routing
is non-exclusive, meaning a context may satisfy multiple gates at the same level. The gate
conditions along all activated paths and the statements from all reached nodes are collected
and concatenated as background knowledge. This background, together with the context c,
is provided to the LLM as input, and the model is instructed to predict the organization’s

next decision d.

3.3 Traceable Evidence

Each node 7 in the CDT maintains a grounding matrix M,, € {Sup, CON, IRR}‘R(”)‘X ‘S"‘,
where R (n) is the set of events routed to n and S, is the set of statements at n. Each entry m;;
records whether event e; supports, contradicts, or is irrelevant to statement s j,as determined
by an NLI-based consistency check. This matrix serves as the evidence backbone of the
framework: it grounds every behavioral statement in specific historical events, and drives
the adaptation process (§3.4) by providing the empirical basis for deciding which statements
to keep, add, demote, or delete. As a result, every node in the CDT is traceable to its
originating historical events, providing end-to-end provenance from source evidence to
predicted actions.
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3.4 Behavior Adaptation

When new data Dhpew arise from temporal updates, cross-group integration, or domain-
specific refinements, an adaptation process is triggered. Rather than rebuilding the tree
from scratch, the process incrementally updates the existing CDT to incorporate the new
information while preserving previously validated patterns.

The adaptation process operates top-down, processing each node 7 sequentially based
on the NLI scores of D U Dpey. For each node, the algorithm evaluates every existing
statement s; using its precision p; = |sup;|/(|sup;| + [con;|) and effective sample size n; =
|sup;| + [con;|, then generates new statements to cover remaining events. The following
four operations are applied in order:

* Keep: Statements with p; > Tieep are empirically validated and retained. Statements
with 71 < Tmin are also retained due to insufficient evidence for a reliable judgment.

¢ Delete: Statements with p; < Tqelete are predominantly contradicted and removed.

* Demote: Statements with Tyelete < Pj < Tieep hold for some observations but not others.
The algorithm relocates each such statement to an existing child whose gate already
routes its supporting events; if no suitable child exists, a new child node with a new gate
is created.

¢ Add: Events not supported by any surviving statement form the uncovered set If,,. When
|Uy| > Tmin, an LLM generates candidate statements conditioned on the gate path from
the root to n. Each candidate is validated against all events at the node via the grounding
matrix and accepted only if it meets the precision threshold Tycep.

After all four operations at node n are completed, the algorithm recurses into each child
node, passing down any demoted statements. This incremental, top-down design ensures
that the CDT evolves with minimal modifications while maintaining interpretability and
evidence grounding.

3.5 Behavior Similarity Analysis Tools

We analyze behavioral similarity at two levels using sentence embeddings e(-): an event
level that compares actions under analogous contexts, and a structural level that compares
the CDTs.

Event level. We define a behavioral similarity score (BSS) to quantify whether two groups
behave similarly under analogous contexts. Given two sets of context—action pairs from
different temporal phases or different groups, the score identifies the top-N event pairs
whose context similarity exceeds a threshold T and computes the average action similarity
over these matched pairs:

1 L
BSS(G;, Gj) = Y. sim(a, a]), (cos(eci,ecj) > T) 2)
(k1) €Top-N koA
This score serves as the unified metric for both within-group temporal and cross-group
similarity analysis throughout this paper.

Structural level. We directly compare CDTs T; and T; using Earth Mover’s Distance
(EMD) (Rubner et al., 1998) over their node embeddings:

EMD,(T;, T;) = r&g%fkl : (1 - cos(e,’Z(Ti),e7(Tj))) , ®)

where F is a transport plan with uniform marginals and 5 € {gate, stmt} selects between
gate embeddings (decision conditions) and statement embeddings (behavioral tendencies).
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Figure 2: Curation and Evaluation of GROVE Benchmark

4 GROVE Benchmark

We introduce GROVE, a benchmark for evaluating group-level behavioral prediction. It
comprises two data sources: (1) Wikipedia, covering 35 groups across 9 domains with
long-term historical records, and (2) TechCrunch, covering 9 technology corporations with
recent news (January 2025-March 2026). Detailed information and examples are provided
in Appendix B.

4.1 Data Curation

We prompt GPT-4.1 to extract group actions from Wikipedia narrative segments and to
summarize background and behavior from TechCrunch news snippets (see Figure 2). Since
group behavior in historical records is often carried out by specific individuals, we design
three filtering criteria grounded in organizational theory (Cyert & March, 2020; March &
Simon, 1993) along the dimensions of attribution, succession, and significance (detailed
in Appendix B.2), and prompt GPT-4.1 to filter out individual-level actions and refine
the remaining ones to reflect group-level decision-making. After filtering, we retain only
groups with at least 100 context—decision pairs to ensure sufficient data for behavioral
model construction and evaluation. Each context-decision pair is further augmented with a
guiding question that specifies the decision context (e.g., strategic domain or time frame)
without revealing the actual outcome. Full pipeline can be found in Appendix B.1.

4.2 Evaluation Criterion

During evaluation, the simulation model receives context and a guiding question, and pre-
dicts the group’s next decision. Each prediction is compared against the reference behavior
using an LLM-based evaluation suite across five dimensions (Miles et al., 1978; March, 1991):
(1) consistency, measuring entailment via NLI, scored as 100 (entailed), 50 (neutral), or 0
(contradicts); (2) initiative, measuring strategic posture (proactive, neutral, or reactive);
(3) scope, measuring orientation (internal or external); (4) magnitude, measuring response
intensity (incremental, moderate, or transformative); and (5) horizon, measuring temporal
orientation (exploitative, balanced, or explorative). For dimensions (2)—(5), matched classifi-
cations score 100 and mismatches score 0. Human validation of benchmark curation quality
and evaluation reliability demonstrates strong agreement between human and LLM judge,
with full results provided in Appendix C.

5 Experiments and Analysis

5.1 Experimental Setup

We evaluate our method against five baselines. Vanilla prompts the LLM with only the
context and question, without any grounding information. LoRA Finetuning (Hu et al,,
2022) adapts the base model by parameter-efficient finetuning on historical data. Human
Profile provides a human-written group description adapted from Wikipedia as grounding.
Summarization-based (Yuan et al., 2024) extracts and summarizes historical records into a
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Iniiative XN Wikipedia | TC
—— Method Aero. Auto. Broad. Edu. Ener. Game Ret. Spo. Tech. Avg | Avg
. q;} 9 Vanilla 67.7 62.9 64.4 69.4 521 59.2 611 544 624 615|785
Scope 87.5 LoRA Finetuning 54.8 528 522 562 57.3 500 486 434 592 527|676
——— k3 Human Profile 707 654 631 681 552 625 556 539 639 620|798
. Summarized-based  69.8 62.9 66.2 68.1 688 65.0 59.7 583 649 649 |79.0
agniuse T RAG 673 625 644 660 604 592 556 552 67.5 620 | 842
o Ours (CDT) 70.0 69.1 68.5 708  74.0 65.0 66.7 645 701 68.7 | 85.7
e ——— Temporal Adaptation Study evaluation on P2 & P3

Horizon o Fixed CDT 702 650 690 677 750 625 667 652 758 686 | -

faayd Retrained CDT 71.2 67.5 73.4 66.7 734 625 542 667 672 670 -

88.3 Adapted CDT 76.0 68.3 77.2 75.0 78.1 725 646 688 688 721 -

80 90 100

Figure 3: Multi-dimensional  Table 1: Consistency results on GROVE benchmark.
evaluation results.

unified textual behavior profile appended to the prompt. RAG (Lewis et al., 2020) retrieves
the most similar past context-decision examples from training data and appends them to the
prompt. For all experiments, we split the data chronologically into 70% train and 30% test for
both Wikipedia and TechCrunch. We use Qwen2.5-7B-Instruct as the prediction model and
GPT-4.1 as the evaluation model in the main experiments. Detailed hyperparameter setups
and model selection in the framework are placed in Appendix E. Additional experiments
across seven other models and a configuration threshold sensitivity study are reported in
Appendix F.1 and F.2.

5.2 Behavior Prediction Performance

Takeaway. Group behavior simulation benefits more from the structured and controllable
representation provided by our CDT than from relying solely on textual summaries or
retrieved historical records.

As shown in Table 1 and Figure 3, our framework achieves the best overall scores across
all five evaluation dimensions, surpassing Vanilla, Human Profile, Summarization-based,
and RAG baselines. RAG tends to over-rely on the most similar past events without
sufficient generalization, making its predictions particularly vulnerable to temporal behav-
ioral drift and leading to significant performance degradation in later evaluation phases.
Summarization-based provides noticeable gains over Vanilla and Human Profile in several
settings, confirming the value of grounding predictions in past behavioral histories, but it
remains clearly behind our method, which benefits from a structured, controllable behav-
ioral representation rather than pure textual aggregation. LoRA Finetuning underperforms
Vanilla, which can be attributed to repeating similar decisions in the train split rather than
learning global behavior pattern. Results using GPT-40-mini as the prediction model are in
Appendix F.

5.3 Temporal Behavioral Drift

Takeaway. Organized group behavior can be analyzed at the event level across temporal
phases, revealing how decision-making patterns evolve over time. Our dynamic mecha-
nism incrementally tracks these strategic shifts by continuously updating the behavioral
model.

Pre-Analysis. Behavior patterns of organized groups are expected to shift over decades
or a century decision-making history. We first examine this at the event level. By splitting
test set into three phases chronologically, we calculate the behavior similarity score (BSS)
of within- and cross-phase. Results show that over 57% of groups in the Wikipedia exhibit
significantly higher within-phase similarity than cross-phase similarity (p < 0.05, Mann-
Whitney U test), providing model-agnostic evidence of widespread behavioral drift directly
in the raw data. As shown in Figure 4, groups with significant drift (e.g., United Airlines,
Berliner FC, CBS) exhibit clear separation between within-phase and cross-phase similarity,
while groups with non-significant drift (e.g., BBC, Flamengo, CR Vasco) show overlapping
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Figure 4: Adaptation settings and results for groups with significant drift (x), non-significant
drift (n.s.), and cross-source transfer from Wikipedia to TechCrunch.

distributions. Moreover, all 9 TechCrunch groups show no significant drift, as their records
span only one year, confirming that drift is a long-horizon phenomenon. Full analysis for
each group can be found in Appendix F.

Experiments. Since behavioral drift exists, a static CDT will progressively lose fidelity,
motivating the need for adaptation. To address this, we leverage time-aware adapter
on previous base CDT. A case can be found in Section 6. As shown in Figure 4, we use
the three-phase data split and compare several settings: Fixed CDT, Retrained CDT, and
Adapted CDT. We also evaluate cross-source transfer by adapting Wikipedia-built CDTs
on TechCrunch cutoff data. As shown in Table 1, the Adapted CDT outperforms the Fixed
CDT on consistency in most domains, and even surpasses Retrained CDT. This is because
the adaptation mechanism inherently increases the weight of the most recent data in the
model while preserving previously validated behavioral rules, resulting in more accurate
modeling of near-future behavior. Notably, as shown in Figure 4, groups that exhibit
more significant behavioral drift in the event-level analysis also show larger performance
gains from adaptation, further supporting that the adapter’s gains are driven by capturing
temporal drift. Moreover, for cross-source transfer, TC+Wiki consistently outperforms
TC-Only, demonstrating that the adapter effectively bridges the distributional gap between
different data sources. These results demonstrate that our method effectively updates the
behavioral model in response to temporal drift, achieving stronger predictive performance
without the cost of full retraining.

5.4 Group Similarity and Knowledge Transfer

Takeaway. Groups within the same domain tend to converge on structurally similar
behavioral patterns, observable at both the event and structural levels. This shared
behavioral pattern can be exploited through group-aware transfer adaptation, providing
an effective approach for modeling data-scarce groups.

Event-level Similarity (8SS) Gate EMD Similarity

s om Domain Source Target Vanilla TgtCDT Transfer
w S x Aero. Brit. Cal. Airbus 75.0 61.4 83.3
pree Auto. Volkswagen  Ford 73.8 66.7 76.2
Spo Flumin. Derry City 65.0 71.7 80.0
L PO SE Palmeiras GELP 667 646 68.8
0209 oss2 | [/ Cornell Princeton 65.4 76.9 84.6
o o Edu Cornell UPenn 53.3 60.0 63.3
o Sporis] 0:298 . A : Cornell Stanford 79.4 70.6 82.4
o o Tl | GaTech UCLA 62.5 62.5 70.0

-
e
I e e

Table 2: CDT Transfer Experiment on Multiple

Figure 5: Group similarity analysis. Sources Compared to Vanilla and Target CDT.
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Group Similarity can be expected since groups operating within the same domain naturally
face similar market forces, regulatory environments, and competitive dynamics. We first
investigate this at two levels. As shown in Figure 5 for automobile, sports and aerospace,
intra-domain similarity consistently exceeds inter-domain similarity at the event-level. At
the structural level, EMD-based similarity (Section 3.5) matrix shows that groups within
the same domain have higher similarity than cross-domain in both gates and statements.
Beyond these selected groups, these patterns hold across all domains and detailed results
can be found in Figure 11.

Knowledge Transfer. Both event-level and structural-level analyses reveal behavioral
similarity among groups within the same domain, which raises a practical question: can
behavioral knowledge be transferred from data-rich groups to improve simulation for
data-scarce ones? As shown in Table 2, directly applying a CDT built from a data-scarce
group’s limited data performs poorly, sometimes even falling below the vanilla setting,
because insufficient data cannot support the construction of a well-structured behavioral
model. By leveraging shared behavioral structures inherent within a domain, our adaptation
mechanism enables the CDT to maintain robust predictive performance even under data
sparsity. This ensures high-fidelity simulation in practical settings where historical records
are unavailable or limited, such as for newly formed organizations, thereby expanding the
applicability of behavioral modeling to a wider range of real-world entities.

6 Case Studies

Casel: Temporal Behavior Drift Case2: Group Behavior Comparison
e e 82| || Context: 1n 1948, the school was renamed to Georgia Institute of Context: In 1881, the California State Legislature authorized the
differentiate its next-generation hardware against technically superior rivals. Technology to reflect its growing focus on advanced research, L~ creation of a southern branch of the Normal School in Los Angeles
. - undergoing institutional transformation under President Van Leer. to train teachers for the growing population of Southern California.
Phase 1 (2006)
With the Nintendo 64, Nintendo Nintendo released the Wii home (%."" Ueln
began mak with fully-3D | console with a motion controller
computer graphics. + Context: facing external social and demographic pressures to expand access to higher education for women.
Head-to-head Hardware g | Differentiated Experience ++ Behavior: expand women's participation in higher education
Competition s Innovation High Behavior Similarity
x 5 Support
Operation: MODIFY at Node -5 GT CDT From Scratch UCLA CDT Transferred From GT Uela
Adapted Statement - " Does the scene indicate that GaTech is Gate [Node-5-2-1]: “Does the scene indicate a significant shift
coverage: 72% gt o g o ;g Knowledge | or ¢ v in the student population— such as changes in size,
: . e e 8 Transfer | demog s, or the arrival of new groups — that might
btlm.tdel:t,d; 5;“!’215?‘5 and promotes - - prompt UCLA to ...”
standards of quality, user Y
m :nd b;mtd consistency Statement: "GaTech frequently adapts its structures, Statement: "UCLA tends to expand or reo; its academic

ucture in

g A policies, or pro, e to evolving legal,
ds within its

R regulatory, or policy environments.”

and software offerings.

Figure 6: Cases for temporal behavior drift (left), group similarity and knowledge transfer
(right) with traceable evidence node for validation

As shown in Figure 6, the left case shows that temporal behavioral drift happens when
facing similar competitive pressure but making fundamentally different decisions, which
supports the necessity to modify the CDT to fit behavior better. The right case shows that
universities within the same domain share similar behavioral patterns regarding women'’s
admission (e.g., GaTech and UCLA independently responded through similar institutional
mechanisms), which supports transferring GaTech’s behavioral model to data-scarce UCLA.
These highlight the advantages of our framework: the ability to capture temporal behavioral
drift through the time-aware adapter, and to identify cross-group similarity and enable
knowledge transfer through the group-aware adapter. Moreover, traceable evidence nodes
in our framework ensure that both the modeling and adaptation processes are anchored in
verifiable historical events, making every analytical result explainable and auditable. CDT
structure and traversal cases are provided in Appendix D.

7 Conclusion

We formalize Organized Group Behavior Simulation and construct GROVE, a benchmark
with 8,052 real-world context—decision pairs across 9 domains and a multi-dimensional
evaluation protocol. We propose a framework that converts historical observations into
an inspectable, evolvable behavioral model with adaptation mechanisms and traceable
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evidence nodes, outperforming summarization- and retrieval-based baselines across all
evaluation dimensions. Our analysis reveals temporal behavioral drift within individual
groups, effectively captured by the time-aware adapter without full retraining, and struc-
tured cross-group similarity that enables knowledge transfer for data-scarce organizations.
As future work, we plan to extend toward multi-agent organizational simulation where
interacting groups co-evolve their strategies.
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A Framework Details

A.1 Codified Decision Tree Construction

Given an organization’s decision history D = {(c;, d;) }f\i 1, we construct a Codified Decision
Tree (CDT) that organizes behavioral patterns into a hierarchy of interpretable, conditional
rules. A CDT is a rooted tree in which each node #n stores a set of behavioral statements
Sy that generalize the organization’s tendencies in natural language, together with a set of

gate—child pairs G, = {(gx, nx) fil. Each gate g is a yes/no question about the observable
context and 7y is the corresponding child node. At inference time the tree is traversed
top-down: root statements are collected unconditionally; for each gate satisfied by the input
context (judged by a discriminator LLM), the traversal recurses into the child, accumulat-
ing progressively more specific statements that serve as background knowledge for the
prediction LLM.

All prompt templates used in construction and adaptation are provided in Appendix G.
Construction proceeds recursively. A node becomes a leaf when the number of routed
observations falls below a minimum or the depth exceeds Dmax. Otherwise, the following
four-step pipeline is executed. All hyperparameters are listed in Table 6.

The complete construction can be found in Algorithm 1; this section provides the corre-
sponding implementation details.

Step 1: Multi-perspective clustering. We perform R rounds of KMeans clustering, each
re-embedding the entire observation set under a different behavioral lens. Four guide
suffixes are appended to each context c; before encoding, priming the embedding toward
distinct dimensions: “Thus, O will” (decision verbs), “Thus, O prioritizes” (goal nouns), “As
a result, O faces” (pressures and risks), and “This changes O’s” (strategic domains), where O
denotes the organization name. In each round r, we compute a composite embedding per
observation:

(n _ [ GenEnc(c; ®suffix,)  SurfEnc(d;) )

€ |GenEnc(c; @ suffix,)||,” ||SurfEnc(d;)|>

where GenEnc extracts the last-token hidden state of Qwen3-8B applied to
the suffix-augmented context and SurfEnc encodes the decision via OpenAl’s
text-embedding-3-small; both are /,-normalized before concatenation. KMeans is then
applied, and for each centroid the m nearest observations form a representative cluster.
Accumulating clusters across all rounds ensures coverage of complementary behavioral
dimensions.

Step 2: Hypothesis generation. For each cluster Cj, a generator LLM proposes k candidate
behavioral statements (decision hypotheses) and k corresponding context-trigger questions
(gate hypotheses) via a chain-of-thought prompt. The prompt supplies the cluster’s context—
decision pairs, all statements already established at ancestor and current nodes, and the
gate path from the root. The LLM is instructed to identify the main behavioral feature not
yet captured, formulate k concise grounding statements, and propose k selective yes/no
context-trigger questions focused on the organization’s next decision.

Step 3: Summarization and deduplication. Raw hypotheses from all clusters are aggre-
gated and may overlap. An LLM-based compression step merges redundant pairs, rewrites
them for generality, and retains a small set of meaningfully distinct statement-gate pairs.

Step 4: Two-stage validation. Each surviving pair (§,$) is validated against the full
observation set D, at the current node using a discriminator LLM.

Stage 1 — Ungated validation. The statement 3 is checked against every observation without
any gate filter (see Appendix G for prompt templates). The ungated precision is pgjopal =
Nyes/ (Nyes + Nno). If Pglobal > Taccept, the statement is added unconditionally to S, and
the gate is discarded.
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Stage 2 — Gated validation. Remaining hypotheses undergo gate filtering. Each observation
is evaluated against the gate ¢ by the discriminator, and only those answered “yes” are

retained as D‘g. The gated precision pgateq is computed on this subset, and the broadness

b = 1— Ni/|D,| measures gate selectivity. A gate is accepted only if b < Tgjer. 1If
Pgated = Taccepts the statement is installed as a leaf child with no further recursion. If

Treject < Pgated < Taccepts the filtered observations are passed to a new child for recursive
construction. Otherwise, the hypothesis is discarded.

A.2 Demotion Details

As described in §3.4, a statement s; is demoted when Tyelete < Pj < Tkeep, indicating that it
holds for some observations but not others. The demotion procedure attempts to identify a
subcontext where the statement achieves adequate precision and relocate it accordingly. All
statements marked for demotion at the same node are processed jointly in three steps.

Step 1: Route through existing children. For each demoted statement sﬁ,] ), we route its
supporting events sup; through the existing child gates of . If a single child 7. captures

> 50% of sup;, we move s,(j ) to n¢, provided the statement’s precision recomputed at #, is

2 Tkeep-

Step 2: Hypothesize new gates. For statements not resolved in Step 1, we group their
supporting and contradicting events and prompt an LLM to hypothesize a gate condition
that separates sup; from con;. The candidate gate is accepted only if > 50% of sup; are
routed to the new child and the statement’s precision under that child is > Tyeep. If both
criteria are met, a new child node is created under n with the hypothesized gate, and the
statement is placed there. When multiple statements at the same node require new gates,
the LLM may propose a shared gate if their supporting events overlap substantially.

Step 3: Fallback. Statements for which neither Step 1 nor Step 2 succeeds are deleted, as
no subcontext with adequate precision can be found.

13
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B Benchmark and Groups Details

B.1 End-to-End GROVE Construction Pipeline
GROVE is constructed through the following end-to-end pipeline.

1. Data collection. We collect section-level historical narratives for 35 organized groups
across 9 domains from Wikipedia. For recent corporate behavior, we collect TechCrunch
articles concerning 9 technology corporations from January 2025 through March 2026.

2. Behavior extraction. For Wikipedia, GPT-4.1 identifies candidate actions taken by the
focal group from each narrative segment. For TechCrunch, GPT-4.1 converts each article
into a structured (background, action) pair, where the background describes the situation
preceding the focal corporate action.

3. Group-behavior filtering. Each candidate is evaluated using the attribution, successor,
and significance tests in Appendix B.2. The filter removes private individual actions,
actions that do not represent the organization’s authority or institutional continuity, and
actions without organization-level significance.

4. Action refinement. For each retained candidate, the action is rewritten with the organized
group as the subject while preserving the original event semantics. This normalization
prevents incidental individual names from obscuring the collective actor represented by
the benchmark.

5. Question generation and leakage control. GPT-4.1 generates a guiding question that
specifies the relevant decision dimension without revealing the reference action. We then
apply empty-field filtering, action deduplication, explicit action-span removal from the
background, and lexical-overlap containment checks to reduce answer leakage.

6. Retention and chronological splitting. We retain groups with at least 100 surviving
context—decision pairs. The final benchmark contains 44 entities and 8,052 pairs. Each
group’s records are ordered chronologically and split into 70% training and 30% test data,
yielding 5,386 training and 2,666 test pairs in total.

For reproducibility, the release includes the curation and evaluation prompts, model ver-
sions, random seeds, filtering criteria, threshold settings, and code used to produce the
benchmark.

B.2 Benchmark Construction Tests

Attribution Test. The attribution test verifies that the candidate action can be reasonably
attributed to the organization as a collective actor, rather than being solely a private or inci-
dental act of an individual. For example, a CEO announcing a company-wide restructuring
plan is attributable to the corporation, whereas the same CEO’s personal real estate purchase
is not. This test filters out actions that merely involve members of the organization but
do not represent the organization’s collective agency, ensuring that the benchmark reflects
decisions made by the group rather than decisions made near the group.

Successor Test. The successor test addresses cases where an action was initiated or carried
out by a specific individual but nonetheless represents the organization’s interests, authority,
or institutional capacity. Even if a single leader made the decision, it qualifies as group
behavior if it was later absorbed, continued, or institutionalized by the organization. For
instance, a university president unilaterally establishing a new research center counts as
organizational behavior if the institution subsequently maintained and expanded the center
beyond that president’s tenure. This test captures the organizational theory insight that
institutions routinely act through designated agents whose decisions bind and persist
beyond the individual (March & Simon, 1993).

Significance Test. The significance test requires that the candidate action has a meaningful
impact at the level of the organization, not merely on the individual actor. Routine personal
decisions by group members, even when made in an organizational context, are excluded if

14



Published as a conference paper at COLM 2026

Dom. Group Tr Te | Dom. Group Tr Te
Aero.  Boeing 111 48 | Spo.* CR Vasco 148 64
Brit. Caledonian 195 84 Dallas Cowboys 142 61
Cubana 99 43 Bayern Munich 72 32
United Airlines 103 45 Fluminense 296 127
Auto. Alfa Romeo 133 58 Grémio 129 56
Chrysler 105 46 McLaren 180 78
GM 117 51 Anderlecht 75 33
Lamborghini 84 37 Real Madrid 76 33
Volkswagen 81 36 Red Bull Racing 93 41
Broad. ABC 121 52 Palmeiras 191 83
BBC 72 32 UFC 100 43
CBS 147 64 | Tech. Apple 126 55
CNN 70 31 Microsoft 96 42
Australian BC 100 43 | TC Amazon 102 72
Edu. Cornell 75 33 Anthropic 94 64
Georgia Tech 89 39 Apple 180 121
Ener. ExxonMobil 109 48 Google 274 184
Game  Nintendo 140 60 Meta 192 132
Ret. Target 84 36 Microsoft 82 56
Spo. Al Ahly SC 100 44 Nvidia 64 45
Berliner FC 114 49 OpenAl 252 170
CR Flamengo 101 44 Tesla 72 51

Total: 44 groups, 5386 train, 2666 test

Table 3: Experiment dataset statistics.

they do not materially affect the group’s trajectory, reputation, or operations. For example,
an employee’s promotion within a company is typically insignificant at the organizational
level, whereas a major product launch or a strategic acquisition is. This test ensures that the
benchmark focuses on decisions that shape the organization’s behavioral trajectory, which
is the level at which our simulation task operates.

# History
{history}
# Candidate Action
{action}
# Task
Determine whether the candidate action should be considered a valid group behavior of
{group_name}.
Answer yes only if ALL of the following conditions are satisfied:
1. Attribution Test

The action can be reasonably attributed to {group_name} as a collective actor, rather
than being solely a private or incidental act of an individual.
2. Successor Test

Even if the action was initiated by an individual, it plausibly represents the
interests, authority, or capacity of {group_name}, or was later institutionalized by
{group_name}.
3. Significance Test

The action has a meaningful impact at the level of {group_name}, not merely on the
individual actor.
If any condition is not satisfied, answer no.

{“‘reason’’: ‘‘<brief explanation>’’,
‘“is_group-behavior’’: ‘‘yes’’ | “‘no’’}

Figure 7: Group behavior filtering prompt with three criteria: attribution, successor, and
significance tests.
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C Human Validation

To verify the reliability of the LLM-assisted benchmark curation and the consistency judge,
we conduct a two-part human validation study covering (1) benchmark data quality and
(2) judge-human agreement.

C.1 Benchmark Quality Validation

Setup. We stratified-sample 100 entries from the Wikipedia-sourced benchmark across
all 9 domains and 50 entries from the TechCrunch-sourced benchmark. Two primary
annotators independently label every item. For each Wikipedia entry, they answer three
binary (Yes/No) questions:

* Q1 (Group Behavior): Is the extracted action a valid group behavior attributable to
the organization as a collective actor?

* Q2 (Rewrite Fidelity): Is the rewritten action faithful to the original—i.e., only the
subject is changed, with no semantic distortion?

* Q3 (Question Quality): Is the generated evaluation question reasonable and does it
avoid leaking the ground-truth action?

For each TechCrunch entry, they answer:

* Q4 (Summary Accuracy): Is the GPT-generated background an accurate and faithful
summary of the article context?

* Q5 (No Leakage): Does the background avoid revealing or implying the extracted
action?

Agreement and Cohen’s x are computed between the two primary annotators. Whenever
they disagree, a third annotator reviews that item and selects the final label. Thus, an agreed
item uses the shared primary label, whereas a disagreed item uses the third annotator’s label;
this is equivalent to a three-person majority decision while requiring the third annotator
only for disagreements. Agreement between the final human label and GPT-4.1 is computed
over all sampled items, not only the subset on which the two primary annotators agree.

Results. Table 4 reports the human agreement rates and inter-annotator reliability. Across
all five questions, the two primary annotators show substantial to near-perfect agreement
(x = 0.76-0.91), and the final human labels agree with the GPT-4.1 curation decisions
on 90-97% of the samples. Rewrite fidelity achieves the highest agreement (x = 0.91),
indicating that subject rewriting rarely changes the action semantics. Group-behavior
validity has slightly lower but still substantial agreement (x = 0.76), with disagreements
concentrated in borderline cases where an individual’s action was later institutionalized
by the organization. The TechCrunch results likewise support the faithfulness and leakage
control of the generated backgrounds.

Source Question Agree (%) K Final Human-GPT (%)

Q1: Group Behavior 89.0 0.76 92.0
Wikipedia Q2: Rewrite Fidelity 96.0 091 97.0

Q3: Question Quality 93.0 0.82 94.0

Q4: Summary Accuracy 92.0 0.78 90.0
TechCrunch - 35 N1o Leakage 940 084 96.0

Table 4: Benchmark quality validation. “Agree” is agreement between the two primary
annotators. “Final Human-GPT” is agreement between the adjudicated human label and
GPT-4.1 over all sampled items.

C.2 Consistency-Judge Agreement Validation

Setup. To validate the GPT-4.1 consistency judge, we sample another 100 prediction—
reference pairs, approximately balanced across Entail, Neutral, and Contradict and drawn
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from both Wikipedia and TechCrunch results under multiple inference settings. Two primary
annotators independently assign one of the three labels using the same rubric as the GPT
judge:

¢ Entail: The reference entails the prediction and follows the same group logic.

* Neutral: The reference is neutral to the prediction and reflects a different facet.

¢ Contradict: The reference contradicts the prediction and follows an opposing group
logic.

As in the benchmark-quality study, a third annotator resolves every primary disagreement.
Human-human statistics use the two primary annotations, while human—GPT statistics
compare GPT-4.1 against the final adjudicated label over all 100 pairs.

Results. Table 5 summarizes the agreement statistics. The two primary annotators achieve
78.0% exact agreement with Cohen’s x = 0.67 and Spearman p = 0.74. Comparing the final
human label with GPT-4.1 gives 73.0% exact agreement, x = 0.60, and Spearman p = 0.71.
The GPT judge’s agreement with the final human label is therefore close to the human-
human agreement under this constrained consistency rubric. The per-class breakdown in
Table 5 shows the highest agreement for Entail and the lowest for Neutral, reflecting the
greater subjectivity of deciding whether two actions describe different facets.

Comparison Agree (%) K Spearman p
H-H (primary annotators) 78.0 0.67 0.74
Final H-GPT-4.1 73.0 0.60 0.71

Final Human | Entail Neutral Contradict | Agree (%)

Entail 27 5 1 81.8
Neutral 4 21 9 61.8
Contradict 2 6 25 75.8

Table 5: Consistency-judge validation. H-H compares the two primary annotators; Final
H-GPT compares the adjudicated human label against GPT-4.1 over all 100 pairs. The lower
block gives per-class Final H-GPT agreement.
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D Case Studies

Root — Nintendo (always active)

underperformance.

R1: Tends to adjust its business strategies, product features, or pricing in response to competitive pressures, market changes, or

[ R2: Often reinforces or clarifies its brand identity and product differentiation through marketing, design, or quality assurance measures.
[ R3: Appears to capitalize on its intellectual property and legacy assets to expand its brand and adapt to new markets.

R4: Willing to discontinue, modify, or pivot from projects and business models that prove unsustainable or misaligned with strategic

objectives.
.
' N [
Gate [1] Gate [2]
"Is Nii do facing rep ional, regulatory, or societal pressures "Is Nintendo interacting with third-party developers, partners, or
regarding its content, business practices, or public image?" external products in a way that could impact quality or brand?"
3 stmts: response to negative feedback; technology exploration; market 3 stmts: revisit partnerships; experiment/pivot; innovate/acquire
adaptation .
2-1: "Unfavorable partnership terms?" — 7 stmts
1-1: "Consumer confusion or misinterpretation?" — 1 stmt : "Underperformance or strategic uncertainty?" — 1 stmt
1-2: "Preparing to launch or reposition a product?" — 5 stmts : "Need to communicate directly with consumers?" — 1 stmt
1-3: "Responding to legal or IP challenges?" — 2 stmts - 2-3-1: "Evaluating strategic fit of partnerships?" — 1 stmt
1-4: "Leveraging success of a product/character?" — 1 stmt 2-4: "Product safety, legal risks, or IP threats?" — 3 stmts
- 2-4-1: "Underperformance with partner/subsidiary?" — 1 stmt
\ J \
e N
Gate [3] Gate [4]
"Is Nii do forming, reneg ing, or dissolving partnerships in "Is Nintendo targeting new demographics or expanding its audience,
response to shifting opportunities or risks?" possibly through product design or marketing changes?"
1 stmt: adapts products to regional preferences 1 stmt: adjusts launches/marketing in response to competitors
3-1: "Legal, regulatory, or public controversies?" — 3 stmts 4-1: "Responding to legal/societal pressures?" — 3 stmts
3-2: "Unfavorable or misaligned busi ar 7" — 4 stmts. : "Public communication/marketing/clarification?" — 5 stmts
3-3: "Significant criticism or backlash?" Internal changes (leadership, org structure)?" — 3 stmts
f~ 3-3-1: "Underperformance — discontinuation?" — 1 stmt 4-4: "Operational/financial constraints?" — 2 stmts
L 3-3-2: "Evaluating subsidiaries/assets?" — 1 stmt I~ 4-4-1: "Unfavorable partnership terms?" — 1 stmt
- 4-4-2: "Consumer confusion/negative sentiment?" — 1 stmt
"Seeking to expand via collaboration/acquisition?" — 5 stmts
: "Leveraging IP or flagship products in new ways?" — 3 stmts
t-4-6-1: "Facing underperformance/misalignment?" — 0 stmts
i~ 4-6-2: "Cultural/regulatory/market challenges?" — O stmts
- 4-6-3: "Identifying gaps in gaming audience?" — 0 stmts
\. J \

@ Root (always active) [ Depth-1 gates

@ Gate 4 (expanded in case study)

Max depth = 3 - 4 root stmts - 4 depth-1 gates - 23 depth-2+ sub-gates

Figure 8: CDT Visualization for Nintendo
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Input: Nintendo_0086

Context: In 1995, Sony's PlayStation and Sega Saturn dominated the 32-bit market. Nintendo changed the name from "Ultra 64"
after Konami held the "Ultra Games" trademark.

Ground-truth action: Nintendo changed the console's name from Ultra 64 to Nintendo 64.

Root — always active (4 statements collected)

l R1: Adjusts strategies in response to competitive pressures — Sony/Sega competition
l R2: Reinforces brand identity through marketing/design — "Nintendo 64" name

l R3: Capitalizes on IP and legacy assets — Using "Nintendo" brand

l R4: Pivots from unsustainable projects — Abandoned "Ultra" name

\ J

Depth-1 gate evaluation

X Gate [1]: "Reputational, regulatory, or societal pressures?"” XK Gate [2]: "Third-party developers/partners impacting quality or
Not triggered — scene is about product naming, not reputational crisis. brand?"
Subtree skipped. Not triggered — Konami trademark is a legal issue, not a partner

quality concern. Subtree skipped

~\
X Gate [3]: "Forming, renegotiating, or dissolving partnerships?" Gate [4]: "Targeting new demographics or expanding audience?"
Not triggered — no partnership action involved. Subtree skipped. Triggered — N64 targets broader market where PlayStation attracted
new gamers with 3D graphics.
/
s N
Node 4 — 1 statement collected
[ Adjusts product launches, marketing, or policies in response to competitor actions — Renamed and adjusted launch timing vs Sony/Sega
Depth-2 gate evaluation under Node 4
2 4-1: "Legal/societal pressures?" [ 4-2: "Public comms/marketing?" ] X 4-3: "Internal changes?"
/% 4-4: "Financial constraints?" A 4-5: "Expand via acquisition?" [4-6: "Leveraging IP/flagship?" ]
Node 4-2: 5 statements Node 4-6: 3 statements
Adapts products to evolving market trends Adjusts policies for legal/regulatory challenges
~ Implements licensing controls for third-party Innovates in hard , software, or busi models
Pursues new ventures or repurposes legacy assets Clarifies product identity through targeted rebranding
Adjusts product design, npaming, or marketing to
increase accessibility Depth-3 gates under 4-6:
Revises strategies for external developments X461 X463
. J

Traversal summary

Path: Root — Gate 4 [ — Gate 4-2 [ + Gate 4-6 [ — Gate 4-6-2
Skipped: Gate 1 X, Gate 2 X, Gate 3 X, Gate 4-1 X, Gate 4-3 X, Gate 4-4 X, Gate 4-5 X, Gate 4-6-1 X, Gate 4-6-3 X
Collected: 13 statements total, 2 exact matches (4-2 4: naming, 4-6.3: rebranding)

Figure 9: A running case for one data sample from Nintendo
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E Setup Details

E.1 Hyperparameters

Table 6 summarizes all hyperparameters used in CDT construction and adaptation.

Symbol Description Value

Dmax Maximum tree depth 3
Clustering rounds (guide suffixes) 4

m Observations sampled per centroid 8

k Hypotheses generated per cluster 3

Taccept / Tieep Precision threshold to accept / keep a statement 0.65
Treject / Tdelete ~ Precision threshold to reject / delete a statement ~ 0.35
Thilter Broadness upper bound for gate acceptance 0.8
Trnin Minimum sample size for evaluation 3

Table 6: Hyperparameters for CDT construction (§A.1) and adaptation (§3.4). Thresholds
Taccept aNd Tieep share the same value, as do Treject and Tyelete-

E.2 Baselines.

Human profiles - craft a short paragraph which introduces basic knowledge of this group
without leaking potential actions and their results. Figure 10 shows human profile of
Boeing.

# Human Profile

The Boeing Company is an American multinational corporation that designs, manufactures,
and sells airplanes, rotorcraft, rockets, satellites, and missiles worldwide. The
company also provides leasing and product support services. Boeing is among the
largest global aerospace manufacturers; it is the fourth-largest defense contractor
in the world based on 2022 revenue and is the largest exporter in the United States by
dollar value. Boeing was founded in 1916 by William E. Boeing in Seattle, Washington.

As of 2023, the Boeing Company’s corporate headquarters is located in the Crystal
City neighborhood of Arlington County, Virginia. The company is organized into three
primary divisions: Boeing Commercial Airplanes (BCA), Boeing Defense, Space & Security
(BDS), and Boeing Global Services (BGS). In 2021, Boeing recorded $62.3 billion in
sales. Boeing is ranked 54th on the Fortune 500 list (2020), and ranked 121st on the
Fortune Global 500 list (2020).

Figure 10: Example of a human-written Wikipedia profile used as background knowledge
(Boeing).

RAG (Lewis et al., 2020) retrieves the 8 most similar context-decision pairs from the training
data using OpenAl's text-embedding-large model, and appends them as in-context examples
to the prompt. At inference time, the model is asked to predict the group’s next action
based on these retrieved examples and the current context. This approach directly leverages
historical precedents but lacks any abstraction over behavioral patterns, making it sensitive
to surface-level context similarity and vulnerable to temporal behavioral drift when the
most similar past events no longer reflect the group’s current decision-making logic.

Summarization-based (Yuan et al., 2024) constructs a textual behavior profile for each
group by prompting an LLM to generate a narrative-style summary from blocks of historical
context—decision pairs. The prompt instructs the model to produce a cohesive profile weav-
ing together the group’s background, core behavioral patterns, key decisions, and strategic
development, written in an informative style similar to a comprehensive organizational
guide. The resulting profile is appended to the prediction prompt as grounding information.
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While this approach captures higher-level behavioral tendencies than RAG, the profile is a
static, unstructured text that cannot be incrementally updated or decomposed for targeted
analysis.

LoRA Fine-tune trains a separate Qwen?2.5-7B-Instruct adapter for each group using that
group’s initial historical training split (P0), which is the same group-specific data available
to the other behavior-modeling baselines. We use LoRA rank r = 16, scaling factor &« = 32,

dropout 0.05, batch size 16, and AdamW with learning rate 2 x 10—4.

Model Selection. Our framework employs different models for different roles based on
their complexity requirements. For CDT construction and adaptation, GPT-4.12 serves as the
main engine for proposing gates and statements, while GPT-4.1-mini handles lightweight
classification tasks including gate traversal, coverage checking, and NLI-based relation
matrix computation. All sentence embeddings for context matching and similarity analysis
are computed using OpenAl’s text-embedding-3-large®. We use GPT-4.1 as the judge
model for multi-dimensional evaluation scoring. For prediction, we use Qwen2.5-7B-
Instruct(Qwen et al., 2025) and GPT-40-mini(OpenAl, 2024).

2https://openai.com/index/gpt-4-1/
3https ://openai.com/index/new-embedding-models-and-api-updates/
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F Additional Experiments Results

F1 Expanded Prediction Model Coverage

GROVE is designed primarily to compare behavior-modeling methods under a controlled
prediction backbone, rather than to rank language models by their parametric knowledge.
To test whether the observed benefit depends on the two prediction models used in the
original experiments, we repeat the comparison with seven recent open- and closed-source
models. Recent models may encode more public organizational history in their parameters,
creating a stronger Vanilla baseline and a possible ceiling effect. Nevertheless, as shown
in Table 7, CDT obtains the best Wikipedia and TechCrunch consistency scores for every
evaluated prediction model.

Prediction Model Vanilla Human Profile Summarization RAG Ours (CDT)
Qwen3-4B-Instruct-2507  57.9 / 79.8 59.4 / 83.0 64.6 / 86.2 56.8 / 83.8 68.2/86.6
Qwen3.5-4B 55.0 / 82.9 53.8 / 81.7 58.7 / 85.7 58.1 /81.3 63.1/88.3
gpt-5-nano-2025-08-07 76.1 / 88.8 78.1 / 88.8 77.7 / 90.5 76.2 / 88.5 83.1/91.6
gpt-5-mini-2025-08-07 80.4 / 89.8 80.2 / 90.1 81.6 /921 77.9 / 86.0 84.4/93.0
gpt-5-2025-08-07 83.0 / 89.7 82.8 /89.9 84.2 /90.3 81.5/85.2 87.2/92.0
gemini-3-flash-preview  64.0 / 85.9 67.4 / 86.2 78.0 / 88.0 74.1 /759 79.2/89.4
gemini-3.1-flash-lite 65.3 / 89.2 62.9 /874 73.1/89.1 73.0 / 80.1 77.7191.8

Table 7: Consistency results across prediction models. Each entry reports Wikipedia /
TechCrunch average.

The gains persist for the strongest prediction models: relative to Vanilla, CDT improves
gpt-5-mini by 4.0 / 3.2 points and gpt-5 by 4.2 / 2.3 points on Wikipedia / TechCrunch.
The same qualitative result holds for the Qwen and Gemini families, indicating that the
improvement is not restricted to an OpenAl prediction backbone or to small models.

E1.1 Temporal Adaptation Across Prediction Models

We further repeat the temporal adaptation experiment with the same seven prediction
models. Table 8 shows that the Adapted CDT obtains the highest average consistency score
for every model, supporting the benefit of time-aware structural updates across model
families.

Prediction Model Fixed CDT Retrained CDT Adapted CDT
Qwen3-4B-Instruct-2507 66.2 66.6 68.5
Qwen3.5-4B 61.1 61.4 65.1
gpt-5-nano-2025-08-07 80.1 82.0 86.0
gpt-5-mini-2025-08-07 83.6 83.4 85.3
gpt-5-2025-08-07 85.5 86.1 88.3
gemini-3-flash-preview 79.8 79.7 80.1
gemini-3.1-flash-lite 77.8 76.1 80.3

Table 8: Temporal adaptation consistency results across prediction models.

F2 Threshold Sensitivity

The construction thresholds Taccept and Treject and the adaptation thresholds Tyeep and Tyelete
denote the same precision cutoffs at different pipeline stages. A statement is accepted or kept
when it has sufficient support, and rejected or deleted when it is predominantly contradicted;
consequently, we share their values. Pilot experiments indicated stable behavior over a
reasonable range, so we use Taccept = Tkeep = 0.65 and Treject = Tdelete = 0.35, close to the
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setting in prior CDT work (Peng et al., 2026), as a representative configuration rather than a
tuned optimum.

For sensitivity analysis, we rebuild CDTs under nine threshold configurations and evaluate
five representative groups with three prediction models while holding all other hyperpa-
rameters fixed. Table 9 shows no monotonic advantage from increasing or decreasing either
cutoff. The cross-model average ranges from 74.43 to 77.73; the default configuration scores
76.33, within 1.40 points of the best configuration.

Config.  Taccept Treject gPt-5-nano gpt-5-mini Qwen3-4B-Inst. Average

Co 0.65 0.35 80.2 84.2 64.6 76.33
C1 0.55 0.35 82.3 85.5 63.5 77.10
Cc2 0.75 0.35 80.4 84.6 63.1 76.03
C3 0.85 0.35 83.6 83.2 60.5 75.77
C4 0.65 0.25 85.1 82.4 65.7 77.73
C5 0.65 0.45 81.2 80.9 63.9 75.33
Cé6 0.75 0.50 79.7 81.6 62.0 74.43
c7 0.50 0.50 80.2 82.2 63.6 75.33
C8 0.85 0.50 82.8 82.1 60.8 75.23

Table 9: Threshold sensitivity on five representative groups. C0 is the default configuration.

Wikipedia \ | TC
Method Aero. Auto. Broad. Edu. Ener. Game Ret. Spo. Tech. | Avg | Avg
Vanilla 80.0 80.7 79.8 78.7  86.5 742 722 772 827 | 79.1 ] 89.9
Human Profile 81.0 78.8 78.7 753 80.2 758 66.7 779 815 | 773 | 88.0
Summary-based 80.2 78.9 79.6 79.0 875 742 694 779 805 | 78.6 | 88.7
RAG 77.8 74.5 80.9 80.1 854 775 694 750 756 | 774|859
Ours (CDT) 82.8 82.8 85.8 81.0 927 79.2 68.1 827 789 | 816 90.2
Temporal Adaptation Study \ \
Ours (CDT) 82.1 81.5 85.3 774 828 850 708 809 86.4 | 814
Ours (CDT retrained) 82.7 82.1 85.7 76.3 859 762 667 823 88.2 | 80.7
Ours (CDT + Adaptation)  83.8 83.0 87.3 78.6 859 86.2 688 814 88.0 | 82.6

Table 10: Consistency results on GROVE benchmark (gpt-4o-mini).

Domain  Source Target Vanilla TgtCDT Transfer
Aero. Brit. Cal. Airbus 84.1 79.5 79.5
Auto. Volkswagen  Ford 81.0 81.0 88.1
S Flumin. Derry City ~ 80.0 80.0 83.3
po- SE_ Palmeiras GELP 87.5 70.8 85.4
Cornell Princeton 100.0 96.2 96.2
Edu Cornell UPenn 66.7 76.7 80.0
’ Cornell Stanford 85.3 85.3 88.2
GaTech UCLA 77.5 80.0 80.0

Table 11: CDT Transfer Experiment (gpt-4o-mini, Consistency Score)
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Domain  Source Target Vanilla TgtCDT Transfer
Aero. Brit. Cal. Airbus 71.6 62.5 76.1
Auto. Volkswagen  Ford 79.2 75.0 82.1
Spo Flumin. Derry City ~ 74.2 68.3 71.2
pO- SE_Palmeiras GELP 79.2 60.9 72.9
Cornell Princeton 74.0 76.9 80.8
Edu Cornell UPenn 81.7 77.5 83.3
) Cornell Stanford 75.0 66.9 72.8
GaTech UCLA 79.4 84.4 85.6

Table 12: CDT Transfer Experiment (Qwen2.5-7B-Instruct, 4-Dim Score)

Figure 11: Event-level Analysis for Group Similarity on Technology, Aerospace, Education,
Sports and Automotive

Wikipedia |
Method Aero. Auto. Broad. Edu. Ener. Game Ret. Spo. Tech. | Avg
Ours (CDT) 74.1 77.1 74.4 748 76.6 756 672 744 780 | 747
Ours (CDT retrained) 72.9 75.9 74.5 71.6 781 756 615 743 799 | 738

Ours (CDT + Adaptation)  74.1 76.7 73.2 78.0 76.6 80.0 625 763 81.0 | 754

Table 13: Temporal Adaptation Study — 4-Dim (Qwen2.5-7B-Instruct).
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Figure 12: Event-level Analysis for Group Similarity on Broadcast, Energy, Game, Retail

G Prompt Templates

This appendix collects all prompt templates used across CDT construction (§A.1), adaptation
(83.4), and inference. Placeholders enclosed in braces (e.g., {group}) are filled at runtime.
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# Scene-Action Pairs
{action_scene_context}

# Established Statements
{established_statement_verbalized}

# Already Proposed Common Points
{gate_path_verbalized}

# Task

Your task is to build the grounding logic for an AI system to understand the behavior
of {group_name} (Current topic: "{goal_topic}"), assert the AI system has no prior
knowledge of {group_name}.

To do this, please propose hypotheses for the general behavior logic of {group_name}
based on the given action-scene pairs, complete the task step by step:

1. What’s the main feature of {group-name}’s behavior (Focus on the current
topic: "{goal_topic}”) shown in the given scene-action pairs, other than the already
established statements?

2. Summarize {k} potential common points (grounding statements) of the actions taken
by {group_name} in the given scenes about the focused topic: "{goal_topic}”, which is
other than the already established statements.

- The grounding statements should be general, avoiding too specific action descriptions.
- Consider the grounding statements in a general way.

- The grounding statements should be concise, informative, and general sentences.

- Never be assertive! Always make objective description of the character rather than
making assertive causal relations.

- Keep each statement decision-relevant: it should explain *why this subset of actionsx*
happens, not just a broad institutional slogan.

3. Summarize {k} potential common points of the given scenes that trigger each behavior,
which should be different from already proposed common points.

- The question should be simple, not ambiguous, and specific to a subset of scenes
rather than always applicable.

- Focus on the next action when asking! Don’t ask whether certain event is involved,
instead ask whether the scene might trigger potential behavior for {group_name}’s next
action.

- Directly include "{group_name}’s next action” in the question!

- Make each question selective (rough target 20%-70% scene coverage), avoid
near-universal questions.

- Use observable scene conditions (governance constraints, funding pressure, political
climate, student demand, reputational stakes).

4. Output the hypothesized scene-action triggers in the following format:
action_hypotheses = [ ] # A list of grounding statements (strings)
scene_check_hypotheses = [ ] # A list of syntactically complete questions to check the
given scene (always mentioning {group_name})

Figure 13: Hypothesis generation prompt (Step 2 of CDT construction). Given clustered
scene—action pairs and existing statements, the LLM proposes k behavioral statements and
k corresponding gate questions via chain-of-thought reasoning.
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# Task: Summarize & Compress Scene--Action Hypothesis Pairs

You are given a list of {n_input} paired hypotheses. Each pair contains:

- "scene_check_hypothesis”: a question about {group_name}’s next action

- "action_hypothesis”: a general behavioral grounding statement about {group_name}
Input pairs:

{paired_hypotheses_json}

## Goal

Produce a rewritten, deduplicated, and compressed set of pairs that capture the most
important and most general behavioral grounding logic for {group_name}.

You should output between {n_target} and {n_upper} pairs --- use your judgment to keep
as many meaningfully distinct pairs as needed, but merge or drop redundant ones.
Rewriting is allowed and encouraged to increase: generality, coverage across different
subsets of scenes, clarity, non-assertiveness.

## Selection Principles (prioritized)

1. Coverage: The pairs should collectively cover the widest range of distinct behavioral
patterns and distinct scene triggers.

2. Centrality: Prefer pairs that reflect recurring or core behaviors across many
scene-action pairs.

3. Specificity without overfitting: Keep statements general; only keep a specific
skill/ability if it appears repeatedly and broadly.

4. Non-redundancy: Each pair must represent a meaningfully different behavior/trigger
from the others.

5. Pair coherence: The scene_check_hypothesis must plausibly test for the corresponding
action_hypothesis.

6. Gate selectivity: Prefer scene_check_hypothesis that are neither almost always true
nor almost always false.

## Output Format (JSON only)
{"pairs”: [{"scene_check_hypothesis":

” n

, "action_hypothesis”: "..."}1}

Figure 14: Hypothesis summarization and deduplication prompt (Step 3). Merges overlap-
ping hypotheses from multiple clusters into a compact, non-redundant set.

Group: {g}
Action: {d;}
Statement: {8}

Question: Is the action consistent with the behavioral pattern described in the
statement?

yes: the action follows or reflects the pattern described in the statement.
no: the action is unrelated to or contradicts the pattern described in the statement.

Directly answer only yes/no.

Figure 15: Ungated validation prompt (Step 4, Stage 1). The discriminator LLM judges
whether a single action is consistent with a candidate behavioral statement without any
gate conditioning.

Scene: {c¢;}
Question: {4}

Answer yes or no based on available evidence. Answer unknown only when the scene is
completely unrelated to the question.

Figure 16: Gate evaluation prompt (Step 4, Stage 2). Determines whether a scene satisfies a
candidate gate question. Used during both construction and inference-time tree traversal.
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I have generated {C} candidate Codified Decision Trees (CDTs) intended to model the
behavior of the group "{group_name}".

Please evaluate them and select the best one based on:

1. Coherence and logic of the decision flow.

2. Generalized understanding of the group’s behavior (avoiding overfitting to specific
trivial details).

3. Clarity and meaningfulness of the gates (questions) and statements (behaviors).

Here are the candidates:

{verbalized_candidates}

Task:

1. Analyze the strengths and weaknesses of each candidate briefly.
2. Select the single best candidate.

3. Output your choice in the following JSON format:
{"best_candidate_index": <1-based index>, "reasoning”: "<your reasoning>"}

Figure 17: Multi-candidate selection prompt (Step 5). Each of Rg, voting rounds presents
the candidates in a random order; the candidate with the most votes is selected.
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Group: {g}
Action: {d;}
Classify the relationship between the action and EACH statement below.

For each statement, answer:

- supports: the action follows, reflects, or is consistent with the pattern.
- irrelevant: the action is unrelated to the statement.

- contradicts: the action conflicts with the pattern.

Statements:
[11 {s1} [2] {sp} . ..

OQutput JSON only:
["supports or irrelevant or contradicts”, ...]
Return a JSON array with exactly one label per statement, in the same order.

Figure 18: Batch NLI classification prompt (Phase 1). Classifies the relationship between
one action and all statements at a node in a single call, enabling efficient incremental update
of the relation matrix M,,.

You are analyzing behavioral patterns of {g}.

## Statement being demoted

H{Sj}n

This statement has precision {precision} at the current node --- it holds for some
events but not others. We need to find a scene condition that separates the supporting
events from the contradicting events, so the statement can be moved to a more specific
subtree.

## Supporting events (action consistent with the statement):

{sup_events}

## Contradicting events (action conflicts with the statement):

{con_events}

## Task

Generate 3 candidate yes/no gate questions about the scene context that would separate
the supporting events from the contradicting/irrelevant ones. Each question should:

- Be about observable scene conditions (not about the action itself)

- Be specific enough to distinguish this subset of events

- Always mention "{g}" or reference their situation

- Be answerable with yes/no from the scene context alone

- Each candidate should take a different angle

Output as JSON: ["question 1", "question 2", "question 3"]

Figure 19: Gate hypothesis generation prompt (Phase 2, demotion). When a statement’s
precision falls below Tyeep, this prompt generates candidate gate questions to separate

supporting from contradicting observations.
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You are analyzing behavioral patterns of {g}.
## Statement

"{S]‘}"
## Gate question

"{akt”

## Task

Does this gate question provide a meaningful scene condition under which the statement
would be specifically relevant? In other words, is the statement a natural behavioral
pattern to expect when the gate condition is true?

Answer only: yes or no.

Figure 20: Gate-statement semantic compatibility check (Phase 2, demotion). Verifies that
a candidate gate question is semantically coherent with the statement being demoted to a

child subtree.

You are analyzing behavioral patterns of {g}.

## CDT path from Root to this node:

{path_text}

## Uncovered events at this node:

These events are not supported by any existing statement at this node.
{uncovered_events}

## Existing statements at this node (for reference, do not duplicate):
{existing_statements}

## Task

Generate new behavioral statements that capture the patterns in the uncovered events.
- Each statement should be one sentence, specific to the topic indicated by the gate

path.
- Do NOT duplicate or rephrase existing statements.
- Focus on the behavioral pattern, not specific actions.

Output as JSON: {"statements”: ["statement 1", "statement 2"]}

Figure 21: New statement generation prompt (Phase 3). Proposes behavioral statements for
observations not covered by any existing statement at the current node, conditioned on the
gate path from root.

# Background Knowledge
{background}

# Context
{c*}

# Question
{question}

Predict the specific action taken by {g}. State the concrete decision, not the
motivation or background. Answer in one sentence.

Figure 22: CDT inference prompt.
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Context: {c*}

Premise: {d*}

Hypothesis: {d}

Determine the relationship between the premise and hypothesis.

- ‘‘entails’’: The hypothesis can be inferred from the premise. They describe the same
action or event.

- ‘‘neutral’’: The hypothesis is neither supported nor contradicted by the premise.

- ‘‘contradicts’’: The hypothesis is incompatible with the premise.

Figure 23: NLI-based evaluation prompt for consistency-level evaluation.

# Context

{c*}

# Your Response: {prediction}
# Ground Truth: {reference}

Compare the action of {g} in the response against the ground truth. Focus on whether
the strategic character of the actions aligns, not whether the specific actions are
identical.

Initiative --- Whether both actions are driven by the same type of trigger.
Proactive: the entity initiates a new move on its own accord.
Reactive: the entity responds to external events or pressures.
Match if both share the same trigger type; mismatch otherwise.

Output: {‘‘initiative’’: ‘‘match’’ | ‘‘mismatch’’, ‘‘reason’’: ‘‘...’’}

Figure 24: Evaluation prompt for initiative dimension.

# Context

{c'}

# Your Response: {prediction}
# Ground Truth: {reference}

Compare the action of {g} in the response against the ground truth.

Scope --- Whether both actions are directed at the same domain.
Internal: directed inward (restructuring, reform, resource reallocation).
External: directed outward (market expansion, product launch, partnership).
Match if both target the same domain; mismatch otherwise.

Output: {‘‘scope’’: ‘‘match’’ | ‘‘mismatch’’, ‘‘reason’’: ‘‘...’’}

Figure 25: Evaluation prompt for scope dimension.
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# Context

{c"}

# Your Response: {prediction}
# Ground Truth: {reference}

Compare the action of {g} in the response against the ground truth.

Magnitude --- Whether both actions represent a similar scale of change.
Incremental: minor adjustment or refinement.
Moderate: notable but bounded change.
Transformative: fundamental strategic shift.
Match if both are at the same or adjacent levels; mismatch if non-adjacent.

Output: {‘‘magnitude’’: ‘‘match’’ | ‘‘mismatch’’, ‘‘reason’’: ‘‘...’’}

Figure 26: Evaluation prompt for magnitude dimension.

# Context

{c*}

# Your Response: {prediction}
# Ground Truth: {reference}

Compare the action of {g} in the response against the ground truth.

Horizon --- Whether both actions operate on the same time horizon.

Exploitative: short-term optimization, immediate response.

Explorative: long-term investment, building new capabilities.

Match if both serve the same timeframe; mismatch otherwise.

Note: forward-looking language does not make an action explorative; judge by what
it actually accomplishes.

Output: {‘‘horizon’’: ‘‘match’’ | ‘‘mismatch’’, ‘‘reason’’: “‘...’"}

Figure 27: Evaluation prompt for horizon dimension.
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# Context
{c*}

# Question
{question}

Predict the specific action taken by {g}. State the concrete decision, not the
motivation or background. Answer in one sentence.

Figure 28: Vanilla inference prompt (no background knowledge).

# Background Knowledge
{background}

# Scene

{c"}

# Question

{question} Answer a concise narration in one sentence.

Figure 29: Human-profile inference prompt.

# Task

Please provide a 1000-word, narrative-style character profile for {character}.

The profile should read like a cohesive introduction, weaving together the character’s
background, personality traits and core motivations, notable attributes, relationships,
key experiences, major decisions or actions, and character arc or development.

The profile should be written in a concise yet informative style, similar to what one
might find in a comprehensive character guide. Focus on the most crucial information
that gives readers a clear understanding of the character’s significance.

The profile should be based on either your existing knowledge of the character or the
provided information, without fabricating or inferring any inaccurate or uncertain
details.

# Scene-Action Pairs
{block}

Now, based on the given scene-action pairs, please generate the character profile,
starting with ===Profile===.

Figure 30: Summarization-based profile extraction prompt.
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# Main Profile
{main_profile}

# New Summarized Profile (From New Episodes)
{summarized_profile}

Directly update the main profile based on the new summarized profile, keep its length
in around 1000 words.

Figure 31: Summarization-based profile aggregation prompt.

# In-Context Examples

The following are past scene-action pairs for {g}:
{examples}

# Context

{c*}

# Question

{question}

Predict the specific action taken by {g}. State the concrete decision, not the
motivation or background. Answer in one sentence.

Figure 32: RAG inference prompt.
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