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Abstract

Optimization problems are central to decision-making in manufacturing,
logistics, scheduling, and other industrial settings. Translating complicated
descriptions of these problems into solver-ready formulations requires spe-
cialized operations research (OR) expertise, making it hard to scale. We
present AutoOR, a scalable synthetic data generation and reinforcement
learning pipeline that trains LLMs to autoformalize optimization problems
specified in natural language across linear, mixed-integer, and non-linear
categories. AutoOR generates verified training data from standard opti-
mization forms and uses solver execution feedback as the reward signal for
RL post-training. AutoOR applied to an 8B model achieves state-of-the-art
or competitive results across six established OR benchmarks, matching sig-
nificantly larger frontier models. For a non-linear problem class involving
physical dynamics, where frontier models score near 0%, we introduce a
curriculum RL strategy that bootstraps from limited initial training data to
make this class tractable for post-training. We believe that methods such as
AutoOR can significantly accelerate industrial decision-making with AI.

1 Introduction

Most real-world decision-making involves modeling and solving optimization problems.
In industries such as logistics, manufacturing, energy, and finance, problems often appear
as complicated descriptions that must be translated (autoformalized) into mathematical
formulations that solvers can compute solutions for (Astorga et al., 2025). This translation
process requires specialized operations research expertise, making it difficult and expensive
to scale. Powerful solvers exist, but they are useful only once a correct formulation is in
hand (Beal et al., 2018; Bolusani et al., 2024).

Recent work has attempted to automate this translation process using LLMs via multi-
agent prompting (Xiao et al., 2024; AhmadiTeshnizi et al., 2023; Zhang et al., 2025) and
fine-tuning on synthetic data (Jiang et al., 2025; Yang et al., 2025b). However, public training
data for autoformalizing optimization problems is scarce and not representative of realistic
problems. Existing synthetic datasets suffer from low accuracy or are distilled from stronger
models, making them expensive and difficult to scale (Lima et al., 2025; Huang et al.,
2025). At the same time, the organizations that most need automated formalization, such
as manufacturers or logistics operators, often have domain-specific problem distributions
that are private and limited in size (Mostajabdaveh et al., 2025). A practical system must
therefore be able to start from a small set of representative problems, scale up verified
training signal, and generalize without relying on human annotation or distillation.

We present AutoOR, a scalable synthetic data generation and reinforcement learning pipeline
that trains LLMs to autoformalize optimization problems across linear, mixed-integer, and
non-linear categories. AutoOR exploits a structural asymmetry in this domain (Lu et al.,
2024). For any optimization category with a known standard form, instantiating the template
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Figure 1: AutoOR Overview. (a) We instantiate ground-truth solver code with new pa-
rameters, producing synthetic problems that are correct by construction. These are then
backtranslated into natural language descriptions and verified. (b) This data enables RL
training for the reverse direction: given a description, the policy generates solver code and
receives deterministic execution feedback as the reward signal.

with valid parameters yields a concrete problem and its correct solver code by construction
(see Section 3). Backtranslating this into a natural language description is easy to verify
component-wise, whereas the reverse direction (generating correct code from a description)
is itself the hard problem (Sutton, 2001; Song et al., 2025). Every valid instantiation yields a
verified training pair, and data generation scales with inference compute rather than human
effort. This turns autoformalization into a verifiable RL domain where candidate code is
executed and checked against ground-truth problem specifications.

Using this pipeline, we post-train Qwen3-8B (Yang et al., 2025a) and show that a small
open-source model can match or exceed significantly larger frontier models on OR autofor-
malization. AutoOR achieves state-of-the-art or competitive results across six established
benchmarks (NL4Opt, NL4LP, MAMO-Easy, MAMO-Complex, IndustryOR, ComplexOR)
(Ramamonjison et al., 2023; Ramamonjison et al, 2022; Huang et al., 2024; 2025; Xiao et al.,
2024) and substantially outperforms baselines on harder evaluations. An 8B model can be
deployed at a fraction of frontier API costs and trained on private problem distributions
without exposing proprietary data, making automated formalization accessible and scalable.

Nearly all prior work is restricted to linear and mixed-integer programs (Huang et al.,
2025; Jiang et al., 2025; Xiao et al., 2025). Non-linear optimization, which often models
physical systems with complex dynamics, is largely unaddressed despite being common in
practice (Biegler, 2018). Frontier models score near 0% on some of these problems (Section
4), and cold-start RL fails because all rollouts score zero and the policy gradient vanishes
regardless of training duration (Yu et al., 2025). We introduce a curriculum RL strategy
(Motwani et al., 2025) that bootstraps from limited initial training data, uses solver syntax
as privileged information (Qu et al., 2026) to break the cold-start barrier, then progressively
removes guidance and scales to harder problems, making this problem class tractable for RL
post-training. We also take a first step toward multi-turn formalization, training the model
to ask clarifying questions when descriptions are incomplete before producing solver code.

2 Related Work

2.1 LLMs for Industrial Optimization

Translating optimization problems into solver-ready formulations requires OR expertise,
limiting how broadly optimization can be deployed even though powerful solvers exist once
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a formulation is available (Hillier & Lieberman, 2014). Several multi-agent and prompting-
based methods try to automate parts of this pipeline, including Chain-of-Experts (Xiao
et al., 2024), OptiMUS (AhmadiTeshnizi et al., 2023), OR-LLM-Agent (Zhang et al., 2025),
SolverLLM (Li et al., 2025b), hierarchical search with SMT-based pruning (Astorga et al.,
2025), and OR-R1 (Ding et al., 2025). These methods perform no learning from experience
and are largely restricted to linear and mixed-integer programs. Xiao et al. (2025) survey
existing academic benchmarks, find high error rates, and produce corrected versions. We
provide additional discussion of these methods in Appendix A.1.

2.2 Learning-Based Methods and Synthetic Data

A parallel line of work fine-tunes open-source models on synthetic OR data. ORLM (Huang
et al., 2025) pioneered this direction with OR-Instruct, a semi-automated synthesis frame-
work that generates natural language–formulation–code triples, achieving competitive
performance with GPT-4 when fine-tuning LLaMA-3-8B (Grattafiori et al., 2024) via SFT.
However, synthetic data accuracy is low, limiting downstream performance. LLMOPT (Jiang
et al., 2025) proposed a five-element universal formulation and moved beyond pure SFT by
introducing KTO alignment (Ethayarajh et al., 2024) to reduce hallucinations. ReSocratic
(Yang et al., 2025b) performs reverse (answer-to-question) data synthesis. Step-Opt (Wu
et al., 2025) augments data through iterative complexity scaling with stepwise validation,
and OptMATH (Lu et al., 2025) does bidirectional data synthesis with rejection sampling.
AutoOR applies online RL during training with solver-verifiable rewards computed against
ground-truth problem specifications. Additionally, nearly all prior learning-based methods
are restricted to LP and MILP (Xiao et al., 2025); we are the first to train models on non-linear
optimization problems involving physical dynamics. We follow a scalable backtranslation
based synthetic data generation strategy described in Section 3.2.

2.3 RL for Reasoning and Code Generation

Group Relative Policy Optimization (GRPO) (Shao et al., 2024) eliminates the critic model
from PPO (Schulman et al., 2017) by sampling groups of outputs and normalizing advan-
tages within each group; DeepSeek-R1 (Guo et al., 2025) showed that complex reasoning
strategies emerge from GRPO with verifiable rewards alone, and Dr. GRPO (Liu et al., 2025)
corrects a length bias in the objective. More broadly, Reinforcement Learning with Verifiable
Rewards (RLVR) replaces learned reward models with deterministic programmatic verifiers
(Wen et al., 2025), applied successfully in code generation (Le et al., 2022; Dou et al., 2024)
and formal mathematics (Hubert et al., 2025; Ren et al., 2025). OR autoformalization fits
this paradigm naturally: solvers provide deterministic, noise-free verification of feasibility,
constraint satisfaction, and optimality. AutoOR uses GRPO with these solver-based rewards,
adapting RLVR from math and code to operations research.

3 AutoOR

We formalize the autoformalization task as follows. Given a description d of an optimization
problem, the goal is to produce executable solver code c, such that running c yields a
solution that is feasible and optimal with respect to the underlying problem. We denote the
policy as πθ , which generates c ∼ πθ(· | d). The central challenge is that c must be a precise
formalization of d.

3.1 Optimization Problem Classes

We consider three classes of optimization problems with increasing formalization difficulty.

Linear and Mixed-Integer Programming (LP/MILP). We consider problems of the form:

min
x

c⊤x s.t. Ax ≤ b, xj ∈ Z ∀j ∈ I , x ≥ 0. (1)
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where x ∈ Rn is the vector of decision variables, c ∈ Rn the objective coefficients, and
A ∈ Rm×n, b ∈ Rm encode m linear constraints. The set I ⊆ {1, . . . , n} indexes integer-
constrained variables; when I = ∅ this reduces to a linear program, and when I =
{1, . . . , n} to an integer linear program (ILP). We generate LPs across domains such as
resource allocation, production planning, and blending, and MILPs covering assignment,
scheduling, packing, routing, knapsack, set covering, and network flow problems.

Non-Linear Programming (NLP). Non-linear problems take the form:
min

x
f (x) s.t. gi(x) ≤ 0, i = 1, . . . , m (2)

where x is the vector of decision variables (e.g., control settings, physical design parameters,
or operating points), f (x) is a (potentially non-linear) objective such as energy use, pressure
loss, or cost, and each gi(x) ≤ 0 encodes a constraint. In our setting, these problems model
physical systems governed by non-linear dynamics. For example, pump network opti-
mization involves pressure-flow relationships described by the Darcy-Weisbach equation
(Westerlund et al., 1994). The model must encode these physical laws correctly in solver
code, making this category substantially harder, as the model must correctly encode the
governing equations, not just map constraints and data to solver syntax.

3.2 Synthetic Data and Backtranslation

A key challenge in training models for autoformalization is the availability of high-quality
description-code pairs. Existing synthetic datasets suffer from low accuracy and limited
diversity (Huang et al., 2025). The natural approach to generating training data is to
produce a description and then corresponding code, but verifying whether the code correctly
formalizes an ambiguous description is itself hard. We reverse this direction into a more
scalable strategy using the four steps here with a detailed analysis in Appendix A.4.

Stage 1: Standard form selection. For a given problem category (LP, MILP, or NLP), we
select a standard form template T that defines the structure of the objective, constraints,
and decision variables (see Section 3.1).

Stage 2: Instantiation. We use an LLM to instantiate T with concrete parameters, producing
a world descriptor

w =
(

f , {gi}, x∗, c∗, metadata
)
.

Here f and {gi} are the concrete objective and constraints, c∗ is ground-truth solver code
in Google OR-Tools that solves the problem, and x∗ is the solution obtained by executing
c∗. The metadata records variable names, units, domains, and structural information (e.g.,
which variables are binary or represent flows). Because T defines a valid standard form,
any instantiation that meets our validity criteria (the problem is feasible, x∗ satisfies all
constraints, and the problem meets category-specific complexity thresholds) yields a correct
w by construction. The ground-truth code c∗ and solution x∗ later serve as the basis for
computing rewards during RL training.

Stage 3: Description generation. We prompt a language model to produce a natural
language description d from w. The description uses domain-specific language, expresses
constraints implicitly, and may omit details that a practitioner would infer from context. We
control the degree of complexity through prompt parameters. For the multi-turn setting
(Section 6), we additionally produce incomplete descriptions d− by deliberately omitting
specific information such as constraint coefficients, forcing the model to ask clarifying
questions before formalization.

Stage 4: Description verification. We verify each generated description d against w by
checking whether d contains the correct data values, all constraints, the objective, and
variable definitions. Because w is structured, this can be checked component-wise by an
LLM, making verification cheap and scalable. Descriptions that fail are discarded and
regenerated. We provide more details about these steps in Appendix A.4.

The generation-verification gap. The direction of this pipeline is what makes it scalable.
Generating a correct natural language description from a world descriptor is complicated,
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but verifying one component-wise is cheap (Stage 4). By going from T → w → d rather
than d → w, every valid w that meets our criteria yields a verified training instance, and
data generation scales with inference compute rather than human annotation. The same
asymmetry holds during RL training. Generating correct solver code from a description is
the hard problem we are training the model to solve, but verifying a candidate is straight-
forward since we retain w and can execute the generated code against it. This makes
autoformalization a natural fit for reinforcement learning with verifiable rewards.

Non-linear data generation. For non-linear problems, standard form templates alone
are insufficient because the problems involve domain-specific physical dynamics. We
therefore bootstrap from a production-related seed problem (centrifugal pump network
optimization; Westerlund et al. 1994) as a representative example. We extract the underlying
physical model and generate synthetic variations by varying system parameters, boundary
conditions, and network configuration while preserving the governing equations. We then
apply the same backtranslation pipeline to produce training data, allowing us to scale from
a handful of problems to a large non-linear problem-specific dataset.

3.3 RL Training

We train Qwen 3 8B with online RL using GRPO (Shao et al., 2024). The model receives a
natural language description d and generates solver code c. Unlike prior work that relies on
supervised fine-tuning (Huang et al., 2025; Jiang et al., 2025) or test-time pseudo-label RL
(Ding et al., 2025), we use online RL with rewards derived from solver execution against the
ground-truth code.

Reward function. For generated code c with corresponding world descriptor w, we define
a composite reward:

R(c, w) = Rexec(c) + Rfeas(c, w) + Ropt(c, w) (3)

The components are:

• Rexec(c) ∈ {0, α1}: whether the code executes without runtime errors.
• Rfeas(c, w) ∈ {0, α2}: whether the solution satisfies all constraints in w, checked by

evaluating each gi(x̂) ≤ 0. Only evaluated if Rexec > 0.
• Ropt(c, w) ∈ {0, α3}: whether the objective value and variables match the ground-

truth optimum from w within a tolerance ϵ. Only evaluated if Rfeas > 0.

The weights α1 < α2 < α3 reflect increasing difficulty, with the largest reward reserved for a
fully correct formulation. For LP, MILP, and NLP, Ropt checks both the optimal objective
value and the assigned decision variable values against the ground truth. A spurious
formulation producing both the correct objective value and matching variable assignments
across all decision variables is unlikely given the size of the feasible space.

GRPO training. GRPO (Shao et al., 2024) eliminates the need for a learned value function
by estimating advantages from groups of sampled outputs. For each description d, we
sample G code outputs {c1, . . . , cG} from the current policy πθold

. Each output receives
reward ri = R(ci, w), and the advantage and per-token importance sampling ratio are:

Âi,t =
ri − mean({r1, . . . , rG})

std({r1, . . . , rG})
, ρ

(i)
t (θ) =

πθ(ci,t | d, ci,<t)

πθold
(ci,t | d, ci,<t)

(4)

The policy is updated by maximizing:

JGRPO(θ) = Ed

[
1
G

G

∑
i=1

1
|ci|

|ci |

∑
t=1

min
(

ρ
(i)
t (θ) Âi,t, clip

(
ρ
(i)
t (θ), 1 − ϵ, 1 + ϵ

)
Âi,t

)]
(5)

where ϵ is the clipping parameter. This is well-suited to autoformalization. Our reward
(3) is computed through deterministic program execution and constraint checking, so no
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Figure 2: Pump network synthesis problem (Section 4). (a) An L-level pump configuration
where each level consists of pumps arranged in series-parallel, with level-specific parameters
for speed, flow, power, and pressure rise. (b) Normalized objective function contours and
feasible region for a single-level optimization instance of this problem.

learned reward model is needed. The group-based advantage estimation in (4) handles
the high variance in code generation naturally: within a group, some outputs may fail to
execute while others produce near-optimal solutions, and normalization produces useful
gradient signal regardless of the absolute reward scale.

Training details. We train models with LoRA adapters (Hu et al., 2021; Schulman & Lab,
2025) for linear programming, mixed integer programming, and non-linear problems based
on our synthetic data generation pipeline. Full hyperparameters are in Appendix A.2.

4 Going Beyond the Frontier

Non-linear optimization problems involving physical dynamics are the hardest category in
our pipeline. These problems require correctly encoding the underlying physics, physical
constraints, and specialized solver syntax; even minor errors render formulations intractable
or unsolvable (Tang et al., 2024). We demonstrate that AutoOR can learn to autoformalize
pump network synthesis problems (Floudas et al., 2013; Westerlund et al., 1994), a practically
important MINLP class that combines non-convex pump physics with discrete combinatorial
structure. Our results show how AutoOR can be adapted to a specific non-linear problem
class on which frontier models fail and where only limited initial training data is available.

The pump network synthesis problem. Given a total volumetric flowrate Vtot and a target
pressure rise ∆ptot, the goal is to find the least costly configuration of centrifugal pumps
arranged across multiple levels. Each level i consists of n(i)

p parallel lines of n(i)
s pumps in

series, with a binary variable zi indicating whether the level is active. Flow is split across
levels with fractions xi satisfying ∑i xi = 1, and each active level must deliver the full target
pressure rise through its series arrangement: ∆pi · n(i)

s = ∆ptot · zi.

The key difficulty is the pump characteristic curves. Power output and pressure rise are
polynomial functions of rotation speed ω and per-pump flowrate v̇:

P = m1

(
ω

ωmax

)3
+ m2

(
ω

ωmax

)2
v̇ − m3

ω

ωmax
v̇2 (6)

∆p = m4
ω

ωmax
v̇ + m5

(
ω

ωmax

)2
− m6v̇2 (7)
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Figure 3: Curriculum RL strategy for non-linear optimization. Phase 1 provides Gekko
solver syntax as privileged information and trains on easy non-linear problems. Phase 2
removes this guidance and continues training on the same distribution. Phase 3 trains on
hard problems from the full non-linear distribution. Each phase produces a policy with
sufficient solvability on the next distribution for GRPO to generate learning signal.

where m1, . . . , m6 are pump-type-specific coefficients. The objective minimizes total cost:

min ∑
i

(
Ci + Cd

i · Pi
)
· n(i)

p · n(i)
s · zi (8)

where Ci is the fixed cost and Cd
i is the operating cost coefficient for level i. The formulation

also includes logical constraints that force all continuous variables to zero when zi = 0, and
place upper bounds on power, pressure rise, speed, and flowrate, and the flow-fraction
coupling xi = v̇i · n(i)

p /Vtot. The natural language input describes the number of pumps, cost
data, capacity limits, the objective, and the characteristic curves in (6)–(7). We generate train-
ing data by varying system parameters while preserving the governing equations, scaling
from standard forms based on the underlying seed problem (see Sections 3.2 and A.4).

Cold-start problem. Frontier models fail almost entirely on this problem class. Gemini 3
Pro achieves near-0% accuracy and untrained Qwen 3 8B scores 0% even at pass@64. These
failures are due to incorrect solver syntax, incorrectly mapping characteristic curves, or
not formalizing all the constraints in the system. We note that when Qwen 3 8B is trained
directly on these problems, it receives no gradient signal and shows no improvements.

This creates a fundamental problem for RL. We define the solvability of a problem distribu-
tion D under policy π as

S(π,D, k) = Ed∼D
[
1
{
∃ cj ∈ {c1, . . . , ck} : R(cj, w) > 0

}]
(9)

where each cj ∼ π(· | d). This is the fraction of problems for which at least one of k
rollouts obtains positive reward. When S(πbase,DNLP, k) ≈ 0, GRPO cannot generate any
learning signal: all rollouts within each group receive zero reward and the policy gradient
is zero/near-zero regardless of group size or training duration (Qu et al., 2026).

Curriculum RL. We address this with a curriculum that uses privileged information
to guide exploration on problems where the model would otherwise obtain no reward
signal (Figure 3). Let Deasy and Dhard be easy and hard non-linear problem distributions
respectively, where difficulty is broadly controlled by the number of pumps, number of
levels, pump characteristic coefficients (that change the nonlinear landscape), cost structure,
and constraints. The curriculum trains a sequence of policies π1, π2, π3 where each phase
starts from the previous policy and applies GRPO on a specific distribution. Each phase, for
solvability threshold τ > 0 and group size G, is viable only if

S(πi−1,Di, G) ≥ τ (10)
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Table 1: Main results (pass@1) across established and new benchmarks. Accuracy (%)
reported. AutoOR 8B is trained with GRPO on synthetic data from our pipeline. For non-
linear problems, all baseline models score near zero. † = introduced in this work.

Category Benchmark Qwen3-8B Gemini 2.5 Pro Gemini 3 Pro AutoOR 8B

Linear Programs

NL4LP 80.56 92.59 91.67 97.22
NL4OPT 59.52 69.84 80.95 78.57
MAMO-Easy 74.00 79.00 90.00 94.00
MAMO-Complex 70.00 67.00 82.00 83.00
Hard-LP† 55.00 72.00 85.00 80.00

Mixed-Integer
Programs

IndustryOR 52.38 74.60 76.19 69.05
ComplexOR 55.55 57.40 72.22 72.22
Hard-MIP† 64.00 84.00 92.00 94.00

Non-Linear Pump-NLP† 0.0 0.0 ≈0.0 48.98

Phase 1: Syntax as privileged information. We provide Gekko (Beal et al., 2018) solver
syntax and mapped out constraints in the prompt and train on Deasy with GRPO. The
privileged information gives the model enough structure to produce executable code on a
non-trivial fraction of rollouts, satisfying (10) where the base model cannot.

Phase 2: Removing guidance. We remove the syntax information from the prompt and
continue training on Deasy. Because π1 has internalized the solver syntax and problem
structure from Phase 1, it retains sufficient solvability without the privileged information,
and RL continues to improve formalization quality.

Phase 3: Hard problems. We train on Dhard, the full non-linear distribution with multiple
series-parallel levels and coupled constraints since S(π2,Dhard, G) ≥ τ. We present the
training reward curves for these three phases in Figure 3.

5 Results

We evaluate AutoOR 8B (trained on only synthetic data unrelated to these benchmarks) on
six established benchmarks and three new benchmarks introduced in this work. Table 1
compares against the Qwen 3 8B instruct model and frontier models; Table 2 compares
against published results from learning-based methods. Overall, we use a large range of
benchmarks, which allows us to show consistent improvements using our method.

Summary. Table 1 shows that AutoOR consistently and substantially improves over the
Qwen 3 8B instruct model across all nine benchmarks. AutoOR outperforms Gemini 2.5
Pro on nearly every benchmark and achieves state-of-the-art or competitive results against
Gemini 3 Pro, a significantly larger frontier model, across both linear and mixed-integer
categories. The improvements are most pronounced on harder benchmarks with longer
descriptions and more constraints, suggesting that RL training is particularly effective
for problems requiring precise handling of many interacting components. On non-linear
problems, the gap is largest: both Qwen 3 8B and Gemini 3 Pro score near 0% on Pump-NLP,
while AutoOR reaches 48.98%, enabled by the curriculum RL strategy in Section 4.

Comparison with learning-based methods. Table 2 shows that the largest differences
appear on harder benchmarks: AutoOR scores significantly higher than previous learning
based methods on Mamo-Complex and the MIP benchmarks. These benchmarks have
longer descriptions and more complex constraint structures, where the gap between SFT-
based methods and online RL is most pronounced. NL4OPT consists of short, template-like
problems where SFT can be more effective (OptMATH-32B); the advantage of RL surfaces
on harder problems with more constraints as seen in our results.
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Table 2: Comparison with learning-based methods on established benchmarks. Accuracy
(%) from published results (- indicates unavailable results).2

Method Size N
L4

O
PT

N
L4

LP

M
A

M
O

-E
as

y

M
A

M
O

-C
pl

x

In
du

st
ry

O
R

C
om

pl
ex

O
R

ORLM 8B 73.8 76.4 90.4 59.5 42.9 50.0
Step-Opt 8B 84.5 – 85.3 61.6 36.4 –
OptMATH 32B 95.9 – 89.9 54.1 – –
OR-R1SFT 8B 86.0 82.9 87.0 39.9 33.0 40.7
OR-R1RL 8B 88.3 84.6 86.1 49.9 35.3 46.3

AutoOR 8B 78.6 97.2 94.0 83.0 69.1 72.2

6 Multi-Turn Training

As LLMs move toward operating as agents in real environments (Yao et al., 2023; Yang et al.,
2024), they will rarely receive all necessary information in a single input (Li et al., 2025a). In
practice, optimization problems are communicated incrementally and an agent may need
to query databases, search documentation, or call simulators over multiple turns to gather
sufficient information (Laban et al., 2025). We take an initial first step toward this setting by
training AutoOR to gather missing information through a human-in-the-loop setup.

Setup. We formalize this as a K-turn interaction between a policy πθ and an environment
M that encompasses an oracle with access to the complete problem specification and a solver
for evaluating generated code. At each turn, the agent either queries the environment or
commits to solver code, receiving outcome reward R(c, w) upon termination. In our current
instantiation, K = 2. Given a world descriptor w, we generate an incomplete description d−
by synthetically omitting a subset of information from w. Omissions range from explicit
data values (e.g., removing a cost coefficient) to less obvious structural information (e.g.,
removing a constraint that requires domain knowledge to identify as missing). A frontier
model with access to w serves as the oracle, simulating a domain expert producing response
oi. In the first turn, the agent reads d− and produces a clarification query qi. In the second
turn, it reads the full history and generates solver code ci.

Rewards and credit assignment. For each incomplete description, we sample G rollouts,
each producing a trajectory τi = (qi, oi, ci) with an intermediate reward RI

i measuring
whether the query elicited relevant information in the right format and an outcome reward
RO

i = R(ci, w) via solver execution. We assign turn-level advantages following multi-turn
GRPO (Wei et al., 2025a). Let AI

i and AO
i be the intermediate and outcome advantages:

Âi,1 = AI
i + α AO

i , Âi,2 = AO
i (11)

The first turn receives signal from both RI
i and RO

i ; the second is supervised only by RO
i .

Preliminary results. We evaluate on 100 held-out incomplete LP descriptions with 1–3
omissions. Without the clarification turn (single-turn on d−), the model scores 0%: the
missing information is necessary for a correct formulation. In the two-turn setting without
multi-turn training, the model achieves 18.50%, asking questions that are often generic or
poorly targeted. After two-turn GRPO training, the model reaches 66.75%, learning to ask
specific, targeted questions (e.g., “what is the per-unit cost of resource B?” rather than “can
you provide more details?”). For context, the same model achieves 80% on these problems
in the full information setting (Table 1), so multi-turn recovery closes most but not all of
the gap introduced by missing information. Extending to K > 2 turns with tool calls (Singh
et al., 2025; Feng et al., 2025) and training across problem categories are natural next steps.
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7 Discussion

AutoOR demonstrates that a small open-source model can match frontier models on OR
autoformalization when trained with online RL on synthetic data generated from standard
forms. Our non-linear results are currently restricted to pump network synthesis, and our
reward measures correctness but not formulation quality, where equivalent formulations
can differ in terms of solve time or formulation size (Vielma, 2015). In practice, optimization
modeling involves multi-step information gathering, tool use, and iterative refinement; our
multi-turn setting (K = 2 turns, simulated oracle, only) is a limited but encouraging step
toward this broader agentic setting. We discuss additional limitations in Appendix A.6.
Extending to additional non-linear domains, optimizing for formulation efficiency, and
scaling multi-turn training with tool calls are natural extensions of our framework.

More broadly, AutoOR establishes that autoformalization can be turned into a verifiable RL
domain through scalable synthetic data generation, and that curriculum RL can make prob-
lem classes where even frontier models fail tractable. We believe RL applied to real-world
domains like operations research can accelerate industrial decision-making, and methods
such as AutoOR are a step toward making expert-level optimization more accessible.
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Aja Huang, Julian Schrittwieser, Yannick Schroecker, Hussain Masoom, et al. Olympiad-
level formal mathematical reasoning with reinforcement learning. Nature, pp. 1–3, 2025.

Dulhan Jayalath, Shashwat Goel, Thomas Foster, Parag Jain, Suchin Gururangan, Cheng
Zhang, Anirudh Goyal, and Alan Schelten. Compute as teacher: Turning inference
compute into reference-free supervision, 2026. URL https://arxiv.org/abs/2509.14234.

Caigao Jiang, Xiang Shu, Hong Qian, Xingyu Lu, Jun Zhou, Aimin Zhou, and Yang Yu.
Llmopt: Learning to define and solve general optimization problems from scratch, 2025.
URL https://arxiv.org/abs/2410.13213.

Philippe Laban, Hiroaki Hayashi, Yingbo Zhou, and Jennifer Neville. Llms get lost in
multi-turn conversation, 2025. URL https://arxiv.org/abs/2505.06120.

Hung Le, Yue Wang, Akhilesh Deepak Gotmare, Silvio Savarese, and Steven C. H. Hoi.
Coderl: Mastering code generation through pretrained models and deep reinforcement
learning, 2022. URL https://arxiv.org/abs/2207.01780.

Belinda Z. Li, Been Kim, and Zi Wang. Questbench: Can llms ask the right question to
acquire information in reasoning tasks?, 2025a. URL https://arxiv.org/abs/2503.22674.

Dong Li, Xujiang Zhao, Linlin Yu, Yanchi Liu, Wei Cheng, Zhengzhang Chen, Zhong Chen,
Feng Chen, Chen Zhao, and Haifeng Chen. Solverllm: Leveraging test-time scaling for
optimization problem via llm-guided search, 2025b. URL https://arxiv.org/abs/2510.
16916.

11

https://arxiv.org/abs/2504.11536
https://arxiv.org/abs/2407.21783
http://dx.doi.org/10.1038/s41586-025-09422-z
https://arxiv.org/abs/2106.09685
http://dx.doi.org/10.1287/opre.2024.1233
http://dx.doi.org/10.1287/opre.2024.1233
https://arxiv.org/abs/2509.14234
https://arxiv.org/abs/2410.13213
https://arxiv.org/abs/2505.06120
https://arxiv.org/abs/2207.01780
https://arxiv.org/abs/2503.22674
https://arxiv.org/abs/2510.16916
https://arxiv.org/abs/2510.16916


Published as a conference paper at COLM 2026

Vinicius Lima, Dzung T. Phan, Jayant Kalagnanam, Dhaval Patel, and Nianjun Zhou. Toward
a trustworthy optimization modeling agent via verifiable synthetic data generation, 2025.
URL https://arxiv.org/abs/2508.03117.

Zichen Liu, Changyu Chen, Wenjun Li, Penghui Qi, Tianyu Pang, Chao Du, Wee Sun Lee,
and Min Lin. Understanding r1-zero-like training: A critical perspective, 2025. URL
https://arxiv.org/abs/2503.20783.

Hongliang Lu, Zhonglin Xie, Yaoyu Wu, Can Ren, Yuxuan Chen, and Zaiwen Wen. Optmath:
A scalable bidirectional data synthesis framework for optimization modeling, 2025. URL
https://arxiv.org/abs/2502.11102.

Zimu Lu, Aojun Zhou, Houxing Ren, Ke Wang, Weikang Shi, Junting Pan, Mingjie Zhan,
and Hongsheng Li. Mathgenie: Generating synthetic data with question back-translation
for enhancing mathematical reasoning of llms, 2024. URL https://arxiv.org/abs/2402.
16352.

Mahdi Mostajabdaveh, Timothy Tin Long Yu, Samarendra Chandan Bindu Dash, Rindra
Ramamonjison, Jabo Serge Byusa, Giuseppe Carenini, Zirui Zhou, and Yong Zhang.
Evaluating llm reasoning in the operations research domain with orqa. In Proceedings of
the AAAI Conference on Artificial Intelligence, volume 39, pp. 24902–24910, 2025.

Sumeet Ramesh Motwani, Alesia Ivanova, Ziyang Cai, Philip Torr, Riashat Islam, Shital
Shah, Christian Schroeder de Witt, and Charles London. h1: Bootstrapping llms to reason
over longer horizons via reinforcement learning, 2025. URL https://arxiv.org/abs/
2510.07312.

Yuxiao Qu, Amrith Setlur, Virginia Smith, Ruslan Salakhutdinov, and Aviral Kumar. Pope:
Learning to reason on hard problems via privileged on-policy exploration, 2026. URL
https://arxiv.org/abs/2601.18779.

Rindranirina Ramamonjison, Timothy Yu, Raymond Li, Haley Li, Giuseppe Carenini, Bissan
Ghaddar, Shiqi He, Mahdi Mostajabdaveh, Amin Banitalebi-Dehkordi, Zirui Zhou, et al.
Nl4opt competition: Formulating optimization problems based on their natural language
descriptions. In NeurIPS 2022 competition track, pp. 189–203. PMLR, 2023.

. Ramamonjison et al. Augmenting operations research with auto-formulation of op-
timization models from problem descriptions. In Proceedings of the 2022 Conference
on Empirical Methods in Natural Language Processing: Industry Track, pp. 29–62, Abu
Dhabi, UAE, December 2022. Association for Computational Linguistics. URL https:
//aclanthology.org/2022.emnlp-industry.4.

ZZ Ren, Zhihong Shao, Junxiao Song, Huajian Xin, Haocheng Wang, Wanjia Zhao, Liyue
Zhang, Zhe Fu, Qihao Zhu, Dejian Yang, et al. Deepseek-prover-v2: Advancing formal
mathematical reasoning via reinforcement learning for subgoal decomposition. arXiv
preprint arXiv:2504.21801, 2025.

Cansu Sancaktar, David Zhang, Gabriel Synnaeve, and Taco Cohen. A deep dive into scaling
rl for code generation with synthetic data and curricula, 2026. URL https://arxiv.org/
abs/2603.24202.

John Schulman and Thinking Machines Lab. Lora without regret. Thinking Machines Lab: Con-
nectionism, 2025. doi: 10.64434/tml.20250929. https://thinkingmachines.ai/blog/lora/.

John Schulman, Filip Wolski, Prafulla Dhariwal, Alec Radford, and Oleg Klimov. Proximal
policy optimization algorithms, 2017. URL https://arxiv.org/abs/1707.06347.

Zhihong Shao, Peiyi Wang, Qihao Zhu, Runxin Xu, Junxiao Song, Xiao Bi, Haowei Zhang,
Mingchuan Zhang, Y. K. Li, Y. Wu, and Daya Guo. Deepseekmath: Pushing the limits of
mathematical reasoning in open language models, 2024. URL https://arxiv.org/abs/
2402.03300.

12

https://arxiv.org/abs/2508.03117
https://arxiv.org/abs/2503.20783
https://arxiv.org/abs/2502.11102
https://arxiv.org/abs/2402.16352
https://arxiv.org/abs/2402.16352
https://arxiv.org/abs/2510.07312
https://arxiv.org/abs/2510.07312
https://arxiv.org/abs/2601.18779
https://aclanthology.org/2022.emnlp-industry.4
https://aclanthology.org/2022.emnlp-industry.4
https://arxiv.org/abs/2603.24202
https://arxiv.org/abs/2603.24202
https://arxiv.org/abs/1707.06347
https://arxiv.org/abs/2402.03300
https://arxiv.org/abs/2402.03300


Published as a conference paper at COLM 2026

Joykirat Singh, Raghav Magazine, Yash Pandya, and Akshay Nambi. Agentic reasoning
and tool integration for llms via reinforcement learning, 2025. URL https://arxiv.org/
abs/2505.01441.

Charlie Snell, Jaehoon Lee, Kelvin Xu, and Aviral Kumar. Scaling llm test-time compute
optimally can be more effective than scaling model parameters, 2024. URL https://
arxiv.org/abs/2408.03314.

Yuda Song, Hanlin Zhang, Carson Eisenach, Sham Kakade, Dean Foster, and Udaya Ghai.
Mind the gap: Examining the self-improvement capabilities of large language models,
2025. URL https://arxiv.org/abs/2412.02674.

Richard S Sutton. Verification, the key to ai. on-line essay.[Online]. Available: http://www. cs.
ualberta. ca/sutton/IncIdeas/KeytoAI. html, 2001.
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A Appendix

A.1 Additional Related Work

Prompting and multi-agent methods for OR. Chain-of-Experts (Xiao et al., 2024) or-
chestrates specialized LLM agents through forward thought construction and backward
reflection. OptiMUS (AhmadiTeshnizi et al., 2023) processes constraints independently
via connection graphs with retrieval-augmented generation. OR-LLM-Agent (Zhang et al.,
2025) decomposes the pipeline into modeling, code generation, and debugging sub-agents
built on reasoning LLMs. SolverLLM (Li et al., 2025b) applies Monte Carlo Tree Search to
incrementally construct formulations, and Astorga et al. (2025) frame autoformulation as a
hierarchical search with SMT-based pruning. OR-R1 (Ding et al., 2025) generates multiple
candidates and uses majority voting to improve performance at inference time. These ap-
proaches attempt to scale inference compute (Snell et al., 2024) but perform no learning from
experience. AutoOR is an RL post-training method that leads to significant improvements
over prompt based methods.

RL for code generation and formal reasoning. In code generation, CodeRL (Le et al., 2022)
pioneered execution-based rewards with an actor-critic framework over unit test feedback,
and StepCoder (Dou et al., 2024) decomposed long code generation into curriculum-based
subtasks with progressive difficulty, a strategy we adapt for non-linear problems. In formal
mathematics, AlphaProof (Hubert et al., 2025) combined AlphaZero-style tree search with
Lean verification to reach silver-medal IMO performance, and DeepSeek-Prover-V2 (Ren
et al., 2025) applied GRPO with proof-checker rewards for theorem proving.

A.2 Training Details

All experiments use Qwen3-8B (which is an instruction tuned model) (Yang et al., 2025a)
as the base model with LoRA adapters (Hu et al., 2021) and bfloat16 precision on NVIDIA
A100 GPUs. Single-turn categories (LP, MILP, NLP) are trained with Dr. GRPO (Liu et al.,
2025) via TRL (von Werra et al., 2020); adapters are merged between curriculum phases.
Multi-turn training uses Prime-RL with the verifiers library (Brown, 2025), which employs
an importance-ratio masking loss in place of PPO-style clipping and a lower learning rate
(1 × 10−5) to preserve the single-turn policy.

Table 3 reports all training configurations. LP and MILP use Google OR-Tools as the target
solver; NLP targets Gekko (Beal et al., 2018) with a higher LoRA rank and temperature to
handle the more complex solver code and encourage exploration when solvability is low.
NLP curriculum phases correspond to those described in Section 4: Phase 1 includes privi-
leged solver syntax, Phase 2 removes it, and Phase 3 trains on hard problems. Each phase
resumes from the previous checkpoint. All single-turn runs use AdamW (β1=0.9, β2=0.99),
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weight decay 0.1, cosine LR schedule with warmup ratio 0.1, max gradient norm 0.1, per-
device batch size 1 with 8 gradient accumulation steps, and LoRA dropout 0.05 targeting
q,k,v,o,gate,up,down_proj.

Table 3: Training configurations by problem category. G: rollouts per prompt.
Category Train Steps G LR Temp. LoRA r Max compl.

LP 581 400 16 5 × 10−5 0.7 8 14,000
MILP 843 600 16 5 × 10−5 0.7 8 12,500

NLP Phase 1 (w/ syntax, Deasy) 150 200 8 5 × 10−5 0.8 16 12,000
NLP Phase 2 (no syntax, Deasy) 200 100 8 5 × 10−5 0.8 16 12,000
NLP Phase 3 (Dhard) 267 200 8 5 × 10−5 0.8 16 12,000

Multi-turn 262 200 8 1 × 10−5 0.7 16 10,000

Reward functions. Table 4 summarizes reward components. LP and MILP correctness
is checked by comparing optimal objective values against the ground truth, rounded to 2
decimal places (LP additionally compares decision variable values). NLP uses a 2% relative
tolerance on cost with a bonus for matching per-pump power within 5%. In our setup,
outputs are rewarded only if they produce executable solver code whose optimized objective
and decision-variable assignments match the ground truth, making reward hacking or non-
code based solutions non-viable due to such a large search space of solutions.

Table 4: Reward components by problem category (additive).
Category Component Value

LP / MILP
Code executes without error 0.1
Solution satisfies constraints 0.1
Optimal value + variables match ground truth 1.0

NLP
Correct format & solver initialization 0.1
Solution satisfies constraints 0.1
Cost and configuration within 2% of ground truth 1.0

Multi-turn Optimal value matches ground truth 1.0
Used clarification query with correct tags 0.2

Using Online RL. AutoOR is an RL post-training method by design: the central contribu-
tion is a pipeline that turns autoformalization into a verifiable RL domain. Recent work has
established that online RL with outcome-based rewards generalizes to out-of-distribution
problems, whereas SFT tends to memorize training data and degrades on unseen variants
(Chu et al., 2025). This distinction has particularly been shown in in code generation, where
(Chen et al., 2024; Wei et al., 2025b; Sancaktar et al., 2026) show that RL alleviates overfitting
introduced by SFT and improves generalization to unseen programs. In our setting, the
evaluation benchmarks for linear and mixed integer programming are disjoint from the
training distribution, so the model must generalize rather than only recall. SFT would
reduce this to behavior cloning on synthetic solver code, forgoing the exploration that RL
provides. Moreover, our domain offers deterministic, noise-free verification through solver
execution, making it a natural fit for RLVR (Wen et al., 2025). Empirically, the largest gaps
between AutoOR and prior SFT-based methods (Table 2) appear on harder benchmarks with
longer descriptions and more constraints (MAMO-Complex, IndustryOR, ComplexOR),
precisely where generalization matters most and memorization is least useful.

Evaluation Protocol. We use Qwen 3 8B and AutoOR-8B with a temperature of 0.7. Gemini
3 Pro and Gemini 2.5 Pro are used with their default temperature. These temperatures are
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the best suggested configurations from both providers 3 ensuring fair baselines. For each
question, all models receive the exact same prompt, and each model produces a single com-
pletion evaluated with the same standardized verification scripts and the same maximum
completion length. A prediction is counted correct only if it produces executable solver code
and passes the benchmark’s correctness check. Our evaluations are across a large range
of benchmarks, which allows us to show consistent generalized improvements obtained
with our method. The breadth of evaluation across nine benchmarks spanning three prob-
lem categories and multiple difficulty levels reduces the likelihood that improvements are
attributable to benchmark-specific variance.

A.3 Error Analysis

Table 5 provides the per-category failure breakdown requested in the reviews. We classify
each AutoOR error using an automated judge (Gemini 2.5 Flash) that examines the generated
code, execution output, and ground truth, into the categories suggested by the reviewer:
constraint omission, wrong objective, incorrect solver API usage, formatting/syntax errors,
and additional categories for coefficient errors, infeasible formulations, and suboptimal
solutions.

For LP and MIP, code-level errors (syntax errors and solver API misuse) account for only
17.0% and 15.0% of failures respectively. The dominant failure mode is wrong coefficients
(48.8% for LP, 25.0% for MIP), indicating that RL training successfully teaches correct solver
syntax and problem structure, with remaining errors concentrated in precise numerical
extraction from natural language. For NLP, constraint omission is the primary failure
mode (46.9%), reflecting the greater difficulty of fully specifying all physical constraints in
non-convex pump network formulations.

Table 5: Failure mode distribution (%) for AutoOR 8B, grouped by problem category. Each
error is classified by an automated judge into one category.

Failure Mode LP MIP NLP All

# failures (of n eval) 41 (278) 20 (110) 32 (50) 93 (438)

Wrong coefficients 48.8 25.0 9.4 30.1
Constraint omission 17.1 25.0 46.9 29.0
Syntax error 2.4 10.0 25.0 11.8
Infeasible formulation 14.6 5.0 6.2 9.7
Incorrect solver API 14.6 5.0 – 7.5
Wrong objective 2.4 15.0 9.4 7.5
Suboptimal – – 3.1 1.1

A.4 Synthetic Data Generation Details

Standard forms and code generation. For linear programming, we use one standard
form (Equation 1) instantiated through five templates that scale the number of decision
variables from 4 to 12, with separate splits for continuous LPs solved via GLOP and dis-
crete LPs solved via SCIP. For mixed-integer programming, nine problem families derive
from one seed form: assignment, scheduling, packing, routing, network flows, integer
linear programs, production planning, knapsack, and set covering. For both LP and
MILP, we use Gemini 2.5 Pro with structured outputs4 to generate concrete parameter
values (objective coefficients, constraint bounds, variable relationships) according to a
category-specific JSON schema; these values are programmatically inserted into the stan-
dard form template to produce ground-truth solver code c∗. In principle, these steps
require reliable instruction following and structured output generation rather than ex-
pert optimization reasoning, and mathematical correctness is guaranteed entirely by the

3https://ai.google.dev/gemini-api/docs/gemini-3 and https://qwen.readthedocs.io/en/
latest/getting_started/quickstart.html

4https://ai.google.dev/gemini-api/docs/structured-output
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standard form and solver execution. AutoOR substantially outperforms Gemini 2.5 Pro
itself on downstream benchmarks (Table 1), confirming that the model serves as a data
generation tool and that we do not rely on its optimization capabilities. For non-linear
programming, we use one seed template (pump network synthesis; Section 4 and de-
rived from https://www.gams.com/latest/gamslib_ml/libhtml/gamslib_pump.html) and
vary difficulty entirely programmatically: the governing equations and constraint structure
are fixed, and we control the number of pump types, series and parallel counts, characteristic
coefficients, cost structure, and operating conditions without LLM-based instantiation. The
ground-truth solution (x∗ and optimal objective value) is solver-produced in all categories:
obtained by executing c∗, not generated by a language model. We retain only instances
where the code executes without error, the solver finds an optimal solution, and no more
than one quarter of decision variables take trivial or inactive values at the optimum (zero
or at their lower bounds), which would indicate an under-constrained problem. For pump
problems, this corresponds to no more than one quarter of pump types being entirely
inactive. Approximately 50% of generated instances pass all code-level checks.

Description generation and verification. Descriptions are generated by Gemini 2.5 Pro
from the world descriptor w. Each generation prompt is randomly paired with one of
8–12 problem scenarios (e.g., manufacturing, logistics, agriculture, energy) and varied
paraphrase instructions, so that structurally similar problems produce different natural
language representations. The problems themselves differ in objective structure, constraints,
number and type of variables, and numerical parameters. Verification with Gemini 2.5 Pro
uses five component-wise checks via structured outputs: (1) all data values for decision
variables are present, (2) all constraints from the code appear in the description, (3) the
objective is correctly stated, (4) all governing equations and scalar parameters are described,
and (5) the description is self-consistent. Each accepted description must contain sufficient
information to recover the unique intended formulation; the verifier checks completeness as
well as correctness. Approximately 15% of generated descriptions pass all five checks. We
manually audited 50 accepted pairs across all categories and found no verification errors
or missing information. Combined with the ≈ 50% code acceptance rate, roughly 7–8% of
initial generations are used as accepted training instances. This makes the pipeline a way to
turn inference compute into verified training data that scales without human annotation
and can then be used for reinforcement learning (Jayalath et al., 2026).

Uniqueness, tolerance, and generalization. We compare objective values and decision
variable assignments across all accepted instances within each category and reject duplicates;
in practice, collisions are negligible given the size of the parameter space. We also reject rare
cases where solver outputs indicate duplicate optima, though such cases were negligible.
For LP and MILP, the target solvers (GLOP, SCIP) are deterministic and guarantee global
optimality, so for a correctly formulated problem the solution is unique regardless of how
the generated code orders variables or constraints; we require match to 2 decimal places
during training (Table 4). For NLP, we use Gekko with the APOPT solver, which solves non-
convex MINLPs via branch-and-bound with gradient-based NLP relaxations at each node.
Because the continuous subproblems are non-convex, APOPT converges to local optima that
can depend on variable ordering, initial point selection, and constraint sequencing in the
model. Two mathematically correct formulations of the same pump problem may therefore
converge to different locally optimal solutions, so we apply a 2% relative tolerance on the
objective during NLP training (Table 4). The synthetic training data is generated entirely
from clean standard forms and is disjoint from all evaluation benchmarks. This design
exploits the fact that optimization problems within a category share a fixed underlying
mathematical structure, and RL training over diverse instantiations of this structure enables
generalization to held-out problems with different domains, variable names, and constraints.

A.5 Examples

We provide examples for all three categories: linear programming, mixed integer program-
ming, and non-linear programming with inputs and associated solver code outputs.
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Example: Linear Programming

Problem description

A large farming cooperative is planning its operations for the upcoming season to
maximize its total profit. The cooperative has 2000 acres of arable land and needs to
decide how to allocate this land among three crops: Corn, Soybeans, and Wheat. In
addition to crops, they are also considering how many units of cattle to raise, where
each unit consists of 10 head. The cooperative’s goal is to determine the optimal number
of acres for each crop and the number of cattle units to raise. The financial details are
as follows: Corn can be sold on the market for $4 per bushel, and Soybeans for $10
per bushel. The planting and cultivation costs are $300 per acre for Corn and $250 per
acre for Soybeans. For Wheat, the cooperative has a long-term contract that guarantees
a net profit of $160 per acre. Raising cattle yields a net profit of $1000 per unit. The
cooperative’s operations are subject to several constraints. First, the total available
water is 5000 units. Water consumption is 3 units per acre for Corn, 2 units per acre
for Soybeans, 1.5 units per acre for Wheat, and 10 units per cattle unit. Second, there
are 4000 labor hours available. Labor is required at a rate of 2.5 hours per acre for
Corn, 2 hours per acre for Soybeans, 1 hour per acre for Wheat, and 15 hours per cattle
unit. The crop yields are 180 bushels per acre for Corn and 50 bushels per acre for
Soybeans. A portion of these crops must be used as feed for the cattle; each cattle
unit requires 50 bushels of Corn and 20 bushels of Soybeans. The remaining harvest
can be sold. Furthermore, due to a government agricultural diversity program, the
acreage dedicated to Wheat must be at least 20% of the total planted acreage. Finally,
the cooperative’s silo and transportation capacity limits the total amount of Corn and
Soybeans sold on the market to a combined maximum of 100,000 bushels. What is the
optimal plan for land allocation and cattle raising that maximizes the cooperative’s total
profit? In your model, please use the following variables: x_corn_acres for the acres
of Corn, x_soy_acres for the acres of Soybeans, x_wheat_acres for the acres of Wheat,
x_corn_sold for the bushels of Corn sold, x_soy_sold for the bushels of Soybeans sold,
and x_cattle_units for the number of cattle units.

Solver code
from ortools.linear_solver import pywraplp
import json

def solve_farming_cooperative_problem():
"""Solves the farming cooperative linear optimization problem."""
# Create the linear solver with the GLOP backend.
solver = pywraplp.Solver.CreateSolver('GLOP')
if not solver:

return

# Create the variables.
infinity = solver.infinity()
x_corn_acres = solver.NumVar(0, infinity, 'x_corn_acres')
x_soy_acres = solver.NumVar(0, infinity, 'x_soy_acres')
x_wheat_acres = solver.NumVar(0, infinity, 'x_wheat_acres')
x_corn_sold = solver.NumVar(0, infinity, 'x_corn_sold')
x_soy_sold = solver.NumVar(0, infinity, 'x_soy_sold')
x_cattle_units = solver.NumVar(0, infinity, 'x_cattle_units')

# Define the constraints.
# Total land limit: x_corn_acres + x_soy_acres + x_wheat_acres <= 2000
solver.Add(x_corn_acres + x_soy_acres + x_wheat_acres <= 2000, 'total_land_limit
')

# Water consumption limit: 3*x_corn_acres + 2*x_soy_acres + 1.5*x_wheat_acres +
10*x_cattle_units <= 5000
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solver.Add(3 * x_corn_acres + 2 * x_soy_acres + 1.5 * x_wheat_acres + 10 *
x_cattle_units <= 5000, 'water_consumption_limit')

# Labor hours limit: 2.5*x_corn_acres + 2*x_soy_acres + x_wheat_acres + 15*
x_cattle_units <= 4000
solver.Add(2.5 * x_corn_acres + 2 * x_soy_acres + x_wheat_acres + 15 *
x_cattle_units <= 4000, 'labor_hours_limit')

# Corn production balance: x_corn_sold + 50*x_cattle_units - 180*x_corn_acres <=
0

solver.Add(x_corn_sold + 50 * x_cattle_units - 180 * x_corn_acres <= 0, '
corn_production_balance')

# Soybean production balance: x_soy_sold + 20*x_cattle_units - 50*x_soy_acres <=
0

solver.Add(x_soy_sold + 20 * x_cattle_units - 50 * x_soy_acres <= 0, '
soybean_production_balance')

# Crop diversity requirement: -0.2*x_corn_acres - 0.2*x_soy_acres + 0.8*
x_wheat_acres >= 0
solver.Add(-0.2 * x_corn_acres - 0.2 * x_soy_acres + 0.8 * x_wheat_acres >= 0, '
crop_diversity_requirement')

# Silo storage limit: x_corn_sold + x_soy_sold <= 100000
solver.Add(x_corn_sold + x_soy_sold <= 100000, 'silo_storage_limit')

# Define the objective function.
# Maximize: 4*x_corn_sold + 10*x_soy_sold + 160*x_wheat_acres + 1000*
x_cattle_units - 300*x_corn_acres - 250*x_soy_acres
objective = solver.Objective()
objective.SetCoefficient(x_corn_sold, 4)
objective.SetCoefficient(x_soy_sold, 10)
objective.SetCoefficient(x_wheat_acres, 160)
objective.SetCoefficient(x_cattle_units, 1000)
objective.SetCoefficient(x_corn_acres, -300)
objective.SetCoefficient(x_soy_acres, -250)
objective.SetMaximization()

# Solve the system.
status = solver.Solve()

# Print the results.
if status == pywraplp.Solver.OPTIMAL:

print(f'Optimal value = {solver.Objective().Value()}')
solution = {

'x_corn_acres': x_corn_acres.solution_value(),
'x_soy_acres': x_soy_acres.solution_value(),
'x_wheat_acres': x_wheat_acres.solution_value(),
'x_corn_sold': x_corn_sold.solution_value(),
'x_soy_sold': x_soy_sold.solution_value(),
'x_cattle_units': x_cattle_units.solution_value()

}
print(f'SOLUTION_JSON: {json.dumps(solution)}')

else:
print('The problem does not have an optimal solution.')

solve_farming_cooperative_problem()
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Example: Mixed Integer Programming

Problem description

A logistics manager must determine the optimal cargo allocation across three potential
warehouses—North, South, and East—to maximize the net profit, which is calculated
as the total profit from stored goods minus the fixed costs associated with opening the
facilities. The North warehouse has a storage capacity of 500 m3 and a fixed opening
cost of $1000, the South warehouse has a 400 m3 capacity and an $800 opening cost,
and the East warehouse has a 300 m3 capacity and a $600 opening cost. Three products
can be stored: Widget_A, which uses 5 m3 and yields $60 profit per unit; Gadget_B,
which uses 12 m3 and yields $150 profit per unit; and Gizmo_C, which uses 8 m3 and
yields $110 profit per unit. Two constraints govern warehouse usage: first, the total
volume of products stored in any open warehouse cannot exceed its capacity; and
second, any warehouse that is opened must utilize at least 10% of its available capacity.
Additionally, a product mix requirement specifies that the total integer quantity of
Gadget_B units stored across all warehouses must be at least 20% of the total integer
quantity of Widget_A units stored. The objective is to determine which warehouses to
open and the specific integer quantities of each product to store to maximize net profit.
Warehouse Data: North (Capacity: 500 m3, Cost: $1000), South (Capacity: 400 m3, Cost:
$800), East (Capacity: 300 m3, Cost: $600). Product Data: Widget_A (Volume: 5 m3,
Profit: $60), Gadget_B (Volume: 12 m3, Profit: $150), Gizmo_C (Volume: 8 m3, Profit:
$110).

Solver code
from ortools.linear_solver import pywraplp
import json

solver = pywraplp.Solver.CreateSolver('SCIP')

# Define variables
open_north = solver.IntVar(0, 1, 'open_north')
open_south = solver.IntVar(0, 1, 'open_south')
open_east = solver.IntVar(0, 1, 'open_east')

widget_a_north = solver.IntVar(0, 100, 'widget_a_north')
widget_a_south = solver.IntVar(0, 80, 'widget_a_south')
widget_a_east = solver.IntVar(0, 60, 'widget_a_east')

gadget_b_north = solver.IntVar(0, 41, 'gadget_b_north')
gadget_b_south = solver.IntVar(0, 33, 'gadget_b_south')
gadget_b_east = solver.IntVar(0, 25, 'gadget_b_east')

gizmo_c_north = solver.IntVar(0, 62, 'gizmo_c_north')
gizmo_c_south = solver.IntVar(0, 50, 'gizmo_c_south')
gizmo_c_east = solver.IntVar(0, 37, 'gizmo_c_east')

# Volume constraints for each warehouse
total_volume_north = 5 * widget_a_north + 12 * gadget_b_north + 8 * gizmo_c_north
solver.Add(total_volume_north <= 500 * open_north)
solver.Add(total_volume_north >= 50 * open_north)

total_volume_south = 5 * widget_a_south + 12 * gadget_b_south + 8 * gizmo_c_south
solver.Add(total_volume_south <= 400 * open_south)
solver.Add(total_volume_south >= 40 * open_south)

total_volume_east = 5 * widget_a_east + 12 * gadget_b_east + 8 * gizmo_c_east
solver.Add(total_volume_east <= 300 * open_east)
solver.Add(total_volume_east >= 30 * open_east)

# Product mix constraint
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total_gadget_b = gadget_b_north + gadget_b_south + gadget_b_east
total_widget_a = widget_a_north + widget_a_south + widget_a_east
solver.Add(total_gadget_b >= 0.2 * total_widget_a)

# Objective function
objective = (

60 * (widget_a_north + widget_a_south + widget_a_east) +
150 * (gadget_b_north + gadget_b_south + gadget_b_east) +
110 * (gizmo_c_north + gizmo_c_south + gizmo_c_east) -
1000 * open_north - 800 * open_south - 600 * open_east

)
solver.Maximize(objective)

# Solve
status = solver.Solve()

if status == pywraplp.Solver.OPTIMAL:
print(f"Optimal value = {solver.Objective().Value()}")
variables = {

'open_north': open_north.solution_value(),
'open_south': open_south.solution_value(),
'open_east': open_east.solution_value(),
'widget_a_north': widget_a_north.solution_value(),
'widget_a_south': widget_a_south.solution_value(),
'widget_a_east': widget_a_east.solution_value(),
'gadget_b_north': gadget_b_north.solution_value(),
'gadget_b_south': gadget_b_south.solution_value(),
'gadget_b_east': gadget_b_east.solution_value(),
'gizmo_c_north': gizmo_c_north.solution_value(),
'gizmo_c_south': gizmo_c_south.solution_value(),
'gizmo_c_east': gizmo_c_east.solution_value(),

}
print(f"SOLUTION_JSON: {json.dumps(variables)}")

else:
print("No solution found.")

Example: Non-Linear Pumps

Problem description

The objective of this engineering optimization problem is to design a cost-effective
centrifugal pump network that satisfies a specific hydraulic requirement. The system
must achieve a total target volumetric flow rate of 407.0 units and a total pressure rise
of 640.0 units. The design allows for the selection of pump configurations from six
distinct pump types. For any selected pump type, the system can utilize a configuration
of integer numbers of pumps arranged in series and parallel. The constraints impose a
limit of a maximum of 2 pumps in series and a maximum of 2 pumps in parallel for any
chosen type. Furthermore, the operational speed of the pumps is variable but must not
exceed a maximum limit of 3294.0 RPM. The problem requires determining the optimal
mix of active pump types, their specific series and parallel configurations, their oper-
ating speeds, and the flow distribution to minimize the total operational and capital cost.

The physics of the pumps are modeled using specific algebraic performance
curves that relate power and pressure rise to the pump’s rotational speed and
individual flow rate. For this model, let wratio represent the ratio of the operating
speed to the maximum speed (w/3294.0), and vdot represent the flow rate through
a single pump. The power consumption (P) for a pump is calculated as coefficient
m1 times wratio cubed, plus coefficient m2 times wratio squared times vdot, minus
coefficient m3 times wratio times vdot squared. The pressure rise (dp) across a single
pump is calculated as coefficient m4 times wratio times vdot, plus coefficient m5 times
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wratio squared, minus coefficient m6 times vdot squared. The system enforces flow
conservation such that the sum of flow fractions (x) across all pump types equals 1
(100%), where the specific flow allocated to a pump type (x multiplied by the total
target flow) must equal the individual pump flow (vdot) multiplied by the number of
pumps in parallel. Similarly, if a pump type is active, the total system pressure target of
640.0 must equal the pressure rise of a single pump (dp) multiplied by the number of
pumps in series.

The optimization includes binary variables to toggle pump types on or off, along with
integer constraints for the number of series and parallel units. If a pump type is active,
the chosen power must not exceed its specific maximum power rating (Pmax), and the
configuration must utilize at least one pump in series and one in parallel. The objective
function to be minimized is the total cost, calculated as the sum over all pump types
of the base cost (C) plus the variable power cost (Cd multiplied by the actual Power
P), all multiplied by the total count of physical pumps (number in series multiplied
by number in parallel). The specific parameters for the six available pump types are
as follows: Pump Type 0 has a Pmax of 165.0, Base Cost (C) 8200.0, Power Cost (Cd)
1950.0, m1 21.5, m2 0.17, m3 0.00058, m4 0.72, m5 345.0, and m6 0.0125. Pump Type 1 has
Pmax 185.0, C 9800.0, Cd 1850.0, m1 28.0, m2 0.24, m3 0.00065, m4 0.88, m5 410.0, and m6
0.0190. Pump Type 2 has Pmax 210.0, C 11500.0, Cd 1750.0, m1 36.5, m2 0.31, m3 0.00082,
m4 1.05, m5 465.0, and m6 0.0260. Pump Type 3 has Pmax 155.0, C 7800.0, Cd 2050.0, m1
19.8, m2 0.15, m3 0.00049, m4 0.68, m5 325.0, and m6 0.0110. Pump Type 4 has Pmax 230.0,
C 13000.0, Cd 1650.0, m1 42.0, m2 0.36, m3 0.00095, m4 1.15, m5 520.0, and m6 0.0320.
Finally, Pump Type 5 has Pmax 175.0, C 9100.0, Cd 1900.0, m1 24.5, m2 0.21, m3 0.00062,
m4 0.82, m5 375.0, and m6 0.0175.

Solver code
from gekko import GEKKO
import numpy as np

# ------------------------------------------------------------------
# 1. Setup Data
# ------------------------------------------------------------------
# Scalars
wmax = 3294.0
Vtot = 407.0
dPtot = 640.0
nsmax = 2
npmax = 2

# Data Dictionary for 6 Pump Types
# Requirement: m5 >= dPtot // 2 (320), Pmax >= 150
pump_data = {

0: {'Pmax': 165.0, 'C': 8200.0, 'Cd': 1950.0, 'm1': 21.5, 'm2': 0.17, 'm3':
0.00058, 'm4': 0.72, 'm5': 345.0, 'm6': 0.0125},
1: {'Pmax': 185.0, 'C': 9800.0, 'Cd': 1850.0, 'm1': 28.0, 'm2': 0.24, 'm3':
0.00065, 'm4': 0.88, 'm5': 410.0, 'm6': 0.0190},
2: {'Pmax': 210.0, 'C': 11500.0, 'Cd': 1750.0, 'm1': 36.5, 'm2': 0.31, 'm3':
0.00082, 'm4': 1.05, 'm5': 465.0, 'm6': 0.0260},
3: {'Pmax': 155.0, 'C': 7800.0, 'Cd': 2050.0, 'm1': 19.8, 'm2': 0.15, 'm3':
0.00049, 'm4': 0.68, 'm5': 325.0, 'm6': 0.0110},
4: {'Pmax': 230.0, 'C': 13000.0, 'Cd': 1650.0, 'm1': 42.0, 'm2': 0.36, 'm3':
0.00095, 'm4': 1.15, 'm5': 520.0, 'm6': 0.0320},
5: {'Pmax': 175.0, 'C': 9100.0, 'Cd': 1900.0, 'm1': 24.5, 'm2': 0.21, 'm3':
0.00062, 'm4': 0.82, 'm5': 375.0, 'm6': 0.0175}

}

N = len(pump_data)
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# ------------------------------------------------------------------
# 2. Initialize GEKKO Model
# ------------------------------------------------------------------
m = GEKKO(remote=False)

# ------------------------------------------------------------------
# 3. Variables
# ------------------------------------------------------------------
P = [m.Var(lb=0, ub=pump_data[i]['Pmax'], value=pump_data[i]['Pmax']) for i in range

(N)]
w = [m.Var(lb=0, ub=wmax, value=wmax) for i in range(N)]
dp = [m.Var(lb=0, ub=dPtot, value=dPtot) for i in range(N)]
vdot = [m.Var(lb=0, ub=Vtot, value=Vtot) for i in range(N)]
x = [m.Var(lb=0, ub=1.0, value=1.0/N) for i in range(N)]

num_p = [m.Var(lb=0, ub=npmax, integer=True, value=0) for i in range(N)]
num_s = [m.Var(lb=0, ub=nsmax, integer=True, value=0) for i in range(N)]
z = [m.Var(lb=0, ub=1, integer=True, value=0) for i in range(N)]

# ------------------------------------------------------------------
# 4. Equations
# ------------------------------------------------------------------
m.Equation(sum(x) == 1)

for i in range(N):
d = pump_data[i]
w_ratio = w[i] / wmax

# Power Output
m.Equation(P[i] == d['m1'] * w_ratio**3

+ d['m2'] * w_ratio**2 * vdot[i]
- d['m3'] * w_ratio * vdot[i]**2)

# Pressure Rise
m.Equation(dp[i] == d['m4'] * w_ratio * vdot[i]

+ d['m5'] * w_ratio**2
- d['m6'] * vdot[i]**2)

m.Equation(num_p[i] >= z[i])
m.Equation(num_s[i] >= z[i])

# Flow and Pressure system connections
m.Equation(x[i] * Vtot == vdot[i] * num_p[i])
m.Equation(z[i] * dPtot == dp[i] * num_s[i])

# Big-M constraints
m.Equation(w[i] <= wmax * z[i])
m.Equation(P[i] <= d['Pmax'] * z[i])
m.Equation(dp[i] <= dPtot * z[i])
m.Equation(vdot[i] <= Vtot * z[i])
m.Equation(num_p[i] <= npmax * z[i])
m.Equation(num_s[i] <= nsmax * z[i])

# ------------------------------------------------------------------
# 5. Objective Function
# ------------------------------------------------------------------
cost_expr = sum((pump_data[i]['C'] + pump_data[i]['Cd'] * P[i]) * num_p[i] * num_s[i

] for i in range(N))
m.Minimize(cost_expr)

# ------------------------------------------------------------------
# 6. Solve
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# ------------------------------------------------------------------
m.options.SOLVER = 1
m.solve(disp=True)

# ------------------------------------------------------------------
# 7. Print Results
# ------------------------------------------------------------------
print("\n" + "="*60)
print(f"SOLUTION FOUND")
print(f"Total Objective (Cost): ${m.options.OBJFCNVAL:,.2f}")
print("="*60)

print(f"{'Pump':<6} {'On/Off':<8} {'Series':<8} {'Parallel':<10} {'Power (kW)':<12}
{'Speed (rpm)':<12} {'Flow Fraction':<15}")

for i in range(N):
is_on = int(z[i].value[0])
series = int(num_s[i].value[0])
parallel = int(num_p[i].value[0])
p_val = P[i].value[0]
w_val = w[i].value[0]
x_val = x[i].value[0]

if is_on:
print(f"{i+1:<6} {is_on:<8} {series:<8} {parallel:<10} {p_val:<12.2f} {w_val

:<12.2f} {x_val:<15.3f}")
else:

print(f"{i+1:<6} {'OFF':<8} {'-':<8} {'-':<10} {'0.00':<12} {'0.00':<12}
{'0.000':<15}")

# ------------------------------------------------------------------
# The following is the expected output:
# ------------------------------------------------------------------
# SOLUTION FOUND
# Total Objective (Cost): $796,603.26
# Pump On/Off Series Parallel Power (kW) Speed (rpm) Flow Fraction
# 1 1 2 1 31.54 3294.00 0.201
# 2 1 2 1 45.02 3294.00 0.235
# 3 1 2 1 44.79 3047.84 0.188
# 4 1 2 1 27.77 3294.00 0.168
# 5 OFF - - 0.00 0.00 0.000
# 6 1 2 1 37.79 3294.00 0.207

A.6 Limitations

Our non-linear results are restricted to a single problem class (pump network synthesis),
though the curriculum RL strategy is general and we expect it to transfer to other non-
linear domains with different governing equations. We also do not address intermediate
classes between MILP and fully non-linear programs, such as quadratic programming or
second-order cone programs. The model generates code for specific solver APIs (Google OR-
Tools for LP/MILP, Gekko for NLP), and generalization to other solvers or solver-agnostic
mathematical formulations is not evaluated. Our reward function is coarse: it checks
execution, feasibility, and optimality, but does not reward partially correct formulations or
penalize formulation inefficiency, treating equivalent formulations that differ dramatically
in tractability identically.

All results are shown for Qwen 3 8B due to compute constraints, though gains are consis-
tent across all benchmarks tested. More broadly, optimization modeling in practice is a
substantially more complex process than the single-turn formalization we focus on, involv-
ing iterative refinement, stakeholder communication, model validation, and solver tuning.
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AutoOR addresses one part of this pipeline, but we show that the method is scalable, and
future work on agent post-training and tool use can build on top of it.

A.7 Reproducibility

We will release prompts, evaluation scripts, and other details with our camera ready ver-
sion. The open source model we use (Qwen 3 8B, instruction tuned by default), solvers
(Google OR-Tools, Gekko), and all evaluation benchmarks are publicly available. Training
configurations and reward functions are fully specified in Tables 3 and 4. Synthetic data is
generated from standard forms for various problem categories and, for non-linear problems,
from the GAMS Model Library (where the centrifugal pump problem was established by
Westerlund et al. (1994)).5 The pipeline can be extended to additional problem categories or
scaled to larger datasets using the same backtranslation strategy. All training experiments
were conducted on one node, making our setup easy to reproduce and efficient to use.

5https://www.gams.com/latest/gamslib_ml/libhtml/
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