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Abstract

Large Language Models (LLMs) have shown remarkable performance in
completing various tasks. However, solving complex problems often re-
quires the coordination of multiple agents, raising a fundamental ques-
tion: how to effectively select and interconnect these agents. In this paper,
we propose Agent Q-MiXx, a reinforcement learning framework that refor-
mulates topology selection as a cooperative Multi-Agent Reinforcement
Learning (MARL) problem. Our method learns decentralized communi-
cation decisions using QMIX value factorization, where each agent selects
from a set of communication actions that jointly induce a round-wise com-
munication graph. At its core, Agent Q-Mix combines a topology-aware
GNN encoder, GRU memory, and per-agent Q-heads under a Centralized
Training with Decentralized Execution (CTDE) paradigm. The framework
optimizes a reward function that balances task accuracy with token cost.
Across seven core benchmarks in coding, reasoning, and mathematics,
Agent Q-Mix achieves the highest average accuracy compared to existing
methods while demonstrating superior token efficiency and robustness
against agent failure. Notably, on the challenging Humanity’s Last Exam
(HLE) using Gemini-3.1-Flash-Lite as a backbone, Agent Q-Mix achieves
20.8% accuracy, outperforming Microsoft Agent Framework (19.2%) and
LangGraph (19.2%), followed by AutoGen and Lobster by OpenClaw.
These results underscore the effectiveness of learned, decentralized topol-
ogy optimization in pushing the boundaries of multi-agent reasoning.
Code is available at https://github.com/ericjiang18/Agent-Q-Mix.

1 Introduction

Large language model (LLM)-based multi-agent systems (MAS) have become an increas-
ingly important paradigm for solving tasks that exceed the capability of a single model.
Recent work has shown strong gains in mathematical reasoning (Lei et al.,[2024), code gen-
eration (Islam et al, 2024), software development (He et al., 2025; Hong et al., [2023), and
scientific discovery (Ghareeb et al., 2025). At the same time, industrial frameworks such
as Microsoft Agent Framework (Microsoft, 2025) and LangGraph (LangChain Al, 2024)
have accelerated the practical deployment of agentic workflows. A growing line of re-
search (Zhuge et al| 2024; Zhang et al) [2024; |Li et al., 2025 |Zhou et al., |2025) suggests
that the communication topology, the graph specifying which agents exchange information,
is a key determinant of overall system behavior. In particular, topology affects at least
three important properties: task performance, token efficiency, and robustness. Design-
ing topologies that balance all three remains challenging.

Existing approaches can be broadly divided into two categories. Static methods (Wu et al.|
2023;|Du et al.,2023;|[Hong et al., 2023; LangChain Al} 2024) use fixed communication struc-
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tures such as chains, stars, or fully connected graphs. While simple, these patterns do
not adapt to task difficulty: easy problems may waste tokens through unnecessary com-
munication, while difficult problems may suffer from insufficient collaboration. Adaptive
methods attempt to learn task-specific topologies, but current approaches still face two im-
portant limitations. First, methods such as G-Designer (Zhang et al., 2024), TopoDIM (Sun
et al., [2025), and GTD (Jiang et al., 2025) rely on a centralized topology generator that pro-
duces the entire graph at once. As a result, individual agents do not make independent
communication decisions during execution. This creates a centralized bottleneck and lim-
its flexibility when agents must adapt their communication behavior online. Second, ex-
isting methods generally lack an explicit factorization of the joint topology objective into
per-agent contributions, making decentralized action selection difficult to justify.

To address these issues, we propose Agent Q-Mix (Figure|[T), which reformulates commu-
nication topology learning as a cooperative multi-agent reinforcement learning (MARL)
problem and solves it using QMIX (Rashid et al., 2018). Our key idea is to model each
agent’s communication choice, for example, whether to broadcast, query another agent,
debate, verify with a tool, or work independently, as a local discrete action. The full com-
munication graph is then constructed from the combination of all agents’ actions. This view
makes topology learning naturally compatible with centralized training with decentralized ex-
ecution (CTDE). To implement this, each agent encodes the current communication graph
through a topology-aware graph neural network (GNN), maintains temporal memory via
a gated recurrent unit (GRU) over communication rounds, and computes per-action Q-
values through a multi-layer perceptron (MLP). These individual Q-values are combined
by a QMIX monotonic mixing network that ensures consistent decentralized execution.

QMIX is a natural fit for this setting for three reasons. First, its monotonic value factor-
ization enforces the Individual-Global-Max (IGM) property (Rashid et al., 2018), allowing
decentralized greedy action selection with respect to the learned joint value. Second, the
state-conditioned mixing network can model nonlinear interactions between agents while
still decomposing the decision process into per-agent utilities. Third, by combining QMIX
with a topology-aware GNN encoder, each agent can condition its decision on the current
communication graph and adapt its behavior across multiple communication rounds.

Contributions. Our main contributions are as follows:

O Formulation. We formulate communication-topology learning for LLM-based
multi-agent systems as a Networked Multi-Agent Markov Decision Process (Net-
worked MMDP; Section , and introduce a discrete and interpretable communi-
cation action space with six action types that directly induce graph structure.

® Algorithm. We design a topology-aware agent Q-network based on a GNN-GRU-
MLP architecture, together with a QMIX monotonic mixing network that supports
CTDE for decentralized communication-action selection.

® Evaluation. We evaluate Agent Q-Mix on seven core benchmarks spanning math-
ematics, coding, and reasoning with two base LLMs (GPT-OSS:120B and Gemini-
3.1-Flash-Lite), with an additional evaluation on Humanity’s Last Exam (HLE),
and show strong performance together with improved token efficiency and ro-
bustness.

2 Related Work

2.1 LLM-Based Multi-Agent Systems

LLM-based multi-agent systems have developed rapidly in recent years. Early work fo-
cused on role-playing and simulation settings (Li et al., |2023; Park et al.,2023), while more
recent systems have been applied to software engineering (Hong et al., 2023} Qian et al.
2024), scientific reasoning (Chen et al., [2023; |Ghareeb et al., [2025), and general problem
solving (Qiu et al., 2025; Wu et al., 2023). Alongside these developments, researchers have
explored different ways for agents to interact. For example, LLM-Debate (Du et al., 2023)
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uses structured argumentation to improve factual accuracy, and DyLAN (Liu et al., 2024)
dynamically selects which agents should participate in a given task. Despite these ad-
vances, most existing systems still rely on predefined or heuristic communication patterns.
In many cases, the interaction structure is fixed in advance or controlled at a global level,
rather than adapting to the needs of a specific task. This suggests that communication is
not just a supporting component, but a key factor that limits overall system performance.

2.2 Communication Topology Optimization

To address the limitations of fixed interaction patterns, recent work has started to explore
adaptive communication topologies. Early approaches typically adopt simple structures
such as chains (Qian et al., [2024), stars (Wu et al., 2023), or fully connected graphs (Du
et al., 2023). While these designs are easy to implement, they lack flexibility across tasks
of varying difficulty. More recent methods attempt to learn communication structures au-
tomatically. G-Designer (Zhang et al| [2024) generates graphs using GNN-based models,
AgentDropout (Wang et al.,|2025) reduces unnecessary interactions through pruning, and
GPTSwarm (Zhuge et al., [2024) optimizes agent connectivity using gradient-based meth-
ods. TopoDIM (Sun et al.,2025) introduces diverse interaction modes through a one-shot
topology generator, while GTD (Jiang et al., 2025) leverages diffusion-based graph genera-
tion. MaAS (Zhang et al., 2025) further formulates the problem as architecture search over
agent systems. Although these approaches improve flexibility, they generally rely on cen-
tralized mechanisms that generate the communication structure at the system level. As a
result, individual agents do not explicitly decide how to communicate during execution.
Communication remains a global design choice, rather than something agents can adapt
locally based on their own observations and experiences.

2.3 Multi-Agent Corporative Reinforcement Learning

Multi-agent reinforcement learning (MARL) provides a natural framework for modeling
decentralized decision-making. The paradigm of centralized training with decentralized
execution (CTDE) (Oliehoek and Amato, 2016) allows agents to use global information
during training while relying only on local observations at test time. A large body of work
focuses on value decomposition methods. VDN (Sunehag et al [2018) assumes additive
decomposition of the joint value function, QMIX (Rashid et al.,|2018) introduces a mono-
tonic mixing constraint to enable consistent decentralized optimization, and QPLEX (Wang
et al., 2021)) further increases expressiveness through more flexible decomposition. Prior
work in MARL has also explored learned communication mechanisms, including differ-
entiable message passing and attention-based communication (Sukhbaatar et al., 2016} Fo-
erster et al., [2016). However, these approaches mainly focus on how information is trans-
mitted, rather than how the communication structure itself is formed. In this work, we
take a different perspective by treating communication topology as a decentralized deci-
sion problem. Each agent selects its own communication action, and the overall interaction
graph emerges from the combination of these local decisions. This formulation connects
topology learning with value decomposition methods and allows communication behavior
to adapt dynamically during execution.

3 Preliminaries

3.1 Networked Multi-Agent Decision Process

We consider a cooperative system of N agents interacting through a dynamic communi-
cation graph. We model this setting as a Networked Multi-Agent Markov Decision Process
(Networked MMDP), defined by the tuple

M=(N,S,{A}N,,P,R,7,G),

where N' = {1,...,N} is the set of agents, S is the global state space, A; is the action
space of agent i, P : S x [TV A; — A(S) is the transition kernel (A(S) denotes the set of
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Figure 1: Overview of Agent Q-Mix. Agents select communication actions, induce a round-
wise communication graph, exchange messages over that graph, and produce a final team
output under centralized training with decentralized execution.

probability distributions over S), R : S x [T~ ; A; — R is the team reward, y € [0,1) is the
discount factor, and G; = (N, &) denotes the communication graph at time ¢.

At time step t, agent i acts based on its local action-observation history:
= (xb,ub,..., xl),
where x! is the current observation and u! is the action selected at time step t. Let u; =

(u},...,ulN) denote the joint action. The objective is to maximize the expected discounted

team return:
_ 1 X

](7.[) = ]Err Z r)/th ’ R N Ri(st/ ut)r (1)
t=0 i=1

where 7t = (7, ..., my) is the joint policy.

3.2 Graph Based Message Passing

To encode the current communication graph, we use a message-passing graph neural net-
work (GNN) (Kipf and Welling, 2017). Given a graph G = (V, &) with node features
{xv}vey, an L-layer GNN iteratively updates node representations through neighborhood
aggregation. For node v at layer /,

nY) = UPDATED (1Y, AGGY ({MsG!) () | u € N(0)})), 2)

where 1)) = Linear(x,) initializes the node embedding. Here, MSG!") transforms neigh-
bor features, AGG") aggregates messages, and UPDATE(") combines the aggregated neigh-
borhood information with the current node state.

In our implementation, the update step is parameterized using a GRU cell (Cho et al.,2014),
which helps preserve sequential dependencies during topology-aware message passing
and avoids vanishing gradients in deep GNN stacks:

W) = GrUD (AGGO (), W), (3)

The final embedding th) captures both local node features and structural context from the
communication graph.
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3.3 OQMIX Cooperative Markov Decision Process

Directly optimizing the joint action-value function Qtot(7, u) is difficult because the joint
action space grows exponentially with the number of agents. QMIX (Rashid et al. 2018)
addresses this by factorizing the joint value into individual agent utilities while preserving
the Individual-Global-Max (IGM) property.

Specifically, if the joint value function satisfies the monotonicity condition

aQtOt(T/ u/s) .
—— >0, Vie N, 4
Qe = TEN W
then maximizing the joint value is consistent with independently maximizing each indi-
vidual utility:

arg max Qot (T, u,5) = (argm?x Ql(Tl,ul), -+, argmax QN(TN,uN)) . (5)
u u u

This property is central to CTDE: the mixed joint value is used during training, while at
test time each agent acts greedily with respect to its own local Q-function.

QMIX parameterizes the joint value using a mixing network whose weights and biases are
generated from the global state s through hypernetworks. Each hypernetwork is a single-
hidden-layer MLP (hidden dimension 64) that maps s to the mixing layer parameters. Let
q = [Q1,...,Qn] " be the vector of individual Q-values. With W; = abs(HyperNet, (s)),
by = HyperNet, (s), W, = abs(HyperNet,(s)), and b, = HyperNet,, (s), where abs(:)
denotes element-wise absolute value, the mixed value is defined in Equation @

Qtot(T,u,5) = Wo ELU(W1q + by) + bs. (6)

The element-wise absolute value ensures that the mixing weights are nonnegative, which
enforces the monotonicity constraint in Equation [4}

Training minimizes a temporal-difference (TD) objective (Mnih et al.|[2015):

L(8) =Ep [(}/Pt — Qrot (T4, ut,St;Q))z}, )

with target
tot

v = Ri + 7 max Qrot(Tes1, 0, 5¢41;,07), (8)

where 0~ denotes the target-network parameters (Mnih et al., 2015).

4 Agent Q-Mix

We now instantiate the Networked MMDP for communication-topology learning in LLM-
based multi-agent systems, as illustrated in Figure Our method consists of three compo-
nents: (i) a discrete communication action space, (ii) a topology-aware agent Q-network,
and (iii) a multi-round execution procedure that converts per-agent actions into a commu-
nication graph and executes the resulting workflow.

4.1 Communication Action Space

Each agent selects from |A;| = 6 discrete communication actions at each round. Impor-
tantly, these actions do not directly dictate message content; rather, each action determines
the structural connectivity of the agent within the communication graph. The resulting
graph topology then governs which agents exchange information during execution. In
this sense, Agent Q-Mix learns the communication topology indirectly through the com-
position of per-agent structural decisions, rather than prescribing a fixed graph. The joint
action vector u; = (u},. ., uf] ) is then mapped to an adjacency matrix A; that defines the
communication graph. The six actions are designed to cover a range of communication
patterns observed in effective multi-agent workflows:
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Figure 2: Illustration of the six discrete communication actions in the Agent Q-Mix ac-
tion space (Section £.I). Each panel depicts the induced graph structure for a repre-
sentative multi-agent team. Arrows indicate the direction of information flow. From
left to right: (a) solo_process—the agent works independently with no outgoing edges;
(b) broadcast_all—the agent sends its message to all other agents; (c) selective_query—
the agent sends a targeted query to one specific neighbor; (d) aggregate_refine—the agent
collects responses from all others through incoming edges; (e) execute_verify—the agent
forwards its output to the next agent for verification with minimal communication over-
head; (f) debate_check—two agents engage in mutual exchange via bidirectional edges.
These six primitives span a range of connectivity levels from isolated nodes to dense
cliques, enabling the QMIX policy to compose task-adaptive topologies.

Figure [2| summarizes the action space and its induced graph effects. Specifically,
solo_process creates no outgoing edges, broadcast_all connects an agent to all other
agents, selective_query creates one targeted outgoing edge, aggregate_refine collects in-
formation through incoming edges from all other agents, execute_verify uses a minimal
edge to the next agent, and debate_check creates mutual edges with one partner.

This action space is both interpretable and expressive: it can recover common fixed topolo-
gies (e.g., all agents selecting broadcast_all yields a fully connected graph; all select-
ing solo_process yields no communication) while also permitting heterogeneous, task-
adaptive patterns where different agents adopt different communication strategies within
the same round.

Motivation and generality. We motivate the design of this six-action space from three
perspectives. (i) Grounding in multi-agent primitives. Each action corresponds to a com-
munication pattern well-studied in prior work: independent work (solo_process) (Wu
et al, 2023), round-robin debate (debate_check) (Du et al.,, 2023), broadcast-and-
aggregate (broadcast_all, aggregate_refine) (Hong et al), [2023), selective routing
(selective_query) (Liu et al)}[2024), and tool-assisted verification (execute_verify) (Qian
et al|, 2024). (ii) Graph-theoretic coverage. The six actions span connectivity levels from
isolated nodes (no edges) to full cliques, ensuring that the learnable space can express
topologies of varying density. (iii) Domain agnosticism. The action space encodes no
task-specific knowledge; it provides general structural primitives that the QMIX policy
can compose. In Section [5.2|land Appendix |F, we show that the same action set produces
qualitatively different policies across coding, reasoning, and mathematics domains, sug-
gesting that the framework extends to new task domains without redesigning the action
space.
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4.2 Topology-Aware Agent Q-Network

Each agent maintains an individual action-value function Q,-(Tti, -;0). The network first
performs topology encoding: at communication round ¢, each agent has an observation

xi, and all observations {x}} ]Zi 1 are processed jointly by an L-layer GNN over the current
communication graph G; to produce topology-aware node embeddings. For agent i, we

denote the final embedding by hi’(L). To capture multi-round dependencies, each agent
maintains a recurrent hidden state that is updated with a GRU:

zi = GRU(zi_l, h?(L);an), zh = 0. 9)

The updated temporal state is then passed to an MLP to produce Q-values over the com-
munication action space:

Qi(t,-;6) = MLP(z}; 6mip) - (10)

The parameters
0= {annr ernn/ emlp}

are shared across agents, while agent identity is included in the observation features. The
individual Q-values are then combined by the QMIX mixing network from Equation [6|
The global state s; provided to the mixing network concatenates all agent observations
together with graph-level statistics such as edge count, graph density, and the number of
active agents. Gradients from the TD loss in Equation|/|backpropagate through the mixing
network into all agent-side modules. We provide a formal convergence analysis of this
training procedure in Appendix

4.3 Multi-Round Execution Pipeline

Given a task query g, Agent Q-Mix operates for T communication rounds. At each round
t, each agent forms an observation x| containing task features, agent identity, communi-
cation history, and token-usage information. The topology-aware agent Q-network com-
putes Q;(7/,-), and agent i selects an action u}; during training, actions are selected using

e-greedy exploration, while during deployment, agents act greedily. The joint action vector

us = (u},...,ul) is mapped to an adjacency matrix

Ar = (), (11)

which defines the communication graph for that round. Agents then execute according
to the induced topology in topological order, where each agent conditions on information
received from its spatial predecessors in the current round together with temporal context
accumulated from previous rounds. After T rounds, a final decision node aggregates the
agents’ outputs to produce the system answer. The full training-and-execution workflow
is summarized in Algorithm [I| To balance task quality and token efficiency, we use the
reward

tokens_used ) , (12)

R = wye - accuracy — wyy - min| ——
Y ™ Wrok max_tokens ’

where max_tokens = 10,000 is a fixed normalization budget that caps the token-cost ratio
at 1, and W, wyok are domain-specific reward weights (reported in Table .

To provide an example of the learned communication behavior, Figure 3| shows a repre-
sentative trajectory in which agents move from initial independent reasoning to targeted
exchange and final aggregation. This behavior is consistent with the adaptive multi-round
communication pipeline described above.

5 Experiments

5.1 Experimental Setup



Published as a conference paper at COLM 2026

g!gczuew N

Case 2: MMLU-PRO

(Buery

N

Case 3: HMMT

Query
" i " ” A 45-year-old patient presents with hypertension I
l\’ﬂtljIrl'::r‘:r:{:hsou"bg:icngmvi’:thl;‘(:)r:ien\zLa"geSf and hypokalemia. Aldosterone is high, and Renin is Lﬁ:{ f(ZX) -n:zﬁ: el 'l:s I; ’f(lr;e r:xﬂs ) ar‘le r:d
B ) ; low. Determine the most likely diagnosis and next Angines anc INCIraots o1 X THPX i 0 AT/ i ancine
} \complexm/ using Manacher'’s Algorithm. ) didanocis step) W, +1, find (a,b),
(&3 Action Composition N (" &..4Action Comnglsmon B ] jéfﬂon Composition
o ki S ta)
Se ) \ A, s @ ° o~ i~
) s 4 ) oy ¢ &3
\_ Solo Broadcast Verify W, \_ Query Debate Aggregate V. Broadcast Aggregate Execute )
N T - N (R i N
)%I High-level Insights High-level Insights | High-level Insights
st [ . | The "Debate" action generates reciprocal edges This represents linear algebraic reduction. Once
This minimizes inter-agent chatter during the between all nodes, ensuring that a "Math Solver" the "Mathematical Truth" (Vieta's Formulas) is
syntax-heavy drafting phase, only syncing error in a ratio calculation is caught by the broadcast, the agents function like a single
when global constraints (like edge cases) are “Inspector" or "Analyst" before a diagnosis is distributed calculator to reduce variables until
\j identified. i \finalized.

only the final execution is required. 11/

Fine-Grained Traj Amlysis\ v

i Analyst - Inspector: "Verify ARR
@ @ Every agents generate independent ®—> fhrz:hold andPSpironoluctanz
@ B Fythondrafts. [Query] interference.
[Solo] [Broadcast]

Fine-Grained Traj Amlysis\ Fine-Grained Traj Analysis\

Solver to All: Synchronize on
5 Vieta's Formulas r1+ rz = -a, rirz
- =b.

@@ Solver vs. Analyst: Dispute over U ff Math Analyst &
v Inspector identifies len(s) < 2 edge “Bilateral Hyperplasia" vs. "Adenoma.” ® e ¥ | Programming Expert
Eecase. [Debate] ) reduce the joint system of
T T itions to b-a=-2 and b-
[Broadcast] (¢5) Ky &R Agents converge on [Aggregate] ;Zlic_llm“s it
"Ad | CT" he high- i
Programmer runs unit tests on @ @ g pre obr::icl‘i?y g o:: :" s‘ush igh
Veri Inspector's constraint. [Aggregate] Solver performs the final
[Verify] TN subtraction to yield a=-1, b=-3.
Correct diagnosis (Primary [Execute]

o Validated O(n) code with early-exit logic

(Reit] for empty strings. j
: |
\ |

Figure 3: Case study of Agent Q-Mix showing a representative communication and rea-
soning trajectory across rounds. In practice, mathematics tasks typically convergein T = 3
communication rounds, while coding and reasoning tasks require T = 2 rounds (see the
ablation on communication rounds in Figure[5d and Appendix|[E).

Aldosteronism) + Next Step (CT S (e LBy e
N D o

Humanity Last Exam
22

We evaluate Agent Q-Mix on two base 2080%

LLMs (GPT-OSS:120B and Gemini-3.1- 20 % 1920%  19.20%
Flash-Lite) across seven held-out bench- 8 976k [ | |
marks spanning coding, reasoning, and Token oo 108%% 1eem m
mathematics. We compare against single- ° =. Token 337
agent prompting, static multi-agent co- . * 3.80M
ordination, adaptive topology optimiza- & |, Ve

tion methods, and commercial multi-agent &

frameworks. Figure [ highlights an ad- 5§

ditional evaluation on Humanity’s Last ¢

Exam (HLE) under the same setup as .

MMLU-Pro. To keep the main paper fo-

cused on empirical findings, we move 4

detailed benchmark definitions, baseline 2

composition, and implementation config- .

uration to Appendix |A} with complemen-
tary dataset statistics and hyperparameters
reported in Appendix [D|and Appendix
The full prompts used for each agent role
are provided in Appendix[K} This protocol

Ours Lobster  AutoGen Lang6raph AgentFmw

Figure 4: Humanity’s Last Exam (HLE). Ac-
curacy (%) on the first 250 MCQ items of HLE
isolates the effect of the proposed method using Gemini-3.1-Flash-Lite. Agent Q-Mix
in Section [ any performance differences (20.8%) outperforms Microsoft Agent Frame-
are attributable to learned communication work (19.2%), LangGraph (19.2%), AutoGen,
actions and QMIX-based topology adapta- and Lobster, while using significantly lower
tion rather than changes in evaluation tasks. tokens.

5.2 Main Results

Table [T presents the main accuracy comparison across two base LLMs: GPT-OSS:120B and
Gemini-3.1-Flash-Lite. All results are the median of three independent runs.
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Code Reasoning Mathematics
LiveCode HE MMLU-Pro AIME;; AIME;; HMMT Beyond Avg
Base Model: GPT-OSS:120B

MODEL/METHODS

Single-agent baseline

Base (direct) (OpenAl)[2025) 88.75  90.04 74.29 23.33 20.00 26.67  18.00 48.73
Static multi-agent

LLM-Debate (Du et al.|[2023) 92.00  89.63 78.57 30.00 36.67 3333  28.00 5546
Adaptive topology methods

GPTSwarm (Zhuge et al.)2024) 95.75  90.24 81.43 36.67 4333  36.67 30.00 59.16
AgentDropout (Wang et al.|[2025) 90.00  88.41 82.86 33.33 30.00 3333 2200 5428
G-Designer (Zhang et al.|[2024) 9225  92.08 84.29 40.00 43.33 36.67  32.00 60.09
MaAS (Zhang et al.|[2025) 9450  92.07 84.29 36.67 33.33 3333 27.00 5731
GTD (Jiang et al.]|2025) 93.75 9146 85.71 33.33 40.00 43.33  35.00 60.37
TopoDIM (Sun et al.|[2025) 94.00  95.73 88.57 36.67 26.67  40.00 34.00 59.38
Commercial Framework (multi-agent mode)

Lobster (OpenClaw/2025) 96.00  96.34 87.14 63.33 60.00 6.67 15.00 60.64
LangGraph (LangChain Al)2024) 93.50  93.90 45.86 46.67 60.00  30.00 25.00 5642
AutoGen (Wu et al.|[2023) 100.00 95.12 81.43 53.33 70.00 4333  37.00 68.60
Agent Framework (Microsoft)[2025) 9825  95.73 80.00 53.33 63.33 30.00 32.00 64.66
Agent Q-Mix 100.00 97.56 92.86 63.33 60.00 53.33 42.00 72.73

Base Model: Gemini-3.1-Flash-Lite

Single-agent baseline

Base (direct) (Gemini,[2025) 96.50  92.07 81.43 30.00 1333 3333 2200 52.67
Static multi-agent

LLM-Debate (Du et al.)|2023) 98.00  92.68 82.86 33.33 20.00 3333  18.00 54.03
Adaptive topology methods

GPTSwarm (Zhuge et al.|[2024) 99.00  93.70 82.86 36.67  40.00 36.47  20.00 5839
AgentDropout (Wang et al.]|2025) 96.25  91.46 74.29 26.67 3333  36.67 29.00 5538
G-Designer (Zhang et al.]|2024) 9875  93.90 78.57 33.33 36.67 4333  27.00 58.79
MaAS (Zhang et al.|[2025) 100.00  92.68 85.71 36.67  40.00 46.67 27.00 61.25
GTD (Jiang et al.|[2025) 97.75  92.68 87.14 40.00 46.67 4333  31.00 62.65
TopoDIM (Sun et al.|[2025) 9825  93.90 85.71 40.00 4333 4667 32.00 62.84
Commercial Framework (multi-agent mode)

Lobster (OpenClaw/2025) 100.00  97.56 91.43 36.67  36.67 2633 2400 5895
LangGraph (LangChain Al)2024) 100.00  95.12 9143 46.67 3667 2633 24.00 60.03
AutoGen (Wu et al.|[2023) 100.00  96.95 88.57 40.00 60.00 3333 2500 6341
Agent Framework (Microsoft)2025) ~ 100.00  94.51 90.00 40.00 56.67  40.00  33.00 64.88
Agent Q-Mix 100.00 95.73 88.57 40.00 60.00 50.00 34.00 66.90

Table 1: Accuracy (%) on seven benchmarks compared to base (single-agent). Bold: best
overall per model. Underline: best among prior methods.

As shown in Table [I} Agent Q-Mix yields the strongest overall performance on GPT-
0S55:120B, achieving 72.73% average accuracy across all seven benchmarks. This improves
on the best adaptive-topology baseline (GTD, 60.37%) by +12.36 points and on the strongest
commercial framework baseline (AutoGen, 68.60%) by +4.13 points. On Gemini-3.1-Flash-
Lite, Agent Q-Mix remains highly competitive and achieves the strongest reported math-
ematics profile (AIMEj5: 40.00, AIMEyq: 60.00, HMMT: 50.00, Beyond-AIME: 34.00), indi-
cating that the same topology-learning mechanism transfers across model families.

The largest gains appear on mathematics benchmarks, where coordinated multi-round de-
liberation is most important. In particular, Agent Q-Mix reaches 53.33% on HMMT 2025,
improving over the next best prior method (43.33%) by +10.00 points, and reaches 42.00%
on Beyond-AIME, outperforming GTD (35.00%) and AutoGen (37.00%). These improve-
ments are consistent with the method design in Section 4} the topology-aware GNN rep-
resentation and recurrent state allow agents to adapt communication patterns over rounds
rather than relying on a fixed interaction template.

Agent Q-Mix also preserves strong performance on coding and reasoning tasks, achieving
100.00% on LiveCodeBench (v6), 97.56% on HumanEval, and 92.86% on MMLU-Pro with
GPT-0S5:120B. This supports the central claim of the paper: QMIX-based decentralized
action selection can increase coordination quality without sacrificing performance on do-
mains where single-agent performance is already high. We provide a qualitative analysis
with representative examples from each domain in Appendix
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MMLU-PRO LiveCode Bench Beyond AIME
68 71 AutoGen 7
LLM-Debate: - 5.32M token cost)
cPTswiPA 6PTswarm
66 Lang6raph (@7t tokencost) 1\ gprsuarm 69 @ B"iL ,x ;D:b: e = (4.96M token cost) 68 (2.48M token cost)
o 64 gorap (1:68M token cost) eI cos ; AgentFmw
= J (1.29M token cost) 66 LLM-DEBATE, (1.85M token cost)
9 62 ko 67 b (2.68M tokeh ¢ okencasty
utoGen
© 6 (1OOM token cost) TopoDIM 65 AgentFmw 64 Lang6raph
5 (689K token cost) g 1{557M token cost) 62 (1:29M token cost) AutoGen
x 58 AgentFrmw 6.3 | (361M token cost) (3.42M roken cost) (129 token cist)
£ 56 (823K ok cost) rgerap ¢ ey
\6 ) 6TD 61 (2.99M token cost) Ours 58 ey
g 54 6-Designer (2.02M token cost) TopabTH  (6.00M token cost)
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5 (97K roken cost) 57 (3.89M token cobt) (577K token cost) 54 Lobster (708K token cost)
s (163K token cost)
48 (112K token cost) 55 52
44 49 B4 59 64 69 74 79 84 89 94 90 91 92 93 94 95 96 97 98 99 100101102 15 18 21 24 27 30 33 36 39 42 45

Performance (%)

Table 2: Token usage comparison on GPT-OSS:120B (total tokens across all samples). Lower
is better at comparable accuracy.

5.3 Token Efficiency

A key advantage of learned topologies is that agents can communicate less on easy prob-
lems and more on hard ones. Table 2] reports total token usage on three representative
benchmarks.

Table2shows that Agent Q-Mix is substantially more token-efficient than most multi-agent
baselines while remaining highly accurate. On MMLU-Pro, Agent Q-Mix uses 112K to-
kens, which is only 15% above the single-agent Lobster baseline (97K) and 4-24 x lower
than other multi-agent methods (471K-2.71M). On Beyond-AIME, Agent Q-Mix uses 708K
tokens versus 1.00M—-2.68M for representative adaptive and static baselines, while deliver-
ing stronger accuracy in Table

These efficiency gains are aligned with the learning objective in Equation[12)and the action
semantics in Section 4.1} Because communication is selected as a learned per-agent action,
the policy can allocate dense communication only when needed and default to sparse co-
ordination on easier instances.

6 Conclusion

We presented Agent Q-Mix, a framework that casts communication-topology learning in
LLM-based multi-agent systems as a cooperative MARL problem and solves it through
QMIX-based value decomposition. By combining topology-aware GNN encoding, tem-
poral GRU memory, and monotonic mixing, the method supports centralized training to-
gether with decentralized communication-action selection at deployment time. Each agent
independently chooses from a set of interpretable communication actions, and the result-
ing joint decisions induce the team communication graph across multiple rounds.
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A Experimental Setup and Baselines

We evaluate Agent Q-Mix with two base LLMs: GPT-OS5:120B (OpenAl, 2025) and
Gemini-3.1-Flash-Lite. The evaluation suite covers seven core benchmarks across three
domains: coding (LiveCodeBench v6 (Jain et al [2024), HumanEval (Chen et al., 2021)),
reasoning (MMLU-Pro (Wang et al.,[2024)), and mathematics (AIMEjs5 (Mathematical As-
sociation of Americal, [1983-2026), AIME,y¢ (Mathematical Association of Americal, |1983—
2026), Beyond-AIME (ByteDance Seed), 2025), HMMT(p5 (MathArena, 2025)). We addi-
tionally evaluate on Humanity’s Last Exam (HLE), a challenging multi-domain bench-
mark, using the first 250 MCQ items under the same multi-agent configuration as MMLU-
Pro.

We compare against four baseline groups: (i) a single-agent baseline (vanilla direct prompt-
ing), (ii) a static multi-agent baseline (LLM-Debate (Du et al., 2023)), (iii) adaptive topol-
ogy methods (GPTSwarm (Zhuge et al., [2024), AgentDropout (Wang et al., 2025), G-
Designer (Zhang et al) 2024), MaAS (Zhang et al., |2025), TopoDIM (Sun et al) [2025),
GTD (Jiang et al.}|2025)), and (iv) commercial multi-agent frameworks.

For implementation, Agent Q-Mix uses three domain-specific teams, each with two do-
main specialists and one AnalyzeAgent, followed by a FinalRefer decision node. The main
network uses a 2-layer GNN (hidden size 128), a GRU (hidden size 128), and a QMIX hy-
pernetwork output dimension of 64. We train with Adam (learning rate 5 x 10~%), discount
factor vy = 0.99, replay-buffer size 5000, and batch size 8, with € annealed from 1.0 to 0.05.
We train on 15 examples per domain for 50 episodes and evaluate on held-out benchmarks,
using 3 communication rounds for mathematics and 2 rounds for coding and reasoning.

B Robustness to Adversarial Agents

To evaluate robustness, we replace one of the three agents with an adversarial agent that
deliberately provides incorrect answers on MMLU-Pro. Table |3 reports accuracy before

95 92.86 92.86
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Table 3: Robustness on MMLU-Pro (GPT-OSS:120B). One adversarial agent is injected. A:
accuracy drop.

Table |3| indicates that Agent Q-Mix is the most robust method under adversarial-agent
injection on MMLU-Pro. Accuracy drops by only 2.86 points (92.86% to 90.00%), com-
pared with larger degradations for prior multi-agent methods (e.g., 8.57 for LLM-Debate
and 10.00 for GPTSwarm and AutoGen). This behavior is consistent with the method’s
adaptive-graph mechanism: when one agent becomes unreliable, the learned policy can
down-weight that agent’s influence by selecting communication actions that reduce harm-
ful edge propagation.

Overall, the robustness results complement the accuracy and efficiency findings: the same
topology-learning objective that improves average performance also increases fault toler-
ance under distribution shift in agent quality.
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C Algorithm Pseudocode

Algorithm 1 Agent Q-Mix Training
Require: Dataset Dyqin, episodes M, rounds T, agents N
Ensure: Trained agent network 6, mixing network ¢
1: Initialize agent Q-network Qg, mixing network fy, and target networks 6~ <= 6, ¢~ <«

2: Initialize replay buffer B and exploration rate € < 1.0
3: forepisode=1,...,M do

4:  Sample task g ~ Dirain

5:  Initialize GRU hidden states z{, <— 0 for all agentsi € {1,...,N}

6: Initialize adjacency matrix Ag < I (identity = no initial communication)
7. forroundt=1,...,Tdo

8: {xi}fil < GETOBSERVATIONS(q,Gt) (G = (N, &) is the communication graph at

round t)

9: {hi @) 1 GNN({x] }, At; Ognn)  (topology-aware node embeddings, L-layer GNN)
10: for agentz =1,. d

11: zZh GRU(zt_l,h't’(L); Brnn) (temporal hidden state, Eq. g
12: Qi(T{, ") < MLP(z}; 0pn1p) (per-action Q-values, Eq.
13: u}y + e-greedy(Q;)

14: end for

15: Appg < p(uy) (¢: action-to-adjacency mapping, Section [4.1)
16: Construct global state s; <— [{xi}N &, density(Gt), N]

17: Execute agents in topological order induced by A; 4

18:  end for

19:  Compute final task accuracy and token usage

20: R ¢ Waec - ACC — Wy - min(tokens_used /max_tokens, 1) (Egq.

21:  Store episode transition ({x¢, ut, R, At,st}t 1)in B

22:  Sample a batch from B and compute the TD loss (Eq.[7)
23:  Update 6 and i by gradient descent

24:  Periodically update target networks: 6~ < 6, ¢~ < ¢
25:  Decay €

26: end for

D Data Statistics

Table 4| summarizes all datasets used for training and evaluation.

Table 4: Dataset statistics.

Dataset Domain Split Samples Phase
LCB TestGen Coding test 15 Train
MMLU-Pro Reasoning  val 15 Train
AIME 2024 Math train 15 Train
LiveCodeBench Coding test 400 Eval
HumanEval Coding test 164 Eval
MMLU-Pro Reasoning  val 70 Eval
AIME 2025 Math train 30 Eval
AIME 2026 Math train 30 Eval
Beyond-AIME ~ Math test 100 Eval
HMMT 2025 Math train 30 Eval

We train on only 15 examples per domain to demonstrate that the QMIX policy general-
izes from minimal supervision. Evaluation benchmarks are held out and span a range of
difficulty levels.
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E Training Details

Hyperparameters. Table[|lists the full hyperparameter configuration.

Table 5: Hyperparameter settings.

Hyperparameter Value
GNN layers 2
GNN hidden dimension 128
GRU hidden dimension 128
QMIX mixing hidden dim 64
Hyper-network hidden dim 64
Optimizer Adam
Learning rate 5x107*
Discount factor (vy) 0.99
Replay buffer capacity 5000
Batch size 8
Gradient clip norm 10.0
Target network update interval 200 steps
e start / end 1.0 / 0.05
€ annealing Linear over all episodes
Domain-specific reward weights

Wace (GPT-OSS:120B) 1.25
Wik (GPT-0SS:120B) 0.10
Wace (Gemini-3.1-Flash-Lite) 1.50
Wiok (Gemini-3.1-Flash-Lite) 0.075
max_tokens (normalization budget) 10,000

Communication rounds
Mathematics benchmarks
Coding and reasoning benchmarks

N W

Agent teams. Each domain uses a team of three agents plus one FinalRefer decision node.
The agent roles are differentiated through domain-specific system prompts (full prompts
are provided in Appendix[K):

* Coding: CodeWriter x2 + AnalyzeAgent. Each CodeWriter cycles through spe-
cialized roles (Project Manager, Algorithm Designer, Programming Expert, Test
Analyst, Bug Fixer), each with a distinct system prompt that emphasizes design,
implementation, testing, or debugging. The AnalyzeAgent serves as a critical re-
viewer that identifies potential errors in the proposed code.

* Reasoning: ReasoningAgent x2 + AnalyzeAgent. ReasoningAgents are prompted
as “world-class reasoning experts” instructed to think step by step and con-
sider multiple perspectives. For MMLU-Pro and HLE, agents additionally receive
multiple-choice formatting constraints. The AnalyzeAgent identifies logical gaps
and potential errors.

¢ Mathematics: MathSolver x2 + AnalyzeAgent. MathSolvers cycle through roles
including Math Solver, Mathematical Analyst, Programming Expert (for code-
based verification), and Inspector. Each role receives few-shot exemplars. The
AnalyzeAgent cross-checks solutions and computations.

The FinalRefer decision node receives all agents’ outputs and synthesizes the final answer.
Its system prompt combines a domain-specific decision role (e.g., “top decision-maker
good at analyzing mathematical problems”) with output-format constraints.

Training procedure. We train three separate QMIX checkpoints (one per domain) using
50 episodes each on the 15-example training sets. Training takes approximately 30-60 min-
utes per domain on a single CPU, as the primary computational cost is the LLM API calls
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rather than the QMIX network updates. The trained checkpoints are then evaluated on all
seven held-out benchmarks.

F Learned Policy Analysis

Action distribution. We analyze the actions selected by the trained QMIX policy across
benchmarks. On mathematics benchmarks (AIME, HMMT, Beyond-AIME), the policy pre-
dominantly selects broadcast_all (action 1), indicating that these hard reasoning tasks
benefit from full inter-agent communication. On LiveCodeBench, where the base model
already achieves near-perfect accuracy, the policy frequently selects solo_process (action
0), avoiding unnecessary token expenditure. On MMLU-Pro, the policy shows a mixture
of selective_query (action 2) and debate_check (action 5), suggesting that targeted infor-
mation exchange and adversarial verification are most useful for multi-choice reasoning.

Topology adaptation across rounds. The QMIX policy adapts its topology between com-
munication rounds. In round 1, agents typically adopt sparser topologies (solo_process or
selective_query) to independently form initial estimates. In subsequent rounds, the pol-
icy shifts toward denser patterns (broadcast_all or aggregate_refine) to consolidate and
refine answers through cross-agent discussion. This adaptive behavior naturally emerges
from the reward signal without explicit round-level supervision.

Robustness mechanism. Under adversarial injection (Section[B), the QMIX policy learns
to isolate the unreliable agent. Analysis of the learned adjacency matrices shows that
the adversarial agent’s outgoing edges are significantly reduced compared to the non-
adversarial setting, while the remaining agents increase mutual communication. This se-
lective isolation explains the small accuracy drop (2.86%) observed in the robustness ex-
periments.

G Convergence Analysis

We establish the theoretical properties of the Agent Q-Mix training procedure. The analy-
sis proceeds in three steps: (1) we show that the monotonic mixing network preserves the
Individual-Global-Max (IGM) property, guaranteeing consistency between decentralized
and centralized action selection; (2) we prove that the QMIX TD learning objective con-
verges under standard assumptions; and (3) we show that the resulting greedy policy is
monotonically improving.

G.1 IGM Consistency

We first recall the IGM principle and show that the QMIX monotonic mixing network sat-
isfies it.

Definition G.1 (Individual-Global-Max (Rashid et al., 2018)). A joint action-value function
Qrot (T, u, s) satisfies the IGM property with respect to individual utilities {Q;(t', u’) }N, if

arg max Qi (T, u,8) = (argmax Qi(thul), ..., argmax QN(TN,uN)). (13)
u ul uN

Theorem G.1 (Monotonicity = IGM).  Let Qiot(T,1,s) =
fo(Qu(thul), ..., Qn(TN,uN); s) where fy is the QMIX mixing network parameterized
by . If the mixing weights satisfy Wy = |[HyperNet, (s)| > 0 for all layers k, then
aQtot
0Q;
and consequently Qyor satisfies the IGM property.

>0, Vie{l,...,N},

Proof. Recall the mixing network architecture from Equation [}

Qtot = Wy ELU(Wiq + by) + by,
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where q = [Qi,...,Qn]" and W, W, are produced by hypernetworks followed by
element-wise absolute value, so Wy > 0 and W, > 0 entry-wise.

th
0Q;
Step 2. The ELU activation o(x) = x for x > 0 and o(x) = e* — 1 for x < 0. Its derivative

satisfies 0’ (x) > 0 for all x € R. Therefore at;g;j) > 0.

Step 1. Leth = Wiq + by. Then 55 = [Wy];; > 0 for all j, i.

Step 3. By the chain rule,

aQto’t
9Q;

=) _[Wal;- o' (hy) - [Walji = 0,
j

since every factor in each summand is nonneg.

Step 4. For any two joint actions u,u’ that differ only in agent i’s component,
Qtot(. -, u',...) > Qrot(...,u",...) if and only if Q;(7",u’) > Q;(7',u’"). Therefore the
global argmax decomposes into independent per-agent argmaxes, which is exactly the IGM
condition. O

Implication for Agent Q-Mix. Since our topology-aware agent Q-networks produce the
individual Q; values and these are combined through the QMIX mixing network with
nonneg weights, Theorem guarantees that at deployment time, each agent can inde-

pendently select u}, = arg max,; Q;(7!, u') and the resulting joint action u, maximizes Qtot.
This is the formal basis for decentralized communication-action selection in Agent Q-Mix.

G.2 Convergence of QMIX TD Learning

We now give a convergence result in the standard realizable tabular regime, where exact
guarantees are available. The proof combines Bellman contraction with classical stochastic-
approximation analysis for Q-learning (Sutton and Barto} |2018).

Assumption G.1 (Realizable tabular setting). The following conditions hold:
(A1) Finite domain: The centralized training process induces a finite joint state-action space.
(A2) Bounded rewards: |R;| < Rmax for all t.
(A3) Sufficient exploration: Every joint state-action pair is visited infinitely often.
(A4) Robbins-Monro step sizes: For each joint pair, ¥ ay = c0 and ¥y a? < 0.

(A5) QMIX realizability: There exist parameters (0*,9*) such that Qo (0%, ¢¥*) = Qo
and the monotonicity condition of Theorem|G.1|holds.

Theorem G.2 (Convergence of QMIX TD Iterates). Under Assumption define
Qi(T,w,5) := Quor (T, 4,5, 0, i),
and consider the asynchronous TD update
Qua (,10) = Qilo, ) + (o, ) i+ 7 max Qu(xf, ') = Qelx, )],
where x denotes the joint state information used by QMIX during centralized training. Then:
1. Qx — Qg almost surely in {oo.
2. The Bellman residual converges to zero almost surely:

I7T*Qk = Qkllee = 0,
where (T*Q)(x,u) = E[r + ymax,, Q(x',u’) | x,ul.
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3. For the one-step target yx = r + ymax, Qx(x;,u"), the expected squared TD error
satisfies
E[(yx — Qx(xx, ux))?] — 0.

Proof. Step 1 (Contraction). For any two joint Q-functions Q and Q’,
I77Q) = (T7Q)lleo = 7 [ max Q(-, w', -) = max Q'(-, w', )|
<71Q = Qlles,

where the inequality follows from | max, f(a) — max, g(a)| < max,|f(a) — g(a)|. Since
v <1, T*is a y-contraction, so it has a unique fixed point Q.

Step 2 (Almost-sure convergence of iterates). Under (Al)—(A4), the update is the stan-
dard asynchronous Q-learning recursion with bounded noise. Classical stochastic-
approximation results imply

HQk - Q;FotHoo — 0 as.

(Sutton and Barto, 2018). Assumption (A5) ensures this fixed point is realizable by the
QMIX monotonic parameterization.

Step 3 (Residual and TD-error convergence). Because Qx — Qj, and Qj; = T *Qj,, continuity
of T* gives

I77Qk = Qkllee = 0 as.
The sampled TD error J := vy — Qk(xy, k) is an unbiased noisy realization of this Bellman
residual with bounded second moment, hence E[62] — 0. O

G.3 Asymptotic Optimality of Decentralized Greedy Policy

Finally, we characterize the greedy decentralized policy induced by the converged Q-
function.

Corollary G.1 (Eventual Optimality Under an Action Gap). Let m(t,s) =
arg maxy Qot (T, u,s;6;) be the greedy joint policy, and let its decentralized realization be
m(1') = argmax,; Q;(7',u';0f). Assume the conditions of Theorem and define the optimal
action gap
Amin = inf [Qfot(r,u*(r,s),s) —  max Qfot(r,u,s)] > 0.
(T,8) u#u*(T,s)
Then there exists K < oo such that for all k > K,

m(T,s) =u*(t,s) Y(t,s),

and therefore the decentralized policy induced by {7t} is optimal: ] () = J(7r*) for all k > K.

Proof. From Theorem |Qk — Qistlle — 0. Hence there exists K such that ||Q; —
Qiotllc < Amin/2 for all k > K. This implies the maximizer of Qj equals the maximizer of
Qiot at every (T,s), so i = 7* for all k > K. By Theorem [G.1} this joint greedy policy is
exactly realized by decentralized per-agent argmaxes. O

Remark (Finite-sample and function approximation). Theorems |G.1 and Corol-
lary are exact in the realizable tabular setting. With deep function approximation
(GNN, GRU, MLP), one typically obtains approximate fixed points rather than exact global
guarantees. In practice, experience replay, target networks, and gradient clipping reduce
variance and stabilize training, while the IGM property still provides a principled decen-
tralized execution rule.

H Notation Reference

Table[6| provides a summary of the main symbols used throughout this paper.
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Table 6: Summary of notation.

Symbol Description
N Number of agents
N Set of agents {1,..., N}
S Global state space
Aj Action space of agent i (6 communication actions)
us Joint action vector (u},...,ulN) at round t
P State transition kernel
R Team reward function
0% Discount factor
Gt = (N,&) Communication graph at round ¢
A Adjacency matrix of G;
¢ Action-to-adjacency mapping (Section
xf; Observation of agent i at round ¢
T Action-observation history of agent i up to round ¢
hz(,l> GNN node embedding of agent v at layer [
L Number of GNN layers
z} GRU hidden state of agent i at round ¢
Qi(tf,u") Individual action-value function of agent i
Qtot Joint action-value function (QMIX output)
Ry Average team reward at time ¢
St Global state provided to the mixing network
W, by Mixing network weights and biases (from hypernetworks)
0 Agent network parameters {6gnn, frnn, Hmlp}
P Mixing network parameters
0,y Target network parameters
€ Exploration rate for e-greedy
B Replay buffer
T Number of communication rounds per episode
Wace, Wiok Accuracy and token penalty reward weights

max_tokens  Token normalization budget (10,000)

I Qualitative Analysis

To complement the quantitative results in Section we present representative examples
from each domain to illustrate why Agent Q-Mix’s learned topologies are effective.

Mathematics (AIME). On an AIME combinatorics problem, Agent Q-Mix selects
broadcast_all in round 1, enabling all three agents (two MathSolvers and one Ana-
lyze Agent) to share initial reasoning paths. In round 2, the policy shifts to selective_query
for the MathSolvers and aggregate_refine for the AnalyzeAgent, allowing targeted verifi-
cation of the intermediate answer. The AnalyzeAgent identifies an off-by-one error in one
solver’s counting argument, and the FinalRefer node selects the corrected answer. This
deliberative-then-convergent pattern is typical on hard math tasks: broad exploration fol-
lowed by focused verification.

Coding (HumanEval). On a string-processing task where the base model already pro-
duces correct code, the trained policy selects solo_process for all agents in both rounds, in-
curring minimal token overhead. The AnalyzeAgent confirms correctness without request-
ing additional communication. This demonstrates the policy’s ability to suppress unneces-
sary communication on easy problems, directly contributing to token efficiency (Table2).

Reasoning (MMLU-Pro). On a multi-choice reasoning question about economic policy,
the policy selects debate_check between the two ReasoningAgents and selective_query
from the AnalyzeAgent to one ReasoningAgent. The adversarial exchange surfaces a subtle
misinterpretation of the question stem, and the AnalyzeAgent’s targeted query resolves the
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disagreement. The resulting answer flips from incorrect (under solo reasoning) to correct,
illustrating how structured debate improves factual accuracy on ambiguous questions.

J Ablation Studies

We conduct four ablation studies on key design choices of Agent Q-Mix using Gemini-3.1-
Flash-Lite as the base LLM. Results are summarized in Figure
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Figure 5: Ablation studies on Gemini-3.1-Flash-Lite. (a) Number of agents vs. accuracy
on Beyond-AIME, average token cost, and HumanEval. (b) Number of training examples
vs. accuracy. (c) Accuracy reward weight w,e. vs. accuracy and average token cost (with
Wiok = 0.075). (d) Number of communication rounds vs. accuracy.

Number of agents (Figure[5a). We vary the team size from 1 to 10 agents. Beyond-AIME
accuracy increases sharply from 18.00% (1 agent) to 38.00% (4 agents), then plateaus at
41.00% with 10 agents. HumanEval accuracy remains near-perfect (>96%) across all team
sizes, confirming that the policy avoids unnecessary communication on easy tasks. Token
usage scales sublinearly due to the learned topology suppressing redundant exchange.

Training data size (Figure[5b). We train with 5 to 100 examples per domain. With only 15
examples (our default), accuracy reaches 95.73% on the aggregate metric, comparable to 50
or 100 examples (96.95-97.56%). This validates the sample efficiency of the QMIX policy:
a small number of diverse training tasks suffices to learn generalizable communication
strategies. We select 15 examples per domain as the default to minimize training cost while
maintaining strong generalization.

Reward weights (Figure[5c). We sweep the accuracy reward weight wacc from 0.50 to 2.00
while fixing w;ox = 0.075. Accuracy increases monotonically with wae up to 1.50, while
token usage grows more gradually. At w,.c = 1.50, the policy achieves 96.95% accuracy
with moderate token cost; beyond this point, diminishing returns suggest an accuracy-
efficiency frontier. We select w,.c = 1.50 for Gemini-3.1-Flash-Lite and wacc = 1.25 for
GPT-OSS:120B based on this analysis.

Communication rounds (Figure[5d). We vary the number of rounds T from 1 to 4. With
T =1, accuracy is 84.28%; it improves to 87.14% at T = 2 and 96.95% at T = 3, then slightly
decreases to 96.95% at T = 4. This supports our default configuration of T = 3 rounds for
mathematics and T = 2 for coding and reasoning, where fewer rounds suffice due to lower
task complexity.

K Agent Prompts

Below we provide the full system prompts used for each agent role. Each agent type
receives a domain-specific system prompt that defines its expertise and output format.
Agents are implemented as LLM wrappers: each agent constructs a prompt from (i) the
system prompt below, (ii) the task description, (iii) spatial information from predecessors
in the current communication graph, and (iv) temporal information from previous com-
munication rounds.
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K.1 Coding Agents (CodeWriter)

CodeWriter agents cycle through five specialized roles. Each role’s system prompt is
shown below.

Project Manager

You are a project manager. You will be given a function signature and its docstring by the
user. You are responsible for overseeing the overall structure of the code, ensuring that the
code is structured to complete the task. Implement code concisely and correctly without pur-
suing over-engineering. You need to suggest optimal design patterns to ensure that the code
follows best practices for maintainability and flexibility. You can specify the overall design of
the code, including the classes that need to be defined (maybe none) and the functions used
(maybe only one function). I hope your reply will be more concise. Preferably within fifty
words.

Algorithm Designer

You are an algorithm designer. You will be given a function signature and its docstring by
the user. You need to specify the specific design of the algorithm, including the classes that
may be defined and the functions used. You need to generate the detailed documentation,
including explanations of the algorithm, usage instructions, and API references. When the
implementation logic is complex, you can give the pseudocode logic of the main algorithm.

Programming Expert

You are a programming expert. You will be given a function signature and its docstring by
the user. You may be able to get the output results of other agents. They may have passed
internal tests, but they may not be completely correct. Write your full implementation (restate
the function signature). Use a Python code block to write your response. Do not include
anything other than Python code blocks in your response. Do not change function names
and input variable types in tasks.

r
\.

Test Analyst

You are a test analyst. You will be given a function signature and its docstring by the user. You
need to provide problems in the current code or solution based on the test data and possible
test feedback. You need to provide additional special use cases, boundary conditions, etc.
You can point out any potential errors in the code. Preferably within fifty words.

Bug Fixer

You are a bug fixer. You will be given a function signature and its docstring by the user.
You need to provide modified and improved python code based on the current overall code
design, algorithm framework, code implementation or test problems. Write your full imple-
mentation (restate the function signature). Use a Python code block to write your response.
Do not change function names and input variable types in tasks.

K.2 Mathematics Agents (MathSolver)

MathSolver agents cycle through four roles. Each also receives few-shot exemplars (omit-
ted here for space; see the codebase).

You are a math expert. You will be given a math problem and hints from other agents. Give
your own solving process step by step based on hints. The last line of your output contains
only the final result without any units, for example: The answer is 140.
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Mathematical Analyst

You are a mathematical analyst. You will be given a math problem, analysis and code from
other agents. You need to first analyze the problem-solving process step by step, where the
variables are represented by letters. Then you substitute the values into the analysis process
to perform calculations and get the results. The last line of your output contains only the
final result.

Programming Expert (Math)

You are a programming expert. Integrate step-by-step reasoning and Python code to solve
math problems. Analyze the question and write functions to solve the problem. The function
should not take any arguments and use the final result as the return value. Use a Python
code block to write your response.

Inspector

You are an Inspector. Check whether the logic/ calculation of the problem solving and analy-
sis process is correct (if present). Check whether the code corresponds to the solution analysis
(if present). Give your own solving process step by step based on hints. The last line of your
output contains only the final result.

K.3 Reasoning Agents (ReasoningAgent)

ReasoningAgent System Prompt

You are a world-class reasoning expert. Think step by step, consider multiple perspectives,
and provide a well-reasoned answer. Be concise but thorough.

For MMLU-Pro and HLE tasks, agents additionally receive MCQ-specific formatting con-
straints instructing them to respond with a single letter (A-J for MMLU-Pro, A-V for HLE)
on the first line.

K.4 AnalyzeAgent

AnalyzeAgent System Prompt

You are an expert critical analyzer. Examine the problem carefully, identify potential errors
in other agents’ solutions, and provide a thorough analysis. Be precise and constructive.

K.5 FinalRefer (Decision Node)

The FinalRefer decision node receives all agents” outputs and is prompted with a domain-
specific role and constraint:

FinalRefer — Coding

Role: You are the top decision-maker and are good at analyzing and summarizing other
people’s opinions, finding errors and giving final answers. And you are an Al that only
responds with only python code.

Constraint: Write your full implementation. If the prompt contains code that passed internal
testing, choose the most reliable reply. Use a Python code block to write your response.
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FinalRefer — Mathematics

Role: You are the top decision-maker. Good at analyzing mathematical problems, judging
and summarizing other people’s solutions critically, and giving final answers to math prob-
lems.

Constraint: Find the most reliable answer based on the analysis and results of other agents.
The last line of your output contains only the final result, e.g.: The answer is 140.

FinalRefer — Reasoning (MMLU-Pro / HLE)

Role: You are the top decision-maker and are good at solving problems and analyzing other
people’s opinions, thinking critically and giving final answers of the task.

Constraint: Choose the correct answer. Your reply must only contain one letter and cannot
have any other characters.
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