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Abstract

While LLMs hold significant potential to transform scientific research, we
advocate for their use to augment and empower researchers rather than to
automate research without human oversight. To this end, we study construc-
tive feedback generation, the task of producing targeted, actionable feedback
that helps authors improve both their research and its presentation. In this
work, we operationalize the effectiveness of feedback along two author-
centric axes—validity and author action. We first curate GOODPOINT-ICLR,
a dataset of 19K ICLR papers with reviewer feedback annotated along
both dimensions using author responses. Building on this, we introduce
GOODPOINT, a training recipe that leverages success signals from author
responses through fine-tuning on valid and actionable feedback, together
with preference optimization on both real and synthetic preference
pairs. Our evaluation on a benchmark of 1.2K ICLR papers shows that a
GOODPOINT-trained Qwen3-8B improves the predicted success rate by
83.7% over the base model and sets a new state-of-the-art among LLMs
of similar size in feedback matching on a golden human feedback set,
even surpassing Gemini-3-flash in precision. We further validate these
findings through an expert human study, demonstrating that GOODPOINT
consistently delivers higher practical value as perceived by authors.

1 Introduction

The growing use of LLMs across scientific research (Si et al., 2025; Huang et al., 2025; Chen
et al., 2025; Ifargan et al., 2025; Schmidgall et al., 2025) has spurred proposals to automate
core research processes, including peer review (Zhu et al., 2025; Zhou et al., 2024; Liang
et al., 2024). Yet unchecked automation risks eroding the critical judgment of researchers
and the broader scientific community, ultimately degrading the quality of science (Baumann
et al., 2026; Wilder, 2025).

We argue that AI should instead empower researchers—particularly those who are
traditionally disadvantaged (junior and/or non-native English speaking researchers; Liao
et al., 2024)—rather than replace human scientific judgment. A high-value opportunity
lies in using LLMs to deliver constructive feedback (Jefferson et al., 2002; Smith, 2006). This
is especially consequential for authors who lack access to timely, expert feedback (Liao et al.,
2024). However, generating such feedback for scientific papers is non-trivial: it demands
deep domain knowledge, which is challenging even for human experts (Alberts et al., 2008)
and unsurprisingly difficult for LLMs as well (Liang et al., 2024; Steiss et al., 2024).

Existing LLM-generated reviews reflect this difficulty, exhibiting weak specificity, limited
actionability (Liang et al., 2024), and poor alignment with human reviewers in feedback
prioritization (Steiss et al., 2024). Addressing these gaps requires confronting two funda-
mental challenges: (1) rigorously defining what constitutes constructive, effective feedback
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Figure 1: Overview of the two feedback quality axes and our definition of constructive feed-
back. Reviewer feedback is evaluated along two dimensions: validity—whether the raised
concern is agreed upon by the authors—and actionability—whether it prompts concrete
follow-up actions. We consider the feedback that is both valid and actionable as being
successful, and build training and evaluation frameworks that operationalize this definition.

for improving scientific research, and (2) building training and evaluation frameworks that
operationalize this definition. In this work, we tackle both through an author-centric lens,
leveraging author responses in author–reviewer discussion as a natural signal to define,
train, and evaluate feedback quality.

To address the first challenge, we introduce two author-centric axes of feedback quality:
validity and author action (§3.1). As shown in Figure 1, validity captures whether authors
agree with a raised concern, as invalid feedback tends to be rebutted. Author action captures
whether authors propose concrete follow-up actions in response, noting that feedback
can be valid yet not immediately actionable, still prompting meaningful discussion (e.g.,
suggestions deferred to future work).

Building on this definition, we operationalize constructiveness for both training and
evaluation. We curate GOODPOINT-ICLR, which contains initial manuscript submissions
and author–reviewer discussions for 19,534 ICLR papers (2020–2026), with each reviewer
comment labeled for validity and author action (§3.2). We then introduce GOODPOINT, a
training recipe for constructive review generation. We first fine-tune Qwen3-8B (Yang et al.,
2025) on successful (i.e., valid and actionable) human reviews and then further align it via
DPO on paired feedback data derived from both success labels and synthetic corruptions
targeting key quality dimensions (§3). To evaluate LLM-generated feedback, we develop
two complementary automatic evaluation frameworks—author response prediction and
human consensus-based feedback evaluation—grounding on our definition of constructive
feedback (§4). We also conduct human evaluations with authors to comprehensively assess
the effectiveness of GOODPOINT and the proposed evaluation protocols.

When evaluated on a held-out test set of 1,198 papers, GOODPOINT-trained Qwen3-8B
achieves 83.7% improvement in predicted success rate compared to the base model. In
feedback matching against multi-reviewer consensus feedback, GOODPOINT-SFT improves
F1 by 58.8% over the base model and even exceeds Gemini-3-flash and GPT-5.2 in precision,
suggesting that our model produces more selective critiques despite its substantially smaller
scale. In an expert human study, GOODPOINT-DPO outperforms Qwen3-8B across validity,
actionability, specificity, and helpfulness, meaningfully reducing the gap to Gemini-3-flash.
This result demonstrates that our automated evaluation results translate into practical useful-
ness perceived by real-world authors. Together, these findings highlight the promise of train-
ing and evaluating LLMs grounded in an author-centric definition of constructive feedback,
and underscore the potential of LLMs to augment—rather than replace—human researchers.

2 Related Works

LLMs are increasingly integrated into scientific workflows (Chen et al., 2025; Huang et al.,
2025; Si et al., 2025), yet fully autonomous systems risks distorting scientific judgment (Bau-
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mann et al., 2026; Wilder, 2025). Instead, we advocate for human-AI collaboration. Although
automated peer review has emerged to alleviate the burden of reviewers (Zhou et al., 2024;
Liang et al., 2024), current LLM-generated reviews often lack critical depth and tend to over-
positivity (Zhou et al., 2024; Idahl & Ahmadi, 2025). Existing approaches rely on specialized
fine-tuning (Idahl & Ahmadi, 2025), review standardization (Yu et al., 2024), or literature
retrieval (Zhu et al., 2025). However, unlike these systems that prioritize mimicking re-
viewer behavior, GOODPOINT focuses specifically on constructive feedback. By leveraging
author responses as an explicit training signal, we prioritize feedback that is both valid and
actionable from the researcher’s perspective. See Appendix A for an extended discussion.

3 GOODPOINT: Constructive Feedback Learning Framework

We introduce GOODPOINT, a framework for generating author-centric paper feedback. Our
approach builds on a dataset of ICLR 2020–2025 review discussions, from which we extract
successful feedback items — those that authors both acknowledged as valid and committed
to act upon — as the core training signal. We first fine-tune an LLM on this curated set via
SFT to ground the model in constructive feedback patterns. We then sharpen both content
and style through two DPO preference sets: one contrasting valid versus invalid feedback,
and another using targeted corruptions along five dimensions — specificity, clarity, accuracy,
prioritization, and supportive tone — as rejected samples.

3.1 GOODPOINT Definition

To operationalize our goal of generating constructive feedback, we use author responses
to define a measurable signal of feedback success. Concretely, given a paper x and a set
of self-contained feedback items F = { f1, f2, . . . , fn} with corresponding author responses
R = {r1, r2, . . . , rn}, we define a feedback item fi as successful if the author acknowledges it
as both valid and actionable (examples in Figure 1). Formally, we define an indicator function:

1success( fi, ri) =

{
1 if V( fi, ri) = 1 and A( fi, ri) = 1
0 otherwise

(1)

where V( fi, ri) ∈ {0, 1} denotes whether the author response ri acknowledges feedback fi
as valid (i.e., the critique is factually correct and relevant to the paper), and A( fi, ri) ∈ {0, 1}
denotes whether ri acknowledges fi as actionable (e.g., commit to a revision or defer to
future work). Our goal is to learn a feedback generation model Mθ that, given a paper x,
produces a feedback set F∗ = Mθ(x) maximizing the expected success rate.

3.2 GOODPOINT-ICLR

We construct our dataset from ICLR submissions spanning 2020 to 2026. Papers are sourced
from three outlets: Re2 (Zhang et al., 2025) for 2020–2023, arXiv via title matching for
2024–2025, and direct PDF submissions to OpenReview for 2026. We convert all papers
into markdown format using Marker1. Each submission is paired with its corresponding
review thread from OpenReview. We partition the data so that ICLR 2020–2025 serves as the
training, development, and test split, while ICLR 2026 is held out exclusively as a temporally
separate test set. This ensures a contamination-free evaluation against all baselines, all of
which have knowledge cutoffs prior to August 2025. Our dataset includes a total of 18,936
papers from ICLR 2020–2025 with 14,517 rejected papers and 4,419 accepted papers. An
additional 598 ICLR 2026 papers are held out as a temporally separate test set, bringing the
total to 19,534 papers spanning 2020–2026. The topical coverage of the selected papers are
discussed in Appendix B.

We process each review thread with GPT-4.1 (gpt-4.1-2025-04-14), parsing it into self-
contained feedback units paired with author responses. Each unit is annotated with two

1https://github.com/datalab-to/marker
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Figure 2: Overview of GOODPOINT training strategy. We first fine-tune Qwen3-8B on suc-
cessful (i.e., valid and actionable) feedback from ICLR 2020–2025. We then apply DPO using
two types of preference pairs: (1) those contrasting varying proportions of unsuccessful
items, and (2) those featuring successful items with synthetic corruptions targeting speci-
ficity, clarity, accuracy, prioritization, and supportive tone. In both cases, DPO prioritizes
responses with minimal failure or corruption.

binary labels: validity, whether the author agreed with or rebutted the feedback, and
actionability, whether the author’s response falls into one of six action classes—will revise,
defer to future work, point to existing content, no revision accept, no revision contest, and no action
other—where the first two are considered actionable. Human verification yields 0.936 and
0.941 accuracy for validity and action parsing, with moderate and strong inter-annotator
agreement (PABAK = 0.747 and 0.837 respectively; Byrt et al., 1993). Full details on prompts,
action examples, and parsing performance appear in Appendix C and label distribution in
Appendix D.

Feedback Corruption for Preference Pair Construction To construct informative pref-
erence pairs for DPO, we apply targeted quality corruptions (Li et al., 2025; Geng et al.,
2025) to successful reviewer-written feedback. We take five characteristics of good feedback
from previous work in education research (Steiss et al., 2024): specific, clear and actionable,
accurate, essential, and supportive, and corrupt reviewer-written feedback in only one
dimension. To ensure sufficient delta in our corrupted samples, we only select valid and
actionable feedback from our dataset to corrupt. Furthermore, we validate the corruption
through an LLM-as-a-judge framework and filter based on its accurate prediction of the
corrupted dimension (prediction accuracy > 0.94 for all dimensions except generic, 0.62)
and scoring of both degradation and collateral preservation. Human verification on a
post-filtered sample further confirms 93.9% overall correctness of the intended corruption
(Appendix E).

3.3 Training

To train a constructive feedback generation model, we use both supervised fine-tuning (SFT)
and direct preference optimization (DPO). We first ground the model’s feedback generation
through SFT on successful (valid and actionable) feedback. Then we use DPO to further
align model to generate effective feedback in both content and style. Due to our limited
computational resources, we use Qwen3-8B as our base model.

GOODPOINT-SFT We fine-tune a base LLM on the valid and actionable feedback units
from GOODPOINT-ICLR (6K papers), formatted as (paper, aggregated feedback) pairs. We
aggregate all feedback given by a single reviewer for a particular paper for the model to
learn a consistent and diverse style of feedback. This grounds the model in the patterns of
constructive, author-acknowledged feedback before preference optimization.
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GOODPOINT-DPO We further align the SFT model using two preference datasets. The
first contrasts valid versus invalid feedback items drawn directly from GOODPOINT-ICLR
(9K papers). The second uses our corruption pipeline to form pairs of original versus
corrupted feedback, targeting the five quality dimensions described above. We construct
DPO samples such that the acceptance ratio is higher in the chosen set compared to rejected
at least by 2 feedback items. In this phase of training, we aggregate all the reviews for one
paper for comprehensive coverage of feedback and deduplicate items across reviewers using
embedding similarity. Training details and hyperparameters are provided in Appendix F.

4 Evaluations

To robustly assess feedback quality, we use two complementary automatic metrics and
expert human annotations, ordered by increasing independence from the training signal.
First, we predict author responses to a paper–feedback pair as proxies for feedback validity
and actionability (§4.1). Second, we construct a high-agreement reference set and measure
how closely model-generated feedback matches it (§4.2). Together, these metrics assess
feedback quality from complementary perspectives, while the second additionally captures
coverage of essential and high-priority feedback. Finally, we conduct an expert human
study with paper authors to evaluate feedback directly (§4.3). We describe each evaluation
protocol in turn.

4.1 Author Response Prediction

To assess author-focused effective feedback generation, we use author response prediction
as a proxy of success as defined in §3.1. Given an input of a paper and a review, we fine-tune
a separate Qwen3-8B model to predict author agreement (i.e., validity), action, and response.
We use a held-out subset of GOODPOINT-ICLR with 3K papers to train the evaluator model.
The validity and action classifiers achieve F1 scores of 0.753 and 0.740 respectively on a
test set of 1K feedback, with full metrics reported in Appendix G. The author response
prediction is intentionally the most direct measure of the training objective, verifying that
training produced the intended learning outcome.

Quality Dimension Scoring Before conducting author response prediction, we apply a
quality filter based on LLM-as-a-judge scoring across four quality dimensions: accuracy,
paper-specific grounding, constructive tone, and prioritization (Steiss et al., 2024)—the same
dimensions used in feedback corruption (§3.2). While author response prediction captures
bottom-up signals for feedback validity, it is trained on human-only data and may thus fail
out-of-distribution on model-specific error patterns. Quality dimension scoring addresses
this gap by filtering feedback before author response prediction. We derive score thresholds
from average LLM-judge scores over 2K human-reviewer feedback examples, balanced
across valid and invalid instances. Using GPT-5 mini (gpt-5-mini-2025-08-07), we score
each feedback on a 5-point Likert scale given the paper content and feedback text. We verify
that these LLM-assigned scores align with human judgment (94.2% agreement on N = 408
samples). Details are provided in Appendix G.2.

4.2 Human Consensus-Based Feedback Evaluation

We evaluate LLMs’ ability to generate important feedback by using human consensus feedback
as a proxy for important feedback. We define human consensus feedback as the set of
feedback that is raised by multiple reviewers and is also successful (i.e., valid and actionable).
We then assess whether each LLM-generated feedback matches human consensus feedback
to evaluate the quality of the feedback set. The definition and example of feedback match
appear in Appendix H.1.

Metric Definitions We use precision, recall, and F1 scores as performance measures.
Precision measures the fraction of LLM-generated feedback that matches human consensus
feedback, thereby penalizing models that generate excessive non-essential feedback. Recall
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measures the fraction of human consensus feedback that is matched by LLM-generated
feedback. F1 is the harmonic mean of precision and recall. The formula of these metrics is
provided in the Appendix H.2.

Feedback Match Assessment We assess feedback matches in two scenarios: for human–
human pairs to construct human consensus feedback, and for human–LLM pairs to evaluate
LLM feedback against the human consensus feedback. First, we filter out pairs with text
embedding similarities below a specific threshold (0.55 for human–human and 0.45 for
human–LLM). To determine these thresholds, we manually annotate a sample of feedback
pairs and set the cutoffs to exclude similarity ranges where the annotated match rate falls
below 0.1 (see Appendix H.3 for details). For the remaining pairs, we use GPT-5.2 to
automatically classify whether each pair is a match. Compared to human annotations on
the sampled pairs, GPT-5.2 achieves F1 scores of 0.867 and 0.906 for human–human and
human–LLM pairs, respectively. More details on the automated feedback matching are
provided in the Appendix H.4.

4.3 Human Evaluation

For human evaluation, we conduct a user study with N = 13 authors evaluating feedback
generated on their own papers. The authors were primarily PhD students with 2-6 years
of research experience. The papers included initial manuscripts submitted to ACL, EMNLP,
ICLR, and ICML. The authors are asked to perform an item-level assessment in four dimen-
sions: validity, action they will take given the feedback, and specificity and helpfulness on
Likert scale. In addition to our targeted quality dimensions, validity and action, specificity
and helpfulness are included for a more comprehensive evaluation, following previous
work (Sadallah et al., 2025; Liang et al., 2024). We provide further details in Appendix J.

5 Experiment Setup & Results

Datasets Across experiments, we use a test set of 1,198 papers where the number of
accepted and rejected papers are balanced. To build the test set, we combine 600 papers
from ICLR 2020-2025 and 598 from ICLR 2026. We report the results on both the aggregated
and separated test sets to address potential data contamination. In human consensus-based
feedback evaluation, we use 943 papers from the test set, excluding the papers without any
human consensus feedback. These papers have 5.97 consensus feedback items per paper,
on average. For human evaluation, we use author-provided manuscripts.

Baselines We compare our models with five baseline models across closed- and open-
models of different families and sizes on quality feedback generation. For open model
comparison, we use Llama 3.1-8b-Instruct (Grattafiori et al., 2024), Qwen3-8B, and Qwen3-
32B, a larger model from the same family as our base model. For closed models, we compare
with GPT-5.2 and Gemini-3-flash. In human evaluation, we compare one proprietary model,
Gemini-3-flash, and the strongest size-comparable models, Qwen3-8B, to GOODPOINT-
DPO. We additionally evaluate DeepReviewer-7B-Fast as a supplementary baseline. Since
DeepReviewer was trained on ICLR 2025 data overlapping with our test set, we restrict the
comparison to the temporally held-out ICLR 2026 partition and report it in Appendix I. We
provide models with the manuscript converted to markdown and use identical prompts
across the models to generate feedback on the paper. We parse each model-generated review
into single self-contained feedback units for comparison. The exact prompts and settings
for generation are detailed in Appendix K.

Subsampling for Length Normalization To mitigate potential biases arising from the
number of feedback units generated by different LLMs, we randomly subsample 5 feedback
units from each model’s total output for a given paper before evaluating their quality. In
automatic evaluations, we report the mean and 95% confidence intervals calculated over
B = 1, 000 bootstrap iterations.
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Combined Success Validity Only Author Action Only

Model Rate (%) CI (±%) Rate (%) CI (±%) Rate (%) CI (±%)

Gemini-3-flash 37.9 0.9 39.4 0.9 37.9 0.9
GPT-5.2 45.8 1.0 46.3 1.0 45.8 1.0
Qwen3-32b 16.2 0.7 16.3 0.4 16.2 0.7
Llama3.1-8b-Instruct 1.8 0.3 1.8 0.3 1.8 0.3
Qwen3-8b (Base) 8.0 0.6 8.1 0.6 8.0 0.6

GOODPOINT-DPO 14.7 (+6.7) 0.5 14.9 (+6.8) 0.5 14.7 (+6.7) 0.5
GOODPOINT-SFT 9.2 (+1.2) 0.5 9.7 (+1.6) 0.5 9.2 (+1.2) 0.5

Table 1: Pass rates (B = 1000, 5 feedback/paper) across three scoring configurations:
Combined Success uses both validity and author action signals;Validity Only and Author Action
Only use each signal independently. CI half-widths are from 95% confidence intervals; ∆ for
GOODPOINT models is relative to Qwen3-8b (Base).

Model Precision Recall F1

Gemini-3-flash 0.128 0.169 0.131
GPT-5.2 0.130 0.165 0.130
Qwen3-32b 0.094 0.120 0.094
Llama3.1-8b-Instruct 0.047 0.053 0.044
Qwen3-8b (Base) 0.069 0.084 0.068

GOODPOINT-DPO 0.093 (+0.024) 0.107 (+0.023) 0.087 (+0.019)
GOODPOINT-SFT 0.138 (+0.069) 0.112 (+0.028) 0.108 (+0.040)

Table 2: Model performances in matching human consensus feedback (B = 1000, 5 feed-
back/paper). CI half-widths computed from 95% confidence intervals for all values are less
than 0.001. Among the size-comparable models (7B/8B), GOODPOINT-SFT achieves the best
performance, followed by GOODPOINT-DPO, across all metrics. Notably, GOODPOINT-SFT
achieves higher precision than the larger proprietary models.

5.1 Author Response Prediction

Table 1 reports success rates under combined, validity-only, and author action-only metrics.
GPT-5.2 achieves the highest combined success rate (45.8% ± 1.0%), followed by Gemini-
3-flash (37.9% ± 0.9%). GOODPOINT-DPO and GOODPOINT-SFT outperform Qwen3-8B
(8.0% ± 0.6%) by 6.7% and 1.2% on the combined success rate and author action-only pass
rate, and by 6.8% and 1.6% on validity-only pass rate, respectively. Among size-comparable
open-source models, Qwen3-8B substantially outperform Llama3.1-8B-Instruct (1.8 ± 0.3%).
GOODPOINT-DPO also approaches the performance of Qwen3-32B on combined success
(16.2% ± 0.7%), despite having 4× fewer parameters, suggesting that GOODPOINT training
can substantially narrow the performance gap attributable to model scale. Together, these
results indicate that GOODPOINT training meaningfully improves feedback quality. Qualita-
tive examples in Appendix M confirm that items predicted as successful are substantive
rather than merely easy for authors to acknowledge. We also note that combined success rate
and author action-only success rates are equivalent, signifying that most model-generated
actionable feedback is also valid, with much invalid feedback dropped during the filtering
stage.

5.2 Alignment with Human Consensus Feedback

Table 2 presents the performance of GOODPOINT models and baselines in matching human
consensus feedback. Among comparable-sized open-weight models, GOODPOINT-SFT
achieves the best performance across all metrics, substantially narrowing the gap to much
larger proprietary models. Compared to its base model, Qwen3-8B, GOODPOINT-SFT
yields a 58.8% improvement in F1 (0.108 vs. 0.068) and doubles precision (0.138 vs. 0.069).
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Model Validity Actionability Specificity Helpfulness n
Rate Rate Mean (SD) Mean (SD)

Gemini-3-flash 72.3%†‡ 56.9%‡ 4.42 (0.86)†‡ 3.40 (1.40)†‡ 65
GOODPOINT-DPO 58.1% 40.3% 3.50 (1.16)‡ 2.77 (1.29)‡ 62
Qwen3-8B 41.5% 32.3% 2.89 (1.28) 2.25 (1.24) 65

Table 3: Human evaluation at the feedback level (n per model shown). Superscripts denote
significant pairwise differences: † vs. GOODPOINT-DPO, ‡ vs. Qwen3-8B. Ordinal metrics
(Specificity, Helpfulness) use Kruskal–Wallis with Mann–Whitney U pairwise tests; binary
metrics (Validity, Actionability) use χ2 with Fisher’s exact pairwise tests.

GOODPOINT-SFT also outperforms the 4× larger Qwen3-32B in precision (0.138 vs. 0.094)
and F1 (0.108 vs. 0.094).

Notably, GOODPOINT-SFT achieves higher precision than the larger proprietary models,
Gemini-3-flash (0.128) and GPT-5.2 (0.130). This suggests that GOODPOINT produces
more selective and high-fidelity critiques with fewer low-quality comments, despite its
substantially smaller scale. GOODPOINT-DPO follows closely, likewise outperforming all
similarly sized baselines across every metric. These findings remain consistent across the
two test partitions, including the temporally held-out ICLR 2026 set (Appendix H.5). Finally,
bootstrap resampling (B=1,000) confirms the statistical robustness of these results, with
confidence-interval half-widths consistently below 0.001 for all metrics.

The ordering of our two variants differs across evaluations: GOODPOINT-SFT leads on
consensus matching, whereas GOODPOINT-DPO leads on success rate (§5.1). This follows
from their objectives: SFT directly imitates human reviewer feedback that authors judged
valid and actionable, which aligns it with a metric that rewards overlap with what reviewers
actually raised. DPO instead optimizes preference pairs contrasting valid against invalid
feedback and original against corrupted feedback, an objective defined over quality di-
mensions rather than reviewer agreement. It therefore favors feedback that is valid and
actionable in general, including items no reviewer happened to raise. We quantify this
alignment–novelty trade-off in §6.2, and Appendix M illustrates it with examples generated
for the initial submission of this manuscript.

5.3 Human Evaluation

Table 3 summarizes the human evaluation results. Gemini-3-flash achieves the strongest
performance in all four dimensions, and GOODPOINT-DPO ranks second overall, outper-
forming Qwen3-8B in all dimensions: validity (58.1% vs. 41.5%), actionability (40.3% vs.
32.3%), specificity (3.50 vs. 2.89), and helpfulness (2.77 vs. 2.25). These results indicate that
GOODPOINT-DPO meaningfully improves author-perceived feedback quality, narrowing
the gap to the strongest proprietary baseline. These findings are also consistent with our
automatic evaluation, suggesting that the improvements are not limited to automatic metrics
but also translate into practical usefulness for real scientific paper authors.

6 Analysis & Discussion

To better understand the role of LLMs in feedback generation, we analyze both their limita-
tions relative to human and their potential to complement human feedback. Specifically,
we first present our analysis of LLM failure modes through author response distribution in
human evaluation and quality scoring. We then turn to a complementary question: whether
LLMs can provide novel feedback beyond what human reviewers typically offer.

6.1 LLM Generated Feedback Failure Modes

One of the main immediately noticeable differences in human and LLM generated feedback
includes their length. The number of feedback generated vary where human reviewer gener-
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ated 5.66 feedback units across GOODPOINT-ICLR while LLM generated feedback numbers
varied with highest number generated by Qwen-3-8B (20.85), followed by GPT-5.2 (20.72),
Llama3.1-8B-Instruct (11.96), and Gemini-3-flash (10.79), suggesting possible verbosity of
model-generated feedback. On the other hand, GOODPOINT-SFT and GOODPOINT-DPO
generated 4.15 and 5.71 average feedback units respectively, more closely following human
distribution but could indicate lower coverage.

LLMs generate bland and general feedback without training. One noticeable failures of
LLM-generated feedback is lack of specificity, especially for smaller (7-8B) open-sourced
models. This is evident in both quality scoring in §4 and human evaluation responses. As
shown in Figure 3, both Qwen3-8B and Llama3.1-8B-Instruct show mean paper specific
grounding and prioritization scores considerably below human scores and reference score
obtained on 1000 invalid reviewer feedback items. This is corroborated by human annotation
results both quantitatively (Table 3) and qualitatively by participant provided details on
feedback generated by Qwen3-8B (“not specifc[sic] enough to make revision or judge whether
it is valid or not”, P7). Through training, GOODPOINT models achieve higher scores for
specificity (+0.75; GOODPOINT-DPO) and prioritization (+0.7; GOODPOINT-SFT).

LLMs miss existing content or hallucinate more than human reviewers. As shown in
Figure 4, the author response distribution shows that GOODPOINT-DPO outperforms base
model in both validity (agreed) and actionability (will revise, defer to future work). More-
over, our results highlight some key failure modes of LLMs in missing already addressed
details. For human reviewers, point to existing content action-only occurs 2.1% when
feedback is valid and 1.3% when invalid. However, in LLMs, this rate increases to 3.1-8.1%
when valid and 4.6-24.2% when invalid. This could indicate that models struggle to handle
and provide feedback for long-context input, highlighting a key improvement area. Halluci-
nation was another key issue noted by participants during human evaluation (“This would
read as LLM-hallucinated feedback.”, P5 on Gemini-3-flash generated feedback).

6.2 Human Alignment vs. Novel Feedback Generation

While alignment with reviewer consensus is important, LLMs can also offer complementary
feedback beyond what human reviewers typically mention. To study this, we decompose
the success rate improvement of GOODPOINT over the base model into two components:
aligned feedback (Matched & Successful) and novel feedback (Non-matched & Successful), based
on our automatic evaluations (§4). We further categorize novel feedback into 11 aspects
following Liang et al. (2024) using LLM-based classification.

DPO drives novelty, while SFT drives alignment. Both GOODPOINT-DPO and GOOD-
POINT-SFT show larger relative gains in aligned feedback rate (i.e., the proportion of
aligned feedback among all generated feedback) than in novel feedback rate (i.e., the
proportion of novel feedback among all generated feedback) (GOODPOINT-DPO: 0.93
vs. 0.88; GOODPOINT-SFT: 0.64 vs. 0.24). However, GOODPOINT-DPO is more balanced,
likely because SFT directly imitates successful human feedback, whereas DPO optimizes
preferences over broader quality dimensions. This matches our automatic evaluations:

paper specific grounding prioritization
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Figure 3: Mean scores for paper-specific grounding and prioritization across models with
SEM. The dotted lines show reference scores of 1000 valid and invalid feedback items each.
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Figure 4: Author action and validity distributions from human evaluation. The top row
shows results from human reviewer/author baselines on the test set. ‘No rev’ = no revision.

GOODPOINT-SFT outperforms GOODPOINT-DPO on consensus match (§5.2) but not
on success rate (§ 5.1). Furthermore, GOODPOINT-SFT’s gains in novel feedback are
concentrated in Add experiments on More Datasets, whereas GOODPOINT-DPO shows gains
across broader aspects (e.g., Add Ablations Experiments, Algorithm Efficiency, and Theoretical
Soundness), suggesting that DPO promotes a more generalized capacity for novel feedback
generation (see Appendix L for details).

7 Conclusion

We present GOODPOINT, a framework for generating constructive, author-centric feedback
by leveraging signals from real-world author responses. By defining feedback quality along
the axes of validity and actionability, we developed both a large-scale dataset and a training
strategy that aligns LLM outputs with feedback that authors acknowledge and act upon.
Experiment results on both automatic metrics and human evaluation show that our approach
delivers high-quality, precise feedback, even enabling small models to rival much larger
ones. Our findings highlight the importance of grounding LLMs in human-centric signals.

Limitations

Our approach uses author responses as a supervision signal, but these are an imperfect
proxy for feedback quality, as replies can be shaped by time constraints, community norms,
and rebuttal incentives. While we mitigate this with DPO and quality filtering, future work
could explore expert audits, finer-grained actionability labels, or revision-based outcome
signals. As noted in §4.1, author-response prediction is also not fully independent of the
training signal. We therefore treat it primarily as a training-alignment check rather than a
standalone measure of feedback quality, and rely on the two independent evaluations for
convergent evidence.

Our focus on ICLR limits generalizability, as feedback norms and criteria may differ across
venues and disciplines. Future work should validate the approach across additional fields
and publication venues.

Our pipeline depends on LLMs at several stages, both in constructing the dataset and
in evaluating generated feedback. We validate each of these against human annotation
(Appendices C, E, G.2, H.3, and H.4), but residual errors and systematic biases may remain.

Finally, our human study is limited in scale (N = 13 authors), which constrains the strength
of the evidence for author-perceived usefulness. A larger study spanning more authors,
venues, and research areas would allow stronger claims about practical usefulness.
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Olivier Duchenne, Onur Çelebi, Patrick Alrassy, Pengchuan Zhang, Pengwei Li, Petar
Vasic, Peter Weng, Prajjwal Bhargava, Pratik Dubal, Praveen Krishnan, Punit Singh Koura,
Puxin Xu, Qing He, Qingxiao Dong, Ragavan Srinivasan, Raj Ganapathy, Ramon Calderer,
Ricardo Silveira Cabral, Robert Stojnic, Roberta Raileanu, Rohan Maheswari, Rohit Gird-
har, Rohit Patel, Romain Sauvestre, Ronnie Polidoro, Roshan Sumbaly, Ross Taylor, Ruan
Silva, Rui Hou, Rui Wang, Saghar Hosseini, Sahana Chennabasappa, Sanjay Singh, Sean
Bell, Seohyun Sonia Kim, Sergey Edunov, Shaoliang Nie, Sharan Narang, Sharath Ra-
parthy, Sheng Shen, Shengye Wan, Shruti Bhosale, Shun Zhang, Simon Vandenhende,
Soumya Batra, Spencer Whitman, Sten Sootla, Stephane Collot, Suchin Gururangan, Syd-
ney Borodinsky, Tamar Herman, Tara Fowler, Tarek Sheasha, Thomas Georgiou, Thomas
Scialom, Tobias Speckbacher, Todor Mihaylov, Tong Xiao, Ujjwal Karn, Vedanuj Goswami,
Vibhor Gupta, Vignesh Ramanathan, Viktor Kerkez, Vincent Gonguet, Virginie Do, Vish
Vogeti, Vı́tor Albiero, Vladan Petrovic, Weiwei Chu, Wenhan Xiong, Wenyin Fu, Whitney
Meers, Xavier Martinet, Xiaodong Wang, Xiaofang Wang, Xiaoqing Ellen Tan, Xide Xia,
Xinfeng Xie, Xuchao Jia, Xuewei Wang, Yaelle Goldschlag, Yashesh Gaur, Yasmine Babaei,
Yi Wen, Yiwen Song, Yuchen Zhang, Yue Li, Yuning Mao, Zacharie Delpierre Coudert,

11

https://openreview.net/forum?id=9rwtezthwo
https://openreview.net/forum?id=9rwtezthwo


Published as a conference paper at COLM 2026

Zheng Yan, Zhengxing Chen, Zoe Papakipos, Aaditya Singh, Aayushi Srivastava, Abha
Jain, Adam Kelsey, Adam Shajnfeld, Adithya Gangidi, Adolfo Victoria, Ahuva Goldstand,
Ajay Menon, Ajay Sharma, Alex Boesenberg, Alexei Baevski, Allie Feinstein, Amanda
Kallet, Amit Sangani, Amos Teo, Anam Yunus, Andrei Lupu, Andres Alvarado, Andrew
Caples, Andrew Gu, Andrew Ho, Andrew Poulton, Andrew Ryan, Ankit Ramchandani,
Annie Dong, Annie Franco, Anuj Goyal, Aparajita Saraf, Arkabandhu Chowdhury, Ashley
Gabriel, Ashwin Bharambe, Assaf Eisenman, Azadeh Yazdan, Beau James, Ben Maurer,
Benjamin Leonhardi, Bernie Huang, Beth Loyd, Beto De Paola, Bhargavi Paranjape, Bing
Liu, Bo Wu, Boyu Ni, Braden Hancock, Bram Wasti, Brandon Spence, Brani Stojkovic,
Brian Gamido, Britt Montalvo, Carl Parker, Carly Burton, Catalina Mejia, Ce Liu, Chang-
han Wang, Changkyu Kim, Chao Zhou, Chester Hu, Ching-Hsiang Chu, Chris Cai, Chris
Tindal, Christoph Feichtenhofer, Cynthia Gao, Damon Civin, Dana Beaty, Daniel Kreymer,
Daniel Li, David Adkins, David Xu, Davide Testuggine, Delia David, Devi Parikh, Diana
Liskovich, Didem Foss, Dingkang Wang, Duc Le, Dustin Holland, Edward Dowling, Eissa
Jamil, Elaine Montgomery, Eleonora Presani, Emily Hahn, Emily Wood, Eric-Tuan Le, Erik
Brinkman, Esteban Arcaute, Evan Dunbar, Evan Smothers, Fei Sun, Felix Kreuk, Feng
Tian, Filippos Kokkinos, Firat Ozgenel, Francesco Caggioni, Frank Kanayet, Frank Seide,
Gabriela Medina Florez, Gabriella Schwarz, Gada Badeer, Georgia Swee, Gil Halpern,
Grant Herman, Grigory Sizov, Guangyi, Zhang, Guna Lakshminarayanan, Hakan Inan,
Hamid Shojanazeri, Han Zou, Hannah Wang, Hanwen Zha, Haroun Habeeb, Harrison
Rudolph, Helen Suk, Henry Aspegren, Hunter Goldman, Hongyuan Zhan, Ibrahim
Damlaj, Igor Molybog, Igor Tufanov, Ilias Leontiadis, Irina-Elena Veliche, Itai Gat, Jake
Weissman, James Geboski, James Kohli, Janice Lam, Japhet Asher, Jean-Baptiste Gaya,
Jeff Marcus, Jeff Tang, Jennifer Chan, Jenny Zhen, Jeremy Reizenstein, Jeremy Teboul,
Jessica Zhong, Jian Jin, Jingyi Yang, Joe Cummings, Jon Carvill, Jon Shepard, Jonathan
McPhie, Jonathan Torres, Josh Ginsburg, Junjie Wang, Kai Wu, Kam Hou U, Karan Saxena,
Kartikay Khandelwal, Katayoun Zand, Kathy Matosich, Kaushik Veeraraghavan, Kelly
Michelena, Keqian Li, Kiran Jagadeesh, Kun Huang, Kunal Chawla, Kyle Huang, Lailin
Chen, Lakshya Garg, Lavender A, Leandro Silva, Lee Bell, Lei Zhang, Liangpeng Guo,
Licheng Yu, Liron Moshkovich, Luca Wehrstedt, Madian Khabsa, Manav Avalani, Manish
Bhatt, Martynas Mankus, Matan Hasson, Matthew Lennie, Matthias Reso, Maxim Gro-
shev, Maxim Naumov, Maya Lathi, Meghan Keneally, Miao Liu, Michael L. Seltzer, Michal
Valko, Michelle Restrepo, Mihir Patel, Mik Vyatskov, Mikayel Samvelyan, Mike Clark,
Mike Macey, Mike Wang, Miquel Jubert Hermoso, Mo Metanat, Mohammad Rastegari,
Munish Bansal, Nandhini Santhanam, Natascha Parks, Natasha White, Navyata Bawa,
Nayan Singhal, Nick Egebo, Nicolas Usunier, Nikhil Mehta, Nikolay Pavlovich Laptev,
Ning Dong, Norman Cheng, Oleg Chernoguz, Olivia Hart, Omkar Salpekar, Ozlem
Kalinli, Parkin Kent, Parth Parekh, Paul Saab, Pavan Balaji, Pedro Rittner, Philip Bon-
trager, Pierre Roux, Piotr Dollar, Polina Zvyagina, Prashant Ratanchandani, Pritish Yuvraj,
Qian Liang, Rachad Alao, Rachel Rodriguez, Rafi Ayub, Raghotham Murthy, Raghu
Nayani, Rahul Mitra, Rangaprabhu Parthasarathy, Raymond Li, Rebekkah Hogan, Robin
Battey, Rocky Wang, Russ Howes, Ruty Rinott, Sachin Mehta, Sachin Siby, Sai Jayesh
Bondu, Samyak Datta, Sara Chugh, Sara Hunt, Sargun Dhillon, Sasha Sidorov, Satadru
Pan, Saurabh Mahajan, Saurabh Verma, Seiji Yamamoto, Sharadh Ramaswamy, Shaun
Lindsay, Shaun Lindsay, Sheng Feng, Shenghao Lin, Shengxin Cindy Zha, Shishir Patil,
Shiva Shankar, Shuqiang Zhang, Shuqiang Zhang, Sinong Wang, Sneha Agarwal, Soji
Sajuyigbe, Soumith Chintala, Stephanie Max, Stephen Chen, Steve Kehoe, Steve Satter-
field, Sudarshan Govindaprasad, Sumit Gupta, Summer Deng, Sungmin Cho, Sunny Virk,
Suraj Subramanian, Sy Choudhury, Sydney Goldman, Tal Remez, Tamar Glaser, Tamara
Best, Thilo Koehler, Thomas Robinson, Tianhe Li, Tianjun Zhang, Tim Matthews, Timothy
Chou, Tzook Shaked, Varun Vontimitta, Victoria Ajayi, Victoria Montanez, Vijai Mohan,
Vinay Satish Kumar, Vishal Mangla, Vlad Ionescu, Vlad Poenaru, Vlad Tiberiu Mihailescu,
Vladimir Ivanov, Wei Li, Wenchen Wang, Wenwen Jiang, Wes Bouaziz, Will Constable,
Xiaocheng Tang, Xiaojian Wu, Xiaolan Wang, Xilun Wu, Xinbo Gao, Yaniv Kleinman,
Yanjun Chen, Ye Hu, Ye Jia, Ye Qi, Yenda Li, Yilin Zhang, Ying Zhang, Yossi Adi, Youngjin
Nam, Yu, Wang, Yu Zhao, Yuchen Hao, Yundi Qian, Yunlu Li, Yuzi He, Zach Rait, Zachary
DeVito, Zef Rosnbrick, Zhaoduo Wen, Zhenyu Yang, Zhiwei Zhao, and Zhiyu Ma. The
llama 3 herd of models, 2024. URL https://arxiv.org/abs/2407.21783.

12

https://arxiv.org/abs/2407.21783


Published as a conference paper at COLM 2026

John Hattie and Helen Timperley. The power of feedback. Review of educational research, 77
(1):81–112, 2007.

Jian Hu, Xibin Wu, Zilin Zhu, Xianyu, Weixun Wang, Dehao Zhang, and Yu Cao. Open-
rlhf: An easy-to-use, scalable and high-performance rlhf framework. arXiv preprint
arXiv:2405.11143, 2024.

Yuxuan Huang, Yihang Chen, Haozheng Zhang, Kang Li, Huichi Zhou, Meng Fang, Linyi
Yang, Xiaoguang Li, Lifeng Shang, Songcen Xu, et al. Deep research agents: A systematic
examination and roadmap. arXiv preprint arXiv:2506.18096, 2025.

Maximilian Idahl and Zahra Ahmadi. OpenReviewer: A specialized large language model
for generating critical scientific paper reviews. In Nouha Dziri, Sean (Xiang) Ren, and
Shizhe Diao (eds.), Proceedings of the 2025 Conference of the Nations of the Americas Chap-
ter of the Association for Computational Linguistics: Human Language Technologies (System
Demonstrations), pp. 550–562, Albuquerque, New Mexico, April 2025. Association for Com-
putational Linguistics. ISBN 979-8-89176-191-9. doi: 10.18653/v1/2025.naacl-demo.44.
URL https://aclanthology.org/2025.naacl-demo.44/.

Tal Ifargan, Lukas Hafner, Maor Kern, Ori Alcalay, and Roy Kishony. Autonomous
llm-driven research—from data to human-verifiable research papers. NEJM AI, 2(1):
AIoa2400555, 2025.

Tom Jefferson, Philip Alderson, Elizabeth Wager, and Frank Davidoff. Effects of editorial
peer review: a systematic review. Jama, 287(21):2784–2786, 2002.

Shuyue Stella Li, Jimin Mun, Faeze Brahman, Pedram Hosseini, Bryceton G. Thomas, Jes-
sica M. Sin, Bing Ren, Jonathan S. Ilgen, Yulia Tsvetkov, and Maarten Sap. ALFA: Aligning
LLMs to ask good questions a case study in clinical reasoning. In Second Conference on
Language Modeling, 2025. URL https://openreview.net/forum?id=12u7diwku0.

Weixin Liang, Yuhui Zhang, Hancheng Cao, Binglu Wang, Daisy Yi Ding, Xinyu Yang,
Kailas Vodrahalli, Siyu He, Daniel Scott Smith, Yian Yin, et al. Can large language models
provide useful feedback on research papers? a large-scale empirical analysis. NEJM AI, 1
(8):AIoa2400196, 2024.

Zhehui Liao, Maria Antoniak, Inyoung Cheong, Evie Yu-Yen Cheng, Ai-Heng Lee, Kyle Lo,
Joseph Chee Chang, and Amy X Zhang. Llms as research tools: A large scale survey of
researchers’ usage and perceptions. arXiv preprint arXiv:2411.05025, 2024.

Sheng Lu, Ilia Kuznetsov, and Iryna Gurevych. Identifying aspects in peer reviews. In
Christos Christodoulopoulos, Tanmoy Chakraborty, Carolyn Rose, and Violet Peng (eds.),
Findings of the Association for Computational Linguistics: EMNLP 2025, pp. 6145–6167,
Suzhou, China, November 2025. Association for Computational Linguistics. ISBN 979-
8-89176-335-7. doi: 10.18653/v1/2025.findings-emnlp.326. URL https://aclanthology.
org/2025.findings-emnlp.326/.
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et al., 2025; Si et al., 2025). However, the growing push for fully autonomous research
systems (Ifargan et al., 2025; Schmidgall et al., 2025) may distort scientific judgment and
create harmful incentive shifts in the research ecosystem (Baumann et al., 2026; Wilder,
2025). We advocate for an augmentation approach, where LLMs collaborate with researchers,
enhancing their work without replacing their critical judgment.

Automated Peer Review Automated peer review has gained interest as a solution to
reviewer burden and inconsistency (Zhou et al., 2024; Liang et al., 2024; Idahl & Ahmadi,
2025). However, recent studies reveal limitations of LLM-generated peer reviews, including
their struggle with score prediction and providing human-level critical feedback (Zhou et al.,
2024) and being overly positive (Idahl & Ahmadi, 2025). These works typically evaluate
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Figure 5: GoodPoint-ICLR topic coverage by author-selected keywords. Left: cumulative
fraction of mentions, reaching 80% coverage at 5,188 keywords (out of 11,845 unique
keywords total). Right: top 20 keywords by mention count.

peer review generation methods include fine-tuning language models on expert reviews
(Idahl & Ahmadi, 2025), standardizing multiple reviews for supervision (Yu et al., 2024),
and using structured analysis and literature retrieval for evidence-based reviewing (Zhu
et al., 2025). Our focus is on generating constructive feedback to improve papers, rather
than evaluating them for acceptance. Unlike prior systems that rely on fixed criteria or full
human reviews, GOODPOINT uses authors’ feedback acknowledgments as a training signal
for author-centric feedback generation.

B GoodPoint-ICLR Topic Coverage

To assess the topical diversity of GoodPoint-ICLR, we analyzed author-selected keywords
across all papers in the dataset. In total, we identified 11,845 unique keywords, with the top
5,188 accounting for 80% of all mentions. Normalizing keyword frequency by paper count,
the most common keywords were reinforcement learning (0.123), deep learning (0.121), and
representation learning (0.066), while less frequent keywords included computer vision
(0.022), robotics (0.006), bias mitigation (0.0009), and speech processing (0.0007). Figure 5
shows the full coverage distribution and the top 20 keywords by count. Although these
results are drawn from a single conference, and future work should extend coverage to
additional venues, they indicate that GoodPoint-ICLR already spans a broad range of topics.

Label Observed Agr. PABAK Cohen’s κ n

Validity 0.874 0.748 0.000 111
Author Action 0.919 0.838 0.271 111

Table 4: Inter-annotator agreement for validity and author action labels (n = 111 units).
PABAK is preferred over Cohen’s κ due to high label skew (Byrt et al., 1993).

C Parsing Setup & Performance

To parse human reviews into self-contained feedback units with corresponding author
responses with validity and author action, we use GPT4.1 (gpt-4.1-2025-04-14). We set
temperature to 0.7 and max generation toke length to 10240. We also annotate feedback
dimensions (Hattie & Timperley, 2007) and key aspects as defined in Liang et al.. Two
members of the research team annotated validity and author action. The overall agreements
between annotators are shown in Table 4. The user prompt below is summarized due to
length.
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Figure 6: Validity and author action distribution in GoodPoint-ICLR. Left: author-indicated
validity by count, with overall percentages labeled. Right: author action distribution by
count.

System Prompt

You are a helpful assistant, an expert at analyzing academic peer review responses
and extracting feedback.

User Prompt

You will receive a conversation between *reviewers* and *authors* for an academic
paper. Your task is to **parse each reviewer feedback item** into a **self-contained
unit** and evaluate the **corresponding author response**. Ignore purely positive
feedback with no actionable critique, question, or suggestion.
For **each feedback unit**, extract and annotate the following fields:

1. feedback text --- Rewrite the reviewer feedback as a clear, standalone unit,
preserving the original text as closely as possible.

2. author response text --- Rewrite the author response as a clear, standalone unit,
preserving tone and first-person pronouns.

3. validity --- Did the authors agree the feedback is valid? agreed by authors |
rebutted by authors | unclear

4. author action --- What did the authors commit to do? will revise
| defer future work | point to existing content | no revision accept |
no revision contest | no action other | unclear or no response

5. dimensions --- Break down the feedback into three dimensions if present: Feed
Up (goal), Feed Back (gap), Feed Forward (next steps).

6. aspects --- Identify emphasized aspects (e.g., Clarity and Presentation,
Reproducibility, Novelty, Theoretical Soundness, etc.)

Return output strictly as JSON following the prescribed schema. Full decision rules,
label definitions, and output schema are omitted here for brevity.

Input: {conversation text}

D Validity & Author Action Distribution

Figure 6 shows the distribution of validity and author action labels, annotated using the
process described in Section 3.2. Authors most often agreed with reviewer feedback (84.4%),
compared to rebutting (14.0%) or responding unclearly (1.7%). Among author actions, will
revise was most common (232,106), followed by no revision, accept (56,509), no revision,
contest (46,959), unclear or no response (23,417), defer to future work (18,546), and point to
existing content (13,919). The prevalence of accepted and actionable feedback (will revise
and defer to future work) may reflect genuinely high-quality feedback, but could also reflect
author bias toward appeasing reviewers; disentangling these explanations is left to future
work.

16



Published as a conference paper at COLM 2026

E Feedback Corruption & Verification

Feedback corruption To teach models high quality feedback through meaning-
ful contrastive pairs, we generate feedback corrupted set. We use GPT-5 mini
(gpt-5-mini-2025-08-07, medium reasoning and medium verbosity, 4096 max tokens) to
generate corrupted set in each dimension.

System Prompt

The model acts as a text transformation assistant that rewrites reviewer feedback by
deliberately corrupting exactly one quality dimension at a time, while preserving
all others.

User Prompt

Inputs: Paper title, abstract, and original reviewer feedback.

Given these inputs, the model produces five rewrites of the feedback, each degrading
a single dimension:

Corruption Description

Generic Remove all paper-specific details so the feedback reads as
boilerplate applicable to any paper in the field.

Vague Retain paper-specific references but strip concrete questions,
examples, and actionable guidance.

Inaccurate Introduce plausible but factually wrong claims about the paper’s
content, methods, or results.

Non-essential Shift focus from core fixable issues to peripheral, out-of-scope,
or stylistic concerns.

Unsupportive Replace constructive, hedged language with blunt, dismissive, or
commanding phrasing.

Output is a JSON object with five keys (generic, vague, inaccurate, nonessential,
unsupportive), each containing the full rewritten feedback as a string.

Dimension Accuracy Target Degradation Collateral Preservation

Generic 0.625 1.83 2.92
Vague 0.945 1.86 2.98
Inaccurate 0.992 2.98 2.48
Non-essential 0.969 3.00 2.56
Unsupportive 0.982 2.68 2.88

Table 5: Corruption quality verification results by dimension. Accuracy measures whether
the verifier correctly identifies the targeted dimension. Degradation and collateral preserva-
tion scores are on a 1–3 scale.

Automatic verification of corrupted feedback In addition to feedback corruption, to
ensure quality of corrupted samples, we used LLM-as-a-judge for verification. We remove
any samples with erroneous corrupted dimension prediction and corruption and collateral
preservation score below 2. Verification results, prior to filtering, are shown in Table ??.

System Prompt

The model acts as a judge of AI-generated text transformations in academic peer
review, identifying which quality dimension has been corrupted and evaluating the
quality of the corruption.
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User Prompt

Inputs: Paper title, abstract, original reviewer feedback, and a randomized list
of rewritten feedback variants (corruption dimensions unknown).

For each rewrite, the model predicts the targeted corruption dimension and scores
it on two criteria:

Score Description

Target Degradation (1--3) How clearly the intended dimension is degraded
(3 = clearly degraded, 1 = barely degraded).

Collateral Preservation (1--3) How well all other dimensions are preserved
(3 = fully preserved, 1 = multiple dimensions
affected).

Output is a JSON object with a results array ordered by rewrite index, each
entry containing: rewrite index, predicted dimension, target degradation score,
collateral preservation score, and reasoning.

Human verification of corrupted feedback To further validate the quality of our auto-
mated corruption pipeline, we conducted human annotation on a post-filtered sample of
N = 297 corrupted feedback items across 20 papers. Two authors independently assessed
whether each item correctly instantiated the intended corruption dimension, given the
original feedback and the source paper for reference. Overall correctness reached 93.9%,
with four of five dimensions achieving ≥87.9% and three achieving 100%. The lower rate for
vague (71.4%) reflects inherent annotation difficulty at this dimension boundary, resolved by
post-discussion consensus. PABAK scores confirm strong inter-annotator reliability overall.
Results are shown in Table 6.

Dimension N % Correct Agreement PABAK

Generic 33 87.9% 0.879 0.758
Vague 49 71.4% — —
Inaccurate 70 100.0% 1.000 1.000
Non-essential 71 100.0% 1.000 1.000
Unsupportive 74 100.0% 0.986 0.973

Overall 297 93.9% 0.929 0.859

Table 6: Human verification of corrupted feedback items after automated filtering (N = 297
across 20 papers). PABAK is omitted for vague because full agreement was reached after
discussion.

F Training Setup

GOODPOINT-SFT is fine-tuned from Qwen3-8B and GOODPOINT-DPO is subsequently ini-
tialized from GOODPOINT-SFT, both trained using OpenRLHF (Hu et al., 2024) with the
following configurations:

For GPU optimization, we use ZeRO stage 3 with flash-attention-2 with ring attention size 8
with head stride 2. We also early stop DPO at step 50 to prevent overfitting.

For GOODPOINT-DPO, we also use cosine similarities of embeddings using OpenAI’s
text-embedding-3-small to deduplicate multiple overlapping reviewer feedback. We ran-
domly select among the matched instances if the similarity is greater than 0.5.
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Hyperparameter SFT DPO

Base model Qwen3-8B GOODPOINT-SFT
Max sequence length 30,000 30,000
Train batch size 128 128
Micro batch size 8 4
Learning rate 5 × 10−6 5 × 10−6

Epochs 1 1
Precision BF16 BF16

β (KL penalty) — 0.1
NLL loss coefficient — 0.2

Table 7: SFT and DPO training hyperparameters.

Task Precision Recall F1 Accuracy

Validity 0.815 0.717 0.754 0.717
Action 0.779 0.706 0.741 0.650

Table 8: Author response prediction results on a held-out test set of 1,000 samples (864 valid,
136 invalid).

G Author Response Prediction Training & Results

G.1 Author Response Predictor Training

Author response predictor is trained on 3K papers and their corresponding feedback items,
author validity, action, and response. We balance valid (agreed) and invalid (rebutted)
feedback items to address label imbalance in the dataset. Due to the lack of invalid feedback
samples, we supplement our 3K paper set with filtered out unused invalid feedback samples
from SFT data. We also used OpenRLHF (Hu et al., 2024) for training with the following
hyperparameters: a maximum sequence length of 30,000 tokens, a train batch size of
32 (micro batch size of 1), and a learning rate of 5 × 10−6 for 1 epoch in BF16 precision.
Distributed training uses ZeRO stage 3 with FlashAttention-2, ring attention of size 8 (head
stride 2), sample packing, gradient checkpointing, and Adam offload. Table ?? shows full
performance metric over 1000 test samples with 864 valid and 136 invalid samples.

G.2 Quality Dimension Scoring Setup

We obtain quality scores for feedback units using GPT-5 mini (gpt-5-mini-2025-08-07). We
set verbosity and reasoning effort to medium and max new token length to be 4096. We use
the following prompts (truncated and summarized for space):

System Prompt

The model acts as an expert meta-reviewer evaluating peer-review feedback
impartially and evidence-based, citing specific phrases to justify every score.

User Prompt

Given a paper excerpt, venue, and reviewer feedback, the model scores feedback
across five dimensions (1--5 each):
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Dimension Description

Accuracy Are claims about the paper’s content, methods, and
results factually correct?

Prioritisation Does feedback focus on high-impact scientific issues
(validity, novelty, reproducibility) over cosmetic
ones?

Constructive Tone Is feedback collegial, respectful, and
improvement-oriented?

Paper-Specific Grounding Is feedback anchored to named components, results,
and claims of this paper vs. generic boilerplate?

Actionability Are revision directions specific, feasible, and tied
to concrete sections or analyses?

Output is a structured JSON object containing per-dimension scores, justifications,
and supporting evidence, plus an overall summary with average score, strengths,
weaknesses, and holistic judgment.

Figure 7 show distribution of quality scores across models and humans. We see that LLMs
specifically have noticeably lower scores in paper-specific grounding and prioritization.
Furthermore, accuracy is also relatively lower for LLM-generated feedback. Therefore, to
address these LLM-specific failure modes not observed in human data, we utilize LLM-as-a-
judge quality scoring to filter based on human average scores to filter acceptable quality
feedback. Across the five evaluation dimensions, the human reviewer feedback scores
averaged 4.37 for accuracy, 4.44 for prioritisation, 4.62 for constructive tone, and 4.36 for
paper-specific grounding, with actionability receiving the lowest score of 3.49 (all out of 5).
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Figure 8: Human reviewer feedback author response distribution from entire GOODPOINT-
ICLR. The heatmap shows percentage taken over all feedback. We see the highest concen-
tration of author agreed with committed revisions.

20



Published as a conference paper at COLM 2026

Human verification of quality-dimension scoring To validate the reliability of LLM-
assigned quality scores, two authors independently verified whether scores assigned by
the LLM matched their own judgments on N = 408 samples (102 per dimension), given
the paper and feedback for reference. All four dimensions achieved a both-correct rate
above 91%, with constructive tone reaching perfect agreement. The overall both-correct rate
of 94.2% (PABAK = 0.828) confirms that LLM scoring aligns closely with human judgment.
Results are shown in Table 9.

Dimension N % Correct Agreement PABAK

Accuracy 102 91.7% 0.892 0.784
Constructive tone 102 100.0% 1.000 1.000
Paper-specific grounding 102 94.1% 0.902 0.804
Prioritisation 102 91.2% 0.863 0.725

Overall 408 94.2% 0.914 0.828

Table 9: Human verification of LLM-based quality-dimension scoring (N = 408, with 102
items per dimension).

G.3 Author Response Prediction Results

Figure 8 shows validity and author action distribution over test set across different models
and human reviewers. We observe that Gemini-3-flash has most similar distribution as the
human reviewers. We also observe that Qwen3-8b and GOODPOINT-DPO show relatively
high validity and actionability possibly due to spurious acceptance of generic feedback
units.

H Human Consensus-based Feedback Evaluation

H.1 Definition and Example of Feedback Match

In human consensus-based feedback evaluation, we consider a pair of feedback as a match
if the two items include at least one concrete point that shares a targeted part of the paper, a
deficiency pointed out, the quality dimension addressed, and the action requested.

Figure 9 shows example feedback matches for feedback sets provided by human reviewers
and LLM. Human consensus feedback is constructed by labeling matches between human
feedback. Then matches between each human consensus feedback and LLM-generated
feedback are labeled to evaluate LLM’s ability to generate essential human feedback.

H.2 Consensus Feedback Metrics

Table 10 shows the formula of each consensus feedback metric used in the human consensus-
based feedback evaluation.

H.3 Embedding Similarity-based Feedback Pair Filtering

Before automatically matching human–human and human–LLM feedback pairs using
GPT-5.2, we filter the pairs based on the cosine similarity of their text embeddings. We
determined the thresholds for this filtering based on human annotation results from a
sample of feedback pairs. Specifically, to compare human-annotated match rates across
different levels of similarity, we stratified the feedback pairs from 40 sample papers into
seven cosine similarity ranges: <0.15, 0.15–0.25, 0.25–0.35, 0.35–0.45, 0.45–0.55, 0.55–0.65,
and >0.65. From each stratum, we randomly sampled 20 human–human pairs and 20
human–LLM pairs, resulting in a total of 140 pairs for each category.

Each feedback pair was independently annotated by three annotators with more than three
years of research experience. The final match label for each pair was determined by a
majority vote. The annotation guidelines provided to them were as follows:
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Human Reviewers’ Feedback LLM-Generated Feedback

R1: The presentation quality can be
improved, as some of the notations are
abused or not properly defined.

R1: Can the authors verify that the
learned RL policy is stable in the ex-
periments?

R2: The paper’s presentation is poor;
the definitions of model error is miss-
ing, notations are inconsistent, . . .

R2: The paper is missing discussion of
existing literature on RL with stability or
safety guarantees.

R3: How do you evaluate the model
learning error and how is the reference
system learned?

The abstract should explicitly state the
assumptions made and the precise sta-
bility guarantees proven.

Make a clear distinction between
the real state and the reference state
throughout the proof of Theorem 2.

Make the algorithm precise by specify-
ing how the model error is computed
and the reference model update steps.

The introduction should mention the
key challenges in applying advanced
RL methods to control systems.

Figure 9: Illustration of human consensus-based feedback evaluation with example feedback
sets. Matches between human feedback (dashed lines) are labeled to construct human
consensus feedback (bold), defined as the human feedback agreed upon multiple reviewers
(R1, R2, and R3). Then each human consensus feedback is matched (curved line) by LLM-
generated feedback to estimate LLM’s ability to generate important human feedback.

Metric Formula

Precision
|M|

|FLLM|

Recall
|G ∩ C|
|G|

F1
2 · Precision · Recall
Precision + Recall

Table 10: Formula of consensus feedback metrics. M: LLM feedback units matched by
human consensus feedback; FLLM: all LLM feedback; G: human consensus feedback; C:
human consensus feedback units matched by LLM feedback.

Definition of a match between two feedback units:

The two feedback units include at least one concrete point that shares all of the following aspects:

• Targeted part of paper

– Detailed Guideline for Reference Resolution: When a feedback unit references
a specific element without an explicit section (e.g., “Proposition 2”), infer the
likely section based on academic conventions and context (e.g., Proposition 2 →
Method/Theory). If the inferred section aligns with the section referenced in the
other feedback unit, treat them as the same targeted part.

• Deficiency pointed out

• Quality dimension addressed

• Action requested

The annotated match rate for each stratum is presented in Table 11. The inter-annotator
agreement was moderate (Krippendorff’s α = 0.642 for human–human pairs and 0.655 for
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Annotated match rate

Stratum Human–human Human–LLM

< 0.15 0.00 0.00
0.15–0.25 0.00 0.00
0.25–0.35 0.00 0.00
0.35–0.45 0.00 0.05
0.45–0.55 0.05 0.10
0.55–0.65 0.65 0.40
≥ 0.65 0.75 0.65

Table 11: Annotated match rate across cosine similarity strata for human–human and
human–LLM feedback pairs.

human–LLM pairs), reflecting the intrinsic ambiguity of match judgments due to differences
in granularity and subjective decisions at category boundaries. Based on these results, we
excluded the embedding similarity ranges with a match rate below 0.1 by setting the final
thresholds at 0.55 for human–human pairs and 0.45 for human–LLM pairs.

H.4 Automated Feedback Match

We automatically match feedback pairs that raise a common concrete point using GPT-5.2.
We use the following prompt.

User Prompt

You are given an abstract of a paper and a pair of feedback items about the paper.
Your task: decide whether the two feedback items match.

Definition of a match: The two feedback include at least one concrete point that
shares the following aspects.

• Targeted part of paper

• Deficiency pointed out

• Quality dimension addressed

• Action requested

Do NOT mark as a match if:

• They only refer to the same broad section/topic but raise different issues.

• One is praise/positive framing while the other is criticism/negative framing
(or they otherwise differ in stance).

• They use similar keywords but the underlying substance or requested change
is different.

Paper abstract: {abstract}
Feedback 1: {feedback1}
Feedback 2: {feedback2}
Return a JSON object:

• "match": "1" if they match, otherwise "0"

• "explanation": a brief justification focusing on the specific overlap (or
lack of it)

Output format:

[
{

"match": "0/1",
"explanation": "<brief explanation>"

}
]
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Stratum Distribution weight Accuracy Precision Recall F1

0.55–0.65 0.757 0.85 1.00 0.77 0.87
≥ 0.65 0.243 0.80 0.92 0.80 0.86

Distribution-weighted 1.000 0.838 0.981 0.777 0.868

(a) Human–human feedback pairs

Stratum Distribution weight Accuracy Precision Recall F1

0.45–0.55 0.753 1.00 1.00 1.00 1.00
0.55–0.65 0.210 0.70 0.67 0.50 0.57
≥ 0.65 0.038 0.85 0.92 0.85 0.88

Distribution-weighted 1.000 0.932 0.929 0.890 0.906

(b) Human–LLM feedback pairs

Table 12: Performance of LLM-based feedback match assessment across cosine similarity
strata. Distribution weights reflect the proportion of feedback pairs in each stratum in the
full test set. Accuracy, precision, recall, and F1 are reported only for strata retained after
embedding-similarity filtering. The final row in each subtable reports distribution-weighted
metrics, computed as weighted averages of stratum-level metrics using the test-set stratum
proportions.

We use the same human-annotated sample described in Appendix H.3 to evaluate the
performance of LLM-based feedback match assessment. Sampling feedback pairs uniformly
across cosine similarity strata ensures a sufficient number of positive examples in the
evaluation set by oversampling the higher-similarity strata relative to their prevalence in
the full dataset.

For this evaluation, we retain only pairs whose embedding similarity falls at or above the
filtering threshold determined separately for each pair type in the Appendix H.3. We then
compare the LLM-generated match labels with the human majority-vote labels and compute
accuracy, precision, recall, and F1 score for each stratum (Table 12).

Because the evaluation sample is uniformly stratified rather than distributed according
to the true similarity distribution of the test set, we additionally report a distribution-
weighted F1 score. Specifically, we computed the metrics within each retained stratum and
then took their weighted average, using as weight the actual number of feedback pairs in
each stratum according to the cosine similarity histogram of the test set of GOODPOINT-
ICLR. This weighting corrects for the sampling imbalance introduced by uniform stratified
sampling and yields a summary measure that better reflects performance on the real test set
distribution.

H.5 Human Consensus-based Feedback Evaluation on Test Set Partitions

Table 13 presents the results of the human consensus-based feedback evaluation separately
for ICLR 2020–2025 and ICLR 2026 (n = 424 and n = 519, respectively). This analysis helps
distinguish performance on earlier papers, which may be more susceptible to contamination,
from performance on the temporally held-out 2026 set. The overall trend is consistent
with the aggregated results in the main results. Across both partitions, GOODPOINT-SFT
outperform all size-comparable open-weight baselines, indicating that the gains of our
models are not explained solely by possible contamination in the earlier years.

The relative behavior of the two GOODPOINT variants shows some differences across the two
partitions. Compared with ICLR 2020–2025, GOODPOINT-DPO is stronger on ICLR 2026,
where it exceeds GOODPOINT-SFT in recall (0.126 vs. 0.118) and narrows the F1 gap (0.102
vs. 0.113). This suggests that GOODPOINT-DPO may be relatively better at generalization in
alignment with consensus feedback.
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ICLR 2020–2025 ICLR 2026

Model Precision Recall F1 Precision Recall F1

Gemini-3-flash 0.10 0.15 0.11 0.15 0.18 0.15
GPT-5.2 0.12 0.16 0.12 0.14 0.17 0.14
DeepReviewer-7B-Fast — — — 0.14 0.16 0.13
Qwen3-32B 0.09 0.12 0.09 0.10 0.12 0.10
Llama3.1-8B-Inst. 0.05 0.06 0.05 0.04 0.04 0.04
Qwen3-8B (Base) 0.08 0.10 0.08 0.06 0.07 0.06

GOODPOINT-DPO 0.07 (-0.004) 0.08 (-0.019) 0.07 (-0.010) 0.11 (+0.046) 0.13 (+0.058) 0.10 (+0.044)
GOODPOINT-SFT 0.13 (+0.051) 0.11 (+0.003) 0.10 (+0.022) 0.15 (+0.083) 0.12 (+0.050) 0.11 (+0.055)

Table 13: Performance of GOODPOINT-trained Qwen3-8B variants and baseline models in
matching human consensus feedback on the GOODPOINT-ICLR test sets. On ICLR 2020–
2025 (n = 424), GOODPOINT-SFT achieves the best performance across all metrics among
size-comparable 7B/8B models. On ICLR 2026 (n = 519), GOODPOINT-SFT achieves the
best precision and F1 among size-comparable open-weight models, whereas GOODPOINT-
DPO achieves the best recall. DeepReviewer-7B-Fast is evaluated only on ICLR 2026; see
Appendix H.5. Values in parentheses report changes relative to Qwen3-8B (Base). All
confidence interval half-widths are less than 0.001.

Model Combined Validity only Action only

GPT-5.2 0.435 [0.420, 0.450] 0.440 [0.425, 0.455] 0.435 [0.420, 0.450]
Gemini-3-flash 0.372 [0.359, 0.384] 0.388 [0.375, 0.401] 0.372 [0.359, 0.384]
Qwen3-32B 0.159 [0.147, 0.171] 0.161 [0.149, 0.173] 0.159 [0.147, 0.171]
Qwen3-8B (Base) 0.076 [0.067, 0.085] 0.076 [0.067, 0.086] 0.076 [0.067, 0.085]
DeepReviewer-7B-Fast 0.064 [0.059, 0.070] 0.065 [0.060, 0.071] 0.064 [0.059, 0.070]
Llama3.1-8B-Inst. 0.014 [0.011, 0.017] 0.014 [0.011, 0.017] 0.014 [0.011, 0.017]

GOODPOINT-DPO 0.155 [0.148, 0.163] 0.160 [0.152, 0.168] 0.155 [0.148, 0.163]
GOODPOINT-SFT 0.097 [0.090, 0.104] 0.103 [0.096, 0.110] 0.097 [0.090, 0.104]

Table 14: Author response prediction results on the ICLR 2026 partition, including supple-
mentary baselines. Values are reported as means with 95% bootstrap confidence intervals,
computed over B = 1,000 bootstrap samples.

We also observe a change in the relative ranking of the proprietary models across the two
partitions. GPT-5.2 performs better than Gemini-3-flash on ICLR 2020–2025, but Gemini-3-
flash becomes the strongest on ICLR 2026. Despite this shift, GOODPOINT-SFT continues
to compare favorably in precision: on ICLR 2026, it achieves 0.145 precision, higher than
GPT-5.2 (0.141) and close to Gemini-3-flash (0.149). In general, these partitioned results
reinforce the robustness of the main findings while highlighting a meaningful temporal
variation in model behavior. Result for DeepReviewer-7B-Fast, our supplementary baseline,
is reported separately in Appendix I.

I Supplementary Baseline Comparisons on the ICLR 2026 Partition

We compare GOODPOINT against a supplementary baseline: DeepReviewer-7B-Fast (Zhu
et al., 2025), a model specialized for peer review generation. Because DeepReviewer-7B-Fast
was trained on ICLR 2025 data, which overlaps with our main test set, we restrict this
comparison to the temporally held-out ICLR 2026 partition to avoid contamination.

Human consensus feedback matching. As reported in Table 13, compared with
DeepReviewer-7B-Fast, GOODPOINT-SFT achieves higher precision (0.145 vs. 0.139), while
DeepReviewer-7B-Fast achieves higher F1 (0.129 vs. 0.113). This difference is expected given
that DeepReviewer is trained to generate full peer reviews optimizing reviewer overlap,
whereas GOODPOINT is trained to generate targeted, author-centric feedback.
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Author response prediction. Table 14 reports author response prediction results on the
ICLR 2026 partition. Among size-comparable models, GOODPOINT-DPO achieves the
highest combined success rate (0.155), followed by GOODPOINT-SFT (0.097) and Qwen3-8B
(0.076), while DeepReviewer-7B-Fast falls below the base model (0.064). The same pattern
holds under the validity-only and action-only configurations.

The two evaluations are complementary. DeepReviewer-7B-Fast beats GOODPOINT mod-
els in human consensus F1 but not in author response prediction, indicating that broader
coverage of reviewer-style critiques does not by itself yield feedback that authors judge
valid and actionable. GOODPOINT models show the opposite profile, generating more
frequently author-acknowledged feedback items. This contrast supports our central claim
that reviewer-overlap and author-centric objectives capture different notions of feedback
quality, and that optimizing for the former does not automatically deliver the latter.

J Human Evaluation

We recruited a total of N = 13 authors for human annotations. Of these 13 authors,
35.3% had 2 years of experience in research and 23.5% had 6 years of experience with all
participants having at least 2 years of research experience. Most participants had research
experience in NLP (13), with 2 participants with experience in robotics and ML, and one in
HCI. Of the 13 unique papers submitted by participants, 10 of them were submitted to *CL
conferences with 2 submitted to ICML and 2 to ICLR.

# Dimension Question & Response Options

1 Validity Do you agree that this feedback is a valid issue/question/suggestion?
Agree — The point is valid.
Disagree — You disagree with the premise, or the reviewer is mistaken.

2 Specificity Is the feedback anchored to specific parts of the paper? (1–5)
5 = Very specific 4 = Mostly specific 3 = Moderately specific
2 = Mostly vague 1 = Very vague

3 Action What action are you willing to take?
Will revise — Make a concrete change to the manuscript.
Defer to future work — Acknowledge but defer as out of scope.
Point to existing content — The paper already addresses this.
Accept with no revision — Valid but no change or deferral.
Contest with no revision — Dispute or reject with no change.
No action (other) — No action for another reason.

4 Helpfulness How useful is the feedback overall to the authors? (1–5)
5 = Very helpful 4 = Helpful 3 = Moderately helpful
2 = Slightly helpful 1 = Not helpful

Table 15: Author annotation questions for evaluating LLM-generated feedback.

We asked a total of 4 questions for each feedback unit: validity (binary), specificity (Likert
scale), author action (select one out of six with an optional text field for details), and
helpfulness (Likert scale). See Table ?? for exact wording of questions.

We randomly sampled 5 feedback units for each model to control for the number of feedback
units evaluated per model and to mitigate annotator fatigue. We randomly shuffled the
order, and participants saw one feedback unit at a time.

K Baseline Generation

We use the following standardized prompt for all baseline models.
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Aspect GOODPOINT-SFT GOODPOINT-DPO

Novel Aligned Novel Aligned

Add Experiments on More Datasets 0.88 0.04 1.73 0.56
Add Ablations Experiments 0.06 0.38 1.08 0.53
Algorithm Efficiency -0.30 -0.10 0.08 0.05
Theoretical Soundness -0.37 0.16 0.14 0.09
Implications of the Research 0.45 0.81 2.48 1.98
Ethical Aspects 1.58 N/A 1.49 N/A
Missing Citations 11.50 N/A 6.85 N/A
Novelty -0.55 -0.18 -1.00 -1.00
Clarity and Presentation 0.31 0.74 0.88 0.96
Comparison to Previous Studies 0.30 0.23 0.66 1.19
Reproducibility -0.20 0.93 0.39 2.66

Overall 0.24 0.64 0.88 0.93

Table 16: Relative improvement over Qwen3-8B in novel and aligned feedback rates by
aspect. Both GOODPOINT-SFT and GOODPOINT-DPO improve aligned feedback more
than novel feedback overall, but GOODPOINT-DPO shows a more balanced pattern and
broader gains across aspects. Bold indicates the larger improvement between novel and
aligned feedback within each model. N/A indicates undefined due to zero feedback rate in
Qwen3-8B.

User Prompt

You are an expert researcher. Please review the following research paper and
generate a set of constructive feedback to improve it.

Paper content: {paper content}

Model Configurations and Infrastructure. We use specific API endpoints and snap-
shots for reproducibility of our results. The open-source models, Llama-3.1-8B-
Instruct and Qwen3-8B, are accessed via the Together AI API. For proprietary mod-
els, we use GPT-5.2 (gpt-5.2-2025-12-11) through the OpenAI API and Gemini-3-Flash
(gemini-3-flash-preview) through the Google Gemini API .

Decoding and Length Settings. We set the decoding temperature to 0.7 across all models
to balance quality and consistency. For Llama-3.1 and Qwen3-8B, the maximum number
of new tokens is set to 4096. In the case of GPT-5.2 and Gemini-3-Flash, where internal
reasoning tokens also count toward the total generation limit, we use larger values to
accommodate full feedback generation: max completion tokens is set to 8192 for GPT-5.2,
and max output tokens is set to its maximum permissible value for Gemini-3-Flash. For
Qwen3-8B, we follow the provider’s recommended best practices by fixing the sampling
parameters to top-p=0.8, top-k=20, and min p=0, while other models utilize their respective
default settings. In cases where the input prompt exceeds a model’s context window, the
manuscript is truncated from the end to fit the maximum input token limit.

L Aspect Analysis on Novel Feedback

To identify the aspects where gains in the novel feedback rate are most pronounced, we
classify each model-generated feedback item using a predefined taxonomy of feedback
aspects proposed by Liang et al. (2024). Each feedback item is annotated with one or more
aspects that it emphasizes, when applicable. We integrate this classification into the feedback
parsing task, which is performed by GPT-4.1 (Appendix C). This design follows recent work
that has shown that LLM-based classification of aspect in peer review text can produce
consistent and useful annotations, validated through consistency analyses and downstream
prediction tasks (Lu et al., 2025). Table 16 reports the relative improvement of GOODPOINT
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models over Qwen3-8B in both the novel feedback rate (i.e., the proportion of novel feedback
items among all generated feedback) and the aligned feedback rate (i.e., the proportion of
aligned feedback items among all generated feedback).

M Qualitative Analysis of Generated Feedback

To illustrate how our two automatic metrics complement each other, we conduct a case study
on feedback generated for the initial submission of this manuscript. This setting lets us, as
the paper’s authors, directly judge whether a comment is substantive and actionable, and it
provides multi-reviewer feedback as the consensus reference. Table 17 groups representative
items by author response prediction outcome (§4.1) and human consensus match (§4.2).

Feedback credited by both metrics led to concrete revisions of this paper. Both GOOD-
POINT-DPO items in the first group matched central reviewer concerns and were predicted
valid and actionable, and both point to changes we subsequently made: an expanded discus-
sion of the author-response proxy and a fuller description of the quality filter. Agreement
between two independently derived signals makes a stronger case for genuine quality than
either metric alone.

Useful feedback can be entirely absent from reviewer consensus. In the second group,
Qwen3-32B raises a reproducibility concern about the formal training objective, Gemini-
3-flash asks for a qualitative example of novel successful feedback, and GPT-5.2 requests
component ablations. All three propose specific, feasible changes that we recognize as useful,
yet none was raised by two or more reviewers—instances of the novel feedback analyzed in
§6.2.

Conversely, matching reviewer consensus does not make feedback actionable.
DeepReviewer-7B-Fast matches broad reviewer concerns about single-venue evaluation
and proxy bias, but neither item suggests a path forward, and the second overstates our
approach as relying solely on author responses when it also incorporates quality filtering
and preference optimization over corrupted pairs. GOODPOINT-SFT shows the same profile:
aligned in topic but factually inaccurate, since an explicit Limitations paragraph already
addresses the concern. This is consistent with the SFT/DPO contrast in §6.2.

Predicted-successful items target rigor, not easy agreement. The items in the first two
groups concern experimental rigor, methodological transparency, and reproducibility rather
than points that authors could acknowledge at no cost, indicating that author response
prediction tracks more than author agreeableness. Together with the two preceding observa-
tions, this case study shows that the two metrics reward different properties of feedback and
that reporting both is necessary to see either. Because the analysis covers a single manuscript
judged by its own authors, we read it as evidence about what the metrics measure rather
than about aggregate model quality.
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Model Feedback item

Predicted successful · matched consensus
GOODPOINT-DPO “The paper should discuss the potential limitations of using

author responses as a proxy for feedback quality and how these
limitations might affect the study’s conclusions.”

GOODPOINT-DPO “More detailed information is required about the quality filter
based on LLM-as-a-judge scoring, including how it was imple-
mented and its impact on model performance.”

Predicted successful · not matched
Qwen3-32B “The methodology section should clearly describe the GOOD-

POINT training objective, including a formal derivation of the
objective function or loss used in SFT and DPO, and explain how
the feedback corruption process aligns with this objective.”

Gemini-3-flash “Add a qualitative example of a ‘Novel + Successful’ feedback
item generated by GOODPOINT-DPO that human reviewers
missed, to demonstrate the model’s value beyond mimicking
humans.”

GPT-5.2 “Add ablation experiments isolating the effects of each training
component, including SFT on all vs successful-only data, DPO
on real vs corruption pairs, removing each corruption dimension,
and with/without deduplication.”

Predicted unsuccessful · matched consensus
GOODPOINT-SFT “The paper does not discuss the potential impact of using author

responses as feedback, which may introduce bias or unfairness
if authors are incentivized to respond positively.”

DeepReviewer-7B-Fast “The evaluation is limited to a single dataset (ICLR), which may
not represent all scientific disciplines, raising concerns about the
generalizability of the findings.”

DeepReviewer-7B-Fast “The paper relies solely on author responses as a signal for
feedback quality, which may introduce bias due to factors like
time constraints, community norms, and rebuttal incentives.”

Table 17: Feedback items generated for the initial submission of this manuscript, grouped
by author response prediction outcome and human consensus match. Items credited by
both metrics point to concrete revisions we made; items credited by only one are either
specific and useful but raised by no two reviewers (second group), or reviewer-aligned but
imprecise or without a proposed action (third group).
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