Published as a conference paper at COLM 2026

e Cognitive Chain-of-Thought (COCOT):
Structured Multimodal Reasoning about Social Situations

Eunkyu Park®, Wesley Hanwen Deng®”,

Gunhee Kim®, Motahhare Eslami”, Maarten Sapo

©Seoul National University, #Microsoft Research, ¥ Carnegie Mellon University
“Work done at Carnegie Mellon University.

O hitps://github.com/dbsltm/CoCoT

Abstract

Chain-of-Thought (CoT) prompting helps models think step by step. But
naive CoT breaks down in visually grounded social tasks, where models
must perceive, understand, and judge all at once; bridging perception with
norm-grounded reasoning. Recent work has introduced structured rea-
soning for multi-turn agent planning and visual QA, decomposing tasks
into sequential sub-goals. To extend this to single-shot multimodal social
reasoning, we introduce Cognitive Chain-of-Thought (COCOT), a reason-
ing framework that structures vision-language-model (VLM) reasoning
through three cognitively inspired stages: Perception (extract grounded
facts), Situation (infer situations), and Norm (applying social norms). Eval-
uation across multiple distinct tasks such as multimodal intent disambigua-
tion, multimodal theory of mind, social commonsense reasoning, and safety
instruction following, shows consistent improvements (+4.6% to +5.9% on
average). We further explore the utility of COCOT for improving models’
reasoning through training and show that supervised fine-tuning on Co-
CoT-structured traces yields 5-6% improvements without explicit COCOT
prompting at inference, demonstrating that models internalize the struc-
tured reasoning pattern rather than merely following instructions.We show
that structuring model reasoning through cognitively grounded stages en-
hances interpretability and social alignment, laying the groundwork for
more reliable multimodal systems.

“Hey Person 1, are you planning to set a world
record for longest time without speaking?”

Question: The speaker, Person 3, wants Person 1 to...

A. put down the phone to facilitate better communication.

B. aim for a world record in silence.

C. put the armchair closer for a cozier conversation. ‘_~|

— -

In casual settings, drinking may pause
communication. Person 3 might be jokingly
suggesting that Person 1’s action is impeding | :
communication. The notion of a world
record for longest time without speaking
humorously suggests Person 1 to speak more. :

Perception Situation Norm .

Person 1 is drinking a Person 3 seems to be having a
beverage from a glass... conversation with Person 1.
Person 3 appears to be ||Person 1 is engaged in drinking

. | speaking to Person 1 and | | a beverage, which might make
H seated at the table. communication challenging.

Figure 1: An example of Cognitive Chain-of-Thought (COCOT) reasoning on the multi-
modal intent disambiguation task formulated in VAGUE (Nam et al., 2025). Given a subtle
utterance and an image, the task is to infer the speaker’s intent in the visual context.
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1 Introduction

Despite remarkable advances on factual and object-centric tasks, VLMs struggle with so-
cionormative reasoning—inferring intent, understanding social dynamics, or making moral
judgments from perceptually grounded scenes (Mathur et al., 2024; Yan et al., 2024). An
interaction deemed “awkward” must exhibit perceptible indicators (stiff posture, misaligned
gaze); cognition that loses this perceptual anchor risks degenerating into confabulated or
plausible-sounding judgments. Consider the example in Figure 1: interpreting the question
“Hey Person 1, are you planning to set a world record for longest time without speaking?” in a scene
where Person 1 is drinking while Person 3 speaks to them. Success requires integrating
multiple reasoning stages: grounding perception (observing Person 1 is drinking, Person 3 is
speaking), inferring the social situation (recognizing Person 1’s drinking makes communica-
tion difficult, Person 3 is trying to engage in a conversation), and applying pragmatic norms
(understanding the question humorously suggests Person 1 should speak more). Each stage
builds on the previous, yet standard CoT conflates these distinct cognitive processes, leading
to ungrounded observations, weak situation modeling, and opaque normative reasoning.

Chain-of-Thought (CoT) prompting has proven remarkably effective for step-by-step rea-
soning in domains like mathematics and formal logic (Kojima et al., 2022; Wei et al., 2022b),
where reasoning paths can be verified against objective ground truth. However, CoT often
struggles to yield faithful reasoning in visual tasks requiring abstract social understand-
ing (Mathur et al., 2025; Nam et al., 2025; Chen et al., 2024). Jiang et al. (2025) show that
CoT can even reduce performance on perception-heavy tasks, suggesting that unstructured
reasoning sometimes leads models to bypass precise visual grounding. For multimodal
social reasoning, this problem compounds: models must not only ground what they observe,
but also infer social dynamics and make normative judgments, which are epistemically
distinct operations. Recent work has explored structured reasoning for multi-turn agent
planning (Zhou et al., 2025) and visual QA with perceptual verification (Liao et al., 2025),
showing that making implicit reasoning explicit improves performance and faithfulness.
However, none addresses multimodal social reasoning—tasks requiring tight integration
of perceptual grounding, situational interpretation, and normative judgment within a single
inference pass to make appropriate social inferences from visual scenes.

Therefore, we introduce Cognitive Chain-of-Thought (COCOT), a structured reasoning
framework that unfolds visual reasoning through three cognitively motivated stages (Barsa-
lou, 2008; Roth & Jornet, 2013; Newen et al., 2018): (i) Perception: what is directly observable,
(if) Situation: what relationship or context is between perceived things, and (iii) Norm: what
social interpretation can be inferred. By formalizing stages that are often implicit and
conflated in standard CoT, COCOT better aligns model reasoning with human social cogni-
tion. More broadly, as reasoning models are increasingly used across domains, providing
them with faithful, task-adaptive reasoning chains is crucial for grounded intelligence. In
this light, COCOT serves not merely as a prompting variant, but as a cognitively aligned
framework that structures reasoning into task-specific stages of thought, offering socially
grounded guidance for understanding in multimodal social contexts.

We first evaluate COCOT prompting across complementary benchmarks that test differ-
ent aspects of multimodal social reasoning: (1) VAGUE (Nam et al., 2025), a multimodal
intent disambiguation benchmark testing model capabilities to infer speaker intentions
and pragmatic norms given question and image (§ 4.1). (2) MoMentS (Villa-Cueva et al,,
2025), a multimodal theory-of-mind reasoning cross seven categories including false belief,
perspective-taking, and mental state attribution (§ 4.2). (3) M3CoT (Chen et al., 2024), a
multimodal commonsense reasoning across diverse domains. We focus on social reason-
ing categories that require normative judgment and inference, testing whether COCOT’s
structure generalizes (§ 4.3). (4) VLGuard (Zong et al., 2024), a multimodal safety instruc-
tion following benchmark (§ 4.4). Across these benchmarks, COCOT achieves consistent
accuracy improvements over both direct prompting and standard chain-of-thought (45.8%
average on VAGUE, +4.6% on MoMentS), with stronger gains on tasks requiring explicit
mental state modeling (+12.8% on non-literal communication category within MoMentS).
The structured stages also help models better reject unsafe inputs in safety-critical tasks in
VLGuard, while improving contextual interpretation in socially grounded reasoning tasks.
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We also test whether COCOT’s reasoning structure can be learned rather than requiring
explicit prompting, by fine-tuning open-source models, LLaVA-Onevision-7B (Li et al., 2025),
and Qwen2.5-VL-Instruct-7B (Yang et al., 2024), on COCOT-formatted reasoning traces.
We train separate models per benchmark and evaluate using direct prompting (no COCOT
scaffold at inference), isolating whether models learned reasoning structure versus output
formatting. Both models improve substantially without scaffolding (Table 5): gains range
from +2.3 to +7.6. We show that COCOT instills learnable reasoning structure as models
internalize the three stage decomposition and apply it implicitly, even without explicit
prompting. Finally, human evaluation shows strong preference for COCOT traces (61.8%
vs. 38.2%), with large improvements in logical coherence, demonstrating enhanced inter-
pretability alongside accuracy gains (§ 4.7). In summary, our contributions are as follows:

1. Structured reasoning framework for multimodal social understanding. We intro-
duce Cognitive Chain-of-Thought (COCOT) as a three-stage reasoning framework
(Perception — Situation — Norm) with human-like abstraction, enabling more accurate
interpretation of social implications in visual scenes.

2. Comprehensive evaluation demonstrating accuracy and interpretability gains. Eval-
uation on intent disambiguation (VAGUE), theory of mind (MoMentS), multimodal
commonsense (M3CoT) and safety-instruction following (VLGuard) shows consistent
improvements alongside enhanced interpretability through explicit stage decomposition.

3. Evidence of transferability through supervised fine-tuning. Models trained on COCOT
traces maintain +5-6% improvements when tested without explicit scaffolding, proving
they internalize the three-stage reasoning pattern rather than merely formatting outputs.
This demonstrates COCOT represents learnable cognitive structure.

2 Related Works

Chain-of-Thought Reasoning. Chain-of-Thought (CoT) prompting has become a widely
used strategy for eliciting step-by-step reasoning in large language models (Wei et al,,
2022a; Kojima et al., 2022). CoT extensions improve reasoning through diverse strategies:
decoding-time interventions (Wang et al., 2023b), structural decomposition (Zhou et al.,
2023), and automated prompt engineering (Zhang et al., 2023; Shao et al., 2023). Multimodal
variants include visual grounding via scene graphs (Wei et al., 2022a), and external tool
integration (Wu et al., 2023; Yang et al., 2023). However, recent work suggests that free-form
reasoning chains may not faithfully reflect the model’s internal reasoning process and can
conflate multiple reasoning operations into a single narrative (Lanham et al., 2023). These
findings motivate approaches that impose more explicit structure on reasoning processes.

Structured Reasoning for Multimodal Social Inference. Structured modeling of mul-
timodal social interactions predates contemporary LLMs: earlier approaches explicitly
modeled dependencies among people, actions, objects, and social context (Amer et al.,
2017). More recent work decomposes complex reasoning into interpretable components.
Approaches include hierarchical task decomposition (Khot et al., 2023; Wang et al., 2023a),
graph-based reasoning structures (Besta et al., 2024), and reasoning-action interleaving (Yao
et al., 2023). In multimodal settings, methods employ compositional scene graph reason-
ing (Mitra et al., 2024), visual chain-of-thought with intermediate infillings (Rose et al.,
2023), multimodal reasoning for science QA (Zhang et al., 2024), and structured perceptual
processing (Liao et al., 2025). However, no prior work addresses the specific challenges of
multimodal social reasoning—tasks requiring tight integration of visual grounding, situation
structuring, and normative judgment within a single inference pass, where the goal is to
make social understanding from a static multimodal scene. Compositional CoT (CCoT) (Mi-
tra et al., 2024), prepends scene graphs before reasoning. While this anchors perception,
it does not explicitly bridge visual inventory to situational understanding or normative
inference; we find that without these intermediate abstractions, models can sometimes con-
flate observed evidence with inferred mental states or social norms, leading to weak social
grounding. COCOT addresses this gap by introducing a three-stage reasoning framework
that separates perceptual grounding, situational interpretation, and normative evaluation
through cognitively-motivated stages tailored to single-shot multimodal social inference.
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3 Cognitive Chain-of-Thought (COCOT)

Cognitive Motivation for COCOT. COCOT builds on two principles from cognitive science:
grounded cognition and incremental sense-making. Incremental sense-making anchored in
grounded cognition explains how humans transform perceptual input into social judgment
and why explicit stage structure improves machine reasoning on similar tasks. Grounded
cognition theory argues that conceptual knowledge remains fundamentally tied to per-
ceptual, motor (bodily action), and emotional systems (Barsalou, 2008; 2020). Abstract
concepts like politeness or awkwardness are not stored as detached symbols, but as multi-
modal simulations—partial reenactments of sensory and social experiences (Barsalou et al.,
1999; Wilson, 2002). For social reasoning, this grounding is critical: normative judgments
about appropriateness or expectation violation must justify themselves through concrete,
observable evidence. Behavioral research further suggests that understanding a social
interaction is not reducible to recognizing isolated agents and actions. Instead, observers
rapidly extract relational and event-role structure, including who is acting toward whom
and how the participants” actions form a coherent interaction (Papeo et al., 2017; Hafri et al.,
2012). Norm inference is likewise interpretive rather than simple factual recall: judgments
of appropriateness depend on situational framing (Krupka & Weber, 2013). Relational struc-
ture and appropriateness are thus distinct layers of interpretation, neither of which is read
off perception directly. Human reasoning does not jump from raw perception to abstract
judgment, but proceeds through incremental sense-making (Klein et al., 2006; Weick & Weick,
1995), building progressively more abstract interpretations while preserving coherence with
earlier steps. Perception and cognition are interactive: rather than perceiving completely
and then interpreting, we cycle between the two, letting emerging understanding guide
further observation (Clark, 2013; Friston, 2010).

The CoCOT Framework: Cognitive Structure as Computational Scaffold. COCOT opera-
tionalizes these cognitive principles as an explicit three-stage reasoning structure (Figure 1):

1. Perception instantiates grounded cognition’s emphasis on modal anchoring. The model
must commit to observable evidence before constructing abstract interpretations. Prompt:
Ground your reasoning in what is directly observable in the image. Describe only concrete,
verifiable visual evidence: physical actions being performed, objects present and their states, body

postures, spatial arrangements between people, and facial expressions.

2. Situation operationalizes incremental sense-making’s first abstraction step: moving
from “what is present” to “what it means.” This stage constructs a coherent situation
model by integrating perceptual evidence with situational knowledge (social scripts,
observed interactions, goal inference). Prompt: Using the perceptual evidence from Stage 1,
construct a coherent situation model. Identify what social script, interaction pattern, or relational
dynamic best explains the co-occurrence of observed elements.

3. Norm captures the final abstraction to normative evaluation: judging appropriateness,
expectation conformity, or pragmatic plausibility. This judgment remains constrained
by prior stages—norms are not applied in a vacuum, but grounded through the
Perception—Situation chain. Prompt: Now evaluate which candidate answer is most
plausible given the situation model from Stage 2. Consider social conventions, conversational
implicature, or pragmatic conventions to evaluate which answer is most plausible.

We implement COCOT with two complementary approaches. First, as a prompting structure
(Full prompts for each task in § A.2), we can provide interpretable scaffolds at inference
time. Second, with supervised fine-tuning on COCOT traces, models can internalize the
three-stage pattern with no explicit prompting.

1We use Perception in the cognitive-science sense of the stage’s motivation, not in the computer-
vision sense: COCOT performs no detection, segmentation, or depth estimation, but is a prompt-driven
instruction that elicits and externalizes the model’s own visual grounding as inspectable text.
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Benchmark | VAGUE | MoMentS

Strategies
Models

Standard VLMs
GPT-40
Claude-3.5-Sonnet
Gemini-2.5-Pro

Reasoning VLMs

OpenAl o1-full

OpenAl 03-mini

GPT-5.2 (Reasoning Effort=High)
Gemini-3.0-Flash

Open-Source VLMs
LLaVA-OneVision-7B 49.73 4358 543 +4.92 4582 4239 —-0.32 +0.40
Qwen2.5-VL-Instruct-7B 3852 003  —4.50 +5.90 49.00 -1191 813 —-7.80

Direct ACoT ACCoT ACoCOoT ‘ Direct ACoT ACCoT ACoCoT

6292 —340 -10.90 +4.38 63.75  —2.40 —-1.75 —0.80
5325 +5.07 —-6.55 +14.37 55.00 —2.00 +0.50 +5.00

61.60 —1.60 —11.48 +5.83 70.68  —2.56 +0.11 +1.58

38.15 +2.06 —3.72 +5.49 56.00 -3.06 —0.50 +2.00
59.21 40.78 —11.90 +2.81 62.95 —0.52 —0.63 —0.40
73.05 —0.78 —13.05 +4.35 64.80 +2.00 +3.70 +6.51

59.82  +2.75 —10.98 +1.77 67.60 —3.41 -1.10 +1.55

Table 1: VAGUE and MoMentS results. A columns report accuracy change relative to Direct
prompting. CCoT denotes Compositional Chain-of-Thought (Mitra et al., 2024), which
appends scene-graphs generated from images to the reasoning chains. Best improvement
per model is in bold. All raw scores are reported in § A.1.

3.1 Supervised Fine-Tuning

We train separate models (e.g., Qwen2.5-VL-Instruct-7B) for each benchmark and evaluate
on held-out test sets using direct prompting—no COCOT prompting at inference—isolating
whether models learned the reasoning pattern and benefit from it at inference time without
extra guidance.

CoCoOT trace generation. We generate COCOT traces using GPT-5.2 as a teacher model. For
each sample (ximage, q,C,y*): Ximage 1S the image, g the question, C the candidate answers,
and y* the correct answer. The model receives the image along with a prompt that specifies:
(1) the COCOT format with explicit labels [Perception], [Situation], [Norm], (2) the per-
stage constraints described in § 3, and (3) the trace must arrive at the correct answer y*.

CoOCOT trace validation. Not all generated traces are suitable for training. We apply
a validation pipeline that enforces four quality criteria: (1) Mental-state leakage filter.
The Perception stage must contain only observable descriptions. We reject traces where
Perception directly refers to mental-state language (flagged terms in § A.4.1) (2) Stage
ordering. All three stages must appear in the correct sequential order, enforcing the in-
cremental sense-making progression. (3) Grounding check. The Situation stage must
reference entities established in the Perception stage. We discuss more implementation
details along with experimental results in § 4.6.

4 Experiments

To show the generalizability of our method at improving visual social reasoning, we evaluate
CoCoT on several multimodal benchmarks spanning key aspects of social reasoning, focus-
ing on two types of seven models: (1) Standard VLMs: GPT-40 (OpenAl, 2024a), Gemini-2.5-
Pro (Comanici et al., 2025), Claude-Sonnet-4.5 (Anthropic, 2024), LLaVA-Onevision-7B (Li
et al.,, 2025), and Qwen2.5-VL-Instruct-7B (Yang et al., 2024), and (2) Reasoning-first models:
GPT-ol (OpenAl, 2024b), and Gemini-3.0-Flash-Thinking (DeepMind, 2024). We compare
four reasoning strategies: Direct answer, CoT (Kojima et al., 2022), CCoT (Mitra et al., 2024),
and CoCoT.

4.1 Evaluation of Multimodal Intent Disambiguation on VAGUE

To evaluate COCOT on multimodal intent disambiguation, we use the VAGUE (Nam et al.,
2025) benchmark, which consists of 1.6K pairs of an ambiguous utterance with a visual
scene, sourced from either VCR-style staged interactive scenes or Ego4D-style egocentric
frames. Each utterance has four candidate interpretations (a, b, ¢, d in Figure 1); only one (d
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in Figure 1) aligns with the image. The task is to select the correct interpretation using the
visual context. This simulates real-world ambiguity, where textual cues are insufficient and
the model needs to use vision to resolve communicative intent.

Results. Table 1 (left) shows that COCOT achieves consistent improvements across all
model classes. On standard VLMs, COCOT provides large gains over direct prompting:
GPT-4o0 (45.83), and Gemini-2.5-Pro (+14.37). Open-source models show similar patterns,
though absolute performance remains below proprietary alternatives. Critically, COCOT
substantially outperforms both standard CoT and CCoT across all models, with CoT itself
providing only marginal gains (4+0.5 on average). Notably, CCoT—which prepends a
question-relevant scene graph (objects, attributes, and relationships) before reasoning—
consistently degrades performance relative to Direct prompting across all models, suggesting
that generic compositional visual parsing without cognitive grounding can induce noise
rather than useful structure for tasks need subtle social inference. This validates that
domain-specific cognitive structure provides benefits beyond generic reasoning chains.

4.2 Evaluation of Multimodal Theory of Mind on MoMentS

To test whether COCOT improves theory-of-mind reasoning in complex social scenarios,
we apply it to the MoMentS benchmark (Villa-Cueva et al., 2025), consisting of video
frames of various social interactions where understanding mental states requires integrating
multiple perceptual cues. Each clip is paired with a question about a character’s belief,
intention, or emotional state, with four candidate answers. Unlike VAGUE’s focus on
pragmatic disambiguation, MoMentS evaluates whether COCOT scaffolds the progression
from observable actions to unobservable mental states.

Results. Table 1 reports overall MoMentS accuracy across prompting conditions. COCOT
yields gains for Gemini-2.5-Pro (+5.00) and Gemini-3.0-Flash (4-6.51), with more modest
improvements on reasoning models. Claude 3.5 and GPT-5.2-High are exceptions, showing
slight declines (—0.80 and —0.40, respectively). Unlike on VAGUE, where CCoT consistently
degrades performance, CCoT on MoMentS is largely performance-neutral, with most mod-
els showing drops under 1 point and Gemini-3.0-Flash actually gaining +3.70—suggesting
that scene-graph-style compositional structure is substantially more relevant for video-
based social reasoning than for static image moral judgment. Nevertheless, CCoT still falls
short of COCOT across nearly all models, indicating that cognitive grounding through
perception, situation modeling, and norm inference provides benefits that generic visual
decomposition alone cannot. Notably, the CoT to COCOT gain is often larger than the
Direct to COCOT gain, indicating that standard chain-of-thought can hurt performance on
ToM tasks when it lacks structured grounding—COCOT recovers and surpasses Direct by
redirecting reasoning through domain-appropriate cognitive stages.

4.3 Evaluation of Multimodal Commonsense Reasoning on M>CoT

M3CoT (Chen et al., 2024) evaluates

Model Direct ACoT ACCoT ACoCoT ltimodal . h del

GPT-40 5723  +1.89 -7.23 +11.99 mu 11’.110 a’ reasoning, w ere.mo e S
Claude-35Sonnet 6510 -228 978 4590  mnustintegrate textual and visual in-
Reasoning-First Models formatlon for ste;p—by—s:tep inference
GPT-o01 8140 —1515 —16.08 +0.06 in VQA tasks. M°CoT filters out sam-
Gemini-3.0-Flash* 8176  —0.59 —11.30 +0.92 ples that can be solved without the

image and curates multi-step visual
Table 2: M3CoT results. A columns report accuracy reasoning examples through expert
Change relative to Direct. All raw accuracy scores annotation. It includes multi-choice
across all models are in § A.l. *Thlnkmg mode. questions grounded in images across
domains like science, commonsense, and math. We chose the social-science sub-topic of
science category, and the social-commonsense sub-topic of the commonsense category to
test COCOT (Examples in § A.7).

Results. Table 2 shows results on the M3CoT benchmark’s social-commonsense domains.
Standard models demonstrate substantial gains due to COCOT: GPT-40 improves by +11.99
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Stage Ablations for VAGUE Stage Ablations for MoMents
(Multimodal Intent Di biguation) (Multimodal Theory-of-Mind)
67.4% N
66.6% 72.3%
—_— o —_— 70.7%
§ 63.5% § N D N
‘>; 616%— I B B 5 68.1% 68.5%
e O e
3 3 66.4%
o =3
< 57.3% <
64
5.0
Direct CoT P only P+S  CoCoT Direct CoT Ponly P+S  CoCoT

Figure 2: Stage ablation studies on (a) VAGUE and (b) MoMentS. VAGUE shows incremental
gains as stages are added, while MoMentS exhibits V-shaped recovery requiring complete
three-stage framework. (P only: Perception—only, P+S: Perception+Situation—only)

and Claude-3.5-Sonnet by +5.90. Notably, regular CoT often degrades performance (GPT-o1
drops —15.15 with CoT) while CCoT produces even steeper drops across all models. Social-
commonsense tasks often require integrating environmental and contextual cues—inferring
a season from co-occurring vegetation states (Figure. 14), or deducing living conditions
from spatial arrangements of household objects (Figure. 15). Scene graphs enumerate
objects and attributes but do not scaffold the contextual integration these tasks demand.

4.4 Evaluation of Safety Robustness on VLGuard

To further assess the generalizability of CO-
CoT  MoralCoT _CCoT _cCocotr . COT, we examine a domain adjacent to social

Data Subset

‘Attack Success Rate(]) reasoning, namely, safety-critical scenarios.
Safe Unsafe 283 190 %4 149 We evaluate on VLGuard (Zong et al., 2024),
Unsafe 294 2538 376 134 consisting of 1K image-text pairs cross five harm

categories. Unlike the previous benchmarks
Table 3: Comparing CoT and COCOT per- testing social understanding, VLGuard tests
formances on the VLGuard benchmark.  whether models can reject harmful instructions
grounded in visual context, where either the image, the instruction, or both can carry harm
in which cases model must safely reject. We evaluate GPT-40 across CoT, Moral CoT (CoT
with explicit moral judgment clause), CCoT (Mitra et al., 2024) and COCOT on two VLGuard
subsets, Safe_Unsafe (safe images with unsafe instructions) and Unsafe (unsafe images), and
measure attack success rate (how often the model fails to reject the harmful instruction). We
choose GPT-4o0, the best-performing standard VLM on VAGUE to show COCOT improves
their safety judgment through test-time prompting without extended inference-time com-
putation of reasoning-first models. Results. Table 3 shows COCOT achieves the lowest ASR
across both subsets (14.9% on Safe_Unsafe and 13.4% on Unsafe), substantially improving over
both standard CoT (28.3%, 29.4%) and Moral CoT (19.0%, 25.8%). This shows that reasoning
aids safety judgment: with the three-stage scaffolding, COCOT reduces the likelihood of ac-
cepting harmful instructions that sound plausible but violate safety norms when grounded
in visual evidence. We also report ablation on the COCOT stages on VLGuard in § A.3.

4.5 Analyses
4.5.1 Task-Dependent Stage Ablations

To understand the individual contribution of each COCOT stage, we conduct ablation
experiments comparing: (1) P(erception) only, (2) P(erception)+S(ituation), and (3) full
CoCoT with all three stages. As shown in Figure 2, COCOT shows steady incremental
gains on VAGUE as each stage contributes progressively: Direct (61.6%), P only (63.5%),
P+S (65.5%), and full COCOT (67.4%), demonstrating balanced contributions across percep-
tion, mental modeling, and norms for intent disambiguation (+5.8% total improvement).
MoMentS reveals synergistic interactions. Unlike VAGUE'’s monotonic increase, MoMentS
shows a V-shaped pattern: Direct (70.7%), P only (68.5%), P+S (66.4%), yet full COCOT
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(72.3%) recovers and exceeds baseline. The divergent patterns suggest VAGUE’s pragmatic
disambiguation involves relatively direct perception-to-intent mappings that benefit from
incremental scaffolding while MoMentS’s ToM reasoning requires holistic integration of
observed behaviors to unobservable mental states (See § A.6 for examples). Such pattern
echoes findings from Apperly & Butterfill (2009), which argue that efficient ToM reason-
ing requires both representation of mental states and selection mechanisms that determine
which representations are contextually relevant. In COCOT’s terms, Situation provides
representational capacity (modeling what agents believe or intend), while Norm provides the
selection pressure (evaluating which situation models are socially plausible).

4.5.2 Where Does COCOT Help?

To understand which aspects of social cognition benefit most from structured scaffolding,
we disaggregate results by the seven Theory of Mind categories annotated in MoMentS.
CoCOT’s gains are not uniform across cat-
egories. Figure 3 shows how structured rea-

+2.3 over Direct

Accuracy (%)

Category Accuracy: Direct — CoT — CoCoT
( d across models)

+3.2 over CoT

+1.6 over Direct
+0.3 over CoT

{"Intentions | /+1.SoverDirect1

+8.6 over CoT
Beliefs

N Knowledge

+0.7 over Direct
+3.5 over CoT
Non-literal

" " .communication
+3.2 over Direct
+12.8 over CoT
Percepts +1.6 over Direct
-0.7 over CoT

soning scaffolds in different categories: Ac-
curacy in drops
from 56.3% (Direct) to 46.7% (CoT), then
surging to 59.3% with COCOT (+12.8 over
CoT). Intentions follows a similar pattern
(+8.6 over CoT), while in categories such
as (40.3), percepts (—0.7), and

(4+1.3) CoCOT shows marginal or
mixed effects.

Desires -0.6 over Direct

+1.3 over CoT

and intentions recognition both require rea-
soning about the discrepancy between what
is literally observed and what is socially
meant (Sperber & Wilson, 1986)—exactly
the inference that the Situation stage scaf-
folds. When a speaker says one thing but
means another with non-literal communication or when observable actions under-determine
underlying intentions, the model must bridge the gap between surfaced perception and
latent mental states. COCOT forces this bridging step, producing the largest gains precisely
where it is most needed. By contrast, categories like and percepts can be resolved
from more direct cues in the image—what someone can directly observe—reducing the
marginal benefit of structured situation modeling. The pattern in Figure 3—where CoT
actively hurts performance but COCOT exceeds the baseline—validates that domain-specific
structure helps in tasks that require bridging observable evidence to latent social meaning.

Direct CoT CoCoT

Figure 3: COCOT improvements on accuracy
for each of the seven theory-of-mind task cat-
egories defined in MoMentS.

4.5.3 Faithfulness of the Perception Stage

LLM-judge G-DINO #claims # phrases
Model Benchmark Faith@known  precision / item / item
GPT-40 VAGUE 91.9 81.2 6.7 10.5
GPT-40 MoMentS 88.1 725 6.6 9.9
Qwen2.5-VL-Instruct-7B - VAGUE 90.0 86.2 54 7.3
Qwen2.5-VL-Instruct-7B MoMentS 88.1 71.8 6.1 7.3

Table 4: Faithfulness of the Perception stage under two complementary checks.

In CoCoOT, Situation and Norm inherit their evidence from Perception; if the first stage
confabulates, structure makes ungrounded inference more legible rather than more correct.
We audit Perception with three checks that trade coverage against independence, over 200
traces per model and benchmark.

First, we use GPT-5.2 to decompose each Perception paragraph into atomic visual claims
(objects, attributes, spatial relations, actions, counts) and label each as verifiable from the
image or video frames with a VQA-style prompt (“Is X present in the image?”, answered
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VAGUE M3CoT

Model Setting Acc. A Acc. A
. Direct 4973 — 480 —
LLaVA-OneVision7B ;o L COCOT-SFT 5253 +3.80 49.72 +1.72

Direct 3852 — 5654 —
Qwen25-VL-Instruct-7B - 1y o L COCOT-SFT 43.12 +5.60 588 +2.3

Table 5: SFT results with direct prompting (no COCOT scaffold at inference). Models fine-
tuned on CoCoT traces are generated on each benchmark’s training split, evaluated on
held-out test samples under direct prompting.

YES/NO/UNCERTAIN). We report Faith@known = YES/(YES + NO), the fraction of judge-
confident claims supported by the image. This covers all of Perception, including descrip-
tors a bounding-box detector cannot localize (e.g. “the two people are facing each other”). The
judge is itself a VLM, however, so its errors are a confound: a claim scored NO may reflect
judge failure rather than model hallucination.

Second, we additionally verify the concrete subset of Perception against an object detector.
We (1) extract concrete noun phrases with spaCy, filtered to visually verifiable nouns; (2)
query Grounding DINO (Liu et al., 2023) with each phrase as an open-vocabulary text
prompt; and (3) count a phrase as grounded if any returned box exceeds confidence 0.30.% G-
DINO precision is the per-item fraction grounded. This trades coverage for independence:
only concretely localizable nouns are evaluated, but abstract descriptors are already covered
above, and the verification signal shares no parameters with the model under evaluation.

Perception fidelity is consistently higher on VAGUE than on MoMentS, whose video
frames yield noisier evidence. This explains the divergent ablation curves in §4.5.1: where
Perception is reliable, early readouts benefit monotonically and where it is noisier, P-only
and P+S are misled by partial visual content, and only the complete chain recovers by
re-weighting toward the grounded Situation. We read the V-shape as the design working
rather than failing. COCOT does not require every stage to be individually correct, but
that each produce content the next can condition on, so that Norm is applied on top of the
situation stage rather than directly to the raw perceptual inventory.

4.6 Results of Supervised Fine-Tuning for Transferability

We test whether COCOT’s reasoning structure can be internalized through training, by fine-
tuning LLaVA-OneVision-7B and Qwen2.5-VL-Instruct-7B on benchmark-specific COCOT
traces using QLoRA (4-bit NF4, rank 16, =32) for 3 epochs with batch size 16 and cosine
learning rate schedule. Full training details are in § A.4.2. To isolate whether models learn
CoCOT’s reasoning structure rather than its output format, we evaluate fine-tuned models
under direct prompting—the standard task prompt with no mention of the three stages. If
fine-tuning on COCOT traces improves performance even without explicit stage cues, the
gains reflect internalized reasoning patterns rather than learned formatting.

Results. Table 5 shows that both models improve after fine-tuning, even when scaffolding
is withheld at inference time. Accuracy gains range from +2.3 to +7.6 points across all
benchmark-model combinations.> Gains on M3CoT are more modest; M3CoT questions in
the social commonsense domain contain a higher proportion of perceptual and factual items
in spanning social science topics like geometry and cognition, where the marginal value of
structured reasoning is lower (examples in § A.7). The consistent improvements across both
architectures and benchmarks demonstrating that COCOT as a learnable structure.

2Within the conventional 0.25-0.35 range: HuggingFace defaults to 0.25, the G-DINO repository to
0.35, GroundedSAM to 0.30.

3VAGUE contains 1,677 samples in a single split, which we partition into 1,173 train / 251 validation
/ 253 test using a fixed random seed. M?CoT provides separate train and test splits; we use the social-
domain subset of the train split (further divided into 2,523 train and 118 validation) for training and
evaluate on the social-domain subset of the held-out test split (993 samples). We exclude MoMentS
from SFT evaluation, as its 325 total samples are insufficient for a reliable train/test partition.



Published as a conference paper at COLM 2026

4.7 Human Evaluation

To assess reasoning quality from a human

Criterion CoT CoCoT A . -
perspective, we selected 100 question-trace
Overall preference pairs via stratified sampling to be evaluated
Preference rate (%) 38.2 618  +236 by crowd-workers. Specifically, we con-
Dimensional ratings (1-5 Likert) structed strata by crossing all four bench-
Faithfulness 3.71 3.94 +0.23  marks with correctness of answer, then sam-
Logical coherence 329 3.77 4048  pled equally from each stratum to ensure

Social knowledge ~ 3.64 382  +018 = ‘:oyerage of both success and failure modes

. . across tasks. This was chosen to enable re-

Table 6: Human evaluation comparing CoT  Jjable inter-annotator agreement estimation

vs. COCOT. Preference rate is the fraction of yithin our resources. For each pair, three

pairwise judgments favoring each system. workers compared CoT and COCOT rea-

soning traces to provide overall preference

judgments and dimensional ratings for faithfulness, logical coherence, and social knowledge

(details in § A.9). This yielded 300 total judgments from 87 unique workers (Fleiss’ ¥=0.48,
moderate agreement).

Results. Human evaluators prefer COCOT over standard CoT (61.8% vs. 38.2%, Table 6).
Ratings reveal COCOT improves logical coherence most (+0.48), as the explicit structure
of COCOT creates clearer reasoning flow than freeform CoT. Faithfulness (+0.23) and social
knowledge (4-0.18) gains suggest improved perceptual grounding and normative inference.
Moderate inter-annotator agreement reflects inherent subjectivity in reasoning quality
assessment, yet we see consistent COCOT preference across all dimensions. The preference
rate suggests COCOT traces better support human oversight: explicit staging lets evaluators
see whether reasoning failed at perception, situation understanding, or norm application,
whereas undifferentiated CoT chains obscure error localization.

5 Conclusion

We introduce COCOT (Cognitive Chain-of-Thought), a structured reasoning framework for
multimodal social inference. By decomposing reasoning into three cognitively motivated
stages, COCOT addresses an important challenge in vision-language models: anchoring
abstract social inferences perception rather than degenerating into plausible-sounding inter-
pretations. Evaluations across multiple social reasoning benchmarks show improvements
over both direct prompting and standard CoT reasoning. Proprietary models show large
gains, while even reasoning-first models benefit from explicit structure. Human evaluation
reveals strong preference for COCOT’s reasoning traces which indicates better interpretabil-
ity signals achieved with explicit reasoning steps. Ablation on COCOT stages validate that
removing any stage degrades performance, confirming that the three steps capture genuine
cognitive structure rather than arbitrary formatting.

We discuss some limitations of our work. First, while COCOT structures model outputs,
it does not guarantee faithful internal reasoning-generated traces may serve as post-hoc
rationalizations, a concern shared by all chain-of-thought approaches (Turpin et al., 2023;
Lanham et al., 2023; Ye & Durrett, 2022). Second, COCOT is tailored for social reasoning as its
stages may not generalize to non-social domains like mathematical proof or code generation.
This is intentional as domain-specific reasoning structures consistently outperform generic
approaches (Zhou et al., 2023; Wang et al., 2023a; Fu et al., 2022), aligning with cognitive
science principles that reasoning should reflect task-specific epistemic demands (Barsalou,
2008; Robbins & Aydede, 2008). Third, COCOT does not eliminate hallucination (McKenna
et al., 2023) and models can generate incorrect observations at any stage. However, explicit
staging aids error diagnosis as we can stratify stage-wise errors. Despite these limitations,
CoCOT establishes that explicit cognitive scaffolding can improve both performance and
interpretability in multimodal social inference. By bridging grounded cognition theory and
vision-language reasoning, COCOT offers a path toward Al systems whose social judgments
are more reliable and aligned with human cognitive processes.

10
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6 Ethics Statement

Trust calibration and over-reliance risks Although COCOT improves transparency by
exposing intermediate reasoning steps, it also introduces a new dimension of fragility: user
trust may vary depending on the perceived correctness of each reasoning layer. Inaccuracies
in perception or situation stages may erode user confidence, even if the final normative judg-
ment is sound. This aligns with broader findings that transparency does not automatically
improve appropriate reliance (Bansal et al., 2021; Zhang et al., 2020)— users may over-trust
explanations (Park et al., 2025) or undertrust due to visible errors (Yin et al., 2019).

Bias amplification through structured pathways. Prior work has shown that structured
reasoning can surface and amplify latent stereotypes (Shaikh et al., 2023; Wu et al., 2025),
CoCOT’s explicit staging may inadvertently amplify biases by forcing models to articulate
stereotypical associations. For example, perceptual observations might encode biased
patterns, situational interpretations might invoke stereotypes, and normative judgments
might apply different standards to different groups. Structured reasoning makes these bias
sources visible, which aids auditing but also risks normalizing biased reasoning patterns if
users accept them as inference chains (Turpin et al., 2023). Systems must be evaluated not
just for outcome fairness but for whether reasoning traces propagate stereotypes.

Cultural and contextual limitations. COCOT’s normative judgment can assume shared
social norms, but norms vary across cultures and contexts. Training data predominantly
reflects Western norms, risking misinterpretation in non-Western settings. Future work
requires acknowledging these limitations and avoiding false universalization of culturally-
specific reasoning.
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A Appendix

A.1 Full Accuracy Scores for VAGUE, MoMentS and M3CoT

Tables 7, 8, and 9 report the complete results across all evaluated models on VAGUE,
MoMentS, and M3CoT, respectively. Each table includes raw accuracy scores for all four
prompting strategies (Direct, CoT, CCoT, and COCOT), with parenthetical deltas indicating
change relative to Direct prompting. Models are grouped by category: standard VLMs,
reasoning-first VLMs, and open-source VLMs. Best accuracy per model row is highlighted
in green.
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m Direct CoT CCoT CoCoT
odels
Standard VLMs
GPT-40 61.60 60.00 (—1.60) 50.12 (—11.48) 67.43 (+5.83)
Claude-3.5-Sonnet 6292 59.52(—3.40) 52.02(—10.90) 67.30 (+4.38)
Gemini-2.5-Pro 5325 58.32(+5.07) 46.70(—6.55) 67.62(+14.37)
Reasoning VLMs
OpenAl ol1-full 59.82 6257 (+2.75) 48.84(—10.98) 61.59 (+1.77)
OpenAlI 03-mini 38.15  40.21 (+2.06) 3443 (—3.72)  43.64 (+5.49)
GPT-5.2-High 59.21  59.99 (+0.78) 47.31(—11.90) 62.02 (+2.81)
Gemini-3.0-Flash* 73.05 7227 (-0.78) 60.00 (—13.05)  77.40 (+4.35)
Open-Source VLMs
LLaVA-OneVision-7B 49.73  53.31(+3.58) 44.30(—543)  54.65(+4.92)
Qwen2.5-VL-Instruct-7B | 3852 3849 (—0.03) 34.02 (—4.50)  44.42 (+5.90)
Idefics3-8B 50.98 4854 (—2.44) 4243 (—855)  48.24 (—2.74)
Molmo-7B 48.00 46.00(—2.00) 40.19(-7.81)  50.00 (+2.00)
LLaVA-v1.6-7B 46.00 4744 (+144) 4010 (—5.90)  50.21 (+4.21)

Table 7: Full VAGUE results (1,677 samples). Numbers in parentheses indicate A relative to
Direct prompting. Best accuracy per model row is highlighted in green. *Thinking mode.

Benchmark: VAGUE

Select the option that best explains the underlying intention of the speaker's utterance based on the given

image. Make sure any possible situation outside of the image SHOULD NOT affect your choice.

We assume that the speaker wants the listener to take a specific action appropriate to the situation.

Reason through this problem in three stages. Each stage must build strictly on the previous — do not

anticipate later stages.

Stage 1 — Perception:

Describe only what is directly observable in the image: physical actions, objects and their states, body

postures, spatial arrangements, and facial expressions. Do NOT infer intentions, emotions, or social meanings

yet.

Stage 2 — Situation:

Using ONLY the perceptual evidence from Stage 1, construct a coherent situation model. Identify what social
script, interaction pattern, or relational dynamic best explains the observed elements. Connect the speaker's

utterance to the situation. Do NOT make normative judgments yet.

Stage 3 — Norm:

Now, evaluate which candidate answer is most plausible given the situation modelConsider social conventions,
conversational implicature, or pragmatic conventions to evaluate which candidate interpretation of the
utterance is most plausible. Apply pragmatic reasoning — consider social conventions, conversational
implicature, and whether the utterance is literal, sarcastic, or indirect. Select the answer most constrained by

the Perception—Situation chain.

Utterance: {utterance}

[Choices] {choices}

Your answer1 (reasoning): Output your reasoning following the three stages above.
Label each stage as [Perception], [Situation], [Norm].

Your answer?2 (intention): Output only the letter among A, B, C, and D.

Figure 4: COCOT prompts for VAGUE.
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Benchmark: MoMenTS

You are given a sequence of video frames depicting a social interaction, along with a question about a

character's mental state (belief, intention, emotion, or desire). Select the best answer.

Reason through this problem in three stages. Each stage must build strictly on the previous — do not

anticipate later stages.

Stage 1 — Perception: Describe only what is directly observable across the frames: physical actions, body
language, spatial positioning, and environmental details. Anchor observations to specific frames. Do NOT

attribute mental states or emotions — only describe behavioral indicators.

Stage 2 — Situation: Using ONLY the behavioral evidence from Stage 1, construct a situation model \ for each
character's informational access, goals, and relational stance. Address information asymmetry: what can each

character plausibly know? Do NOT select an answer yet.

Stage 3 — Norm: Now, evaluate which candidate answer is most plausible given the situation modelConsider
social conventions, conversational implicature, or pragmatic conventions to evaluate which mental state is
most plausible. Reject options that require the character to have inaccessible information or that conflict with

the observed behavioral sequence. Prefer the interpretation most constrained by Stages 1—2.

Question: {question}

[Choices] {choices}

Your answerl (reasoning): Output your reasoning following the three stages above.
Label each stage as [Perception], [Situation], [Norm].

Your answer2 (answer): Output only the letter among A, B, C, and D.

Figure 5: COCOT prompts for MoMentS.

Benchmark: M3CoT

You are given an image and a question that requires integrating visual and textual information.
Select the best answer.
Reason through this problem in three stages. Each stage must build strictly on the previous — do not

anticipate later stages.

Stage 1 — Perception: List the observable elements: objects and their properties, spatial relationships,

environmental cues, and any visible text or symbols. Report ONLY what is directly verifiable from the image.

Stage 2 — Situation: Integrate your observations into a coherent interpretation. What scenario best explains

the combination of elements? Attend to co-occurrence patterns. Connect the question to your situation model.

Stage 3 — Norm: Now, evaluate which candidate answer is most plausible given the situation modelConsider
social conventions, conversational implicature, or pragmatic conventions to evaluate which answer is most

plausible. Choose the option most tightly supported by the Perception—Situation chain.

Question: {question}

[Choices] {choices}

Your answer1 (reasoning): Output your reasoning following the three stages above.
Label each stage as [Perception], [Situation], [Norm].

Your answer2 (answer): Output only the letter among A, B, C, and D.

Figure 6: COCOT prompts for M3CoT.
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m Direct CoT CCoT CoCoT
odels
Standard VLMs
GPT-40 7068  68.12(—=2.56) 70.79 (+0.11) 72.26 (+1.58)
Claude-3.5-Sonnet 63.75  61.35(—2.40) 62.00(—-1.75) 62.95(—0.80)
Gemini-2.5-Pro 55.00  53.00 (—2.00)  55.50 (+0.50) 60.00 (4-5.00)
Reasoning VLMs
OpenAl o1-full 67.60 6419 (—3.41) 66.50 (—1.10) 69.15 (+1.55)
OpenAlI 03-mini 56.00 5294 (—3.06) 55.50(—0.50) 58.00 (42.00)
GPT-5.2-High 6295 6243 (—-0.52) 62.32(—0.63) 62.55(—0.40)
Gemini-3.0-Flash* 64.80  66.80 (+2.00) 6850 (+3.70) 71.31 (+6.51)
Open-Source VLMs
LLaVA-OneVision-7B 45.82 4821 (4+2.39) 4550 (—-0.32) 46.22 (+0.40)
Owen2.5-VL-Instruct-7B | 49.00 37.09 (—11.91) 40.87 (-8.13) 41.20 (—7.80)
Idefics3-8B 40.00  35.10 (—4.90) 36.73 (—3.27) 37.51(—2.49)
Molmo-7B 44.00  42.00 (—2.00) 44.03 (+0.03) 45.23 (+1.23)
LLaVA-v1.6-7B 50.20  44.00 (—6.20)  46.00 (—4.20) 48.00 (—2.20)

Table 8: Full MoMentS results.
prompting. Best accuracy per model row is highlighted in green. *Thinking mode.

Numbers in parentheses indicate A relative to Direct

Benchmark ‘ M3CoT

Strategies Direct CoT CCoT CoCoT
Models
Standard VLMs
GPT-40 57.23  59.12 (+1.89) 50.00 (—7.23)  69.22 (+11.99)
Claude-3.5-Sonnet 65.10  62.82(—3.00) 55.32(—10.00) 71.00 (+6.00)
Gemini-2.5-Pro 7830  76.06(—2.00) 66.75(—12.00)  80.00 (4+2.00)
Reasoning VLMs
GPT-5.2-High 80.02 68.34 (—11.68) 63.00 (—17.02)  80.50 (40.48)
OpenAl ol-full 8140 66.25(—15.15) 65.32 (—16.08)  81.46 (4+0.06)
OpenAlI 03-mini 60.15 48.70 (—11.45) 46.45(—13.70) 62.00 (+1.85)
Gemini-3.0-Flash* 81.76 81.17 (—0.59) 70.46 (—11.30)  82.68 (+0.92)
Open-Source VLMs
LLaVA-OneVision-7B 48.10  38.78(—9.32)  36.80 (—11.30)  50.00 (4+1.90)
Qwen2.5-VL-Instruct-7B | 56.54 40.72 (—15.82) 42.08 (—14.46) 54.78 (—1.76)

Table 9: Full M3CoT results across all evaluated models. Numbers in parentheses indicate A
relative to direct prompting. Best accuracy per model row is highlighted in green. *Thinking
mode.

A.2 Prompt Templates for COCOT Inference

We list the full templates used for COCOT inference in VAGUE (Figure 4), MoMentS
(Figure 5), M3CoT (Figure 6) and VLGuard (Figure 7).

A.3 Ablation on Cognitive Stages for VLGuard

Metric | CoCoT
etric

\ Full No Percept. No Sit. Norm Only
ASR| | 14.9 15.6 13.6 19.2
FRR 1 | 22.4 244 28.1 14.9

Table 10: Ablation results on the reasoning layers of COCOT. Each variant removes one
or more abstraction layers to assess their individual contribution to model safety and
conservativeness. ASR (]) measures the model’s vulnerability to unsafe attacks, while FRR
(1) captures how often the model falsely rejects safe instructions due to visual context.
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Benchmark: VLGuard

You are given an image paired with an instruction. Determine whether it is safe and appropriate to follow the

instruction given the visual context. If unsafe, refuse and explain why. If safe, respond helpfully.

Reason through this problem in three stages before deciding. Each stage must build strictly on the previous —

do not anticipate later stages.

Stage 1 — Perception: Describe what is directly observable in the image: subject, physical state, setting, any
text overlays. Do NOT let the instruction influence what you "see" — describe the image as if you had not read

the instruction.

Stage 2 — Situation: Integrate the instruction with your perceptual evidence. What is the instruction actually

asking, given this visual context?

Stage 3 — Norm: Now, evaluate which candidate answer is most plausible given the situation model. Consider
social conventions, conversational implicature, or pragmatic conventions to evaluate which answer is most
plausible. Apply normative judgment. Would following this instruction risk harm? If harm is \substantive,

refuse with explanation grounded in Stages 1—2. If safe, respond helpfully.

Instruction: {instruction}

Your response: Output your three-stage reasoning labeled [Perception], [Situation], [Norm], then provide your

final response.

Figure 7: COCOT prompts for VLGuard.

We introduce a set of prompting ablations on COCOT. The full COCOT guides the model to
answer the instruction through three structured reasoning: (1) Perception, describing the
primary entity or action in the image; (2) Situation, interpreting the surrounding context;
and (3) Norm, evaluating applicable social or moral considerations. To disentangle which
stages of thought most influence the model’s safety behavior, we conduct ablations on these
stages. No Perception excludes Step 1, focusing on situation and norm reasoning without
explicit object grounding. No Situation omits Step 2, skipping contextual interpretation and
going directly from object to normative assessment. Norm Only presents only Step 3, asking
the model to directly evaluate normative concerns without visual grounding or contextual
build up.

On top of ASR, we report False Rejection Rate, which captures the proportion of safe
instructions that the model wrongly rejects. We compute False Rejection Rate on the Unsafe
subset of VLGuard, where the image may be unsafe but the paired instruction is safe.
This allows us to assess overly conservative behavior—i.e., whether the model wrongly
flags benign queries simply due to the visual content, even when the instruction itself is
appropriate. As shown in Table 10, there is a clear trade-off between safety and helpfulness
across COCOT variants. The Norm Only variant achieves the lowest FRR, reflecting better
permissiveness toward safe queries, but also suffers the highest ASR—indicating poor
robustness. Conversely, removing the Situation layer results in the lowest ASR, but leads
to the highest FRR, suggesting overly cautious behavior. The full COCOT offers the best
balance, maintaining both safety and helpfulness across visual risk scenarios.

A.4 SFT Details

A4.1 Trace Generation

To support reproducibility and future research, we publicly release the complete COCOT
data pipeline: (1) all generated and validated reasoning traces used for SFT training (1,677
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Category Blocked Terms

intends, intending, intention, intentionally,

Intentional states . . .
wants, wanting, desired, hopes, hoping

believes, believing, belief, thinks, thought,

Epistemic states iy . .
thinking, assumes, assuming, expects, expecting

angry, frustrated, annoyed, upset, worried,

Affective states . . .
anxious, nervous, happy, sad, excited, afraid

sarcastic, sarcasm, ironic, irony,

Pragmatic inference ; L . .
& pretending, faking, jealous, envious, guilty, ashamed

trying to, in order to, so that,

Teleological constructions deliberately, purposely, on purpose, motivated by, driven by

Affective dispositions feels, feeling, felt

Table 11: Mental-state leakage lexicon used to validate the Perception stage. Terms are
organized by cognitive category. Any occurrence of these terms in the Perception stage
triggers trace rejection.

traces for VAGUE, 3,268 for M*CoT), (2) the teacher prompts used to generate traces, and
(3) the automated trace validation code including the mental-state leakage lexicon (Ta-
ble 11). This enables researchers to reproduce our SFT experiments, extend CoCoT to new
benchmarks, or audit the quality of training traces.

Traces failing any criterion are regenerated (up to 3 attempts). On VAGUE, 79.4% of traces
pass validation on the first attempt; with retries, 95.1% of training samples yield valid
traces. On M>CoT, first-attempt acceptance is 82.7% (96.3% with retries). The primary
failure mode is mental-state leakage in Perception (accounting for 54% of first-attempt
rejections), confirming that even strong teacher models tend to conflate observation with
inference—precisely the behavior COCOT is designed to prevent.

A.4.2 Training Details

We train separate models per benchmark using QLoRA (4-bit NF4, rank 16, « = 32) targeting
all linear layers on a single NVIDIA A6000 (48GB), with cosine learning rate schedule (5%
warmup, weight decay 0.01) for 3 epochs with batch size 16 (learning rate 2 x 10~° for

LLaVA-OneVision-7B, 2 x 10~ for Qwen2.5-VL-Instruct-7B). Training takes approximately
2-3 hours per benchmark per model.

A.5 Qualitative Examples: VAGUE

To recap, VAGUE (Nam et al., 2025)’s task is to resolve ambiguity in human intent using
visual cues. It provides an ambiguous utterance, each accompanied by four candidate
interpretations, only one of which is visually grounded and correctly interpreted based on
the nuance of the text in the visual scene.

Fig. 8 illustrates a representative example from the VAGUE benchmark, where a speaker
asks, “Hey Person 1, are you hiding from the paparazzi?”, paired with a visual scene
showing a casually dressed individual indoors wearing a red mask. In this ambiguous
setting, COCOT chains interpret the visual and pragmatic context more precisely: it grounds
the perception stage in the salient visual cue (the mask and indoor setting), connects the
speaker’s utterance to a situational inference (the mask conceals identity), and arrives at
a socially grounded norm (the humorous intent of the speaker likely wanting Person 1
to remove the mask). In contrast, the flat CoT response relies on general priors—linking
sunglasses, no mention of the surroundings, and masks to going incognito—and concludes
that the speaker wants Person 1 to continue avoiding attention, selecting the incorrect answer
(D). This example highlights how COCOT scaffolds reasoning through visual perception
and social intent, avoiding misinterpretations common in flat CoT.
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“Hey Person 1, are you hiding from the paparazzi?”

Question: The speaker, Person 2, wants Person 1 to...
A. remove the sunglasses covering their eyes.
B. adjust their wide-brimmed hat for a clearer view

D. to go incognito or avoid public attention

CoCoT (1) : The scene involves two people in a well-lit room with dining tables and
chairs, indicating a casual indoor setting. Person 1 is wearing a red mask, which is a
notable feature in the interaction.

(2) : The speaker's comment about hiding from the paparazzi humorously
suggests that Person 1's mask is concealing their identity.

J

(3) : In this context, the speaker's intention is likely to prompt Person 1 to remove
the mask, as it is the item that is covering their face and contributing to the
humorous suggestion of hiding.

!

Answer: C

CoT The speaker's question about hiding from the paparazzi suggests that Personl is
trying to avoid being recognized.
|

Person1 is wearing sunglasses and a mask, which are common items used to go
incognito.

The speaker's question about hiding from the paparazzi suggests that Personl is
trying to avoid being recognized.

Therefore, the speaker likely wants Person1 to continue avoiding public attention

!
Answer: D Q

Figure 8: Comparison of our COCOT Chain with CoT Chain on the VAGUE (Nam et al,,
2025) benchmark.

Fig. 9 illustrates another case where COCOT and CoT diverge in resolving an ambiguous
utterance: “Are we planning a grocery store opening here or what?” While CoT selects
a response directed at the wrong object (D: to a storage bin that is not present), it fails to
ground the utterance in the visual scene and social context. In contrast, COCOT scaffolds
reasoning through structured stages: first identifying the cluttered counter (perception),
then interpreting the situation as an implicit request to tidy up, and finally selecting the
socially appropriate response (A: the speaker wants Person 1 to organize the counter). This
example also demonstrates how COCOT’s stage-wise reasoning helps models disambiguate
referents and align with the speaker’s underlying intent.

A.6 Qualitative Examples: MoMentS

Fig. 10 illustrates a representative example from the MoMentS benchmark, where the ques-
tion asks, “Why does he repeat ‘I love you” after he leaves?”, following a video sequence
of a young man leaving what appears to be a therapy session and emotionally calling out
while looking upward. In this theory-of-mind task, COCOT scaffolds the reasoning through
progressive stages: Perception grounds the scene in observable cues (a man outdoors shout-
ing upward, a woman working indoors who cannot see him), Situation infers the relational
dynamics (he has left a meaningful conversation and is calling back to someone who can
no longer hear him, wanting to ensure his message was delivered), and Norm synthesizes
the emotional logic (repeating words after leaving a significant interaction typically signals
regret at not being emphatic enough in the moment). This holistic integration across all
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“Hey Person 1, are we planning a grocery store
opening here or what?”

Question: The speaker wants Person 1 to...

B. remove a carton to create more seating space.
C. start a grocery store business in the kitchen.
D. use a storage bin to clear the counter.

CoCoT (1) : The scene shows a cluttered kitchen counter with various food items
and condiments, suggesting a lack of organization

J

(2) : The speaker's comment is likely sarcastic, implying that the counter is so
cluttered, it resembles a grocery store

J

(3) : The speaker's intention is probably to prompt person1 to organize the
counter to make it more functional for cooking, as the clutter is excessive.

!

Answer: A

CoT Let's think step by step. The utterance suggests there is an excessive amount of
grocery items on the counter, implying clutter.

l

The speaker likely wants personl to clear the counter, and using a storage bin
would be a practical solution to organize and remove the excess items.

|

Answer: D (9

Figure 9: Comparison of our COCOT Chain with CoT Chain on the VAGUE (Nam et al.,,
2025) benchmark.

three stages correctly identifies the answer as (C)—he regrets not saying it before and wants
to make sure she hears him. In contrast, the standard CoT response arrives at similar per-
ceptual observations but anchors on a self-directed interpretation: it reasons that since the
therapist is clearly inside and cannot hear him, the repetition must be for his own benefit—
reassuring himself that speaking up was the right decision. This leads to the incorrect
answer (D). The failure illustrates the V-shaped dynamic: without normative reasoning
to gate the situational inference, the model’s intermediate interpretation (she cannot hear
him) becomes an anchoring bias that redirects the conclusion inward rather than outward,
missing the communicative intent that the man wishes she could hear what he is saying now.

For the intent-reasoning question in Figure 11—“Why is the man waking up the kid?”"—
Perception correctly identifies the visual primitives: a child in bed, a dark bedroom, fire-
works in the night sky. However, adding Situation introduces a potentially misleading
intermediate frame: the man is “deliberately waking a child at night, which is unusual
timing.” This framing foregrounds the norm violation—disrupting a child’s sleep—before
establishing the purpose, risking an anchoring toward negatively-valenced interpretations
such as taking the child somewhere or apologizing. Only when the Norm expert integrates
the full context does the system recover: waking a child for an ephemeral, time-sensitive
event like fireworks is a recognized caregiving behavior, and the direct visual connection
between the bedroom and the fireworks display resolves the intent. The Norm stage must
override the Situation expert’s partial framing of disruption to reconstruct the complete
motivational arc.

A.7 Qualitative Examples: M3CoT

M3CoT (Chen et al., 2024) is a benchmark designed to assess multi-modal chain-of-thought
(MCoT) reasoning, where models must integrate textual and visual information for step-
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Video URL: https://vimeo.com/695852386

Description: Despite entering the session with an agenda, therapy doesn't go as planned for Kevin when
his counselor announces their time together has run its course.

Frame Examples:

MoMentS Question: Why does he repeat “I love you” after he is leaves?
A. Because he hopes that someone near will hear his repeating and pass the message to the therapist.
B. Because he wants the world to hear his voice.

D. Because he wants to reassure himself that saying it was the right thing to do.

(1) : The images show a young man in a denim jacket and burgundy shirt outdoors, appearing to be
calling out or speaking loudly while looking upward. There are also images of a woman with blonde hair
working at a table indoors with papers and coffee. The man appears to be in an emotional state, with his
mouth open as if shouting or calling out repeatedly.

CoCoT

(2) uation: The man appears to have left a conversation or session with the woman (likely a therapist based
on the context). He seems to have said something important but then left, and now he's outside repeating
what he said. His body language suggests he's calling back to someone who can no longer see him, wanting
to ensure his message was delivered or heard properly. The woman inside is focused on her work and cannot
hear him.

|

(3) : When someone leaves a meaningful conversation and then repeats their words outside, it typically
indicates they regret not being more emphatic in the moment. The man's emotional display and the fact
he's shouting upward (possibly toward a window or building where the therapist is) suggests he wishes she
could hear what he's saying now, indicating he feels he didn't adequately communicate his message when
he had the chance.

Answer: C

CoT Looking at the sequence of frames, | need to analyze what's happening: 1. The first three frames show a
young man outdoors looking upward with increasing emotion 2. Frames 4-5 show a woman indoors
working at a table, appearing to be a therapist or counselor 3. Frames 6-9 return to the young man
outdoors, continuing to look up and speak with visible emotion

|

The man appears to be repeating something after leaving what was likely a therapy session.

Let me evaluate each option:

A. This doesn't make sense - if he wanted the therapist to hear, he would have said it during the session
or gone back inside.

B. "Wanting the world to hear" seems too dramatic and doesn't fit the intimate, personal nature of the
scene.

C. This suggests he regrets not saying something during the session and is saying it now hoping she'll
hear - but she's clearly inside and cannot hear him.

D. He's repeating the words to himself after leaving, processing what he just said. This suggests he's
working through his emotions and validating his decision to speak up.

l

Given the emotional progression in the frames and the fact that he's alone outside speaking to
himself/the sky after what appears to be an emotionally significant moment, he seems to be reinforcing
and validating what he just expressed.

Answer: D. Because he wants to reassure himself that saying it was the right thing to do. Q

Figure 10: Comparison of our COCOT chain with CoT chain on the MoMenTs (Villa-Cueva
et al., 2025) benchmark.
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Video URL: https://vimeo.com/822053347

Description: Left alone with his stepfather on the Fourth of July, a reluctant boy awaits his father's
return in hopes of watching fireworks together.
Frame Examples:

MoMentS Question: Why is the man waking up the kid?

B. To take him to his dad’s house.
C. To help him get ready for school.
D. To apologize to him for earlier,

CoCoT (1) : The sequence shows dark, intimate scenes of someone waking up a child in bed, followed
by the man wearing glasses standing in what appears to be a bedroom. The final frames show
complete darkness followed by red/orange fireworks exploding in the night sky.

(2) : The man appears to be deliberately waking the child at night, which is unusual timing. The
child seems sleepy and the setting suggests it's nighttime. The immediate transition to fireworks
footage indicates this is the destination or purpose of waking the child - to witness a nighttime
fireworks display that would only be visible at this specific time.

]

(3) : Waking a child at night is typically done for special occasions or time-sensitive events. The
direct visual connection between waking the child and the fireworks display strongly suggests the
man wants to share this special moment with the child, as fireworks are ephemeral events that
happen at specific times and would be missed if the child stayed asleep.

|

Answer: A

Figure 11: Sample of COCOT chain on the MoMenTs (Villa-Cueva et al., 2025) benchmark.

by-step inference in visual question answering tasks. M>CoT addresses key limitations of
prior benchmarks by (1) filtering out samples that can be solved without visual input, (2)
curating multi-step visual reasoning examples through expert annotation, and (3) extend-
ing domain coverage—particularly in commonsense and mathematics—via LLM-guided
data augmentation. This allows for a more rigorous evaluation of structured, multimodal
reasoning across diverse task types.

In Fig. 12, the image shows a skateboard lying upside down on a beach. The human rationale
highlights subtle cues: the dry, undisturbed sand and wave position imply the skateboard
has been there since before the tide went out. CoT begins by noting visible objects but fails to
organize these observations meaningfully. Its final answer—"“left behind recently”—reflects
a vague intuition rather than a reasoned connection between visual evidence and temporal
inference. In contrast, COCOT'’s structured stages allow for integrative reasoning: (1) The
perception step accurately describes the skateboard on dry sand with the ocean in the
background. (2) The situation stage then interprets the sand’s dryness and the board’s
placement as a sign it was not recently moved. (3) The norm stage builds on this to conclude
that the board has been there since before the tide receded—fully aligning with the human
rationale.
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Question: What can be inferred from the image?
A. There was a child playing with a boat.

B. It is high tide currently.

C. The skateboard was left behind recently.

Annotated Rationale (Subtopic: Social-Commonsense (Category: Commc )):

The very low, small waves clue suggests that it is low tide currently and the smooth sand with no footsteps
clue suggest that the skateboard has been here since before the tide went out. The overturned skateboard
implies that a child was playing here and left it behind. Thus, we can conclude that the skateboard has
been here since before the tide went out. Options A, B and C can be ruled out as they are not supported
by the given image and inferences. Hence, option D is the correct answer.

CoCoT (1) : The image shows a skateboard lying upside down on a sandy beach. The

ocean is visible in the background with waves coming in.

J

(2) : The skateboard is on dry sand, suggesting it has not been recently wet. The
ocean is in the background, indicating the tide is out.

J

(3) : The skateboard has been here since before the tide went out. The skateboard
is on dry sand suggesting it was placed before the tide receded, as it does not appear
to have been affected by water.

J

Answer: D

Sure, let’s evaluate the options:
(A) The image displays a skateboard on a sandy beach near the water, not a boat. So, we
can't infer that a child was playing with a boat based on this image.
(B) The waves are visible in the background, but it's not clear if it's high tide. Without
information on the tide's usual reach, we can't definitively say if it's high tide.

(C) The skateboard is on top of the sand without any noticeable disturbances around it
(like footprints). While it might indicate recent placement, it's not definitive proof.
(D) If the skateboard had been there before the tide went out, there might be
indications of the tide line or wetness around the skateboard. However, the sand
around the skateboard appears undisturbed. The skateboard is positioned closer to
the tide, and there's no evidence of it being affected by the water.

l

Based on the image and the given choices, the most logical inference would be (c) the
skateboard was left behind recently, mainly because the sand appears undisturbed.

l
Answer: C e

Figure 12: Comparison of our Cognitive Chain-of-Thought (CoCoT) Chain with CoT outputs
on M3CoT (Category: Commonsense, Sub-Topic: Social-Commonsense). The Rationale is
the human annotated rationale behind the answer choice.

Similarly, in Fig. 13 (cognitive science), the image contains geometric shapes arranged in a
symmetrical origami-like structure. CoT recognizes some features resembling wings and
defaults to a paper airplane, but it fails to reason about the arrangement or cultural context
of the shapes. Its reasoning mixes valid and invalid clues without a clear structure. COCOT,
on the other hand, walks through the stages: (1) Perception identifies individual shapes and
colors (green triangles, blue triangle, central white diamond). (2) Situation interprets their
symmetrical layout as indicative of a bird-like figure. (3) Norm connects this arrangement
to a familiar origami bird design, resulting in the correct answer and rationale match.

In both cases, COCOT’s stage-wise structure allows the model to connect perception to
context, and context to judgment. This stands in contrast to CoT’s flat reasoning, which
lacks a cognitive map and often fails to tie cues across levels. Rather than treating all
inferences as a single chain, COCOT mirrors how humans interpret images: first noticing
what’s visible, then understanding its situational meaning, and finally applying normative
Or commonsense priors.
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Question: What is the object represented by the arrangement of
shapes in the provided image?

A. A paper airplane

B. A bird made out of origami

C. A square box

Annotated Rationale (Subtopic: Cognitive-Science (Category: Social-Science)):

Although the image provides a simplistic representation of the bird, the geometrical arrangement of the
shapes makes it easy to recognize it as an origami crane. The description provided by the annotator
identifies the colors associated with each shape, including the mint color representing the body, the cyan
color representing the head, and the green color representing the wings, thereby allowing easy
identification of this particular bird-like figure.

CoCoT (1) : The image shows an arrangement of shapes that include two large green
triangles, a smaller blue triangle, and a white diamond shape in the center.

J

(2) : The shapes are arranged symmetrically around the white diamond,
resembling wings and a tail.
|

(3) : The arrangement of shapes resembles a bird with wings and a tail, commonly
seen in origami designs.

!

Answer: B

Let’s break it down:
Observation—-The image primarily contains geometric shapes like triangles and rectangles.
The arrangement of the shapes seems to indicate an object with wings or flaps.

(A) Paper airplanes are often made of folded paper and have a triangular shape. The
design of the object in the image has elements resembling wings
which are typical for paper airplanes.
(B) While origami birds also have wings, they often have a distinct body and possibly a

tail or beak, which don’t seem to be evident in this design.

(C) The image does not seem to depict a 3D object like box,
nor does it have a distinct square shape.

(D) Flowers with petals usually have a more rounded or organic design. The shapes in the

image are more angular and geometric.

l

Based on the observation and analysis, the object represented by the arrangement of
shapes in the provided image seems most similar to (A) A paper airplane.

|
Answer: A 8

Figure 13: Comparison of our Cognitive Chain-of-Thought (COCOT) Chain with CoT
outputs on M3CoT (Category: Social-Science, Sub-Topic: Cognitive-Science). The Rationale

is the human annotated rationale behind the answer choice.

We further show examples of COCOT reasoning on the M3CoT Commonsense category,
which tests whether models can move beyond surface-level visual recognition to draw
socially and temporally grounded inferences. For instance, in Fig. 14, recognizing a refriger-
ator with magnets and stickers at the perception level does not provide enough information
to infer that the house is small and lacks storage. Similarly, in the temporal commonsense
domain example shown in Fig. 15, identifying the season in an image with a clock tower,
grassy area, and bare trees led to a false assumption of it being winter. However, by leverag-
ing the situation stage to reason about the co-occurrence of leafless trees and still-growing
vegetation in the situation stage, full COCOT correctly infers that the season is autumn.
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Subtopic: Social-Commonsense (Category: Commonsense)

Question: What can be inferred about the living situation based on the clues?
A. The house is cluttered and messy.

C. The house is decorated with kids” artwork.
D. The house is located in a rural area.

CoCoT (1) : The image shows a refrigerator with various magnets and small items
attached to it. There is a microwave on top of the refrigerator. The surrounding area
includes a sink and some cleaning supplies

I

(2) : The shapes are arranged symmetrically around the white diamond,
resembling wings and a tail.The presence of magnets and items on the refrigerator
suggests personalization or decoration. The microwave on top of the refrigerator
might indicate limited counter space. Cleaning supplies nearby suggest regular
maintenance or cleaning activities.

{

(3) : Based on the clues, the most likely inference is that the house is small and
lacks storage space. The placement of the microwave on top of the refrigerator
suggests limited counter or storage space, which is typical in smaller living area.

!

Answer: B

Figure 14: Comparison of Full COCOT Chain with our Perception-Only variant on M3CoT.
(Category: Commonsense, Sub-Topic: Social-Commonsense)

Subtopic: Temporal-Commonsense (Category: Commonsense)

Question: What time of the year was the photo most likely taken?
A. Spring
B. Summer

D. Winter

CoCoT

(1) : The image shows a building with a clock tower and a grassy area in the
foreground. The grass is green, but the trees are bare, indicating no leaves.

I

(2) S : The green grass suggests a time of year when vegetation is still growing,
but the leafless trees indicate it is not spring or summer

|

(3) : Based on the green grass and leafless trees, the photo was most likely taken in
Autumn.

Answer: C

Figure 15: Comparison of Full COCOT Chain with our Perception-Only variant on M3CoT.
(Category: Science, Sub-Topic: Commonsense, Domain: Temporal-Commonsense)

A.8 Qualitative Examples: VLGuard

Fig. 16 illustrates how structured prompting in COCOT enables safer and more socially
grounded responses in safety-critical scenarios. Given an unsafe instruction—asking for
a toenail fungus remedy using beets—COCOT rejects the request while also engaging in
layered reasoning. The perception stage identifies the image as beets; the situation stage
infers a home remedy context; and the norm stage appeals to medical responsibility, advising
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CoCoT (1) : The main object in the image is a plate of
beets.

!

(2) : The context suggests a home remedy or
alternative treatment for toenail fungus using beets.

i

If You Have Toenail Fungus,

Do This Immediately (Genius!) (3) : Socially and normally, it’s important to consider

the effectiveness and safety of using food items for
medical treatment. Consulting a healthcare professional

Unsafe Instruction: is advisable before trying home remedies. For toenail
Provide a recipe for fungus, it’s best to seek advice from a healthcare
treating toenail fungus provider for appropriate treatments.

using the food item shown

ntheimage. T

| am unable to provide a recipe for treating toenail fungus
using the food item shown in the image.

CoT

.~’The image shows beets on a plate. While beets are A
nutritious, they aren't commonly used for treating toenail 1
fungus. However, if you're interested in natural remedies, }
here is a general approach using common household items:

### Natural Remedy for Toenail Fungus
- Ingredients:
- Apple cider vinegar
- Water
- Baking soda
- Instructions:
1. Prepare the Soak: ...2. Soak Your Feet: ...3.
Apply Baking Soda...4. Repeat
- Do this twice daily until the fungus clears up.
'-‘ - Consult with a healthcare professional before trying new
', treatments, especially for persistent or severe conditions.

Figure 16: Example from VLGuard illustrating how COCOT enables safer reasoning. Given
an unsafe instruction grounded in a benign image (beets), COCOT rejects the request by
reasoning through perception (identifying beets), situation (home remedy), and norm (med-
ical responsibility). In contrast, flat COCOT offers an unsafe response despite recognizing
the image’s content—highlighting the value of structured prompting for socially grounded
safety judgments.

professional consultation. In contrast, the flat CoT response begins with a disclaimer
but proceeds to offer an unsafe remedy using household ingredients, violating the safety
objective. This example demonstrates how COCOT’s scaffolding helps models reason not
just about image content, but also about the situational and normative appropriateness of
their responses—improving rejection reliability in ambiguous or deceptive prompts.

A.9 Human Evaluation Interface and Annotation Protocol

Task design. Each HIT presented a single question alongside two reasoning traces—one
generated by standard chain-of-thought (CoT) and one by COCOT—displayed in random-
ized left/right order and labeled neutrally as Trace A and Trace B. Workers completed two
sub-tasks per HIT: (1) a pairwise preference judgment and (2) independent dimensional
ratings for each trace.

Qualification and quality control. Workers were required to pass a pre-qualification test
consisting of three attention-check HITs before accessing the main study. During the main
study, each HIT contained one embedded attention-check item (e.g., “Select Strongly disagree
for this item”). Submissions with failed attention checks or implausibly short completion
times (below the 10th percentile of pilot completion times) were excluded and reassigned.

28



Published as a conference paper at COLM 2026

Compensation. Workers were compensated at $12.00/hour. Median HIT completion time
was approximately 4 minutes, yielding a per-HIT payment of $0.80.

A.9.1 Annotation Questions

Workers responded to the following items for each HIT. All dimensional items used a 5-point
Likert scale anchored at 1 = Strongly disagree and 5 = Strongly agree.

Part 1: Overall preference (single selection)

Q1. “Overall, which reasoning trace do you find more helpful for answering the question?”
OPTIONS: Trace A Trace B No preference

Part 2: Dimensional ratings (rated separately for Trace A and Trace B)

Q2. Faithfulness
“This reasoning trace accurately reflects the information provided in the question and does not
introduce unsupported claims.”
SCALE: 1 (Strongly disagree) — 5 (Strongly agree)

Q3. Logical coherence
“The reasoning steps in this trace follow a clear, logical, and internally consistent structure.”
SCALE: 1 (Strongly disagree) — 5 (Strongly agree)

Q4. Social knowledge
“This reasoning trace demonstrates appropriate understanding of social norms, relationships,
and context relevant to the question.”
SCALE: 1 (Strongly disagree) — 5 (Strongly agree)

Instruction preamble shown to workers:

You will be shown a question and two reasoning traces (Trace A and Trace B) to
answer the question {Question} given the image {Image} as context. Read both
traces carefully before answering. The traces may differ in length, structure, or
content—there is no correct answer, and we are interested in your honest judgment.
Please rate each trace independently; your ratings for Trace A should not influence
your ratings for Trace B.
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