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Abstract

Do multilingual embedding models encode a language-general representa-
tion of proficiency? We investigate this by training linear and non-linear
probes on hidden-state activations from seven embedding models (0.3-8B)
to predict CEFR proficiency levels from learner texts across nine corpora
and seven languages. We compare five probing architectures against a base-
line trained on surface-level text features. Under in-distribution evaluation,
probes achieve strong performance (Quadratic Weighted Kappa ≈ 0.7),
substantially outperforming the surface baseline, with middle layers con-
sistently yielding the best predictions. However, in cross-corpus evaluation
performance collapses across all probe types and model sizes. Residual
analysis reveals that out-of-distribution probes converge towards predict-
ing uniformly distributed labels, indicating that the learned mappings
capture corpus-specific distributional properties (topic, language, task type,
rating methodology) rather than an abstract, transferable proficiency di-
mension. These results suggest that current multilingual embeddings do
not straightforwardly encode language-general proficiency, with implica-
tions for representation-based approaches to proficiency-adaptive language
technology.
GitHub: https://github.com/INTERACT-LLM/proficiency-probing

1 Introduction

A growing body of work explores large language models as tools for supporting second-
language learning, with potential benefits ranging from interactive practice to personalized
instruction (Han, 2024). A prerequisite for these systems is the ability to reliably represent
and adapt to learner proficiency level (DeVore, 2025; Jin et al., 2026). An obvious solution
to this problem would be to rely primarily on prompt engineering, instructing an LLM to
constrain its output to a given linguistic level. However, recent work has shown that such
prompting can be brittle, with proficiency level differentiation eroding over time as a result
of so-called alignment drift (Almasi & Kristensen-McLachlan, 2025; Jin et al., 2026). In these
contexts, text generation models show a systematic tendency to move towards mid-range
proficiency levels, making them unsuited for either beginners or more advanced learners
(Benedetto et al., 2025).

These limitations motivate a shift towards analyses at the representation level. If multi-
lingual models encode proficiency-relevant structure in their internal representations, this
structure could in principle be leveraged for downstream applications, such as activation
steering of generative models (Subramani et al., 2022; Nguyen et al., 2025; Stolfo et al., 2025).
However, it is unclear whether such structure exists in a form that generalizes beyond
the specific corpora used to identify it. Linguistic proficiency necessarily involves a wide
range of lexical, syntactic, discursive and pragmatic features commonly targeted by probing
studies (Li et al., 2023; Marks & Tegmark, 2024; Tigges et al., 2024), suggesting that aspects
of proficiency and complexity should be recoverable from models. Nevertheless, proficiency
is also a socially mediated process and there are multiple (sometimes contradictory) defini-
tions of what linguistic proficiency really is, with a general consensus that proficiency is a
multidimensional phenomenon (Housen & Kuiken, 2009). It is therefore an open question
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XGBoost Violin plot showing performance distribution of each trained model.
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Figure 1: Visualization of experimental design. All probes are used on every fifth hidden lay-
ers of each language model. In the Out-of-Distribution condition, this process is repeated for
every dataset, by leaving it out from the training data, and afterwards testing performance
on the held-out data.

whether standard probing approaches can transfer to a continuous, graded, and fuzzy
concept such as proficiency.

In this paper, we investigate whether multilingual embedding models do in fact encode
a language-general representation of proficiency which is recoverable via probing. We
extract hidden-state activations across all layers for seven LLMs with varying architectures
and training data. We then train five different probe architectures on a corpus of learner
texts labelled with expected proficiency level, with texts drawn from nine different corpora
spanning seven languages (Imperial et al., 2025). Each probe architecture encodes different
assumptions about the geometry of the proposed proficiency representation, allowing for
both linear and non-linear structures.

We evaluate these probes under two conditions: an in-distribution split, where train and test
data are drawn from the same data mixture; and a leave-one-out cross-corpus split, where an
entire corpus is withheld from training. For in-distribution evaluation, probes substantially
outperform a XGBoost baseline trained on surface features, achieving a Quadratic Weighted
Kappa (QWK) ≈ 0.73 in middle layers of the Qwen3-4B model. However, during cross-
corpus out-of-distribution evaluation, performance collapses uniformly across all probe
architectures, model sizes, and layer depths. Residual analysis reveals that OOD predictions
degenerate toward increasingly uniformly distributed labels, indicating that the probes
have learned corpus-specific distributional regularities rather than a transferable proficiency
dimension.

These findings contribute to the broader understanding of what high-level linguistic prop-
erties are and are not recoverable from pretrained representations (Hewitt & Liang, 2019;
Hewitt & Manning, 2019; Chi et al., 2020a; Belinkov, 2022; Chang et al., 2022; Park et al., 2025).
While probing has been shown to extract syntactic, semantic, and even some discourse-level
properties from language models, our results suggest that proficiency resists the same treat-
ment, at least in terms of cross-lingual transfer across corpora. Taken together with previous
research into the alignment drift phenomenon, these results indicate that neither prompting
nor representation extraction provides a straightforward path to adaptive, proficiency-aware
language technology without careful attention to the distributional properties of training
data and the confounds inherent in learner corpora.
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2 Related Work

Recent related work on scoring of linguistic proficiency in written text is largely divided
into two groups, the computational Automatic Essay Scoring (AES) and applied Second
Language Acquisition (SLA) research.

Automatic Essay Scoring (AES). Automatic Essay Scoring is a branch of research investi-
gating the computational challenge of converting learner produced essays into appropriate
scores, for a systematic literature review see Ramesh & Sanampudi (2022). As shown in the
literature review, a high proportion of these works utilize the Automated Student Assess-
ment Prize (ASAP) datasets (Shermis, 2014; Crossley et al., 2025; Mathias & Bhattacharyya,
2018), trying to predict a holistic score across 7 prompts. A highly related contemporary work
from the AES literature is Chi et al. (2026), a paper predicting scores by using probes fitted
to activations of attention heads. They achieve a Quadratic Weighted Kappa (QWK) ≈ 0.67
across a prompt-wise cross-validation, outperforming contemporary models (Li & Pan, 2025;
Chen & Li, 2024; 2023; Do et al., 2023; Ridley et al., 2021; 2020). While these models do not
display the same tendency of cross-validation loss, we note that all prompts are sampled
from similar distributions of American students.

Second Language Acquisition (SLA). Proficiency prediction in SLA research is in contrast
a field that investigate capabilities of models predicting ecologically sampled learner data.
These models include algorithms using handcrafted linguistic features (Forti et al., 2020;
Santucci et al., 2020; Vajjala & Rama, 2018; Tack et al., 2017; Vajjala & Loo, 2014), finetuning
and probing of embedding models (Schmalz & Brutti, 2021; Lagutina et al., 2024; Ahlers &
Schilling, 2025) or in-context prediction via text-generation from decoder models (Benedetto
et al., 2025; Mizumoto & Eguchi, 2023; Yancey et al., 2023; Zhang & Zhang, 2026; Ahlers &
Schilling, 2025). Most of this research restricts its scope to a single dataset or language. This
leaves a gap of work attempting to develop a generalizable multilingual proficiency model.

3 Methods

3.1 Corpus and Input Structure

The data for this study have been sampled from the UniversalCEFR dataset (Imperial et al.,
2025), a large-scale, open, multilingual collection of 505,807 texts curated from educational
and learner-oriented resources. UniversalCEFR aggregates 26 individual corpora spanning
13 languages including high-resource languages such as English, Spanish, French, and
German, as well as mid- and low-resource languages such as Arabic, Estonian, Hindi,
and Welsh. Texts are annotated with metadata related to the the proficiency level of the
learner and covers all six levels available in the Common European Framework of Reference
(CEFR). Texts are drawn from two production categories (learner text and reference text) and
annotated at multiple granularities (sentence, paragraph, document, and dialogue level).
The sub-corpora used for this experiment were selected based on being open source and
consisting of learner-produced text.

• ZAEBUC is a corpus of Arabic essays from first year Arabic-English bilingual uni-
versity students, at Zayed University in the United Arab Emirates. The CEFR ratings
are determined as the rounded average of three raters. (Habash & Palfreyman, 2022)

• MERLIN corpus consists of three languages, Czech, German, and Italian. The data
is compiled from standardized CEFR-related tests of L2 German and Italian at telc
institute, Frankfurt and Czech at ÚJOP Institute, Prague. (Boyd et al., 2014)

• CEFR-ASAG is a corpus of English essays by English-French bilingual university
students at an unspecified university. The CEFR ratings are determined as the
rounded average of three raters. (Tack et al., 2017; Vajjala & Rama, 2018)

• ICLE 500 is a corpus of 500 English essays written by learners whose first-language
was french, all answering the same prompt, originally stemming from the ETS
Corpus of Non-Native Written English. (Blanchard et al., 2014) The CEFR ratings were
completed by crowd-sourcing 37 competent L1 judges, that do a pairwise ranking of
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Dataset Language A1 A2 B1 B2 C+ Size

ZAEBUC Arabic 0 7 111 80 11 (11/0) 209
MERLIN-cs Czech 1 188 165 81 4 (4/0) 439
CEFR-ASAG English 18 59 113 74 35 (30/5) 299
ICLE500 English 0 1 114 218 155 (91/64) 488
ELLE Estonian 0 272 478 344 258 (258/0) 1352
MERLIN-de German 57 306 331 293 46 (42/4) 1033
MERLIN-it Italian 29 381 394 2 0 (0/0) 806
COPLE2 Portuguese 236 236 163 163 144 (72/72) 942
PEPPL2 Portuguese 78 89 204 70 40 (40/0) 481

Total: 419 1539 2073 1325 693 (548/145) 6049

Table 1: CEFR distributions of the used datasets. All datasets are open source and available
on Hugging Face. All datasets contain essays written by learners of the specified language.

the texts, the rankings of the essays are then converted to CEFR ratings. (Thwaites
et al., 2025)

• ELLE dataset is a corpus of Estonian learner essays, from the online learning
platform Estonian Language Learning and Analysis Environment1. The ELLE
dataset does not explicitly mention how CEFR ratings are determined. (Allkivi
et al., 2024)

• COPLE2, is a corpus of test essays of Portuguese learners, either conducted as
regular tests at language schools or as a accreditation exams. (Mendes et al., 2016)

• PEAPL2 is a corpus of Portuguese learners attending the Portuguese for Foreigners
course at University of Coimbra. The CEFR labels are created in accordance to the
CEFR-aligned course they were attending. Martins et al. (2019); del Rı́o Gayo et al.
(2018)

The final distribution of CEFR labels result in a imbalanced dataset, with a overweight of
intermediate proficiencies, and an under-representation of beginner and advanced profi-
ciencies. The classes C1 and C2 were combined into a C+ label, as the C2 label was deemed
too skewed as ICLE500 and COPLE2 accounted for 93.7% of essays. An overview of the
datasets and their distribution of CEFR-levels can be seen in Table 1.

3.2 Model Activations and Latent Representations

We created embedding representations for the sampled essays by using seven language
models ranging from 0.3 to 8 billion parameters (see Table 2). The three Qwen3 models
(Zhang et al., 2025) have consistent architecture and training data between models, leaving
only the model size as a varying condition. The remaining models are instruction-tuned
embedding models, that vary along other dimensions, such as attention mechanism, pooling
strategy, and training objective. We use a minimally informative instruction structured as:
"Instruct: Assess the CEFR level of the following text.\nQuery: {Essay}"
Models with causal attention use a final [EOS] token to aggregate document-level infor-
mation, whose hidden state is optimized via contrastive loss to encode semantic similarity
conditioned on the instruction query (Zhang et al., 2025; Wang et al., 2024a). Models with
bidirectional attention instead apply mean pooling, averaging the activations of all tokens
to form the document-level representation (Vera et al., 2025; Wang et al., 2024b; 2022). While
only the last layer of the model is used in benchmarking and downstream tasks, we probe
multiple layers, as research suggest that representations of concepts resides more clearly in
earlier layers (Conneau et al., 2020; Chi et al., 2020b; Skean et al., 2024).

1https://elle.tlu.ee/
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Model Size Attention Pooling Vector Size MMTEB

Qwen3-Embedding 0.6B Causal EOS 1024 64.34
Qwen3-Embedding 4.0B Causal EOS 2560 69.45
Qwen3-Embedding 8.0B Causal EOS 4096 70.58
Google-Gemma 0.3B Bi-directional Mean 768 54.31
Intfloat-E5-Large 0.6B Bi-directional Mean 1024 55.08
Intfloat-E5-Mistral 7.0B Causal EOS 4096 53.08
llama-embed-nemotron 8.0B Bi-directional Mean 4096 69.46

Table 2: Overview of embedding models used, including architecture details and their
mean task accuracy on the Massive Multilingual Text Embedding Benchmark (MMTEB)
(Enevoldsen et al., 2025).

3.3 Probes and Baseline

The literature on representations in language model have strong accounts for both linear
representations and manifold representations. The Linear Representation Hypothesis pro-
poses that certain representations are encoded by a one-dimensional subspace in the LLM
activations (Park et al., 2023; Elhage et al., 2022). A growing body of research advocates for
a Manifold Hypothesis that only views representations as locally linear (Modell et al., 2025;
Gurnee et al., 2026; Engels et al., 2025). We attempt to accommodate for this uncertainty by
fitting multiple types of probes. The different probes are all continuous, but vary in their
assumptions of the latent representation space. We hence fit five probes to the hidden activa-
tions of the three models. The probes are smaller machine learning models that optimize to
predict the CEFR level of an essay, based on the corresponding hidden activations of a larger
frozen language model. The implementation details regarding the probes and baseline can
be found in subsection A.2.

• As a baseline for predictive power we fit an XGBoost model on three surface level
features: Total Essay Length, Average Sentence Length and Average Word Length.
These features correlate with proficiency without causally explaining linguistic
capabilities.

• A linear regression probe offer a linearly interpretable prediction. Geometrically
the linear regression finds the one-dimensional subspace that represents CEFR-level.

• An ordinal regression probe models a linear vector inside of the latent LLM embed-
ding alike the linear regression. However, the ordinal regression does not assume
that the distance between CEFR levels are equally spaced. In principle, this means
it is able to model the fact that improvement needed to progress from B1 → B2
might be larger than between A1 → A2. During testing, the latent proficiency
representation is transformed to classes by a learned threshold based conversion
(Rennie & Srebro, 2005).

• The logistic regression probe extends the linear probe family by treating CEFR
prediction as a multi-class classification problem rather than a regression task.
This probe fits a linear representation of of each class likelihood, and produces
a probability distribution over CEFR classes via a softmax output layer. This
breaks the assumption that a high-level representation such as linguistic proficiency
necessarily spans a single continuous manifold and allows for different proficiency
levels to be located in non-connected clusters.

• To accommodate for the Manifold Hypothesis, we also fit an MLP regressor that
approximates a potentially non-linear representation of proficiency. The MLP
regression consists of a feedforward neural network with a single continuous
output value. It takes LLM-embeddings of size n as the input layer and fits a single
hidden layer of size n to predict numeric conversion of CEFR-labels. The hidden
layer serves as a mapping function that transforms the non-linear high dimensional
representation into a one-dimensional linear representation.
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Figure 2: Visualization of the potential sources of bias leading to an over-fitted proficiency
representation. The OOD cross-validation ensures that the bias resulting from the corpus
topic confound is represented in the probes predictive error.

• Finally, we implement an MLP classifier with the same architecture as the MLP
regressor except it treats proficiency prediction as a discrete classification problem.
Instead of a continuous latent proficiency space, it predicts a soft-maxed probability
distribution of classes, allowing the model to delimit a set of non-linear clusters
that represents the activation of each unique CEFR level.

4 Experiments

4.1 Identical Distribution Split

We conduct two probing experiment to investigate if large language models encode a
representation of linguistic proficiency in their internal hidden activations. In the first
experiment, we attempt to disentangle the proficiency representation from the written
language and the essay theme by including a wide range of learner essays, where we
assume the only common denominator between CEFR-levels is their indicators of linguistic
proficiency. We test a suite of probes as predictors of CEFR-levels to find a working proxy
for linguistic proficiency. This entails testing every combination of probe architecture and
language model size for every fifth layer. This grid-search of optimal parameters results
in fitting a total of 345 probes. During training we hold out 20% of the data stratified by
CEFR-level for testing in the identical distribution (IID) condition.

If our probe performs well on the hold-out data across languages and datasets, then we
would normally conclude that our model has recovered a generalizable representation
of proficiency. This however rides on the assumption that our data is free of spurious
correlations. This assumption is highly unlikely, as we can see from Table 1, since every
dataset has a unique label distribution, written language and task-prompts answered by
learners. The potential overfitting may stem from multiple sources of biases as seen in
Figure 2. We therefore conduct an a secondary experiment.
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4.2 Out-of-Distribution, Leave-one-out Split

In the second experiment, we test the probes’ performance on Out-of-Distribution (OOD)
data to disentangle the LLMs inherent training bias from the probes training bias. This is
done by using a leave-one-out cross-corpus split, where an entire corpus is withheld from
training. The theoretical reasoning for this is that the CEFR-datasets are often sampled
from learning and examinations contexts, where the learner is given a exam prompt which
instructs them asks them to write about a specific topic in a given style. As a result the
IID condition have a high correlation between topic and CEFR-level, potentially allowing
the machine learning algorithm to utilize the topic as a proxy for linguistic capabilities.
The OOD condition does not resolve this problem during training but instead punishes
predictive accuracy during testing.

We train a model for every dataset at each grid search point in the IID condition, increasing
the model count by factor of nine, resulting in a total of 2295 fitted probes. We test each
probe on the corresponding held out dataset, results aggregated across layers and datasets
are reported in Table 3 alongside the IID results.

5 Results and Discussion

In this section we discuss the results of probing language models to find a linguistic profi-
ciency representation. We argue that the results indicate a tendency for probes to overfit to
spurious correlations of proficiency scores, such as language and topics.

5.1 Interaction between Predictive Accuracy, Language Model and Probe

An overview of our experimental results can be seen in Table 3. We both report the best
scoring probe and average score of probes for each combination of LLM and probe. The
average QWK score of all probes in the IID condition is 0.587. In comparison the average
QWK score of probes in the OOD condition is 0.379. This is a conditional 37.9% drop in
performance when testing out of distribution. These drops in performance result in the IID
probes on average achieving a 0.141 higher QWK than the baseline, while the OOD probes
on average were 0.043 higher than the baseline.

As the language models grow in size, the general trend is toward more accurate proficiency
representations. This is both true for the highlighted best probe and for the average of
best probes. However, this pattern seems to break down when looking at average probe
performance across all layers, where the Qwen-4B model appears to outperform the Qwen-
8B model. This seems to be a result of the Linear Regression probe performing unusually
poorly; excluding it, the 8B model marginally outperforms the 4B by 0.002. As shown in
Figure 3a this should be interpreted with the caveat that the difference between 4B and 8B is
non-significant for all tested layers except layer 35.

Figure 3a is the first of three plots that investigate the effect of respectively model size,
probe architecture, and datasets effect on the predictive capabilities of probes. The figure
displays the average QWK of probes fitted on the activations of every fifth hidden layer.
While the IID condition confirms the hypothesized result that the intermediate layer of
larger models represents the concept most accurately, the OOD test shows an unexpected
loss of accuracy. Throughout the layers of the model, the model with the best performing
average OOD probe fluctuates irregularly, making it impossible to conclude what model
have the best representation of linguistic proficiency. While we could conclude from Table 3
that a MLP regression probe on Qwen3-8B performs the best on unseen distributions, the
lack of stability seen in Figure 3a seem to indicate that this might not be the case for other
distributions of learner essays.

To investigate the respective stability of the different probe architectures we create a similar
visualization for the Qwen3-4B probes. The 4B model was chosen as the case study given
it had the best mean aggregated probe performance. The results can be seen in Figure 3b,
where the performance for each type of probe in both the IID and OOD condition is shown
for their respective hidden layer. We once again see the same trend as in Figure 3a, that
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Model Probe IID QWK IID F1 OOD QWK OOD F1

XGB-surface 0.446 (-) 0.347 (-) 0.336 (-) 0.257 (-)

Qwen3-0.6B

Linear Reg. 0.682 (0.624) 0.474 (0.435) 0.451 (0.401) 0.292 (0.260)
Ordinal Reg. 0.677 (0.629) 0.487 (0.447) 0.450 (0.398) 0.291 (0.255)
MLP Reg. 0.698 (0.603) 0.497 (0.404) 0.435 (0.380) 0.281 (0.255)
Logistic Reg. 0.660 (0.626) 0.549 (0.509) 0.407 (0.363) 0.290 (0.254)
MLP Clf. 0.704 (0.650) 0.584 (0.534) 0.391 (0.377) 0.264 (0.260)
Mean 0.684 (0.626) 0.518 (0.466) 0.427 (0.384) 0.284 (0.257)

Qwen3-4B

Linear Reg. 0.672 (0.630) 0.437 (0.428) 0.404 (0.323) 0.249 (0.219)
Ordinal Reg. 0.696 (0.665) 0.455 (0.456) 0.426 (0.365) 0.282 (0.235)
MLP Reg. 0.720 (0.675) 0.537 (0.481) 0.464 (0.395) 0.297 (0.257)
Logistic Reg. 0.703 (0.659) 0.549 (0.524) 0.497 (0.381) 0.296 (0.252)
MLP Clf. 0.734 (0.674) 0.593 (0.552) 0.468 (0.396) 0.268 (0.263)
Mean 0.705 (0.661) 0.514 (0.488) 0.452 (0.372) 0.278 (0.245)

Qwen3-8B

Linear Reg. 0.677 (0.531) 0.467 (0.359) 0.377 (0.248) 0.253 (0.194)
Ordinal Reg. 0.692 (0.647) 0.468 (0.437) 0.458 (0.340) 0.283 (0.227)
MLP Reg. 0.726 (0.658) 0.503 (0.466) 0.512 (0.396) 0.323 (0.262)
Logistic Reg. 0.728 (0.683) 0.569 (0.554) 0.447 (0.372) 0.306 (0.257)
MLP Clf. 0.740 (0.694) 0.602 (0.566) 0.473 (0.406) 0.311 (0.275)
Mean 0.712 (0.643) 0.522 (0.476) 0.453 (0.352) 0.295 (0.243)

Gemma-0.3B

Linear Reg. 0.659 (0.610) 0.471 (0.421) 0.468 (0.385) 0.316 (0.268)
Ordinal Reg. 0.632 (0.571) 0.476 (0.444) 0.439 (0.358) 0.288 (0.259)
MLP Reg. 0.415 (0.175) 0.288 (0.162) 0.274 (0.127) 0.193 (0.135)
Logistic Reg. 0.632 (0.571) 0.476 (0.444) 0.439 (0.358) 0.288 (0.259)
MLP Clf. 0.555 (0.442) 0.392 (0.346) 0.379 (0.312) 0.273 (0.227)
Mean 0.580 (0.475) 0.407 (0.352) 0.404 (0.311) 0.272 (0.228)

E5-Large-0.6B

Linear Reg. 0.640 (0.588) 0.457 (0.432) 0.520 (0.446) 0.345 (0.301)
Ordinal Reg. 0.636 (0.581) 0.469 (0.432) 0.515 (0.438) 0.339 (0.297)
MLP Reg. 0.694 (0.654) 0.524 (0.467) 0.487 (0.423) 0.318 (0.289)
Logistic Reg. 0.581 (0.536) 0.483 (0.417) 0.433 (0.382) 0.292 (0.271)
MLP Clf. 0.696 (0.648) 0.557 (0.536) 0.451 (0.412) 0.287 (0.282)
Mean 0.649 (0.601) 0.498 (0.457) 0.481 (0.420) 0.316 (0.288)

Mistral-7B

Linear Reg. 0.624 (0.459) 0.434 (0.342) 0.418 (0.285) 0.273 (0.232)
Ordinal Reg. 0.605 (0.509) 0.407 (0.371) 0.440 (0.325) 0.289 (0.247)
MLP Reg. 0.629 (0.579) 0.443 (0.425) 0.404 (0.328) 0.278 (0.256)
Logistic Reg. 0.633 (0.534) 0.466 (0.442) 0.408 (0.316) 0.295 (0.249)
MLP Clf. 0.635 (0.582) 0.527 (0.463) 0.399 (0.332) 0.264 (0.256)
Mean 0.625 (0.533) 0.455 (0.408) 0.414 (0.317) 0.280 (0.248)

Llama-8B

Linear Reg. 0.602 (0.486) 0.403 (0.344) 0.367 (0.279) 0.266 (0.236)
Ordinal Reg. 0.616 (0.538) 0.512 (0.467) 0.432 (0.382) 0.293 (0.274)
MLP Reg. 0.638 (0.598) 0.479 (0.434) 0.443 (0.367) 0.303 (0.276)
Logistic Reg. 0.641 (0.583) 0.512 (0.467) 0.423 (0.382) 0.293 (0.274)
MLP Clf. 0.677 (0.629) 0.578 (0.500) 0.459 (0.403) 0.297 (0.284)
Mean 0.635 (0.572) 0.479 (0.428) 0.427 (0.360) 0.292 (0.268)

Table 3: QWK and macro-F1 results across model sizes and probe configurations. Values
indicate performance at the best-performing layer. Values in parentheses indicate mean
performance across all layers. IID = in-distribution; OOD = out-of-distribution.

the models are not able to generalize during the OOD condition. Another reoccurring
trend seems to be that the performance in the OOD condition is a lot more unstable. The
best performing probe architecture seems to fluctuate between hidden layers. A curious
observation is that the linear probes seem to decrease in representation accuracy in the
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Predictive Accuracy Conditioned on Test Distribution
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(a) Predictive accuracy for the Qwen3 family of
LLMs averaged across datasets and probes.
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(b) Predictive accuracy of probes for hidden lay-
ers of Qwen3-4B averaged across datasets.

Figure 3: Layer-wise trend of Quadratic Weighted Kappa of probes across hidden layers.

Predicted CEFR Level Predicted CEFR Level

Distribution of Predictions
Clipped Outputs Linear Regression and MLP Regression

Identical Distribution (IID) Out of Distribution (OOD)

Clipped Residuals Clipped Residuals

Residuals of Predictions
Clipped Outputs Linear Regression and MLP Regression

Identical Distribution (IID) Out of Distribution (OOD)

Figure 4: Ridgeplot of predicted distribution (upper plot) and residuals of predictions
(lower plot). Predictions are clipped to the closest real label if below A1 or above C+. The
investigated probes are the linear regression and MLP regression on Qwen3-4B.

later layers, advocating for an interpretation that the model transforms its proficiency
representation from linear to non-linear around layer 25.
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Figure 5: Mean QWK for the Qwen3-4B MLP regression probe in the IID and OOD condition.

The predictive failure of the linear probe is further investigated in Figure 4, where the
layer-wise clipped predictions and residuals of the linear regression probe and MLP regres-
sion probe is compared for Qwen3-4B. We see that in the IID linear probe have tendency
to occasionally predict outside of class-bounds, but still retain capabilities of detecting
intermediate proficiency essays. This tendency is greatly exacerbated in the OOD condition,
where it seems that after layer 25, no generalizable linear representations of proficiency is
captured by the linear probe. A visualization of unclipped residuals for all layers of the
Qwen3-4B linear regression probe is available in subsection A.3.

While the MLP regression is the best performing continuous probe for Qwen3-4B, it is still
unclear if the OOD loss in performance is consistent across all datasets. We investigate
this in Figure 5, where the performance of the MLP regression probe is visualized for each
dataset across layers. The general trend of increased instability in the OOD condition reap-
pears in this aggregation. Notably, the lowest QWK score in the final layer are ELLE and
ZAEBUC, the only datasets comprising non Indo-European languages (Estonian and Arabic
respectively). These languages exhibit the lowest OOD performance in the final layer of 4B
model, indicating a potentially different proficiency representation in the model. While our
language pool is not diverse enough to conclude whether this trend generalizes to more
typologically distinct languages, it has worrying downstream implications, insofar as learn-
ing systems optimized with such representations would break in ways that disadvantage
learners of these languages (see also our Ethics Statement).

6 Conclusion

Our results indicate that probing techniques of linguistic proficiency have a strong tendency
to overfit corpus-specific distributional properties, such that they loose any meaningful
interpretation when applied to non-training data. This is inline with similar results which
demonstrate that finetuning of encoder models for natural language inference generalize
poorly to OOD-testing (Stacey et al., 2026). These findings further challenge the predictive
findings on related works that only test within distribution (Ahlers & Schilling, 2025;
Schmalz & Brutti, 2021). These results warrant further investigation on how to mitigate bias
from corpus-specific distributional properties during statistical representation discovery.

We hence conclude that that representation probing is not a reliable technique for dis-
covering a language-general proficiency score. This is hypothesized to be a result of the
probing algorithms overfitting to correlations between proficiency level and corpus-specific
properties such as language and topic. Our results are hence in agreement with research
which construes linguistic proficiency as a multidimensional phenomenon, which makes
it seem unlikely that complexity as such can be fully disentangled from broader discur-
sive properties such as register, genre, and style. If this is the case, this suggests that the
steering vector approach will not be enough, in and of itself, to create proficiency-adaptive
computer-assisted language learning technologies.
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Ethics Statement

This study uses learner text data drawn exclusively from open, publicly available corpora.
All datasets are redistributed under their original licences, and no new data collection
involving human participants was conducted for this research.

The primary ethical concern raised by this work is the risk of deploying LLM-based com-
puter assisted language learning systems without adequate understanding of their gen-
eralization limits. Our results demonstrate that linear probes trained on multilingual em-
beddings achieve strong in-distribution performance but fail systematically when applied
to unseen learner corpora. A system built on this approach and deployed in an educa-
tional context could produce confident but misleading proficiency assessments for learners
whose writing does not match the distributional properties of the training data. This risk
is compounded by the opacity of embedding-based approaches, which may make such
failures difficult for practitioners to detect. We therefore caution strongly against treating
high in-distribution probe performance as evidence of deployable proficiency assessment
capability.

While our dataset is multilingual, the majority of the languages included in our analysis are
Indo-European, with only Arabic and Estonian coming from different language families
(Semitic and Uralic, respectively). While our results demonstrate that complexity probes
do not generalize within the IE language family, it remains unclear how much divergence
would be seen if extended to even more languages. Both of the non-IE languages exhibit the
lowest OOD performance in the final layer of the Qwen3-4B model, indicating a potentially
different proficiency representation in the model.

The consistent under-performance of probes on these languages in the OOD condition
suggests that current multilingual embedding models may encode proficiency-relevant
information in ways that disadvantage learners of less-resourced or typologically distinct
languages. Any downstream application of this approach should attend carefully to this
disparity and we strongly encourage future research to consider typologically diverse
language data.
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A Appendix

A.1 Language Model Specifications

• The Qwen/Qwen3 Embedding Models of all sizes are described in Zhang et al.
(2025).
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• The google/embeddinggemma-300m descriptions are available at Vera et al. (2025).
• The intfloat/multilingual-e5-large model is described in Wang et al. (2024b), and

the larger intfloat/e5-mistral-7b-instruct is described in Wang et al. (2022; 2024a).
• The technichal report of nvidia/llama-embed-nemotron-8b can be found in

Babakhin et al. (2025).

A.2 Hyper Parameters of Probes

We have decided to include the hyper parameters used to fit the baseline model and probes in
the appendix, as it was not a necessary inclusion for interpreting the results. The parameters
is also available in our implementation of code.

• The XGBoost baseline model uses reg:squared error loss thereby optimizing for
tree-based regression. It is initialized with 300 trees of depth 4 and a learning rate
of 0.05. The remaining parameters is the defaults of XGBRegressor function from
the python library xgboost (Chen & Guestrin, 2016).

• The Linear Regression model is a ridge regression with a α of 1, implemented in
Scikit-Learn (Pedregosa et al., 2011) with default parameters for the Ridge function.
The model fits a parameter for all dimensions of the corresponding embedding
model and a separate bias term. The resulting degrees of freedom is thus 1025 for
Qwen3-0.6B, 2561 for Qwen3-4B, and 4097 for Qwen3-8B.

• The Ordinal Regression model is a cumulative logistic link-function. The model
is implemented with the LogisticAT function from the Mord library (Pedregosa-
Izquierdo, 2015). The model fits a parameter for all dimensions of the corresponding
embedding model and a separate bias term. This results in a latent space where
the model fits four further thresholds for class separation. The resulting degrees of
freedom is thus 1029 for Qwen3-0.6B, 2565 for Qwen3-4B, and 4102 for Qwen3-8B.

• The logistic regression probe is fitted with the LogisticRegression function from
Scikit-Learn. We changed max iter=1000 from the default 100 to give the model
more compute-time to converge. For the Qwen3-4B and Qwen3-8B model the
embeddings the regression often failed to converged, but the predictive capabilities
remained competitive with other linear probes, and was therefore kept in analysis.

• The MLPRegressor function is initialized in Scikit-Learn with standard parameters
except a extended max iter=1000 to accommodate for the high-dimensional input
data. The degrees of freedom scales quadratically with the size of corresponding
models embedding-space. The resulting degrees of freedom is thus (1024 ∗ 1024 +
1) + (1024 ∗ 1 + 1) = 1.05M for Qwen3-0.6B, 6.56M for Qwen3-4B, and 16.78M for
Qwen3-8B.

• The MLPClassifier function is initialized in Scikit-Learn with similar parameters as
the MLPRegressor, but has has five output neurons instead of one. The resulting de-
grees of freedom is thus (1024 ∗ 1024+ 1) + (1024 ∗ 5+ 1) = 1.05M for Qwen3-0.6B,
6.57M for Qwen3-4B, and 16.80M for Qwen3-8B. The MLPClassifier is initialized
with standard Scikit-Learn parameters with max iter=1000.

A.3 Unclipped Linear Regression Residuals

To further investigate the behavior of linear regression probe for Qwen3-4B, shown in
Figure 4. We fit the linear regression probes for all 35 layers of Qwen3-4B and create four
ridgeplots seen in Figure 6 showing the unclipped predictions and residuals. As Figure 4
showed that the model quickly degrades to predicting outside of the labels-space, we utilize
a linear rescaling instead of clipping to get predictions. The rescaling is unique for each
probe, such that the highest value in a given layer becomes C+ and the lowest values
becomes A1.

We see that the IID is able to retain a relatively tight residual distribution throughout all
layers. This results in a jagged distribution resembling the original distribution. The OOD
residuals however seem to rapidly flatten out around layer 27, resulting in very large
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residuals. The rescaled predictions of the model begins to degrade towards a uniform
distribution of labels around layer 27 as a result.
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Predicted CEFR Level Predicted CEFR Level

Predicted Distributions of CEFR Levels for 4B Linear Regression
Linearly rescaled to CEFR-range for continuous predictions

Identical Distribution (IID) Out of Distribution (OOD)

Residuals Residuals

Identical Distribution (IID) Out of Distribution (OOD)

Residuals of Predicted CEFR Levels for 4B Linear Regression

Figure 6: Ridgeplot of development of prediction error. The upper two plots show the
rescaled predictions linear latent representation breaks by last layer.
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A.4 Probe Accuracy for Qwen3-8B

We also include the probe accuracy for the 8B Qwen model-
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Figure 7: Mean probe QWK across datasets for Qwen3-8B.
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