
Appendix

Due to the limited pages, we provide supplementary materials in the Appendix with the
following contents:

• Section A: Summary of Contributions

• Section B: Dataset Construction Details

• Section C: Method Implementation Details

• Section D: Additional Results

• Section E: Discussion

A Summary of Contributions

The detailed summary of contributions of this paper are as follows:

VL-GuideData Construction

• BLV Pilot Study & Prompt Template Design: a pilot study with 8 BLV participants to
identify preferences for LVLM-generated scene descriptions across 5 LVLMs given
the requests (validated by 24 humans and 8 BLV users).

• BLV User-Aware Response Generation: re-generation of scene descriptions from 4
LVLMs using prompts derived from the pilot study findings.

• Human Assessment & Final Data Construction: evaluation of generated descrip-
tions by 25 sighted annotators across multiple BLV-centered dimensions based on
(1) core variables BLV user preferences learned from the BLV pilot study and (2)
expertise that requires direct visual access.

VL-Guide-S Architecture Design

• Stage 1 predicts an overall image-text alignment score and extracts multimodal
representations.

• Stage 2 estimates alignment scores across multiple fine-grained dimensions.

B Dataset Construction Details

Our proposed benchmark dataset is initially curated by filtering images from open-source
BLV-simulated sidewalk views (Park et al., 2020; AIHub, 2019). These images are then paired
with BLV-simulated mobility requests, LVLM-generated scene descriptions, direct BLV user
preferences (VL-GUIDEDATA-B), and BLV-simulated human preferences (VL-GUIDEDATA-
M; VL-GUIDEDATA-P). Below, we detail each stage of this dataset construction process. All
human studies are conducted under protocols approved by the IRB.

B.1 BLV-Simulated Requests

Model generation. We outline the details of constructing our final 4,979 mobility request
datasets. First, we prompt GPT-4o mini ($0.15/1M input tokens) (OpenAI, 2024b) using the
prompt in Tab. S1. The model is provided with 3-shot examples for both outdoor (Tab. S2)
and indoor (Tab. S3) environments. We set the temperature to 0.0 and the maximum tokens
to 300. This initial stage generates 8,149 requests for 1,150 images, yielding 7.09 requests per
image. These raw requests are subsequently filtered by 24 human annotators, resulting in
the final 4,979 image-request pairs.
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Human study. To rigorously filter the GPT-4o mini outputs and verify their visual rele-
vance to the corresponding images, we recruit 24 sighted human annotators. Annotators
are provided with detailed instructions (Tab. S4) and are compensated with 50,000 KRW
(∼34 USD as of January 2025). The task duration ranges from under an hour to two hours
per participant (see leading times in Fig. S1).

Participants evaluate each LVLM-generated request with a ‘yes‘ or ‘no‘ based on its likeli-
hood of being asked by an actual BLV user. If a scene received more than three ‘no‘ votes,
annotators are required to write and submit new, contextually appropriate requests. The
volume of newly added requests and the overall acceptance (‘yes‘) ratio varied by partici-
pant (Fig. S1, middle and right plots). Notably, a shorter completion time does not correlate
with fewer newly added requests, but it is correlated with a higher ‘yes‘ ratio (Fig. S2),
suggesting that most annotators strictly adhered to our guidelines. The annotation interface
is built using Label Studio (Tkachenko et al., 2020-2022), resulting in an initial yield of 4,265
(86%) valid requests (Fig. S3).

During post-processing, the authors conduct two additional rounds of manual verifica-
tion: (1) reviewing generated requests that received only a single ‘yes‘ annotation, and (2)
evaluating the manually written requests submitted by annotators. Both stages require a
consensus between the authors for inclusion. Ultimately, 74 out of 137 marginal generated
requests (54%) and 578 out of 935 annotator-written requests (62%) are approved, yielding
652 newly verified requests. Furthermore, the authors manually authored 62 requests for
12 images that had zero valid requests remaining. This process leads to the final, verified
VL-GUIDEDATA dataset totaling 4,979 requests (4, 265+ 652+ 62).

B.2 BLV Preferences (VL-GUIDEDATA-B)

Model generation. For generating LVLM responses to be evaluated on BLV individuals, we
utilize few-shot prompting to extract scene descriptions from five open-source LVLMs (Liu
et al., 2023; Wang et al., 2024b; Awadalla et al., 2023), using the samples provided in Tab. S5
(outdoor) and Tab. S6 (indoor). Following generation by these 7B models, we employ GPT-
4o mini (OpenAI, 2024b) to enhance the responses. This refinement process is conducted
using the system prompt outlined in Tab. S7, and few-shot examples for outdoor (Tab. S8)
and indoor (Tab. S9) scenes. For the subsequent second round of BLV user evaluation,
we pair a randomly sampled response from one of the 7B models with its GPT-4o mini-
enhanced counterpart. Comprehensive details of all system prompts, few-shot examples,
and generated response samples are available in Tables S7, S5/ S6, and S10, respectively.

Human study. The initial round of the BLV user experiment requires 1 to 1.5 hours per
participant for evaluating an average of 10 question sets. All eight participants (demo-
graphics detailed in Tab. S11) receive compensation of 50,000 KRW (∼34 USD as of January
2025). The duration and compensation for the second experimental round remain iden-
tical. The primary distinction between the two rounds is the modality: the first round
was conducted offline via direct interview, while the second round was conducted online
utilizing screen reader software. Because the first round evaluates specific sub-questions
for each image-request pair, the reported “averaged score” represents the mean across
four distinct categories—Afraidness, Nonactionability, Sufficiency, and Conciseness- which
shows positive correlation with the Overall rating (Fig. S4).

During the second BLV user study, several questions contained human-refined data. The
human refinement was conducted mainly to incorporate the feedback from BLV users on
two of the initial five dimensions – Sufficiency (& Conciseness), and two new dimensions –
Format and Accuracy. The descriptions in terms of the rest of the two dimensions (Fear &
Actionability) were mostly satisfactory for the BLV users (even without human refinement).
For Sufficiency, humans appended additional details that were not present in the baseline
LVLM descriptions. For Format, only the format of [Overview -¿ Step-by-Step Instruction
-¿ Main Obstacles] was changed and not the content itself (prompts in Tab. S7 & results in
Tab. S10). For Accuracy, the humans precisely edited any minor mistakes that LVLMs have
generated, if present.
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B.3 BLV-Simulated Human Preferences (VL-GUIDEDATA-M and VL-GUIDEDATA-P)

Model generation. Based on the insight gained from preferences collected directly from
BLV users, we generate LVLM responses to be evaluated on sighted human users. After gen-
erating baseline responses via in-context learning with the 7B models, we refine the LVLM
outputs using GPT-4o mini (OpenAI, 2024b) based on the prompt in Tab. S12. Additionally,
Tab. S13 details the prompt utilized to generate dimensional scores across seven criteria
during the construction of the VL-GUIDEDATA training dataset.

Human study. Annotators are provided with the comprehensive guidelines found in
Tab. S14 (a sample interface screenshot is available in Fig. S5). We actively encourage
annotators to raise questions regarding technical difficulties or ambiguous edge cases; when
queries overlapped, we issued unified clarifications to all annotators to maintain consistency.

They are also asked to provide additional refined captions for each sample of scene-request-
response pairs. After initially rating the LVLM response in terms of the eight evaluation
criteria (Direction Accuracy, Depth Accuracy, Response Quality, Safety and Actionability,
Sufficiency, Conciseness, and Overall), they should provide a new response written by
themselves if they evaluate the LVLM-generated responses as imprecise. Task duration and
the length of newly added captions are visualized in Fig. S6. The top row visualizes metrics
per question, while the bottom row visualizes metrics per annotator. As demonstrated by
the correlation plot (bottom row, third column), a longer annotation time does not strictly
correlate with the generation of lengthy captions.

VL-GUIDEDATA distribution. Examples of VL-GUIDEDATA-M (normalized on a 1–5
scale and averaged across 2–3 annotators) and VL-GUIDEDATA-P (pairing positive human
texts with negative LVLM responses scoring below 2.5) are provided in Figures S7 and
S8. A summary of the human-annotated scores across all seven evaluation dimensions is
presented in Fig. S9. We observe that current LVLMs (Xiong et al., 2024; Wang et al., 2024a;
Dong et al., 2024), including GPT-4o mini (OpenAI, 2024b), struggle to consistently generate
precise directional and depth information. While most responses are deemed “entirely safe
and actionable,” LVLM outputs containing even a single spatial inaccuracy pose critical risks
for BLV navigation. Improving spatial accuracy remains a primary hurdle for deploying
LVLMs in real-world assistive technologies.

Furthermore, annotators frequently disagree with the assertion that LVLM responses are
sufficient, contrasting with a higher consensus on conciseness. Although sufficiency is in-
herently subjective (dependent on whether the annotator feels all necessary navigational
context is provided), it exhibits the strongest correlation with the overall human rating
(0.85, see Fig. S10). This indicates that response sufficiency is the main driver of perceived
quality. Conversely, the hallucination category shows the lowest correlation (0.35), likely due
to differing scoring scales. However, with nearly 1,000 responses containing identified hal-
lucinations, this failure mode remains prevalent. Ultimately, these distributions underscore
the urgent need to enhance the ability of LVLMs to generate comprehensive, accurate, and
task-relevant context for BLV users.
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System Prompt for Generating BLV-Simulated Requests

You are a request writer. Given an image, your task is to generate 5 to 10 requests related
to actions that blind or low-vision (BLV) people can perform. Each request must describe
specific, actionable tasks in a detailed and structured manner. The focus should be on mobility,
particularly actions related to safe movement, object manipulation, or accessing information that
BLV individuals can perform within the context of the scene. The requests should not overlap
with each other but be diverse, detailed, and read-recognized texts. Please do not mention an
object or person not detected in the image, and refrain from using unclear or useless verbs such
as organize, explore, navigate, locate, feel, check, and gather information. Do not include color
and auditory information. The output should be properly formatted as a list containing 5 to 10
requests.

Table S1: System prompt for simulating BLV mobility requests. We instruct GPT-4o mini
to generate 5 to 10 diverse, actionable, and visually grounded requests per image. The
prompt explicitly constrains the model to avoid auditory or color cues, hallucinated objects,
and vague verbs, ensuring the generated tasks are realistic for BLV users.

Few-Shot Prompt Sample for Generating BLV-Simulated Requests (Outdoor Scenes)

Here is an example. This is a sample image. Based on the given image, you can give requests as
follows:

1. Reach the other side of the street.
2. Enter the market named xxx.
3. Enter the parking lot marked by xxx sign named xxx.
4. Go in front of a signboard with parking information (30xxx).
5. Enter the karaoke place named xxx in the opposite side building identified by red signs.
6. Enter the place called xxx.
7. Go towards the tall tree.

You should not suggest requests as follows:

1. Enter the store. (unspecific information; If there are multiple stores, you should point out more
specific stores with names, if possible.)

2. Enjoy the scenery of the street view. (uninformative information; Avoid the usage of xxx.)
3. Pick up the trash and throw it in the trash can that is located 3 steps away in the 2 o’clock

direction. (useless request for BLV users; Avoid generating request not related with mobility.)
4. Avoid pedestrian(s) walking toward me. (fake request; No pedestrian in image.)
5. Approach the signpost marked with ‘P’. (ambiguous request; If there are same multiple objects

with different direction, you should specify more detailed, if possible.)
6. Feel the texture of the brick wall on your right. (useless request; Avoid generating request

without mobility concept.)
7. Take a picture of sign post on your left for reading. (unspecific information; If there are multiple

sign posts, you should specify more detailed, if possible.)
8. Stand near the bushes in the middle of the road. (useless request; This is not a mobility request).

Table S2: Few-shot prompt example for outdoor request generation. We provide GPT-4o
mini with a sample image alongside a curated list of acceptable and unacceptable BLV
mobility requests. The negative examples explicitly outline common generation errors to
guide the model toward high-quality outputs (Note: xxx represents store names or signs
detected in the original image).
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Few-Shot Prompt Sample for Generating BLV-Simulated Requests (Indoor Scenes)

Here is an example. This is a sample image. Based on the given image, you can give requests as
follows:

1. Pick up the red fruits.
2. Enter the room.
3. Go outside the apartment.
4. Clean the pots on the stove.
5. Pick up the plant pot.
6. Water the plants right of the refrigerator.
7. Sit on the chair in the kitchen.
8. Check the gas valve is securely locked.

You should not suggest requests as follows:

1. Look at yourself in a mirror in the 12 o’clock direction. (useless information; BLV users cannot
see themselves.)

2. Pick up a phone on the table on the right. (misidentified object; There is no phone on the table.)
3. Go to the kitchen. (useless and undetailed information; The user is already located in the kitchen.)
4. Open the door. (unspecific information; There are multiple doors.)
5. Organize the items on the table. (unspecific information; There are multiple items on the table.)
6. Clear any debris on the floor. (unspecific information; You should specify the location and object

more detailed.)
7. Open the door. (unspecific information; There are multiple doors.)
8. Feel the texture of the fruits on the table. (useless information; Avoid generating requests

without the mobility concept.)

Table S3: Few-shot prompt example for indoor request generation. Similar to the outdoor
setting, we provide GPT-4o mini with an indoor sample image and a curated list of accept-
able and unacceptable BLV mobility requests. The negative examples explicitly highlight
common indoor generation errors, providing nonspecific directions or suggesting visually
dependent actions.
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Figure S1: Distribution of human annotation statistics. The histograms illustrate annotator
behavior across three key metrics: (left) the annotation time spent per sample, showing
most tasks are completed within 300 seconds; (middle) the total number of new request
captions added by each annotator, highlighting varying levels of proactive contribution;
and (right) the acceptance rate (“Yes” ratio) for verifying simulated requests, indicating that
annotators typically accepted 60% to 80% of the generated samples.
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Human Labeling Guidelines for Evaluating BLV-Simulated Requests

Introduction: The goal of this labeling task is to create a dataset that provides detailed and
actionable descriptions of mobility requests related to blind or low-vision (BLV) users. The
requests gathered will ultimately support BLV users in safely navigating and interacting with
their surroundings, both indoors and outdoors. As an annotator, your task is to review 5 to 10
requests associated with a given image and decide if each request accurately reflects the actions a
BLV person could take in that environment. You will respond with ‘Yes’ or ‘No’ for each request.

Image Types: Each image depicts an indoor or outdoor setting, such as a street, living room,
or public space. Your role is to assess mobility-related actions a BLV user could realistically
perform within that context.

Request Concept:
A valid request should describe specific and actionable tasks that a BLV user might perform
within the scene. For example, requests should focus on mobility actions, such as safe movement,
spatial exploration, or interaction with objects. Requests must be directly related to observable
objects in the image and provide clear, specific details. (e.g., “Approach the door on the right,”
“Pick up a book from the desk in front of you,” “Organize the books on the table.”).

Invalid requests include:
(1) Requests that involve objects not visible in the image.
(2) Requests requiring actions based on color or auditory cues, which are difficult for a BLV

person to perceive.
(3) Requests that are vague or ambiguous, such as when identical objects appear in different

locations, but the request doesn’t specify which object is referenced (e.g., if there are two tables
with water bottles on the left and right and the request says, “Pick up the water bottle from the
table,” this is unclear and should be marked “No”). Conversely, if the request says, “Pick up the
water bottle from the table on the user’s right,” it is clear and should be marked “Yes.”

(4) Requests with unclear descriptions. (e.g., “Feel the texture of the right wall,” “Explore the
bushes on the left.”)

(5) If an object in the request is not clearly identified, select “No” (e.g., if there are many items
on a shelf and the request says, “Organize the items on the shelf,” it should be marked “No”).

Annotation Task: For each image, read 5 to 10 provided requests and determine if they align
with the request concept outlined above. If a request is appropriate, select “Yes.” If not, select
“No.” You may also suggest new requests, provided they do not overlap with the given ones.
When reviewing requests, keep the following criteria in mind:

• Specificity: Does the request offer specific details? For example, if a request suggests “Enter
a store,” but multiple stores are visible, it should clearly indicate which one.

• Relevance: Is the request mobility-focused and actionable? Avoid sensory-focused requests
(e.g., “Feel the texture”) or vague references to general actions.

• Accuracy: Ensure the request doesn’t reference objects, people, or actions not visible in the
image (e.g., mentioning cars or items that aren’t present).

• Clarity: Avoid ambiguous verbs like “explore,” “organize,” or “inspect.” Requests should
describe clear, executable actions.

If you select more than 3 “No”, you should propose more than one request related to BLV
mobility if you believe they are relevant:

(1) Be specific. Use precise details such as “3 o’clock direction,” “12 steps ahead,” or “door
with an exit sign.”

(2) Focus on mobility: prioritize actions related to movement, positioning, or object interaction.
(3) Only mention objects and people visible in the image.
(4) Ensure that the request describes an action that a BLV user can realistically perform.
(5) Avoid vague or unrelated verbs like “explore,” “examine,” or “feel.”
(6) Do not reference objects not present in the image (e.g., unseen cars, people, or signs).
(7) Avoid suggesting actions that are out of context, such as “enjoy nature” or “wait for the

bus” if no bus stop is visible.

Request Examples: [refer to few-shot samples]

Final Note: The ultimate goal of this task is to collect realistic and helpful requests for BLV users.
Your annotations will help ensure the requests reflect actions that can be performed in real-life
situations by BLV users.

Table S4: Human experiment guideline for evaluating and refining BLV mobility requests.
The guidelines detail the workflow for validating simulated requests.
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Figure S2: Correlation analysis of annotator behavior. Scatter plots illustrating the relation-
ships between key annotation metrics, overlaid with linear regression lines and confidence
intervals. Left: The volume of newly added requests versus the leading time per annotator,
showing a slight negative trend. Right: The acceptance rate (“Yes” ratio) versus the number
of newly added request captions. The strong negative correlation indicates that annotators
who rejected more simulated requests (lower “Yes” ratio) proactively generated more man-
ual requests to ensure dataset quality and completeness.
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proportion of model-generated requests deemed valid by sighted human annotators across
12 distinct evaluation sets. The acceptance rate varies significantly by set, ranging from a
low of 36.6% (Set 8) to a high of 66.4% (Set 11), highlighting the strictness of the human
filtering process required to ensure the quality and safety of the final dataset.
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Figure S4: Distribution and correlation of BLV user preference scores. (Left) Histogram of
the overall scores assigned by BLV users, showing a strong peak at 4.0. (Middle) Histogram
of the average preference scores across all evaluation criteria, centered around approximately
3.5. (Right) A scatter plot demonstrating a strong positive correlation between the overall
score and the averaged criteria score for each data point.
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Few-Shot Examples for Generating LVLM Responses (Outdoor Scenes)

Request: Enter the store named xxx.

Response (before):
1. The store named xxx is located in the 10 o’clock direction, approximately 2 to 3 meters away.
Be aware that a signpost is in the 9 to 10 o’clock direction, about two to three steps away. 2. Turn
left in the 10 o’clock direction and walk straight for three to five steps. Walk with caution as
you are on a roadway. There is a parked car about ten steps ahead of you, and the cars may be
exiting a building on your right, approximately 4 to 5 meters away. 3. Next, turn left in the 11
o’clock direction. Be mindful of a very low curb and a step near the store entrance. 4. The door
appears to be closed, so you will need to open it to enter the store.

Response (after):
1) Scene Description: You are on a roadway near a store named xxx, located in the 10 o’clock

direction, about 2–3 meters away.
2) Main Obstacles: There is a signpost located on the front-left side of the store, and there is a

low curb and a step near the store entrance.
3) Step-by-Step Actions:

– Step 1: Turn left in the 10 o’clock direction and walk 3–5 steps, avoiding the signpost on
your left after the turn.

– Step 2: Turn left again in the 11 o’clock direction and walk 2–3 steps to enter the store.

Request: Enter the market named xxx.

Response (before):
1. The market is located across the street in the 12 o’clock direction, approximately 9 to 10 meters
away. To reach it, you will need to cross the road, so proceed with caution. 2. First, turn left in
the 9 to 10 o’clock direction and cross the street until you reach the curb. 3. Turn right in the
3 o’clock direction and walk straight for 15 to 20 steps. There are multiple stores, including a
church and a real estate building on your left, so please watch out for pedestrians exiting or
entering these stores. 4. Once you feel a hard object with your cane or foot, slightly turn left in
the 11 o’clock direction and walk three to five steps to enter the store.

Response (after):
1) Scene Description: You are near a market named “xxx” located across the street at the 12

o’clock direction, about 9–10 meters away.
2) Main Obstacles: Watch out for pedestrians near stores near xxx.
3) Step-by-Step Actions:

– Step 1: Turn left toward the 9–10 o’clock direction until you reach the curb.
– Step 2: Turn right in the 3 o’clock direction and walk 15–20 steps straight along the

sidewalk.
– Step 3: Turn left in the 11 o’clock direction and walk 3–5 steps to reach the xxx entrance.

Table S5: Few-shot prompt examples for LVLM response generation in outdoor scene
contexts. These examples demonstrate the transformation from unstructured, conversa-
tional outputs (before) to highly structured, actionable navigational guidance (after). The after
format strictly separates scene context, obstacle warnings, and quantitative step-by-step
instructions (Note: xxx represents store names or signs detected in the original image).
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Few-Shot Examples for Generating LVLM Responses (Indoor Scenes)

Request: Pick up the red fruits.

Response (before):
1. The red fruits are on the table directly in front of you, slightly to the right, at the 2 o’clock
position. 2. To locate them, place your hand at about a 30-degree angle from straight ahead and
feel the edge of the table. 3. Slowly trace the edge of the table to your right, and be mindful of a
chair in front of the table. 4. The red fruits are in a dish next to a tissue box. Be cautious, as there
is a stove with pots near the table.

Response (after):
1) Scene Description: You are in a kitchen with a table located directly in front of you at the 2

o’clock direction.
2) Main Obstacles: There is a chair without a backrest and a stove with pots located not

directly in front of you but on the opposite side of the table.
3) Step-by-Step Actions:

– Step 1: Place your right hand in the 2 o’clock direction to locate the edge of the table.
– Step 2: Slowly trace the edge of the table until you take two right turns.
– Step 3: You will find red fruits directly after your last turn in front of a tissue box.

Request: Pick up the book on 4th floor of the 5-story wooden bookshelf.

Response (before):
1. The 5-story wooden bookshelf is located in the 10 o’clock direction, about 6 meters away.
However, there are obstacles between you and the bookshelf, so you’ll need to navigate carefully.
2. First, turn left toward the 9 to 10 o’clock direction and walk straight for five to eight steps.
As you proceed, be cautious of a 1-person sofa and a wooden table and chair on your right. 3.
After you reach the wooden table and chair, turn 90 degrees right and walk three to four steps to
reach the wooden bookshelf. 4. The shelf holds multiple books, but be cautious of objects like a
plant pot placed on the very top of the bookshelf.

Response (after):
1) Scene Description: You are in a room with a 5-story wooden bookshelf located at the 10

o’clock direction, about 6 meters away.
2) Main Obstacles: There is a low circular table with a 1-person sofa and a chair in the 2

o’clock direction about 2 to 3 steps away, and there is also another set of tables and chairs directly
in front-right of the 5-story wooden bookshelf.

3) Step-by-Step Actions:
– Step 1: Turn left toward the 9–10 o’clock direction and walk straight for 5–8 steps.
– Step 2: When you reach the set of wooden table and chairs on your right and a low leather

sofa on your left, turn 90 degrees to your right.
– Step 3: Walk 3–4 steps to reach the 5-story wooden bookshelf.

Table S6: Few-shot prompt examples for LVLM response generation in indoor scene
contexts. Similar to the outdoor setting, these examples guide the 7B models to transition
from unstructured, conversational descriptions (before) to a strict, three-part format (after).
The refined format strictly isolates the room’s context, indoor obstacles, and explicit step-by-
step physical actions.
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System Prompts for Generating LVLM Responses (Before and After)

7B LVLMs:

You are an expert at evaluating the quality of the model responses for a given task. The task for
the model was to assist Blind and Low-Vision (BLV) users by providing them with details for
their text-based simple requests, given an image of a visual scene. You will be given an image of
a visual scene, the text-based request, and the text-based model response. Enhance the response
in terms of three criteria:

a) Accuracy: Your response should include correct information of direction (e.g., x o’clock)
and depth (e.g., x steps).

b) Length: Your response should include all the correct detailed information; however, it
should not include useless information for BLV users, such as color or non-existent assumptions.

c) Actionability: Your response should only include possible safe actions that the BLV user
can perform and include useful objects, such as braille blocks, and cautious objects, such as
motorcycles, that might come toward the BLV user.

GPT-4o mini:

You are an expert at providing a Blind or Low Vision (BLV) an accurate, helpful description,
given an environmental scene (outdoor or indoor) and corresponding to their text-based request.
Remember that BLV users cannot see as much as normally-sighted humans, so you must provide
detailed but precise information from the image. Enhance the model response by including
precise clock directions (options: 9, 10, 11, 12, 1, 2, 3 o’clock), depth levels (in meters or steps),
and objects BLV users should avoid or utilize.

7B LVLMs:

You are an expert at providing responses for blind or low-vision (BLV) users. Given an indoor
or outdoor visual scene photo taken by a BLV user and their text-based requests, your task is to
respond to user requests with accurate, structured, and actionable responses. Please ensure your
response includes the following:

1) Scene Description: Provide a single, concise sentence describing the scene or environment
relevant to the request, including precise directions (0 to 90 degrees left or right) and depths in
meters. Do not include any color information.

2) Main Obstacles: Highlight only one or two potential challenges/obstacles in a single
sentence. Avoid generic, obvious warnings, and do not include non-detected obstacles.

3) Step-by-step Actions: Outline the key actions required to fulfill the request in 1-3 clear and
concise sentences. Include precise directions (9 to 3 o’clock directions) and depths in steps (e.g.,
3-5 steps) for each stage.

Table S7: Evolution of system prompts for LVLM response generation. The top section
displays the initial prompts provided to the 7B LVLMs and GPT-4o mini, which primarily
focused on open-ended refinement. The bottom section presents the finalized, highly
structured prompt for the 7B LVLMs, designed to strictly enforce a three-part response
format (Scene Description, Obstacles, and Actions) while mandating specific navigational
formats like clock directions and step depths.
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Few-Shot Examples for Refining LVLM Responses Using GPT-4o mini (Outdoor Scenes)

Request: Enter the cafe named xxx.

Response:
1. The cafe named xxx is located in the 3 o’clock direction.
2. First, turn right in the direction of 2 o’clock and walk six to eight steps.
3. Then, turn left in the 9 o’clock direction and walk two to three steps to reach the cafe’s

entrance.
4. However, there are some obstacles between you and the cafe, so please be careful.

Enhanced response:
1. The entrance of the cafe named xxx is located at 2 o’clock direction, approximately 10

meters away. You are currently on the road in an alley. Be cautious of an approaching black car
in the 12 o’clock direction approximately 15 meters away. You could turn right and walk more
than 5 steps to avoid the car.

2. Turn left again to face the xxx in the 12 to 1 o’clock direction.
3. Walk 10 to 15 steps straight; however, watch out for the billboard on your left as you walk

in the earlier steps. Also, slightly turn left in the 11 to 12 o’clock direction since there is a low
curb on your right in the later steps.

4. Walk straight for three to five steps, and turn right in the 3 o’clock direction.
5. The cafe is 2 meters away; however, there is a parked car in front of the entrance, so proceed

carefully.

Request: Enter the store named xxx.

Response:
1. The store named xxx is located in the 4 o’clock direction, approximately 10 meters away.
2. First, turn right at a 20-degree angle.
3. Then, walk 20 to 30 steps to reach the store entrance.
4. Bollards and cars are in front of you, so please be careful.

Enhanced response:
1. The store named xxx is located in the 2 o’clock direction, approximately 20 meters away. To

approach the store, you must cross the street using the crosswalk located at approximately 12
o’clock, approximately 5 meters away.

2. First, go straight for eight to ten steps and stop. Please stop and wait for the traffic signal if
you encounter bollards and tactile paving in front of the crosswalk.

3. Look for the signal pole on the left side of the crosswalk and check for an alarm button. If
there is no alarm button, please be aware that a car is coming from the right side of the road.
Once you hear the ‘go’ sound from the alarm or no sound of car engines on the right side,
carefully cross the crosswalk for 10 to 15 steps.

4. Then, turn right in the 3 o’clock direction and walk 15 to 20 steps. There are multiple stores
on your left as you proceed.

5. The xxx store is located on the next block, so be cautious while crossing the road for 5 to 10
steps. The store will be on your left in the direction of 11 o’clock.

Table S8: Few-shot examples for outdoor response refinement by GPT-4o mini. These
examples demonstrate how the model is instructed to improve a baseline Response into a
highly detailed, safety-oriented Enhanced response. The enhanced versions integrate specific
environmental hazards and precise navigational metrics tailored for BLV users (Note: xxx
represents store names or signs detected in the original image).
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Few-Shot Examples for Refining LVLM Responses Using GPT-4o mini (Indoor Scenes)

Request: Open the refrigerator door in the kitchen.

Response:
1. The refrigerator door is located in the 8 o’clock direction.
2. Turn right from where you are and walk two to three steps.
3. Then, turn left in the 2 o’clock direction and continue walking until you reach the fridge.
4. You can access the items inside by opening the fridge door. Watch out for any obstacles in

your way.

Enhanced response:
1. The kitchen is directly in front of you, and the refrigerator door is located in the 10 o’clock

direction, approximately 2 meters away.
2. Walk straight for two to three steps and then turn left in the 9 o’clock direction. Don’t be

confused with the cabinet to the left of the refrigerator.
3. Reach out your arm to reach the door handle on the left side of the fridge.
4. The kitchen space appears to be not too large, so be careful when opening the refrigerator

door.

Request: Enter the bathroom.

Response:
1. The bathroom is in the 12 o’clock direction, approximately 3 to 4 meters away. There are

toys and other obstacles around you, so be cautious.
2. First, turn slightly right in the 2 o’clock direction and walk 2 to 3 steps.
3. Then, turn left in the 1 o’clock direction and walk 2 to 3 steps. Be mindful of the thin iron

shelf on the right of the bathroom door. The bathroom is clean, so you don’t have to clean.

Enhanced response:
1. The bathroom is located in the 12 o’clock direction, approximately 3 meters away. Please

proceed carefully since there are toys on your left in the 11 to 12 o’clock direction at less than a
1-meter distance and a bookshelf on your right in the 2 o’clock direction at a 1-meter distance.

2. First, turn right in the 2 o’clock direction and walk 3 to 4 steps. The bookshelf should be
directly in front of you at this point.

3. Then, turn in the 3 o’clock direction and walk 4 to 5 steps. There is a shelf on the right side
of the bathroom door below the bathroom switch button.

Table S9: Few-shot examples for indoor response refinement by GPT-4o mini. These
examples demonstrate how the model is instructed to improve baseline responses for indoor
mobility tasks. The enhanced versions provide much tighter distance estimations, explicit
warnings about specific clutter, and remove unhelpful assumptions.

12



Generated Deep Context Samples (Before and After)

Request: Enter the first building to the left.

Response (before):
The parked car is located at the end of the alley, in the 12 o’clock direction. There are multiple
cars and a building on your left side. Walk approximately five to seven steps straight towards
the end of the alley. Turn right slightly in the 9 o’clock direction and continue walking for about
ten steps, being cautious of pedestrians and other obstacles like parked vehicles. Once you reach
the car, carefully navigate around it to proceed further down the alley.

Response (after):
1) Scene Description: You are walking near a building to the left, which is at 11 o’clock and

about 15–20 meters away.
2) Main Obstacles: There is a parked car on the left side of your path, so be cautious as you

walk past it.
3) Step-by-Step Actions:

– Step 1: Turn right in the 10 o’clock direction.
– Step 2: Walk straight for 5–7 steps, avoiding the parked car on your left.
– Step 3: Continue walking for another 3 steps until you reach the entrance of the first

building to the left.

Table S10: Qualitative comparison of generated deep context responses. This example
illustrates the difference between an unstructured, baseline response (top) and the refined,
highly structured format (bottom). Based on a human-verified request, the after response
clearly delineates the scene layout, key obstacles, and step-by-step navigation, providing a
much safer and more actionable guide for BLV users.

ID Gender Age Vision Level Onset Age Familiar AI Tools AI Usage Frequency Primary Navigation Aids Aid Usage Frequency Desired Future Assistance

P1 M 51 Severe 7 Seeing AI As needed White cane Always Headphone-based
P2 M 51 Total Blindness 14 Seeing AI Twice weekly White cane Always Smartphone-based
P3 M 48 Severe 9 ChatGPT, Bard Occasionally Audible pedestrian signals As needed Smartphone-based

P4 M 52 Total Blindness 13 ChatGPT For teaching only White cane (past)
Assistance from others (current) As needed Smartphone-based

P5 F 55 Moderate 20 Seeing AI, Sullivan+ 2–3 times weekly White cane,
Assistance from others Always Smart glasses

P6 M 54 Total Blindness 16 Seeing AI, Sullivan+,
ChatGPT, Gemini 1–2 times weekly White cane Always AI-integrated

P7 M 51 Severe 0 Seeing AI, Sullivan+ 3 hours weekly White cane Always AI-integrated

P8 M 21 Severe 0 Seeing AI,
ChatGPT, Gemini 3 times weekly White cane,

Google Maps, BlindSquare As needed AI-integrated

Table S11: Demographics and technology usage profiles of BLV participants. Overall, the
cohort predominantly consists of middle-aged individuals with severe to total vision loss
who actively rely on the white cane for navigation and exhibit strong familiarity with mobile
AI accessibility applications. Participants P1–P6 took part in the first round of experiments,
while P1, P2, P7, and P8 participated in the second round.

Prompts for Refining LVLM Responses

You are an expert at providing a Blind or Low Vision (BLV) an accurate, helpful description,
given an environmental scene (outdoor or indoor) and corresponding to their text-based request.
Remember that BLV users cannot see as much as normally-sighted humans, so you must provide
detailed but precise information from the image. Enhance the model response by including
precise clock directions (options: 9, 10, 11, 12, 1, 2, 3 o’clock), depth levels (in meters or steps),
and objects BLV users should avoid or utilize.

Table S12: System prompt for refining LVLM responses. The prompt guides the model to
incorporate perspectives from both normally sighted individuals and BLV users, producing
spatially precise descriptions while adhering to safety considerations.
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Prompts for Evaluating LVLM Responses

You will be given one sentence of visual caption generated from one image and request. Your
task is to rate the generated caption on one metric.

Evaluation Criteria: Score is from 0 to 100 - The generated caption should accurately fulfill the
request based on the image. You should penalize captions that include irrelevant details, omit
significant elements indicated by the request, or fail to accurately describe the visual content
of the image. Assign an integer score from 0 to 100 for the caption based on the following
dimensions:

• Direction Accuracy: Are the directions provided (e.g., angle, clock direction, left or right) in
the caption accurate and aligned with the image?

• Depth Accuracy: Are the depth levels (e.g., x meters, x steps) in the caption correct and
aligned with the image?

• Response Quality: Is the caption free from unnecessary repetition, illogical order, irrele-
vance to the scenario, and hallucinations?

• Safety and Actionability: Are all the action verbs included in the caption entirely safe and
actionable for blind users to fulfill their request?

• Sufficiency: Does the caption provide all the necessary information for blind users to fulfill
their request?

• Conciseness: Is the caption concise and free from verbosity?

• Overall: How would you rate the caption overall?

Request: [request]

Generated Caption: [response]

Provide a JSON output with integer scores for the 7 evaluation criteria.

Table S13: System prompt for score generation in constructing VL-GUIDEDATA training
dataset. GPT-4o mini is instructed to evaluate responses produced by 7B-scale models
across seven aspects, following criteria aligned with those provided to human annotators.
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Human Labeling Guidelines for Evaluating LVLM Responses

Overview: This study aims to evaluate the capability of vision-language models in generating
deep context to support the mobility of blind or low-vision (BLV) users. As an annotator, your
task is to assess and refine the model-generated responses based on the given indoor or outdoor
images and scenarios. You will evaluate the provided responses on several criteria and make
necessary corrections to ensure accuracy, usability, and relevance. Each scenario consists of the
following:

1. Image: an indoor or outdoor environmental scene provided as visual context.
2. Request: a BLV mobility-related request or task from BLV users.
3. Step-by-step description: the vision-language model’s response to the request.

Notes for Refinement: The deep context responses often follow this format:

1. Scene Description: An overview of the environment, highlighting key landmarks.
2. Distance and Direction to the Goal: Clear directional and distance information to the

target.
3. Obstacles to Watch For: Specific obstacles the user should be aware of.
4. Step-by-Step Directions: Detailed instructions for completing the task.

When a response does not follow this format, refine it accordingly. Copy the original response
and correct errors, remove unnecessary details, or add missing information.

Evaluation Criteria: For each response, you will rate the following aspects on a Likert scale (1 to
5) or a binary scale and provide corrections where necessary:

1. Direction Accuracy
Definition: Are the directions provided (e.g., angle, clock direction, left or right) in the response

accurate and aligned with the image?
Ratings: 1: no accurate info at all, 2: 3 inaccurate info, 3: 2 inaccurate info, 4: 1 inaccurate info,

5: entirely accurate

2. Depth Accuracy
Definition: Are the depth levels (e.g., x meters, x steps) in the response correct and aligned

with the image?
Ratings: 1: no accurate info at all, 2: 3 inaccurate info, 3: 2 inaccurate info, 4: 1 inaccurate info,

5: entirely accurate

3. Response Quality (Step-by-Step Order, Relevance, Hallucination and Repeatedness)
Definition: Is the response free from unnecessary repetition, illogical order, irrelevance to the

scenario, and hallucinations?
Ratings: 0: no (the response is illogically ordered, and includes irrelevant or hallucinated

details, or has repetitions), 1: yes

4. Safety and Actionability
Definition: Are the actions in the response safe and actionable for BLV users?
Ratings: 1: no safe or actionable actions, 2: no safe actions but actionable actions, 3: safe actions

but include non-actionable actions (e.g., watch xxx, see xxx, observe xxx, drive xxx, etc.), 4:
includes consensual safety actions (e.g., watch out for cars when crossing the street.), 5: entirely
safe and actionable

5. Sufficiency
Definition: Does the response provide all the necessary information for BLV users to complete

the task?
Ratings: 1: strongly disagree, 2: disagree, 3: neutral, 4: agree, 5: strongly agree

6. Conciseness
Definition: Is the response concise and free from verbosity?
Ratings: 1: strongly disagree, 2: disagree, 3: neutral, 4: agree, 5: strongly agree

7. Overall
Definition: Rate the response overall.
Ratings: 1: not useful at all, 2: needs significant improvement, 3: needs some improvement, 4:

valid for BLV users, 5: very useful for BLV users.

Table S14: Human experiment guideline for LVLM response evaluation. The guideline
outlines both the overall workflow and the detailed steps for the annotation and refinement
processes.
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Figure S5: Sample screenshot of interface used in the human experiment. This screen with
varying different image-request-response is shown 100 times per annotator.
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Figure S6: Distribution and correlation between annotation time per question and the
length of newly written human responses. Longer annotation time does not necessarily
correspond to longer or more responses generated by annotators.

BLV-Simulated Request: 

“I want to drop a letter into the post.”

Human Response:
1) Scene Description: You are near a red post box labeled '24', located on the sidewalk in the 10 o’clock direction, approximately 5 

meters ahead.
2) Main Obstacles: Watch for pedestrians walking along the sidewalk and any nearby parked vehicles.
3) Step-by-Step Actions: 

- Step 1: Walk straight for 5~6 steps in the 10 o’clock direction.
- Step 2: Stop in front of the red post box and drop the letter into it. 

LVLM Response: 
1) Scene Description: You are near a red post box labeled '24', located on the sidewalk in the 3 o'clock direction, about 15 meters away. 
2) Main Obstacles: Be cautious of the vehicle parked on the side of the road and pedestrians walking on the sidewalk. 
3) Step-by-Step Actions: 

- Step 1: Walk in the 11 o'clock direction until you reach a parked vehicle on the left side of the street.
- Step 2: Turn slightly left in the 2 o'clock direction and walk 10 steps straight. 
- Step 3: Continue walking straight in the 3 o'clock direction until you reach the red post box on the sidewalk.

Figure S7: Example of VL-GUIDEDATA-M. The dataset consists of simulated scenes,
user requests, LVLM-generated responses, and scores across seven dimensions: Direction
Accuracy, Depth Accuracy, Safety, Sufficiency, Conciseness, and Overall Quality. These
scores are normalized and averaged over 2–3 human annotators.
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BLV-Simulated Request: 
“I want to enter a coffee shop.”

Response: 

1) Scene Description: You are walking down the sidewalk in front of 
xxx, located in the 6 o'clock direction, about 15 meters away. 

2) Main Obstacles: Be cautious of vehicles, pedestrians, and street 
furniture. 
3) Step-by-Step Actions:

- Step 1: Turn left in the 1 o’clock direction until you reach the curb. 
- Step 2: Walk along the sidewalk for 3–5 steps and turn right in the 

2 o’clock direction. 
- Step 3: Continue 5–7 steps straight to the xxx entrance.

Figure S8: Example of VL-GUIDEDATA-P. The dataset consists of simulated scenes, user
requests, model-generated responses, and human-refined responses. For evaluation, model-
generated responses are treated as rejected (negative) samples due to their failure to satisfy
all seven criteria outlined in S7, whereas human-refined responses are considered chosen
(positive) samples, as they meet all criteria.

Figure S9: Distribution of human-annotated scores across seven evaluation criteria. The
bar charts illustrate the baseline performance of LVLM-generated navigational responses.
The distributions highlight substantial room for improvement: responses frequently suffer
from directional and depth inaccuracies, a high incidence of hallucinations, and an overall
rating that heavily skews toward needing significant improvement.
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Figure S10: Correlation matrix (and corresponding p-values) of human judgment scores
across evaluation criteria. The matrix displays the pairwise correlation coefficients between
different rating categories. The Overall quality of the LVLM responses exhibits a stronger
absolute correlation with Sufficiency (0.33, p-value < 0.001), Noncationability (0.31, p-value
< 0.001), indicating these are the primary factors that strongly influence human preference.

19



C Method Implementation Details

Evaluator Batch size Learning rate Fix rate Polaris ImgREW

ImgTxtREW-S

32 1e-5 0.7 97.8 62.1
32 5e-6 0.7 92.3 64.8
64 1e-5 0.7 93.0 64.6
64 1e-6 0.8 75.9 65.0

Table S15: Hyperparameter tuning results. We evaluate various combinations of batch size,
learning rate, and fix rate to optimize model performance. The best and second-best results
are highlighted in bold and underlined, respectively. The optimal configuration varies
depending on the target evaluation metric, illustrating a clear trade-off between Polaris
(text-to-image) and ImgREW (image-to-text) performance.

PASCAL; FOILR1; FOILR4; OID; ImgREW; P-Acc FlickrExp; Polaris FlickrCF VL-GUIDEDATA-B
VLM-based Metric P-Acc τb τc τc

BLIP-S 78.22 47.45 37.80 10.08
TxtBLIP-S 78.95 44.10 35.90 9.40

ImgREW-S 77.68 43.00 36.20 -3.06
ImgTxtREW-S 79.47 42.75 35.70 -2.96

Table S16: Aggregated performance of BLIP-based evaluation metrics. BLIP-S overall
shows the highest correlations with human judgments on both general and BLV-user tasks.
Best results are in bold; second-best are underlined.

Training procedure for VLM. Before introducing our LVLM-based evaluator (VL-GUIDE-
S), we first explore a straightforward approach by fine-tuning a lightweight and efficient
VLM encoder. Specifically, we build upon BLIP-S (Li et al., 2022) and its reward-based
variant ImgREW-S (Xu et al., 2024b), which are originally trained on image-to-text and text-
to-image data, respectively. From these, we derive TxtBLIP-S and ImgTxtREW-S through
additional fine-tuning. Consistent with the stage 1 training procedure of VL-GUIDE-S,
we fine-tune BLIP-S and ImgREW-S using the Polaris dataset (Wada et al., 2024). This
dataset provides human-annotated scores in the range [0, 1] (0.00, 0.25, 0.50, 0.75, 1.00) for
image–text pairs, along with five reference captions per image. We apply a threshold of
0.5 to construct positive and negative pairs, resulting in 22,803 training, 30,461 validation,
and 38,076 test samples. ImgREW-S is optimized using a pairwise ranking objective over
positive and negative texts for each image:

L(θ) = −E(I,ti ,tj)∼D [log (σ ( fθ(I, ti) − fθ(I, tj)))] (S1)

Here, I, t, D, and fθ denote the image, positive/negative text, data distribution, and prefer-
ence model, respectively. The objective encourages the model to assign higher rewards to
image-aligned (positive) captions than to misaligned (negative) ones. We use the following
hyperparameters: 1 epoch, batch size of 64, gradient accumulation steps of 4, learning rate
of 1e−5 with cosine decay, and a parameter freezing ratio of 0.7.

The effect of batch size, learning rate, and freezing ratio for TxtBLIP-S and ImgTxtREW-S is
analyzed in Tab. S15. Due to a clear trade-off between performance on the Polaris and Im-
gREW datasets for ImgTxtREW-S, we adopt a balanced configuration (batch size 64, learning
rate 1e−5, freeze rate 0.7). Final results are reported in Tab. S16. As BLIP-S demonstrates the
strongest overall performance across both general and BLV-specific benchmarks, we further
fine-tune it on the 11.2k training (1.4k validation) set of unstructured-structured GPT-4o
mini pairs, resulting in VL-GUIDE-S-VLM. As shown in Tab. S17, VL-GUIDE-S-VLM
improves performance on VL-GUIDEDATA-B while maintaining alignment with human
judgments on general datasets. However, due to the limited scale of BLV-specific data in
VL-GUIDEDATA-B, this approach alone remains insufficient for capturing the full complex-
ity of the task. This motivates our transition to an LVLM-based evaluator (VL-GUIDE-S),
which can better leverage language understanding to interpret nuanced requirements of
human users, including BLV individuals.
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PASCAL FOILR1 FOILR4 Polaris OID ImgREW FlickrExp FlickrCF Polaris VL-GUIDEDATA-B
VLM-based Metric P-Acc τc τb τc τc

CLIP-S 80.7 87.2 87.2 79.7 56.5 56.7 51.2 34.4 52.3 -2.30
LongCLIP-S 82.8 91.6 91.6 77.5 58.1 56.5 54.1 35.4 54.0 2.73
PAC-S 82.4 93.7 94.9 77.0 57.7 57.2 55.9 37.6 52.5 -0.75
Ref-free Polos 81.0 88.7 88.7 60.0 66.2 56.6 51.4 34.4 52.3 -3.18
CA-CLIPS-S - - - - - - - - - -5.08
RefCLIP-S† 83.1 91.0 92.6 - - - 53.0 36.4 52.3 -
RefPAC-S† 84.7 88.7 94.9 - - - 55.9 37.6 56.0 -
Polos† 86.5 93.3 95.4 - - - 56.4 37.8 57.8 -
BLIP-S 82.5 95.1 95.1 79.5 59.3 57.8 57.1 37.8 54.0 10.08
ImgREW-S 81.5 93.8 93.8 73.3 58.5 65.2 49.8 36.2 52.3 -3.06
VL-GUIDE-S-VLM 82.3 95.0 95.0 79.4 59.3 57.8 51.7 35.8 53.9 10.28

Table S17: Performance of VLM-based evaluation metrics across multimodal preference
datasets. While existing automatic metrics demonstrate strong correlations with human
judgments on general image-text pairs, they fail to align with Blind and Low Vision (BLV)
user preferences in our VL-GUIDEDATA-B dataset. Notably, our proposed VL-GUIDE-
S-VLM achieves the highest correlation on this BLV-aware data. Note: Reference-based
metrics (†) cannot be evaluated on datasets lacking references (“-”). CA-CLIP-S requires
contextual input (e.g., user requests) and is only evaluated where applicable. Performance
is measured via preference accuracy (P-Acc) and Kendall rank correlation coefficients (τc,
τb). Best results are in bold; second-best are underlined.

Evaluation stage for VLM. Non-reward-based models, such as CLIP-S (Hessel et al., 2021)
and BLIP-S (Li et al., 2022), compute similarity as the cosine similarity between normalized
image and text embeddings. In contrast, reward-based metrics—including ImgREW-S (Xu
et al., 2024b), ImgTxtREW-S, and VL-GUIDE-S —produce a scalar reward derived from
text features encoded by the final multilayer perceptron. The final score is obtained by
normalizing this reward using fixed mean and standard deviation values.

Evaluation stage for LVLM. We provide all evaluation prompts for generative LVLMs, as
these models require detailed task-specific instructions. Tab. S18 presents prompts used with
Molmo-7B (Deitke et al., 2024), Qwen2-VL-7B (Wang et al., 2024a), and InternVL2-8B (Chen
et al., 2024) for both pairwise (top) and pointwise (bottom) ranking settings. Tables S19 and
S20 provide prompts for LLaVA-Critic-7B (Xiong et al., 2024) and LLaMA-3.2-11B (Meta,
2024), respectively. Finally, we include two prompt variations for IXCREW-S (Zang et al.,
2025) in Tab. S21.
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Prompts for Evaluating Generative Models - Molmo-7B; Qwen2-VL-7B; InternVL2-8B

You are a highly capable multimodal AI assistant tasked with evaluating answers to visual
questions. Please analyze the following image and question, then determine which of the two
provided answers is better.

Question: Which caption describes the image better?

Answer 1: [reference or candidate caption]

Answer 2: [reference or candidate caption]

Please evaluate both answers based on the following criteria:
1. Accuracy: How well does the answer align with the visual information in the image?
2. Completeness: Does the answer fully address all aspects of the question?
3. Clarity: Is the answer easy to understand and well-articulated?
4. Relevance: Does the answer directly relate to the question and the image?

After your evaluation, please:
1. Explain your reasoning for each criterion.
2. Provide an overall judgment on which answer is better (Answer 1 or Answer 2). For example:
Overall Judgment: Answer X is better.

Your response should be structured and detailed, demonstrating your understanding of both
the visual and textual elements of the task.

You are a highly capable multimodal AI assistant tasked with evaluating the quality of a caption
to the image. Please analyze the following image and caption, then determine the score for the
caption in the range of 0.0 (bad quality) to 1.0 (good quality).

Caption: [candidate caption]

Please evaluate the caption based on the following criteria:
1. Accuracy: How well does the caption align with the visual information in the image?
2. Completeness: Does the caption fully address all aspects of the question?
3. Clarity: Is the caption easy to understand and well-articulated?
4. Relevance: Does the caption directly relate to the question and the image?

After your evaluation, please:
1. Explain your reasoning for each criterion.
2. Provide an overall judgment score. For example: Overall Judgment: X.

Your response should be structured and detailed, demonstrating your understanding of both
the visual and textual elements of the task.

Table S18: Prompts used for evaluation in pairwise (above) and pointwise (below) ranking
settings. In pairwise evaluation, the model selects which of two texts better aligns with
the image, whereas in pointwise evaluation, it assigns a score between 0 and 1 to reflect
the quality of the match. For pairwise evaluation, we retain the original prompts from
VL-Reward-Bench with minimal modifications.
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Prompts for Evaluating Generative Models - LLaVA-Critic-7B

Given an image, please serve as an unbiased and fair judge to evaluate the quality of the captions
provided by a Large Multimodal Model (LMM). Determine which caption is better and explain
your reasoning with specific details. Your task is provided as follows:

The first caption: [reference or candidate caption]
The second caption: [reference or candidate caption]

ASSISTANT:

Given an image and a corresponding question, please serve as an unbiased and fair judge to
evaluate the quality of answer answers provided by a Large Multimodal Model (LMM). Score
the response out of 100 and explain your reasoning with specific details. Your task is provided
as follows:

Question: [What this image presents?]
The LMM response: [candidate caption]

ASSISTANT:

Table S19: Prompts used for evaluation in pairwise (above) and pointwise (below) ranking
settings. For LLaVA-Critic-7B, the pointwise evaluation is configured to return scores on
a 0–100 scale. Empirically, this model produces more reliable and well-calibrated outputs
under the 0–100 range compared to a 0–1 scale, in contrast to other generative models.

Prompts for Evaluating Generative Model - LLaMA-3.2-11B

Select which of the captions describes the image better.

Caption 1: [reference or candidate caption].
Caption 2: [reference or candidate caption].

Please either only select integer 1 or 2. Do not include any text-based captions, reasons or
punctuation.

v1: Rate the following caption for the given image.

Caption: [candidate caption].

Please only provide a rating in the range of 0 (poor quality) to 100 (good quality). Do not include
any reasons.

v2: Rate the following caption for the given image in terms of how much the caption accurately
depicts the image.

Caption: [candidate caption].

Please only provide an integer score from 0 to 100. Do not include any text-based captions,
reasons, or punctuation.

Table S20: Prompts used for evaluation in pairwise (above) and pointwise (below) ranking
settings. Unlike other generative models, we explicitly instruct the model to output only
the final decision, excluding any explanations or additional text, due to inconsistencies in
response formatting. Despite this constraint, the model achieves the highest preference
accuracy among the generative baselines.
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Prompts for Evaluating Scalar-based Model - IXCREW-S

{"role": "user",
"content": `Describe the image.'}
{"role": "assistant",
"content": batch_response}

{"role": "user",
"content": `I want to generate the caption from the input image.'}
{"role": "assistant",
"content": batch_response}

Table S21: Two prompt variants for evaluating IXCREW-S. We explore how different user
prompt formulations affect model performance (Table S23).
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D Additional Results

PASCAL FOILR1 FOILR4 Polaris OID ImgREW FlickrCF FlickrExp Polaris
VL-GUIDE-S P-Acc τb τc

Qwen-2B-S 84.7 97.3 97.3 83.3 58.5 59.9 39.4 57.8 59.8
(+3.20) (-0.70) (-0.70) (-3.70) (+5.30) (+0.90) (+0.50) (+1.00) (-0.30)

Qwen-7B-S 83.8 97.0 97.0 84.7 57.3 60.3 39.9 56.3 61.5
(-0.20) (-0.80) (-0.80) (+2.50) (-0.80) (-2.90) (+1.40) (-1.80) (+0.40)

InternLM-7B-S 82.0 97.1 97.1 83.7 58.9 54.3 38.8 53.1 57.3
(-1.20) (+0.60) (+0.60) (+2.10) (-2.10) (-7.30) (-0.70) (-6.20) (-4.30)

LLaMA-3.2-S 82.7 96.5 96.5 81.3 56.5 63.5 38.3 56.9 60.9
(-0.30) (-0.40) (-0.40) (+2.50) (-12.20) (+1.30) (+0.30) (+0.10) (+0.20)

Table S22: Performances of our VL-GUIDE-S trained with the empty prompt setting.
The values inside parentheses indicate the performance difference compared to the default
prompt setting.

Prompt type ablation for VL-GUIDE-S. Tab. S22 details the performance of VL-GUIDE-S
across different base models when trained without explicit instructions (i.e., using an empty
prompt (Meta, 2024) instead of task-specific guidance like “Describe the image.”). This
experiment evaluates the flexibility and robustness of our evaluator in instruction-free
scenarios. As indicated by the performance differences in the table, the overall evalua-
tion trends remain remarkably consistent, though the exact impact varies by base model.
For instance, VL-GUIDE-S (Qwen-2B-S) demonstrates strong robustness, even achieving
performance gains on several datasets, such as a +3.20 increase in pairwise accuracy on
PASCAL and a +5.30 increase on OID. Conversely, other models exhibit more sensitivity to
the missing prompt; notably, InternLM-7B-S shows a -7.30 drop in accuracy on ImgREW,
and LLaMA-3.2-S sees a significant -12.20 decrease on OID. Nevertheless, the significant
performance degradation observed in several base models confirms that our default ex-
plicit prompt setting is the optimal configuration for maximizing alignment with human
judgment scores.

PASCAL-50S Polaris OID ImgREW FlickrExp FlickrCF
P-Acc τc τb

IXCREW-S-v1 73.9 89.1 56.9 53.6 21.6 25.7
IXCREW-S-v2 76.2 88.7 58.5 56.3 25.6 28.0
IXCREW-S-v3 74.2 81.9 57.5 53.6 17.0 25.7

Table S23: Effect of prompts on reward model performance. Note that version 3 (v3) results
are reported in the main paper to match the prompt setting as our VL-GUIDE-S. Version 2
(v2) of the prompting strategy overall yields the best human alignment performance.

ImgREW FlickrExp FlickrCF
P-Acc τc τb

LLaMA-3.2-11B-v1 46.0 -7.88 5.49
LLaMA-3.2-11B-v2 51.6 5.29 9.00

Table S24: Effect of prompts on generative model performance. Note that version 2 (v2)
results are reported in the main paper, which generally shows higher performance.

Prompt type ablation for reward model and generative LVLM. Tables S23 and S24 report
the performances under alternative prompting strategies for IXCREW-S (Zang et al., 2025)
and LLaMA-3.2-11B (Meta, 2024), respectively. The results indicate that the choice of
prompting strategy influences the evaluation performance of both reward and generative
models, with version 2 (v2) consistently yielding the highest human alignment across most
datasets for both IXCREW-S and LLaMA-3.2-11B.
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Qualitative results. Tables S25, S26, and S27 provide qualitative sample responses of
generative LVLMs: Molmo-7B (Deitke et al., 2024), LLaVA-Critic (Xiong et al., 2024), and
InternVL2-8B (Chen et al., 2024). Since the answers include reasons for their choice or scores,
we extract the final scalar ratings via post-processing: specifically, the floating-point value
following “Overall Judgment” for Molmo-7B and InternVL2-8B, and the values after “The
better caption” and “Score” for LLaVA-Critic-7B.

Generated Samples Using Generative Model - Molmo-7B

1. Accuracy:
Answer 1: Inaccurate. The image doesn’t show a blond woman in a blue shirt waiting for a

ride.
Answer 2: More accurate. It correctly describes a young child in blue goggles in a pool setting.

2. Completeness:
Answer 1: Incomplete. It lacks key details about the child’s position or the pool setting.
Answer 2: More complete. It fully describes the child, their attire, and the surrounding

environment.

3. Clarity:
Answer 1: Poor. It’s vague and doesn’t clearly convey what’s in the image.
Answer 2: Better. It’s concise and easy to understand, directly describing what’s visible.

4. Relevance:
Answer 1: Irrelevant. It doesn’t address the question about the woman in the blue shirt.
Answer 2: Relevant. It directly answers the question about the child in blue goggles.

Overall Judgment: Answer 2 is better.
It accurately describes the key elements of the image, including the child, their attire, and the
pool setting, which directly answers the question about what’s in the picture.

I’ll evaluate the caption based on the given criteria:

1. Accuracy: The caption accurately describes the child wearing blue goggles and sitting in a
float, which aligns with the visual information provided.

2. Completeness: The caption fully addresses the question by mentioning both the child and
the goggles/float, providing a comprehensive answer.

3. Clarity: The caption is easy to understand, using simple language to convey the information
clearly.

4. Relevance: The caption directly relates to the question and the image, focusing on the key
elements described in the visual content.

Overall Judgment: 0.9
The caption scores high in most categories, with perfect accuracy, completeness, and clarity.
While it could be slightly more concise, it effectively captures the essential elements of the image.
The only minor reason for a point deduction is that it could potentially be even more streamlined,
but this doesn’t significantly impact its overall quality.

Table S25: Samples of generated responses with the first (above) and second (below)
prompts in Table S18. Molmo-7B produces answers based on the criteria given in the
prompt and provides the summarized reason for the overall judgment.

Quantitative results. The performances of VisionREW-S and VL-GUIDE-S models for
every dimension can be examined in Tables S28, S31, S29, and S30 on VisionREW Xu
et al. (2024a), VL-GUIDEDATA, and Align-anything T2I-Binary datasets. Ours consistently
surpasses the dimension-level performance of VisionREW-S, especially in VisionREW and
Align-anything datasets.
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Generated Samples Using Generative Model - InternVL2-8B

Evaluation:

1. Accuracy:
– Answer 1: This answer is accurate as it describes a city bus driving down a city street, which

is clearly visible in the image.
– Answer 2: While the sky is indeed blue and clear in the image, the description doesn’t

capture the primary aspects of the scene, such as the presence of the bus and other elements like
the bank and parked cars.

2. Completeness:
– Answer 1: This answer covers more parts of the scene. It includes the bus, a critical element,

and implicitly communicates the urban setting.
– Answer 2: This answer focuses only on the sky and doesn’t account for other significant

scene elements.

3. Clarity:
– Answer 1: This answer is straightforward and easily understandable.
– Answer 2: It’s clear but less descriptive and not as comprehensive.

4. Relevance:
– Answer 1: Relevant as it directly mentions a city bus and the city street setting, aligning

closely with the image.
– Answer 2: While relevant to the image, the focus on the sky doesn’t capture the main

elements of the scene.

Overall Judgment: Answer 1 is better.
While both answers are relevant, Answer 1 captures the primary subjects of the image (city bus
driving down a street) and provides a more comprehensive description. It is more accurate and
addresses more aspects of the scene, making it the better choice for the given question.

Evaluation:

1. Accuracy:
The caption generally aligns well with the visual elements of the image. It accurately captures
the sinister and eerie feeling of the portal, the detailed look, and the dark tones. However, it
doesn’t mention the arch and pipework leading to the portal, nor does it touch on the light leak
in the top part of the portal.

2. Completeness:
The caption provides a comprehensive description of the image, capturing many details like the
ultra-detailed nature, the warm interior light, and the cinematic shot. However, it misses out on
describing the arch and pipework that serve as pathways into the portal.

3. Clarity:
The caption is clear and uses descriptive language to convey the mood and tone of the image
effectively. The terms like ‘cinematic shot’, ‘ultra-detailed’, and ‘photo-realistic’ are used to paint
a vivid picture of the scene, making it easy for the reader to grasp the image’s essence.

4. Relevance:
The caption is very relevant as it directly addresses the nature of the image and uses terminology
that reflects the detailed and realistic rendering expected from tools like MCBess.

Overall Judgment:
Given these assessments, the caption is extremely good. It accurately reflects the contents of the
image while using vivid, relevant, and descriptive language. However, it could be improved by
noting additional observations, such as the arch and pipework leading into the portal, and the
top light leak in the portal.

Score: 0.85

Table S26: Samples of generated responses with the first (above) and second (below)
prompts in Table S18. InternVL2-8B answers based on the criteria given in the prompt and
also provides the summarized reason for the overall judgment.
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Generated Samples Using Generative Model - LLaVA-Critic-7B

The first caption, “A city bus driving down a city street,” is better than the second caption, “the
sky is clear and blue.” The first caption accurately describes the main subject of the image, which
is a city bus driving down a city street. This provides a clear and relevant description of the
scene depicted in the image. On the other hand, the second caption, while true, does not capture
the primary focus of the image and lacks context about the urban environment and the presence
of the bus. Therefore, the first caption is more accurate and informative, making it the better
choice.

The better caption: [first].

The LMM response provides a detailed description of the image, highlighting several key
elements such as “deathly portal to the abyss,” “ultra detailed,” “warm interior light,” “cinematic
shot,” “photorealistic,” “octane render,” “high definition,” “fine details,” “sinister tones,” “8 k,”
and “mcbess mood.”

However, the response is somewhat disjointed and lacks coherence. It mentions multiple aspects
without clearly connecting them to form a cohesive description of the image. For instance, while
it describes the image as having a “deathly portal to the abyss,” it also mentions “warm interior
light” and “cinematic shot,” which are contradictory in terms of atmosphere.

Additionally, some terms like “8 k” and “mcbess mood” are not standard descriptive terms
for images and may confuse the reader. The response could be improved by providing a
more unified and clear description that captures the overall mood and elements of the image
effectively.

Score: 60

Reasons:
• The response includes several relevant details about the image.
• However, it is somewhat disorganized and lacks coherence.
• Some terms are not standard or clear, which might confuse the reader.
• Overall, the response could be more polished and focused.

Table S27: Samples of generated responses with the first (above) and second (below)
prompts in Table S19. LLaVA-Critic-7B presents multiple justifications for its selection of
the preferred caption and assigns an overall score accordingly.
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Dimension VisionREW-S VL-GUIDE-S (Q2B) VL-GUIDE-S (Q7B) VL-GUIDE-S (I7B) VL-GUIDE-S (L7B)

0 90.38 91.85 90.87 91.76 90.78
1 1.08 99.41 99.12 99.41 98.92
2 94.70 97.25 96.47 97.25 96.17
3 10.50 94.80 94.01 94.80 93.92
4 26.20 75.76 75.17 73.21 74.88
5 10.79 93.72 92.35 93.33 92.84
6 99.90 99.80 99.51 99.80 99.71
7 93.62 93.62 92.44 93.52 92.54
8 11.09 90.19 89.50 90.19 89.89
9 1.77 99.41 98.92 99.41 99.12
10 99.12 99.51 99.21 99.51 99.21
11 92.54 95.49 94.80 95.49 94.31
12 14.23 89.21 88.13 88.42 87.44
13 98.14 96.86 96.57 96.86 96.37
14 78.90 73.01 69.09 70.26 70.17
15 7.75 89.99 89.89 89.79 89.40
16 0.39 99.41 99.61 99.41 99.61
17 93.52 95.68 94.41 95.39 94.60
18 11.48 91.56 90.97 91.36 90.38
19 92.15 95.98 95.29 95.39 94.70
20 5.50 94.11 93.82 94.01 93.42
21 98.72 99.61 99.31 99.61 98.92
22 74.39 81.55 79.39 79.29 79.29
23 9.22 85.67 84.69 85.38 84.89
24 99.61 99.80 99.61 99.80 99.41
25 89.01 92.74 91.66 92.64 91.76
26 99.90 100.00 100.00 100.00 100.00
27 94.80 92.93 92.44 92.93 92.15
28 7.46 92.35 91.36 92.25 91.46
29 0.29 99.21 99.21 99.21 99.02
30 99.41 99.12 98.72 99.12 98.63
31 89.50 90.19 89.30 89.89 88.52
32 34.54 62.90 61.63 61.04 62.90
33 7.75 90.87 90.28 90.97 90.28
34 2.75 97.94 97.35 97.94 97.84
35 0.20 100.00 99.80 100.00 99.80
36 94.50 93.72 93.03 93.72 92.84
37 41.41 55.94 56.33 54.47 53.29
38 8.93 90.68 89.79 90.78 89.79
39 0.98 98.72 98.72 98.72 98.33
40 97.35 93.33 92.74 93.33 92.54
41 69.58 68.99 66.34 65.55 65.55
42 54.47 53.97 54.96 50.83 52.99
43 46.91 53.97 53.09 51.62 53.58
44 45.44 55.45 52.89 51.72 54.37
45 99.71 99.41 99.21 99.41 99.21
46 96.57 94.80 94.21 94.80 94.21
47 81.06 73.80 72.13 72.72 71.74
48 59.27 55.62 55.64 55.94 56.33
49 54.96 53.97 53.48 53.88 56.43
50 99.90 99.71 99.61 99.71 99.51
51 96.66 96.57 96.07 96.57 96.07
52 89.30 87.83 86.85 87.63 87.14
53 73.21 71.34 69.87 68.79 68.89
54 70.36 68.20 66.44 66.54 65.85
55 13.35 93.03 91.85 92.93 91.95
56 7.16 94.21 93.42 94.21 93.62
57 3.93 96.57 96.07 99.67 96.07
58 0.20 99.80 99.80 99.80 99.71

Avg 53.30 88.00 87.30 87.40 87.20

Time 51 days 4 hrs 6 hrs 6 hrs 11 hrs

Table S28: Multi-objective performances of VisionREW-S and our VL-GUIDE-S models
on VisionREW dataset across 59 dimensions. VL-GUIDE-S outperforms VisionREW-S in
terms of both efficiency and performance.
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Dimension VisionREW-S VL-GUIDE-S (Q2B) VL-GUIDE-S (Q7B) VL-GUIDE-S (I7B) VL-GUIDE-S (L7B)

Prompt Following Rate 41.75 59.35 59.52 56.84 60.40
Objective Rules 15.80 84.20 84.11 84.23 83.47
Aestheticity 19.97 79.96 80.79 80.37 81.01
Information Richness 41.94 59.28 59.20 57.25 59.94
Safety 0.78 99.22 99.22 99.22 99.10

Avg 24.05 76.40 76.57 75.58 76.78

Table S29: Multi-objective performances of VisionREW-S and our VL-GUIDE-S models
on Align-anything (T2I)-Binary dataset across five dimensions. VL-GUIDE-S significantly
surpasses VisionREW-S performance on the T2I dataset.

Dimension VisionREW-S VL-GUIDE-S (Q2B) VL-GUIDE-S (Q7B) VL-GUIDE-S (I7B) VL-GUIDE-S (L7B)

Prompt Following Rate 8.08 91.76 91.35 91.71 91.50
Objective Rules 4.72 94.82 94.77 95.18 95.08
Clarity 1.40 98.65 98.55 98.60 98.60
Information Richness 13.11 86.58 86.17 86.58 86.37
Safety 0.00 100.00 99.53 100.00 99.79

Avg 5.46 94.36 94.07 94.41 94.27

Table S30: Multi-objective performances of VisionREW-S and our VL-GUIDE-S models on
Align-anything (TI2T)-Binary dataset across five dimensions. VL-GUIDE-S significantly
surpasses VisionREW-S performance on the TI2T dataset.

Dimension VisionREW-S VL-GUIDE-S (Q2B) VL-GUIDE-S (Q7B) VL-GUIDE-S (I7B) VL-GUIDE-S (L7B)

Conciseness 33.55 46.54 55.59 62.30 58.89
Sufficiency 54.21 43.45 46.33 46.96 47.50
Safety 26.20 72.95 73.70 73.80 73.80
Hallucination 53.14 42.81 45.26 46.65 47.92
Direction Acc 55.38 42.07 43.13 44.73 45.69
Depth Acc 51.01 41.00 47.07 48.35 44.62
Overall 59.96 39.62 42.07 41.75 42.71

Avg 47.63 46.92 50.45 52.08 51.59

Table S31: Multi-objective performances of VisionREW-S and our VL-GUIDE-S models
on VL-GUIDEDATA dataset across seven dimensions. VL-GUIDE-S (Q7B), VL-GUIDE-S
(I7B), and VL-GUIDE-S (L7B) show higher average performance than VisionREW-S on our
proposed dataset.
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E Discussion

While VL-GUIDE-S demonstrates strong alignment with human scores in both pairwise
and pointwise ranking datasets, its performance on special domain benchmarks such as
VL-GUIDEDATA remains limited. This might be due to a lack of reliable, human-centered
training datasets, particularly for fine-grained spatial understanding in BLV user perspec-
tives. Despite being clearly instructed, we notice LVLMs tend to understand the clockwise
direction from the perspective of the image itself, rather than the user’s viewpoint. For
instance, when instructed to choose a direction between 9 and 3 o’clock, LVLMs occasionally
provide “8 o’clock”, which corresponds to “10 o’clock” from an ecocentric image viewpoint.
This suggests that current LVLMs are primarily trained on image-caption datasets that
describe positional relationships within the image itself, rather than recognizing depth and
directional cues from a specific viewpoint. Consequently, this limitation underscores the
critical need for datasets specifically designed to train models to interpret and describe
scenes from an egocentric, user-defined perspective.

Furthermore, we leave the development of LVLMs capable of generating more accurate and
human-aligned responses for challenging multi-objective evaluation as future work. We
position VL-GUIDE-S (fine-tuned with VL-GUIDEDATA at stage 2) as a robust, foundational
baseline for researchers and engineers building efficient multi-objective scorers. Ultimately,
we hope this work inspires continued progress toward reliable assistive AI systems, es-
pecially for Blind and Low-Vision users. While careful deployment remains necessary to
mitigate risks such as bias, hallucinations, and unsafe outputs to ensure these technolo-
gies maximize societal benefit, we believe that prioritizing transparent and user-centric
evaluation is a crucial step toward safe, real-world deployment.
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