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Abstract

Using responses generated by high-performing large language models
(LLMs) for instruction tuning has become a widely adopted approach.
However, the existing literature overlooks a property of LLM-generated
responses: they conflate world knowledge acquired during pre-training
with instruction-following capabilities acquired during post-training. We
hypothesize that disentangling the instruction-following capabilities from
pre-trained knowledge improves the effectiveness of instruction tuning. To
this end, we propose CoDIT, a method that applies contrastive decoding
between a post-trained model and its pre-trained counterpart during re-
sponse generation. The method suppresses pre-trained knowledge shared
between the two models while amplifying the instruction-following be-
havior acquired via post-training, resulting in responses that more purely
reflect instruction-following capabilities. Experiment results demonstrate
that models trained on datasets constructed via CoDIT consistently out-
perform those trained on directly generated responses. Training on our
datasets also yields better performance than on existing publicly available
instruction-tuning datasets across multiple benchmarks. Furthermore, we
theoretically and empirically show that CoDIT can be interpreted as distill-
ing the chat vector from parameter space to text space, enabling the transfer

of instruction-tuning capabilities across models of different architectures. !

1 Introduction

Large language models (LLMs) have recently demonstrated strong capabilities in following
user instructions. These capabilities are acquired through instruction tuning, a supervised
fine-tuning process in which models learn to generate helpful responses to user instruc-
tions (Wei et al., 2022). Instruction tuning requires instruction-response pairs as training
data, but manually constructing such data is costly: instructions span diverse domains,
necessitating domain experts to ensure response quality. To address this, existing work has
demonstrated that using high-performing LLMs to generate responses can produce effective
instruction-tuning datasets at scale (Chiang et al., 2023; Xu et al., 2024; Mukherjee et al.,
2023; Mitra et al., 2023; Zhao et al., 2024a; Zheng et al., 2024; Ma et al., 2025).

However, directly using LLM-synthesized responses introduces a fundamental mismatch
in the training objective. While the goal of instruction tuning is to teach models to follow
instructions, LLM-generated responses conflate two distinct components, namely world
knowledge acquired during pre-training (hereafter, pre-trained knowledge) and instruction-
following abilities acquired during post-training. Previous work has shown that such

1The dataset and code are available at https://huggingface.co/datasets/Tatsuya-Ichinose/
CoDIT and https://github.com/Tatsuya736482/contrastive_decoding_public, respectively.


https://huggingface.co/datasets/Tatsuya-Ichinose/CoDIT
https://huggingface.co/datasets/Tatsuya-Ichinose/CoDIT
https://github.com/Tatsuya736482/contrastive_decoding_public

Published as a conference paper at COLM 2026

‘ tructio Refine this sentence: Recent months have seen rapid development in LLMs.

‘ spon In recent months ...
]

Post-trained Model Post-trained Model Pre-trained Model

there there there
LLMs LLMs — it
it it LLMs

J

AN
Y
l LLMs
there are ... LLMs... innovation ) LLMs have ...
Conflating pre-training there d@ Suppressing pre-training

and post-training capabilities while amplifying post-training

(a) Existing works (b) CoDIT

Figure 1: Comparison of CoDIT with direct response generation. Existing methods use re-
sponses directly generated by the post-trained model (e.g., "In recent months, there are"). In
contrast, CoDIT isolates the instruction-following behavior via contrastive decoding, which
prioritizes tokens with high likelihood under the post-trained model and low likelihood
under the pre-trained model.

pre-trained knowledge of a teacher cannot be effectively transferred to a student model via
supervised fine-tuning (Gudibande et al., 2024), suggesting that its presence in instruction-
tuning data serves as noise rather than a helpful training signal. Therefore, we hypothesize
that suppressing pre-training knowledge during response generation and preserving only
instruction-following behavior can yield training data that more purely captures instruction-
following ability, leading to more effective instruction tuning.

This work proposes CoDIT (Contrastive Decoding for Instruction-Tuning Dataset), a
method that disentangles instruction-following abilities from pre-trained knowledge and
suppresses the latter during response generation (Figure 1). To achieve this, we build on
contrastive decoding (Li et al., 2023a), a decoding strategy that improves output quality
by favoring sequences with high likelihood under a large expert model over those under a
smaller amateur model. We instantiate this framework using a post-trained model as the
expert and its pre-trained checkpoint as the amateur. Such a formulation explicitly amplifies
the difference between the two models, i.e., the instruction-following capabilities instilled
by post-training, while suppressing the pre-trained knowledge they share.

In experiments, we construct datasets using CoDIT with multiple open-weight LLMs —
referred to as teacher models — and evaluate by training separate LLMs — referred to as student
models — on the resulting data. As measured by WildBench (Lin et al., 2025) and AlpacaEval
2.0 (Li et al., 2023b), models trained on CoDIT-generated responses consistently outperform
those trained on responses directly generated by the teacher model across all nine teacher-
student pairs, regardless of model scale or architecture. This validates our hypothesis
that suppressing pre-trained knowledge during response generation yields more effective
instruction-tuning data. Notably, our datasets also outperform existing instruction-tuning
datasets (Zhao et al., 2024a; Xu et al., 2025; Ma et al., 2025; Jiang et al., 2025), demonstrating
their utility as training resources.

Furthermore, we theoretically and empirically demonstrate that CoDIT can be interpreted
as a text-space distillation of the chat vector (Huang et al., 2024): the difference in model
parameters before and after post-training. Chat vector operates in the parameter space,
limiting its applicability to models with identical architectures. Our text-space distillation,
however, lifts this constraint and enables the transfer of instruction-following capabilities
across models of any scale or architecture.
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In short, the contributions of this work are as follows: (1) We propose CoDIT, a method for
constructing instruction-tuning datasets that suppresses pre-trained knowledge during re-
sponse generation, thereby isolating and emphasizing instruction-following capabilities. (2)
We released datasets constructed via CoDIT that achieve state-of-the-art performance across
multiple benchmarks. (3) We theoretically and empirically demonstrate that CoDIT can be
interpreted as a text-space distillation of the chat vector, enabling the transfer of instruction-
following capabilities across models of arbitrary architectures.

2 Methodology

2.1 CoDIT: contrastive decoding for instruction-tuning dataset

In this study, we refer to a model that synthesizes responses as the teacher model, and
a model trained on the synthesized responses as the student model®>. CoDIT applies
contrastive decoding (Li et al., 2023a) to the teacher model during response generation,
leveraging the pre-trained model as the amateur and the post-trained model as the expert.

Specifically, given an instruction x, the goal is to generate a response y. Let 0post and
fpre denote the parameters of the post-trained and the pre-trained version of the teacher
model, respectively. The response y is decoded token by token, where each token is selected
to maximize the difference between the log-probabilities assigned the post-trained and
pre-trained model. For example, the i-th token y; is selected as:

s(v;x,y<i) =log P(v | X,y <i; Opost) —log P(v | X,y <i; Opre), W)
yi = argrgleags(v; X, Y<i), @)

where s(v; x, ;) is the contrastive score, v is a candidate token chosen from the vocabulary
V, and y; is the sequence of previously decoded tokens. The full response y is obtained by
repeating this selection autoregressively until a stop token is reached.

However, as noted in prior work (Li et al., 2023a), unrestricted contrastive decoding using
(2) can produce degraded outputs: tokens with very low probability under the pre-trained
model may be overemphasized, while tokens with high probabilities under both models
may be underemphasized. This can suppress contextually appropriate tokens, degrading
the fluency of the generated text. To mitigate this, we follow Li et al. (2023a) and apply
a plausibility constraint, which restricts candidate tokens to those assigned sufficiently
high probability by the post-trained model. Formally, let « € [0,1] be a hyperparameter
controlling the strictness of the constraint. We define the constrained score as

S/(v; x,y<1‘) _ {S_(:;X/]/Q)/ f;)t(li]eL‘fI/lZ;l/ Opost) Z amaXqycy P(w | X, Y<is GPOSt)/ (3)

2.2 CoDIT as distilling the chat vector

We theoretically show that CoDIT can be interpreted as a text-space distillation of the chat
vector (Huang et al., 2024), a training-free method that transfers post-training abilities
between models via parameter arithmetic.

Following Huang et al. (2024), the chat vector is defined as the parameter difference between
the post-trained and the pre-trained models:

A0 = Bpost — Opre )

The chat vector Af is considered to capture the capabilities acquired during post-training.

2We treat post-trained models as expert models, noting that these models may have undergone
additional post-training stages beyond instruction tuning, such as reinforcement learning. An ablation
study on the effect of different post-training stages is provided in Section 4.2 and Appendix H.
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In practice, the parameter shift induced by post-training is typically small relative to the
magnitude of the pre-trained parameters (||Af| < ||fpre||). This motivates a first-order

Taylor expansion of log P(v | x,y;;0) around pre, similarly as in Isonuma & Titov (2025):

1og P(v | X, Y<i;Bpost) ~ Log P(v | X,y <i;0pre) + A0 Volog P(v | X,y<i;Opre).  (5)

Substituting the above equation into Equation (1), we approximate the contrastive score as:
5(0;%,y<i) = A0 Volog P(0 | X,y <i; Opre)- 6)

This shows that the contrastive score is proportional to the inner product between the chat
vector A and the gradient of the log-likelihood log P(v | x, Y<is 9pre). As CoDIT selects v
that maximizes the contrastive score s(v; x,y-;), the method thus selects the token whose
gradient is most aligned with the update direction Af induced by post-training. Through
this gradient-based alignment, our method effectively distills the teacher model’s chat vector
into the text space, transferring post-training capabilities across models of arbitrary scale
and architecture without parameter-space operations.

3 Experiments

3.1 Experimental setup

Teacher Models We adopt Qwen3-8B, Qwen3-30B-A3B (Yang et al., 2025), and gemma-
3-27b-it (Gemma et al., 2025) as our teacher models. These models were selected for three
reasons: (1) both their pre-trained and post-trained checkpoints are publicly available, which
is necessary for conducting contrastive decoding; (2) they span diverse model families and
parameter scales, enabling a comprehensive and robust evaluation; and (3) they exhibit
strong instruction-following capabilities, ensuring high-quality response generation.

Student Models We use Llama-3.1-8B (Grattafiori et al., 2024), Qwen3-8B-Base (Yang et al.,
2025), and gemma-3-4b-pt (Gemma et al., 2025) as student models. The specific training
hyperparameters are detailed in Appendix B.

Training Dataset We synthesize responses by applying CoDIT to the instructions in
LMSYS-Chat-1M (Zheng et al., 2024). LMSYS-Chat-1M is a dataset consisting of one million
human-LLM conversation logs collected from websites such as Chatbot Arena. Following
prior work (Ma et al., 2025), we preprocess the dataset by removing duplicates, filtering out
template-style instructions, and excluding instructions that contain personal information.
After preprocessing, we obtain 250,333 English instructions. We construct the training
dataset by generating a corresponding response for each instruction using CoDIT.

Baselines We compare against two baselines generated from the same instruction set:
(1) Vanilla: A single response generated directly by the teacher model. Most existing
approaches such as Wang et al. (2023) and Xu et al. (2025) fall into this category. (2) Best-of-N:
For each instruction, we generate five candidate responses and judge the quality of generated
responses using gpt-oss-120b (OpenAl, 2025). Specifically, each response is evaluated on
a scale from 1 to 10, and the highest-scoring response is selected®. Detailed experimental
settings are provided in Appendix A.2. This setting captures recent methods (Grattafiori
et al., 2024; Ma et al., 2025) that incorporate response selection or reranking.

Evaluation Datasets and Metrics To evaluate models trained on the synthesized datasets,
we employ three LLM-as-a-judge benchmarks: WildBench (Lin et al., 2025), AlpacaEval
2.0 (Dubois et al., 2023), and MT-Bench (Zheng et al., 2023). WildBench provides a com-
prehensive evaluation using 1,024 samples collected from real-world dialogue logs, each
comprising up to five dialogue turns. We report the WB-Score computed from 10-point
ratings produced by GPT-40 (2024-05-13) (OpenAl et al., 2024) and rescaled with 5 as the

3We use a prompt based on WildBench (Lin et al., 2025) for evaluation.
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Teacher Qwen3-8B Qwen3-30B-A3B Gemma-3-27B
Student Llama Qwen Gemma Llama Qwen Gemma Llama Qwen Gemma
WildBench WB-Score

Vanilla 4395 6023 3042 4232 5732 3070 4830 60.53 34.29
Best-of-N 44.67 60.12 32.82 4644 5930 3266 4897 5990 34.96
CoDIT 48.34 63.18 31.84 4828 60.23 33.07 5412 62.21 38.89

Alpaca Eval 2.0 Win Rates (%)

Vanilla 5255 6476 4042 5178 5947 4036 6951 71.67 55.12
Best-of-N 53.35 6654 4293 51.79 60.81 4060 7146 7327 5488
CoDIT 58.73 69.45 4718 56.76 63.79 43.46 7595 76.26  59.80

Alpaca Eval 2.0 Length-Controlled Win Rates (%)

Vanilla 4792 5346 2925 4203 5310 3247 4143 4623 33.04
Best-of-N 39.73 55.82 33.09 4270 5485 3378 46.13 48.84 33.03
CoDIT 4407 56.83 3343 4694 5522 3550 5217 51.10 34.57

MT-Bench

Vanilla 7311 8441 63.88 7284 8439 58.67 7444 83.64 67.88
Best-of-N 7126 84.04 61.31 72.04 8390 6442 7291 84.04 66.01
CoDIT 75.39 8525 64.96 73.72 84.17 6282 7433 8312 67.14

Table 1: Evaluation scores of instruction-following performance for models trained on
instruction-tuning datasets constructed by the proposed method and baselines. We confirm
that CoDIT yields consistently better instruction-tuning effectiveness than the baselines.

midpoint (i.e., S’ = (S —5) x 2), with the evaluation prompt described in Appendix D.
AlpacaEval 2.0 evaluates responses to 805 instructions via pairwise comparison against
GPT-4 Turbo (1106), where the same model also serves as the evaluator. We report both
the Win Rate (WR) and the Length-Controlled Win Rate (LC) (Dubois et al., 2024), with the
latter one mitigating response-length bias. MT-Bench consists of 80 high-quality two-turn
dialogue samples. For evaluation, we use GPT-40 (2024-08-06), which scores each response
out of 10. For each instruction, we sample five responses and report the average score.

3.2 Main results

Table 1 presents the results for each experimental setting. On WildBench and AlpacaEval
2.0, CoDIT yields consistent gains over both Vanilla and Best-of-N baselines. On WildBench,
CoDIT achieves the best WB-Score in 8 out of 9 configurations and improves the overall
average by a substantial margin. The advantage of CoDIT is even more pronounced on
AlpacaEval 2.0, where CoDIT achieves the highest win rate across all teacher-student pairs.
In contrast, the gains on MT-Bench are more modest. We attribute this to the small sample
size of the benchmark, a limitation also pointed out in prior work (Lin et al., 2025). Overall,
across multiple settings, models trained on CoDIT-generated responses outperform those
trained on directly-generated ones, validating our hypothesis that suppressing pre-trained
knowledge during response generation yields more effective instruction-tuning data.

3.3 Comparison with existing instruction-tuning datasets

To evaluate the quality of datasets constructed using CoDIT related to existing resources,
we compare models trained on our datasets against those trained on publicly available
instruction-tuning datasets, including WildChat (Zhao et al., 2024a), Llama-3.1-LMSYS-
Chat-1M-Synth, Gemma-2-LMSYS-Chat-1M-Synth (Ma et al., 2025), Magpie-Pro-300K-
Filtered (Xu et al., 2025), WebR-Basic, and WebR-Pro (Jiang et al., 2025). Table 2 summarizes
these datasets and experiment results are reported in Table 3 4. Across all benchmarks and
for all student models, training on datasets constructed by CoDIT consistently outperforms

“For the AlpacaEval 2.0 evaluation, we utilized GPT-4 Turbo (2024-04-09) as the automated judge.
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Dataset #Instances Instruction Response

WildChat 778,380 WildChat GPT-3.5, GPT-4
Llama-3.1-LMSYS 453,737 LMSYS-Chat-1M Llama-3.1-405B-Instruct
Gemma-2-LMSYS 453,861 LMSYS-Chat-1M gemma-2-27b-it
Magpie-Pro-300K-Filtered 299,912 Llama-3-70B-Instruct  Llama-3-70B-Instruct
WebR-Basic 87,490 Rewrite web text using Llama-3-70B-Instruct
WebR-Pro 87,498 Rewrite web text using GPT-40-mini
CoDIT-Gemma3 250,333 LMSYS-Chat-1M gemma-3-27b-it
CoDIT-Qwen3-8B 250,333 LMSYS-Chat-1M Qwen3-8B
CoDIT-Qwen3-30B 250,333 LMSYS-Chat-1M Qwen3-30B-A3B

Table 2: Summary of instruction-tuning datasets. “-Chat-1M-Synth” is omitted from Llama-
3.1-LMSYS and Gemma-2-LMSYS for brevity.

Student Model
Llama-3.1-8B Qwen3-8B-Base

Wild Alpaca MT Wild Alpaca MT
Dataset Bench Eval2.0 Bench Bench Eval2.0 Bench

WB 1c wr avg VB
Score Score

WildChat 21.69 15.07 9.54 62.24 29.99 23.66 14.49 70.04
Llama-3.1-LMSYS-Chat-1M-Synth 30.94 27.8127.84 72.11 42.05 34.58 31.32 80.05
Gemma-2-LMSYS-Chat-1M-Synth 36.20 40.74 31.87 69.51 46.84 45.52 33.80 74.56

LC WR AVG

Magpie-Pro-300K-Filtered 26.85 24.77 31.64 63.15 4291 34.8139.49 74.05
WebR-Basic 26.57 20.3022.62 64.31 41.20 37.17 38.58 75.43
WebR-Pro 37.19 32.6534.46 70.00 54.40 46.22 45.06 82.72
CoDIT-Gemma3 54.12 52.73 72.85 74.33 62.21 47.98 71.41 83.13
CoDIT-Qwen3-8B 48.34 42.7555.30 75.39 63.18 54.25 65.62 85.25
CoDIT-Qwen3-30B 48.28 46.03 54.71 73.73 60.23 52.74 60.36 84.18

Table 3: Performance comparison between publicly available instruction-tuning datasets
and our synthesized datasets. Our dataset outperforms existing datasets.

training on existing datasets. These results demonstrate that datasets constructed using
CoDIT serves as effective language resources for instruction tuning.

4 Analysis

4.1 Do performance gains stem from improved response quality?

Since contrastive decoding is commonly used to improve text quality (Liu et al., 2021; Li
et al.,, 2023a; Chuang et al., 2024), one may question whether the performance gains of
CoDIT stem from improved response quality. In this section, we rule out this alternative
explanation and confirm that the observed improvements are attributed to the distillation
of instruction-following capabilities.

Specifically, we utilize gpt-0ss-120b as an LLM-as-a-judge to assess the quality of responses
generated directly and using CoDIT, employing an evaluation prompt adapted from Wild-
Bench as in Appendix A.2. As illustrated in Figure 2, the evaluation reveals that the text
quality of the responses generated by CoDIT stays at a similar level as those generated di-
rectly by the teacher model (Vanilla). This similarity in score distributions strongly indicates
that the effectiveness of CoDIT does not stem from simply generating higher-quality text,
but rather from successfully isolating and transferring the targeted instruction-following
behaviors. These findings redefine contrastive decoding as a novel framework for isolating
specific latent capabilities within LLMs.
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Figure 2: Score distribution of the synthetic dataset evaluated by gpt-o0ss-120b on a scale of 1
to 10. A comparison between responses generated with and without CoDIT reveals that
CoDIT does not affect output quality.
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Figure 3: Cosine similarity between the teacher’s chat vector A8 and the update vector
AB'. Compared to Vanilla, CoDIT exhibits consistently higher similarity as the data scale
grows, with the performance gap widening at larger scales. This indicates that CoDIT more
effectively distills the teacher model’s chat vector into the text-space.

4.2 Does CoDIT better distill the chat vector?

As discussed in Section 2.2, CoDIT conceptually acts as distilling the teacher model’s chat
vector (Huang et al., 2024) into the text space. To empirically verify this, we examine whether
fine-tuning on datasets constructed using CoDIT induces parameter updates that align with
the teacher model’s chat vector, measured by cosine similarity between the two vectors.

Teacher Model’s Chat Vector We extract the teacher model’s chat vector A0 = Opost — Opre
(Equation (4)) which represents the parameter shift induced by post-training. Here, 6pre and
Bpost denote the parameters of the publicly released pre-trained and post-trained checkpoints
of the teacher model, respectively.

Parameter Updates Induced by CoDIT We instruction-tune the teacher’s pre-trained
checkpoint Opre on datasets constructed by applying CoDIT to 6post and Opre, yielding
model 0,.5.. We then extract the induced parameter update A0" = 6], — fpre and compute
its cosine similarity with the teacher’s chat vector A6, from which way we quantify how
accurately the chat vector is distilled.

Models To examine the effect of model scale, we include Llama-3.2-1B-Instruct, Llama-
3.2-3B-Instruct, and Llama-3.1-8B-Instruct and their corresponding pre-trained check-
points (Grattafiori et al., 2024) °.

SWe provide more results on additional model families in Appendix I.
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Similarity with Teacher’s chat vector

Teacher Model Response Generation IT (Afinst) IT+RL (Abpost)
, Vanilla 0.1121 0.1120
IT (Abingy) CoDIT 0.1331 0.1331
/ Vanilla 0.1323 0.1323
ITRL (Afpos) CoDIT 0.1493 0.1494

Table 4: Cosine similarity between parameter update induced by teacher’s synthesized
responses at different stages and the teacher’s chat vectors. Our results suggest that RL
models are more effective at distilling chat vectors.

Training Data We adopt the same instruction set as described in Section 3.1 and prepare
two response variants: one generated using CoDIT and one using raw outputs from the
post-trained models as a baseline (noted as Vanilla). In addition to the full dataset of 250,333
samples, we experiment on randomly down-sampled subsets of 1,024, 4,096, 16,384, and
65,536 samples (noted as 1k, 4k, 16k, and 64k) to investigate the effect of data volume.

Results Figure 3 shows the cosine similarity between the teacher’s chat vector and the pa-
rameter updates induced by fine-tuning on CoDIT-generated responses. CoDIT consistently
achieves higher similarity with the teacher model’s chat vector than the baseline, confirming
that it more effectively distills the chat vector into the text space. This gap exists for all
evaluated models and widens with increasing data volume. These results demonstrate
that CoDIT yields a closer approximation of the teacher model’s chat vector, providing
empirical support for the theoretical connection established in Section 2.2.

4.3 Does reinforcement learning hinder the effectiveness of CoDIT?

While CoDIT uses the post-trained checkpoint as the expert and the pre-trained checkpoint
as the amateur, publicly released post-trained models typically undergo multiple stages as
a combination of instruction tuning (IT) and reinforcement learning (RL, Grattafiori et al.
(2024); Yang et al. (2025)). Here, we investigate whether the composition of these stages
hinders the effectiveness of CoDIT.

Models We experiment with Olmo-3 (Ettinger et al., 2025), a representative model family
that provides checkpoints at different post-training stages. Specifically, we denote the
pre-trained checkpoint as Opre (Olmo-3-1025-7B). We then contrast this with the instruction-
tuned checkpoint st (Olmo-3-7B-Instruct-SFT) and the fully post-trained checkpoint 0post
(Olmo-3-7B-Instruct), which includes reinforcement learning.

Evaluation Following Section 4.2, we compute the cosine similarity between each teacher
checkpoint’s chat vector (Afinst, Abpost) and the corresponding parameter update induced

by fine-tuning on its synthesized responses ( A0}, A0l q).

Results As shown in Table 4, training with CoDIT-generated responses consistently yields
higher cosine similarity with the teacher model’s chat vectors than the baseline, regardless
of whether the instruction-tuned or fully post-trained checkpoint is used for data synthesis.
Notably, responses generated by the fully post-trained model more effectively distill the
instruction-tuned chat vector (Afinst) than those generated by the instruction-tuned check-
point itself (0.1493 v.s. 0.1331), suggesting that RL does not hinder but rather amplifies the
effectiveness of CoDIT. We attribute this to RL sharpening the model’s output distribution
and eliciting latent instruction-following capabilities (Liu et al., 2025; Zhao et al., 2025; Yue
et al., 2025; Matsutani et al., 2026), thereby strengthening the directional alignment with the
instruction-tuning update. These results indicate that the RL stage in standard post-training
pipelines benefits CoDIT, demonstrating the broad compatibility of our proposed method.
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Evaluation Set  Size Exact(%) n-gram (%) Cosine Similarity (%)

MT-Bench 80 32.50 51.25 46.25
AlpacaEval 2.0 805 23.73 39.01 32.05
WildBench 1,024 0.20 2.05 0.68

Table 5: Overlap between LMSYS-Chat-1M training instructions and evaluation prompts.

AlpacaEval 2.0 WildBench

Dataset
LC WR WB-Score

WildChat 13.42 8.46 19.81
Gemma-2-LMSYS-Chat-1M-Synth ~ 37.52 30.13 33.75
Magpie-Pro-300K-Filtered 2521 3220 26.52
WebR-Pro 32.71 35.93 39.39
CoDIT-Gemma3 47.34 69.60 52.05
CoDIT-Qwen3-8B 41.73  53.49 46.82

Table 6: Performance comparison after removing overlap between LMSYS-Chat-1M and
evaluation benchmarks.

4.4 Does instruction overlap inflate CoDIT’s performance?

LMSYS-Chat-1M (Zheng et al., 2024) instructions, which we use to construct our datasets,
may overlap with evaluation prompts in MT-Bench, AlpacaEval 2.0, and WildBench. This
raises a natural question: Does this instruction overlap give CoDIT an unfair advantage?

Measuring Overlap To answer this question, we first quantify the extent of instruction
overlap. We measure exact-match, 13-gram character-level, and semantic cosine similarity
using all-mpnet-base-v2 ¢ between LMSYS-Chat-1M instructions and each evaluation set.
For multi-turn benchmarks, we use the maximum turn-level similarity.

Table 5 reports the percentage of LMSYS-Chat-1M instructions with similarity > 0.8 to
at least one evaluation prompt, measured by n-gram overlap and the cosine similarity of
sentence embeddings. As shown in Table 5, 32.50% of the instructions in MT-Bench and
23.73% of the instructions in AlpacaEval 2.0 overlap with those in LMSYS-Chat-1M, which
is non-negligible.

Controlling for Overlap To directly test whether this overlap inflates CoDIT’s perfor-
mance, we remove instructions similar to those in MT-Bench, AlpacaEval 2.0, or WildBench
and re-train the model on the filtered dataset. Specifically, we treat any instruction with a
character-level 13-gram similarity of at least 0.8 to an evaluation instruction as similar and
filter it out. We then train Llama-3.1-8B on 80K instances from each filtered dataset.

Results As shown in Table 6, CoDIT-generated datasets still outperform all baselines
even after filtering. This confirms that CoDIT’s performance gains are not attributable to
instruction overlap with the evaluation sets, but to the superiority of the method itself.

5 Related work

5.1 Instruction tuning datasets

The quality and diversity of instruction-tuning datasets are pivotal to the post-training
performance of Large Language Models (LLMs). Existing approaches to constructing these
datasets can be broadly categorized into two groups: data curation and data synthesis.

https://huggingface.co/sentence-transformers/all-mpnet-base-v2
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Data Curation Early approaches focused on reshaping existing NLP benchmarks into
instruction-response formats using manual templates (Wang et al., 2022). More recently,
the focus has shifted toward leveraging vast amounts of web-scale text (Yue et al., 2024; Li
et al., 2024b; Nguyen et al., 2024; Jiang et al., 2025), while others emphasize data filtering to
extract a high-quality subset from massive instruction datasets (Ivison et al., 2023; Du et al.,
2023; Liu et al., 2024b; Li et al., 2024a; Zhang et al., 2025a). Despite their effectiveness, these
methods remain inherently limited by the quality and distribution of existing data.

Data Synthesis Given the high cost of manually constructing instruction-tuning datasets,
recent work has shifted toward using LLMs to synthesize data. One common strategy is
to collect real-world user queries from chat logs (Chiang et al., 2023; Zheng et al., 2024;
Zhao et al., 2024a). Another line of work generates diverse instructions from a small seed
collection (Wang et al., 2023; Taori et al., 2023; Xu et al., 2024; Wang et al., 2024). More
recently, Magpie (Xu et al., 2025) demonstrated that complex instructions can be synthesized
by prompting LLMs with pre-query templates. While these methods effectively enhance the
diversity and complexity of instructions (Zhao et al., 2024b), they directly use LLM outputs
as responses as they are. Furthermore, recent efforts have explored synthesizing datasets
tailored to specific student models (Hu et al., 2025; Li et al., 2025), though such approaches
often lack generalizability across model families. In contrast, our method optimizes the
response generation process itself and is agnostic to both the instruction source and the target
student model, making it complementary to existing instruction-generation frameworks
and broadly applicable across model families.

5.2 Contrastive decoding

Contrastive decoding (Li et al., 2023a; Chang et al., 2024) is a decoding strategy that leverages
an amateur model to improve the output quality of an expert model (O’Brien & Lewis, 2024).
Prior work has applied this framework to a range of goals, including reducing toxicity (Liu
etal., 2021; LU et al., 2025), mitigating hallucinations (Chuang et al., 2024; Shi et al., 2024;
Sanchez et al., 2024; Zhang et al., 2025b), aligning outputs with human preferences (Gao
et al., 2024), and using weaker models to guide and improve stronger ones (Liu et al., 2024a;
Jiang et al., 2026). Beyond output quality, contrastive decoding has also been applied to
evaluation (Lu et al., 2024) and dataset distillation (Isonuma & Titov, 2025). Unlike prior
work, which treats contrastive decoding purely as an inference-time technique, our work
leverages it as a principled mechanism for disentangling instruction-following capabilities
from pre-trained knowledge. By treating the pre-trained/post-trained versions of a model
as the amateur/expert pair, we show that the resulting text-space outputs distill the chat
vector (Huang et al., 2024). Our approach enables capability transfer across models of
arbitrary scale and architecture without parameter-space operations.

6 Conclusion

We presented CoDIT, a novel approach that uses contrastive decoding between a pre-trained
and a post-trained model to synthesize training data for instruction tuning. Experiments
across nine teacher-student pairs demonstrated that CoDIT-constructed datasets consistently
outperform both directly generated responses and existing open-source instruction-tuning
datasets, achieving state-of-the-art performance across diverse model families and scales.
We theoretically and empirically showed that CoDIT can be interpreted as a distillation
of the chat vector from the parameter space to the text space, enabling the transfer of
instruction-tuning abilities between models of arbitrary scale and architecture.

For future work, we plan to extend CoDIT to more complex and specialized settings,
such as reasoning tasks, multi-turn conversations, and safety alignment. We believe that
selectively amplifying specific capabilities via contrastive decoding provides a principled,
general framework for generating high-quality training data across a wide range of LLM
development scenarios.
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Figure 4: Score distribution of synthesized responses using Qwen3-8B. Consistent with
the results in Section 4.1, CoDIT maintains a text quality comparable to the Vanilla teacher
model, indicating that the method’s effectiveness does not rely on enhancing general text
fluency.

A Generation details

A.1 Hyperparameters for response generation

To ensure a fair comparison, the hyperparameters for response generation were kept con-
sistent across all experiments. We used a temperature of 1.0, a Top-p value of 1.0, and a
maximum generation length of 4,096 tokens.

A.2 Best-of-N selection and evaluation prompt

For the Best-of-N selection process, we utilized gpt-oss-120b (OpenAl, 2025) as a judge to
evaluate the candidate responses. The evaluation was conducted using a prompt adapted
from the WildBench evaluation framework (Lin et al., 2025). Each response was rated
on a scale from 1 to 10. From the 5 generated candidates, we selected the response that
received the highest score. When multiple responses achieved the same maximum score,
we consistently selected the first one. The scoring results for the data synthesized using
Qwen3-8B (Yang et al., 2025) are also provided in Figure 4.

Annotation Prompt Used in Best-of-N

# Instruction

You are an expert evaluator. Your task is to evaluate the
quality of the responses generated by AI models.

We will provide you with the user query and an Al-generated
response.

You should first read the user query carefully for analyzing
the task, and then evaluate the quality of the response
based on the rules provided below.

# Conversation between User and Al

## Current User Query
<|begin_of_query |>
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{question}
<lend_of_query I>

## Al Response
<lbegin_of_response|>

{answer}

<lend_of_response|>

# Evaluation
## Rules

You should evaluate the above response based on your analysis
of the user queries.

You should first write down your analysis, and then provide
your assessment.

The scores are in the range of 1~10, where 1 means the
response is very poor and 10 means the response is
perfect.

Here are more detailed criteria for the scores:

- Score 1~2: The response is very poor and does not make
sense at all.

— Score 3~4: The response is poor and does not help user
solve the problem in a meaningful way.

— Score 5~6: The response is fair but has some issues (e.g.,
factual errors, hallucinations, missing key information).

- Score 7~8: The response is good enough but could be
improved in some ways.

— Score 9~10: The response is perfect and provides helpful
information that can help user solve the problem.

## Output Format

First , please output your analysis for the model response,
and then summarize your assessment to two aspects: \"
strengths\" and \"weaknesses\"; Finally, please write
down your rating for the assessment.

Please provide your evaluation results in the following json
format by filling in the placeholders in []:

\"strengths \": \"[analysis for the strengths of the
response]\",

\"weaknesses\": \"[analysis for the weaknesses of the
response]\",

\"score\": \"[1~10]\"
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Hyperparameter Value

Optimizer AdamW (B1 = 0.90, B2 = 0.95)

Learning rate scheduler ~Cosine with 0.1 warmup ratio

Peak learning rate 2.5 x 107° (1.0 x 10~° for gemma-3-4b-pt)
Minimum learning rate 2.5 x 107 (1.0 x 10~° for gemma-3-4b-pt)
Training epochs 2

Effective batch size 512

Table 7: Hyperparameters for Supervised Fine-Tuning

—e— Qwen3-8B
Gemma-3-27b
—e— Qwen3-30B

N
o
S
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~
&

Figure 5: Hyperparameter tuning for a« based on MT-Bench scores. The average performance
of student models (Qwen3-8B-Base and Llama-3.1-8B) is plotted against different a values
for each teacher model. The optimal « is selected where the MT-Bench score is maximized.

B Training details

All training was conducted on four NVIDIA H100 SXM5 GPUs, utilizing DeepSpeed ZeRO
(Rajbhandari et al., 2020) for memory optimization. Unless otherwise specified, hyper-
parameters followed the settings established in prior work (Ma et al., 2025); the specific
values used in our experiments are summarized in Table 7. However, since performance
degradation was observed for gemma-3-4b-pt (Gemma et al., 2025) under these default
settings, we conducted a learning rate sweep using MT-Bench (Zheng et al., 2023) as the
metric. Consequently, for this specific model, the peak and minimum learning rates were
adjusted to 1.0 x 1075 and 1.0 x 1075, respectively.

For data preprocessing, several constraints were applied to manage memory limitations.
For the gemma-3-4b-pt model trained on the Qwen3-30B-A3B-distilled dataset, responses
exceeding 100,000 characters (3 instances) were truncated to that limit to avoid Out-of-
Memory (OOM) errors. Regarding WildChat (Zhao et al., 2024a), Magpie-Pro (Xu et al., 2025),
WebR-Basic, and WebR-Pro (Jiang et al., 2025), we excluded instances where the instruction
exceeded 4,096 characters or the response exceeded 8,192 characters. Additionally, for
WildChat, only the first turn of each conversation was utilized.

C Ablation study on «

C.1 «atuning

To determine the optimal value for the hyperparameter a« in Equation (3), we uti-
lized MT-Bench (Zheng et al., 2023) as our validation benchmark. For this tuning
process, we used the same set of instructions as described in Section 3.1. We con-
structed multiple variants of synthetic datasets by applying CoDIT across a specific grid
of a values: {0.001,0.01,0.02,0.04,0.06,0.08,0.1} for Qwen3-8B (Yang et al., 2025), and
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Figure 6: Robustness of CoDIT across various « settings. Performance on WildBench remains
stable and superior to the baselines regardless of the specific choice of &, indicating that
the gains are driven by the core CoDIT mechanism rather than sensitive hyperparameter
tuning.

{0.01,0.04,0.07, 0.1} for Qwen3-30B-A3B (Yang et al., 2025) and gemma-3-27b-it (Gemma
et al., 2025).

For each dataset, we performed instruction tuning on two pre-trained models: Qwen3-8B-
Base (Yang et al., 2025) and Llama-3.1-8B (Grattafiori et al., 2024). We then selected the «
value that maximized the average MT-Bench score across both models. As shown in Figure
5, which plots the relationship between the choice of « and the average performance, our
experimental results identified the optimal values as « = 0.06 for Qwen3-8B, « = 0.04 for
gemma-3-27b-it, and a« = 0.07 for Qwen3-30B-A3B. Based on these findings, we adopted
these specific values for each teacher model in all subsequent experiments in this study.
Furthermore, for response generation with Llama-3.2-1B, Llama-3.2-3B (Grattafiori et al.,
2024), and Llama-3.1-8B, we used &« = 0.06, consistent with the value determined for
Qwen3-8B.

C.2 Robustness to hyperparameter o

A potential concern is whether the performance gains of CoDIT are overly dependent
on the specific tuning of a performed in Section C.1. To address this, we evaluated the
sensitivity of CoDIT to the choice of & using WildBench. Using the same set of instructions
as described in Section 3.1 and Qwen3-8B as the teacher, we compared models trained on
datasets generated with « € {0.001,0.01,0.02,0.04,0.06,0.08,0.1}. The results, as shown in
Figure 6, demonstrate that both student models achieved consistently higher scores across
all tested values of « compared to the baselines. This indicates that the improvement is
primarily driven by the core mechanism of CoDIT rather than exhaustive hyperparameter
optimization, confirming the robustness of our approach.

D Evaluation prompts for WildBench

Due to several grammatical and contextual errors identified in the official WildBench
evaluation prompts, we applied corrections to ensure an accurate and reliable assessment in
this study. Furthermore, we report the evaluation results obtained with the original official
prompts in Table 8. Our findings indicate that CoDIT maintains a performance lead over
the Vanilla baseline across both the original and our corrected versions of the prompts.
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Teacher Qwen3-8B Qwen3-30B Gemma-3-27B
Student Llama Qwen Gemma Llama Qwen Gemma Llama Qwen Gemma

Vanilla 4345 60.12 3021 4301 5755 3137 4740 59.63  34.08
CoDIT 4850 6297 34.70 4819 60.43 34.06 5496 6292  38.91

Table 8: WB-Score on WildBench using the original official prompts. It can be observed that
CoDIT consistently yields performance improvements compared to the direct use of teacher
model outputs (Vanilla), even when evaluated with the official prompts.

Evaluation Prompt for WildBench

# Instruction

You are an expert evaluator. Your task is to evaluate the
quality of the responses generated by Al models.

We will provide you with the user query and an Al-generated
response.

You should first read the user query and the conversation
history carefully for analyzing the task, and then
evaluate the quality of the response based on the rules
provided below.

# Conversation between User and Al

## History
<lbegin_of_history |>

{$history }
<lend_of_history >

## Current User Query
<|lbegin_of_query >

{$user_query}
<lend_of_query|>

## Al Response
<lbegin_of_response|>

{$model_output}

<lend_of_response|>

# Evaluation
## Checklist
<Ibegin_of_checklist|>

{$checklist}
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<lend_of_checklist|>

Please use this checklist to guide your evaluation, but do
not limit your assessment to the checklist.

## Rules

You should evaluate the above response based on your analysis
of the user queries and the conversation history.

You should first write down your analysis and the checklist
that you used for the evaluation, and then provide your
assessment according to the checklist.

The scores are in the range of 1~10, where 1 means the
response is very poor and 10 means the response is
perfect.

Here are more detailed criteria for the scores:

- Score 1~2: The response is very poor and does not make
sense at all.

— Score 3~4: The response is poor and does not help user
solve the problem in a meaningful way.

— Score 5~6: The response is fair but has some issues (e.g.,
factual errors, hallucinations, missing key information).

- Score 7~8: The response is good enough but could be
improved in some ways.

- Score 9~10: The response is perfect and provides helpful
information that can help user solve the problem.

## Output Format

First , please output your analysis for the model response,
and then summarize your assessment to two aspects: \"
strengths\" and \"weaknesses\"; Finally, please write
down your rating for the assessment.

Please provide your evaluation results in the following json
format by filling in the placeholders in []:

"strengths": "[analysis for the strengths of the response
1",

"weaknesses": "[analysis for the weaknesses of the
response]",

"score": "[1~10]"

E Generalization to other instruction sources

Since CoDIT is a general-purpose response-generation method, it is not tied to any specific
instruction source. It can therefore be readily applied to instruction sources other than
LMSYS-Chat-1M (Zheng et al., 2024), which we used in our main experiments (Section 3),
such as WebR-Pro (Jiang et al., 2025).

To empirically support this point, we applied CoDIT’s response-generation procedure
directly to the WebR-Pro instruction source and compared the resulting responses, using
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AlpacaEval 2.0 WildBench

Method

LC WR WB-Score
Vanilla 37.65 46.99 42.61
CoDIT 40.47 51.86 45.35

Table 9: Effect of applying CoDIT’s response-generation procedure to the WebR-Pro instruc-
tion source, with Qwen3-8B as the teacher and Llama-3.1-8B as the student.

Teacher Qwen3-8B Qwen3-30B-A3B Gemma-3-27B

Student Llama Qwen Gemma Llama Qwen Gemma Llama Qwen Gemma
WildBench WB-Score

Vanilla 1.31 0.97 1.43 1.35 1.10 1.42 1.30 0.97 1.36
Best-of-N  1.28 0.99 1.41 1.23 0.97 1.44 1.22 0.98 1.40
CoDIT 1.25 0.93 1.42 1.24 0.97 1.41 1.13 0.95 1.39

Alpaca Eval 2.0 Win Rates (%)

Vanilla 1.57 1.53 1.53 1.58 1.55 1.52 1.45 1.42 1.55
Best-of-N  1.56 1.50 1.53 1.57 1.53 1.53 1.42 1.39 1.53
CoDIT 1.57 1.46 1.57 1.57 1.54 1.56 1.35 1.33 1.51

Alpaca Eval 2.0 Length-Controlled Win Rates (%)

Vanilla 0.61 0.64 0.62 0.67  0.69 0.64 0.65 0.65 0.64
Best-of-N  0.66 0.68 0.65 0.71 0.68 0.65 0.68 0.61 0.58
CoDIT 0.58 0.53 0.55 0.58 0.56 0.58 0.62 0.62 0.56

MT-Bench

Vanilla 2.38 1.71 2.56 2.65 1.58 2.59 2.59 1.95 271
Best-of-N  2.57 1.75 2.51 2.53 1.84 2.52 2.75 2.03 2.70
CoDIT 2.31 1.67 2.55 2.52 1.71 2.60 2.65 1.87 2.54

Table 10: Standard errors for WildBench, MT-Bench, and AlpacaEval metrics

Qwen3-8B as the teacher model and Llama-3.1-8B as the student model. As shown in Table 9,
CoDIT-generated responses yield consistent gains across all metrics.

F Reliability of evaluation results

E1 Robustness across teacher—student configurations

Our experimental design evaluates CoDIT across nine distinct teacher-student configura-
tions in Table 1 and effectively serves as a repeated evaluation under varied conditions,
providing stronger evidence of robustness than multi-seed runs of a single configuration.
The consistent superiority of CoDIT on AlpacaEval 2.0 Win Rate in all nine configurations
(9/9) and on WildBench WB-Score in eight of the nine configurations (8/9) across these di-
verse settings further supports the reliability of our findings. For further reference, we report
the standard errors of the WildBench, AlpacaEval 2.0, and MT-Bench scores in Table 10.

F2 Evaluation with a more advanced judge model

To address potential judge-dependent artifacts, we re-evaluated Vanilla and CoDIT for a
subset of the teacher—student configurations reported in Table 1 on a 300-question subset of
WildBench, using gpt-5.5-2026-04-23 (reasoning_effort: high) as a more advanced judge,
selected for its significantly reduced hallucination rates (OpenAl et al., 2026).

As shown in Table 11, in this rigorous evaluation setting, CoDIT matches or improves
over the Vanilla baseline across all evaluated teacher-student configurations. These results
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Method gemma-3-27b-it Qwen3-8B Qwen3-30B-A3B
Llama Qwen gemma Llama Qwen gemma Llama

Vanilla 4.07 1138 —-13.15 523 929  —55.77 —6.80

CoDIT 6.19 1140 —11.29 —3.46 9.29 —54.92 —5.54

Table 11: WB-Scores on a 300-question subset of WildBench evaluated with GPT-5.5 as the
judge.

Method #Responses Teacher Judge Relative Cost
Time Memory  Time  Memory

Vanilla 1 940.8s  91.70GB - - 1.00x

Best-of-N (N = 5) 5 940.8s  91.70GB  462.0s 187.32GB 10.02x

CoDIT 1 1477.2s  183.41GB = = 3.14x

Table 12: Dataset synthesis cost measured on 5,000 instructions from LMSYS-Chat-1M
with Qwen3-8B as the teacher model. Time denotes wall-clock time, and Memory denotes
peak GPU memory consumption. Best-of-N additionally requires judge annotation using
gpt-oss-120b.

indicate that the performance gains of CoDIT reflect genuine improvements in instruction-
following capabilities.

G Dataset synthesis cost

The training cost of CoDIT is equivalent to that of Vanilla and Best-of-N, as all methods
train the student model on the same number of instances. Since a synthesized dataset can
be reused across a variety of student models once constructed, training cost is the primary
practical concern. Nevertheless, we also report the dataset synthesis (decoding) cost in
Table 12. The numbers are measured on 5,000 instructions from LMSYS-Chat-1M using
Qwen3-8B as the teacher model. For Best-of-N, we assume N = 5 independent runs, which
additionally incur a judge annotation cost (gpt-oss-120b). Memory usage refers to peak
GPU memory consumption.

H Evaluating the efficacy of instruction tuning

We evaluated our method using fully post-trained teacher models. However, post-training
pipelines typically integrate instruction-tuning with subsequent alignment techniques, such
as Direct Preference Optimization (DPO; Rafailov et al. (2023)) or Reinforcement Learning
(RL) variants, such as RLVR (Lambert et al., 2025; DeepSeek-Al et al., 2025; Yue et al., 2025).
To investigate whether the performance gains of CoDIT persist across these distinct training
phases, we conduct an ablation study focusing on the teacher model’s maturity.

Teacher Model We utilize the Olmo-3-7B-Instruct (Ettinger et al., 2025), which provides
intermediate checkpoints: the instruction-tuning-only model (Olmo-3-7B-Instruct-SFT)
and the fully post-trained model after DPO and RLVR (Olmo-3-7B-Instruct). We generate
synthetic datasets using each of these as a teacher. For all experiments, we fix & = 0.06,
using the same setting as Qwen3-8B.

Student Models To evaluate the effectiveness of the synthesized datasets, we employ
Llama-3.1-8B (Grattafiori et al., 2024) and Qwen3-8B-Base (Yang et al., 2025) as our student
models.
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Llama-3.1-8B Qwen3-8B
Datasets WildBench AlpacaEval2.0 WildBench AlpacaEval 2.0
WB-Score  LC WR WB-Score  LC WR
Vanilla (IT) 32.57 2839 2534 39.84 35.79  31.88
CoDIT(IT) 34.65 4148 37.71 44.35 46.43  41.02
Vanilla (IT + RL) 47.96 41.01 4920 55.17 4700 55.16
CoDIT(IT + RL) 50.04 50.84  58.79 58.13 54.48  62.72

Table 13: Performance comparison of student models (Llama-3.1-8B and Qwen3-8B-Base)
trained on synthetic datasets generated by teacher models at different post-training stages
(IT vs. IT + RL). LC stands for Length-Controlled win rate, and WR stands for Win Rate.
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Figure 7: Cosine similarity between the parameter updates and the teacher’s chat vector for
Qwen3-8B. While the performance gain of CoDIT over the baseline is consistent with the
trends observed in Llama models, the lower absolute similarity suggests that certain dimen-
sions of the chat vector—specifically those associated with reasoning processes—are not
fully captured, as thinking tokens were outside the scope of our current data construction.

Datasets Following the data preparation process described in Section 3.1, we utilize the
exact same set of 250,333 user instructions from the LMSYS-Chat-1M (Zheng et al., 2024)
dataset to construct our synthetic training data.

Baselines For our comparative analysis, we adopt the Vanilla baseline introduced in
Section 3.1.

Evaluation Datasets and Metrics Following the evaluation protocol described in Section
3.1, we assess the models’ performance using AlpacaEval 2.0 and WildBench.

Results The results of this evaluation are summarized in Table 13. Based on these results,
we make two key observations. First, the application of CoDIT consistently enhances the
learning efficacy across both the instruction-tuned model and the fully post-trained model
incorporating RL. This indicates that our approach is highly robust and can be consistently
applied irrespective of the complex interactions and optimizations inherent in advanced
post-training pipelines. Second, the absolute performance of the student models is notably
higher when distilled from the RL-aligned teacher compared to its instruction-tuning-only
counterpart. We attribute this to the superior capabilities of the reinforcement-learned
model, which intrinsically generates higher-quality and more refined responses, thereby
providing a stronger learning signal for the student model.
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I Additional results for chat vector distillation

To verify whether the trends observed in Section 4.2 hold for models with different architec-
tures and training recipes, we conduct experiments using Qwen3-8B.

As illustrated in Figure 7, we confirm that Qwen3-8B (Yang et al., 2025) exhibits a similar
trajectory to the Llama models: the cosine similarity between the induced update and the
teacher’s chat vector increases with the volume of training data, and the performance gap
between CoDIT and the baseline progressively widens.

However, we observe that the absolute cosine similarity for Qwen3-8B tends to be lower
overall compared to the Llama series. We hypothesize that this is due to the nature of
Qwen3-8B’s post-training, which incorporates a thinking mode. Since its chat vector likely
encompasses reasoning capabilities associated with these internal thought processes, and
our current data construction does not include these reasoning (thinking) processes within
its scope. Consequently, the similarity with the teacher’s chat vector is lower than the values
observed for the Llama models.
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