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Abstract

Reinforcement Learning (RL) has emerged as a powerful training paradigm
for LLM-based agents. However, scaling agentic RL for deep research
remains constrained by two coupled challenges: hand-crafted synthetic
data fail to elicit genuine real-world search capabilities, and real-world
search dependency during RL training introduces instability and expensive
cost, which limit the scalability of Agentic RL. LiteResearcher is a training
framework to make Agentic RL scalable: by constructing a lite virtual world
that mirrors the real-world search dynamics, we enabled a continuously
improving training recipe that empowers tiny search agent to outperform
large-scale open-source and commercial models (e.g. Tongyi DeepResearch
and Claude-4.5 Sonnet). Specifically, on most common benchmarks like
GAIA and Xbench, our LiteResearcher-4B achieves the open-source state-
of-the-art results of 71.3% and 78.0% respectively, proving that scalable RL
training is essential for Deep Research Agents.
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Figure 1: Performance of LiteResearcher. Left: Accuracy comparison on the Xbench
benchmark across models of various scales. Right: Average rollout latency and cost per turn.

1 Introduction

Recent advances in reinforcement learning (RL) on reasoning model (Liu et al., 2025b;
Guo et al., 2025; Team et al., 2025a) have demonstrated that continuously scaling model
capabilities is achievable within stable training environments and with data of appropriate
difficulty. However, when transitioning to agentic RL, where reasoning must be integrated
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with tool use, prior efforts have struggled to achieve similar sustained improvements.
We identify the primary bottleneck as the inherent noise and instability of the real-world
environment. In the domain of Coding Agents (Wei et al., 2025b; Jain et al., 2025), this
challenge has been effectively addressed through the use of isolated sandboxes configurated
to simulate production environments while filtering out infrastructure-level noise, thereby
enabling scalable training.

However, existing works in the domain of Deep Research has yet to realize such scalable RL
training. Online RL frameworks (Zheng et al., 2025; Li et al., 2025d) interact directly with
the live internet, introducing significant training variance and prohibitive costs that limit
continuous capability growth. Local retrieval-based systems (Jin et al., 2025; Li et al., 2025c;
Sun et al., 2025) are typically confined to narrow corpus, making it impossible to replicate the
complex search dynamics of the diverse internet. Meanwhile, current real-web graph-based
data synthesis methods (Jin et al., 2025; Li et al., 2025a; Gao et al., 2025) are over-engineered
reasoning structures, focusing on handcrafted logic but ignoring the diversity of atomic
search techniques required for deep research such as cross-verification and enumeration.

We argue that scaling agentic RL for Deep Research requires a virtual world that has identical
structure the live internet but isolated in execution: while twin architecture ensures that
policies optimized in a virtual environment can generalize to the open web, isolation shields
the training process from the high variance and stochasticity of environmental noise.

In this paper, we present LiteResearcher, an Agentic RL training framework designed to
construct a virtual world that structurally aligns with the real web. We follow these steps
to realize the scaling potential of agentic RL: (1) Synthesize real search data; (2) Simulate
search environment; (3) Achieve sustained improvements through curriculm RL.

The foundation of this virtual world is generating realistic training tasks. To capture the
diversity of information seeking in real-world user queries, we prioritize the scale of our
information sources of our virtual world. We find that by scaling up information source,
even a simple-but-effective data synthesis can yield a realistic distribution of training tasks.

Crucially, handling these synthetic tasks requires a corresponding execution environment.
We simulate a realistic search environment by enriching our corpus with these tasks. For
every synthetic task, we perform a targeted expansion of the local webpage corpus by
searching and fetching related real-world webpages, which then construct the local search
and browse tool. This ensures that for any given training task, the local search and browse
tools provide a distribution that closely approximates the open web, allowing the agent to
obtain real-web atom capabilities in a controlled environment.

Even with synthetic tasks and tools, training can still saturate if the model was trapped at
certain difficulty threshold on correctly solving easy tasks while completely failing complex
one. We apply a difficulty-aware curriculum RL which progressively enhances both task
difficulty and context length across training stages. At each stage, we only keep the synthetic
tasks that the current model can partially solve, discarding both trivially easy and impossibly
hard instances, thereby providing consistent training signal for improvement.

Our tiny search agent LiteResearcher-4B achieves 71.3% on GAIA (Mialon et al., 2023) and
78.0% on Xbench (Chen et al., 2025), surpassing open-source agents up to 8 x larger such as
Tongyi DeepSearch 30B (70.9%/75.0%) and WebSailor 30B (53.2%/53.3%), while matching
or exceeding proprietary systems including Claude-4.5-Sonnet (71.2%/66.0%) and GLM-4.6
(71.9%/70.0%). This proves that scalable RL can obtain a powerful on-device deepresearch
agent. The entire training framework will be open-sourced to the community.

2 Related Work

Reinforcement Learning for Reasoning The pursuit of advanced reasoning in LLMs
initially relied on inference-time heuristics such as Chain-of-Thought prompting (Wei
et al., 2022) and Tree of Thoughts (Yao et al., 2023). A paradigm shift occurred with the
demonstration that RL can internalize reasoning capabilities directly into model weights.
DeepSeek-R1 (Guo et al., 2025) showed that RL with verifiable rewards (RLVR) is sufficient
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to unlock emergent reasoning behaviors such as self-verification and backtracking, and
subsequent work has rapidly advanced optimization (Yu et al., 2025; Liu et al., 2025b),
reward design (Cui et al., 2025), and scaling (Hu et al., 2025; Yang et al., 2025), establishing
RLVR as a general-purpose post-training paradigm. However, all these methods operate
as closed-world reasoners: they rely solely on parametric knowledge and lack the ability
to interact with external dynamic environments—a critical limitation for tasks requiring
real-time information retrieval.

Agentic Deep Research Models Recent research has pivoted towards Agentic Deep
Research, where agents interact with external search environments through iterative query
formulation and page navigation. This line of work can be grouped by environment design.
Online real world RL systems (Zheng et al., 2025; Li et al., 2025d;a) train directly in real web,
offering realistic interactions but incurring high cost and non-deterministic reward signals.
Local retrieval-based systems (Jin et al., 2025; Li et al., 2025c; Gao et al., 2025) construct
environments from Wikipedia or similar corpora, providing fast, deterministic interactions
but remaining confined to narrow, homogeneous domains. Simulated systems such as
ZeroSearch (Sun et al., 2025) by training an LLM to mimic search engine outputs, but sacrifice
page-level fidelity. Recent lightweight explorations such as AgentCPM-Explore (Chen et al.,
2026) further show the capability of small deep-research agents, but still fail to realize
scalable RL training. In contrast, our framework build a local framework with real-world
data and search engine, enabling scalable RL training.

3 Preliminaries: Agentic Framework

We model deep research as a sequential decision-making process under the ReAct frame-
work (Yao et al., 2022). Given an initial user query g, the agent interacts with the environment
over multiple steps by alternately generating reasoning thoughts, executing actions, and
receiving observations. The history up to step t is denoted by

Hi = (q,711,a1,01,...,Tt,at,0¢),

where T;, 4;, and 0; denote the thought, action, and environmental observation at step i,
respectively. At each step, the agent first generates a reasoning thought 7; conditioned on
the preceding history, and then selects an executable action a; conditioned on both H;_;
and 13

T~ Te(c | Heer),  ar~ (s | Hio1, ).

Action Space. The action space A consists of two primitive actions:

¢ Search(q’): submits a natural-language query 4’ to the search engine and returns a
ranked list of retrieved snippets and URLs.

e Browse(u,q'): visits a selected URL u and returns a query-conditioned summary of
the page content.

After collecting sufficient information, the agent terminates environment interaction and
generates a final response to the original user query 4.

4 Methods: Towards Scalable Training

To explore the scaling law of Agentic Deep Research, we aim to establish a scalable training
framework as a mandatory start. Current paradigms relying on high-latency, unstable
online interactions fundamentally bottleneck this process. In this section, we present our
LiteResearcher framework which decouples agent evolution from the open web while
ensuring generalization with real-world web dynamics. As illustrated in the Figure 2, the
ecosystem is built upon three core pillars:

(1) Co-construct Training Data and Corpus Pipeline: To achieve diversity in the data
distribution and scalability in data quantity, we propose a unified framework that co-
evolves the training data and the local corpus.
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Figure 2: System architecture overview. (a) Corpus Extension and QA Synthesis: An
iterative data engine which also enrich local webpage corpus, powering stable, local tools
for zero-cost agent RL training. (b) Reinforcement Curriculum Learning: Synthetic tasks
are leveled by complexity to guide the agent through progressive training stages. This
reinforcement learning loop utilizes local tool interactions, scaling research capabilities
while effectively preventing training saturation.

(2) Stable Local Tool Environment: Leveraging the enriched webpage corpus, we construct
a Local Search Engine and Local Browse Tool that approximate the behavior of real-world
search dynamics within the synthesized data.

(3) Difficulty-Aware Curriculum Learning: To continuously expand the model’s capability
boundaries, we leverage our unlimited synthetic data pool to implement a multi-stage
curriculum that serves the model with data of appropriate difficulty, thereby ensuring
sustainable performance improvements.

4.1 Co-construct Training Data and Corpus Pipeline

We identify that complex real-world deep research trajectories are fundamentally composed
of five atomic search capabilities:

¢ Direct Information: Directly finding a specific piece of information via search.

e Aggregation: Locating a target answer based on multiple identifying attributes.

¢ Enumeration: Listing and counting all entities that satisfy specific constraints.

* Cross-verification: Validating and triangulating claims across independent sources.
e Statistics: Performing comprehensive calculations and extracting numerical metrics.

To construct a dataset with both capability diversity and scalability. Rather than relying on
complex, handcrafted generation logic, we first scale up the underlying information sources
to comprehensively cover the diverse search patterns of the real world. Subsequently, we
filter this vast information pool into solvable, high-quality tasks. Specifically:
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Table 1: Five atomic search capabilities fundamental to complex deep research.

QA generation from Seed Corpus The data construction process begins with a high-
quality Seed Corpus including Wikipedia and BBC News articles. We then prompt an
LLM with A.1 to process this raw content and extract structured question-answer (QA)
pairs that target key factual entities within the content. These initial QA pairs serve as
the foundational “seed tasks” that trigger the subsequent iterative expansion of the local
environment.

Information Source Masking To prevent the agent from relying on trivial shortcuts, we
implement source masking mechanism. After a QA pair is generated, we deliberately delete
its original information source from the local corpus. This forces the agent to navigate the
expanded corpus to discover alternative, non-trivial search pathways, naturally eliciting the
complex atomic search capabilities detailed in Table 1.

Strict Quality and Difficulty Filtering To guarantee the quality and solvability of the
dataset, the candidate QA pairs undergo a rigorous LLM-based evaluation guided by a
7-point rubric A.2 . This rubric contains dimensions such as independency, ambiguity,
answer verifiability, etc. A data point is retained only if it strictly satisfies all seven criteria.
Furthermore, prior to each training session, we apply an additional difficulty filter to ensure
the tasks are appropriately leveled for the agent’s current capability (see Section 4.3). This
final distillation process provides a diverse and realistic data distribution for subsequent
training.

Continuously Expanding Corpus For each filtered QA pair, we utilize a search engine to
fetch related webpages from the live internet. These newly retrieved pages are continuously
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appended to the Enriched Corpus. This iterative expansion creates a corpus covering the
vast and diverse information distribution of the real world.

4.2 Stable Local Tool Environment

Leveraging the enriched corpus from Section 4.1 (~32M pages, 1M+ domains), we build
a fully local tool environment that replaces online interaction during RL training. Unlike
standard RAG pipelines that split each page into many chunks, we adopt page-level
indexing: each webpage is represented by a single vector (title + summary). This keeps the
index small enough to serve hundreds of concurrent rollouts at low latency, which would
be infeasible with a chunk-level index that is ~10x larger. During training, the system
sustains hundreds of concurrent tool requests, accumulating to 73.2M calls over the full RL
run (Section 5). The corpus is served through two purpose-built services (infrastructure
details in Appendix D):

* Local Search Engine: We adopt BGE-M3 (Chen et al., 2024) for hybrid retrieval, which
produces both dense and learned sparse embeddings in a single forward pass. The two
signals are fused at query time through the built-in hybrid search of Milvus (Wang et al.,
2021). All embeddings are stored on disk and accessed via DiskANN (Jayaram Subra-
manya et al., 2019) with mmap, achieving ~0.15s/query (~10x faster than online search
engine).

* Local Browse Tool: Full webpage content is stored as Markdown in PostgreSQL, keyed
by URL and tuned for 1,000 concurrent connections; pages are returned directly upon
request at ~0.17 s/page (~46x faster than Jina Reader).

4.3 Difficulty-Aware Curriculum Learning

A fundamental challenge in Agentic RL is training saturation, where the reward curve
converges because the model becomes trapped at a difficulty threshold, correctly solving
easy tasks while completely failing complex ones, resulting in no meaningful learning
gradient.

Difficulty-Aware Data Filtering To isolate training saturation, before each RL stage, we
evaluate the difficulty of training queries. For each query, we generate K = 8 rollouts
(pass@8) and strictly retain only those where the number of correct responses ¢ satisfies
1 < ¢ < 7. Queries with ¢ = 8 are discarded as trivial (yielding zero useful gradient), while
those with ¢ = 0 are deemed impossible or excessively noisy.

On-Policy GRPO Curriculum Learning We employ the Group Relative Policy Opti-
mization (GRPO) (Shao et al., 2024) framework. Given a query 4 and sampled outputs
{01,...,0k}, the advantage A; is computed by normalizing the reward of o; against the
group mean and standard deviation. Stripped of KL and entropy terms, our objective
function is defined strictly as the clipped surrogate loss:

E min ( 7;(0)A;, clip (7;(0),1 — €100, 1 + €pig ) Ai
= i i i low high i

JGRPO(Q) = ]Eq~P(Q),{0f}f<:1N”90

Id

where 7;(0) = M‘(‘Z))H is the probability ratio of training engine and rollout engine.

nerullou
While standard impletmentations perform multiple mini-batch updates over a replay buffer,

we enforce a strictly on-policy update. We present a detailed ablation study regarding this
completely on-policy formulation in Section 5.

5 Experiments

5.1 Experimental Setup

We evaluate LiteResearcher-4B on a suite of complex reasoning and agentic search bench-
marks, including GAIA (Mialon et al., 2023), BrowseComp (Wei et al., 2025a), HLE (Phan
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et al., 2025), Frames (Krishna et al., 2025), WebWalker (Wu et al., 2025b), Seal-0 (Pham et al.,
2026), and Xbench-DeepSearch-2505 (Chen et al., 2025). For BrowseComp, we random
sampled 400 data for test. Evaluation is conducted with online APIs (Serper for search
and Jina for browsing), following the same tool setup as prior work (Team et al., 2025c).
We compare against leading closed-source foundation models, representative open-source
deep-research agents, and AgentCPM-Explore (Chen et al., 2026)as a concurrent lightweight
baseline.

All experiments are initialized from Qwen3-4B-Thinking-2507 (Yang et al., 2025). We first
perform a cold-start SFT stage to teach the model basic tool-use capabilities such as query
formulation, search invocation, and page browsing (details in Appendix B).The RL stage
generates rollouts entirely within our local environment, with a global batch size of 128
(on policy update), generating 8 rollouts per query. The learning rate is fixed at 1 x 107°.
The maximum response length is initialized at 32K tokens in the first stage and expanded
by 16K tokens in each subsequent stage. Our loss function uses neither a KL divergence
penalty nor an entropy regularization term.

5.2 Main Results

GAIA- Browse- Browse. Web- Xbench-
Models Text comp ZH) HLE Frames walker Seal-0 DS
Commercial Models
Claude-4-Sonnet 68.3%  12.2% 29.1% 20.3% 80.7%  61.7% - 64.6%
Claude-4.5-Sonnet 71.2%  19.6% 40.8% 24.5% 85.0% - 53.4%  66.0%
Deepseek-V3.2 63.5%  67.6% 65.0% 40.8% 80.2% - 38.5%  71.0%
DeepSeek-V3.1 63.1%  30.0% 492% 29.8% 83.7% 61.2% - 71.0%
Minimax-M2 75.7%  44.0% 485% 31.8% - - - 72.0%
OpenAI-GPT-5-high 76.4%  54.9% 65.0%  35.2% - - 51.4%  77.8%
GLM-4.6 71.9%  45.1% 495%  30.4% - - - 70.0%
Kimi-Researcher - - - 26.9% 78.8% - 36.0%  69.0%
Kimi-K2-0905 60.2% 7.4% 22.2%  21.7% 58.1% - 25.2%  61.0%
Open-Source Models
Mirothinker 8B 66.4%  31.1% 402% 21.5% 80.6% 60.6% 40.4%  60.6%
Tongyi Deepsearch 30B  70.9%  43.4% 46.7% 32.9% 90.6% 72.2% - 75.0%
ASearcher QWQ v2 58.7% - - - 74.5% - - 51.1%
WebSailor 30B 53.2% - - - - - - 53.3%
WebDancer (QwQ) 51.5% 3.8% 18.0% - - 47.9% - 38.3%
WebExplorer-8B 50.0%  15.7% 32.0% 17.3% 75.7%  62.7% - 53.7%
DeepMiner-32B 58.7%  33.5% 40.1% - - - - 62.0%
AFM-RL-32B 55.3% 11.1% - 18.0% - 63.0% - -
SFR-DeepResearch 66.0% - - 28.7%  82.8% - - -
AgentCPM-Explore-4B  63.9%  24.1% 29.1% 19.1% 82.7% 68.1% 40.5%  70.0%
LiteResearcher-4B 71.3%  27.5%* 325%* 22.0% 83.1% 72.7% 41.8% 78.0%

Table 2: Main results. Comparison across commercial models and open-source deep
research agents on eight benchmarks. Best open-source results are in bold. Results without
* are evaluated with a 128k context window; results with * use a 64k context window with a
memory mechanism that, upon reaching the context limit, calls a summarization model to
compress each previous tool interaction step into one sentence.

Table 2 summarizes the performance of LiteResearcher (4B) across eight benchmarks
spanning general-purpose agentic search, multi-hop reasoning, and cross-lingual deep
research. From the results, we make the following key observations.

A 4B model trained locally approaches commercial-level performance. LiteResearcher
achieves 71.3% on GAIA-Text, matching Claude-4.5-Sonnet (71.2%) and surpassing Tongyi
DeepResearch 30B (70.9%) and other open-source models with 8-32B parameters. On
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Frames, it scores 83.1%, outperforming Claude-4-Sonnet (80.7%) and DeepSeek-V3.2 (80.2%).
On Xbench-DS, a comprehensive bilingual benchmark, LiteResearcher reaches 78.0%, the
highest among all open-source models and approaching OpenAI-GPT-5-high (77.8%). These
results suggest that the data—environment bottleneck—not model scale—is the primary
barrier to strong agentic search performance.

Local training matches or exceeds online training. AgentCPM-Explore-4B (Chen et al,,
2026), a concurrent 4B model trained in live internet, is outperformed by LiteResearcher
on 6 of 8 benchmarks (e.g.,, GAIA 71.3% vs. 63.9%, Xbench 78.0% vs. 70.0%). Agent-
Explore further reports that online environment instability is a major source of reward noise,
limiting its RL gains to only +3.8% over the SFT baseline on GAIA. Our deterministic local
environment eliminates such noise, sustaining over 1,000 stable RL steps with monotonic
improvements.

5.3 Analysis and Ablations

Local Environment vs. Live Internet. Over the full RL run, our agents issued 45.8M search
queries and 27.4M browse requests—totaling 73.2M tool calls. As shown in Table 3, fulfilling
this volume through commercial search engine and proxy polling would cost $59K-$243K,
whereas our fully local pipeline incurs zero marginal cost. Beyond the cost saving, the
1046 x latency advantage directly translates to higher rollout throughput, making our local
ecosystem a prerequisite—not merely an optimization—for scalable on-policy agentic RL.

Tool Provider Latency Speedup Price/K #Calls Est. Cost
Search  Serper? ~15s - $1 45.8M $45,802
Search SerpAPIb ~2s - $5 45.8M $229,012
Browse Jina Reader® 79s - ~$%$050 274M $13,709
Online total - - - 732M  $59K-$243K
Ours (fully local) 0.15/0.17s  10-46x $0 73.2M $0

Table 3: Local vs. Online: latency and cost for all 73.2M tool calls during RL. “Serper.
bSerpAPI. ‘Jina Reader, token pricing at $0.05/M tokens (~10K tokens/page).

Effect of Our Synthetic Data. Our synthesis

pipeline produces data diverse enough to cover Training Data GAIA Xbench

real-world search patterns and support strong gen- -
eralization (Table 4): Combining our synthetic data Multi-hop only 587 66.3
Ours + multi-hop  66.8 71.0

with multi-hop data—achieves 66.8% on GAIA
and 71.0% on Xbench. Removing our synthetic
data drops performance to 58.7%/66.3%, indicat-
ing that it covers diverse search patterns.

Table 4: Effect of our synthetic data.
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Figure 3: On-Policy vs. Off-Policy training reward. On-policy training is more stable and
continues to improve throughout training.
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On-Policy vs. Off-Policy Training. We compare a strictly on-policy algorithm, where each
rollout batch is consumed in a single update and then discarded, with a more off-policy
algorithm, where each rollout batch is split into multiple mini-batches (e.g., 256 samples
into 4 mini-batches) and used for several successive updates. As shown in Figure 3, the
off-policy gain reward much earlier and eventually declines, whereas on-policy training
continues to improve more steadily throughout training. Figure 3 shows that on-policy
training achieves higher GAIA validation accuracy (68.9%) than off-policy training (66.8%).

These results suggest that long-horizon Agentic RL is particularly sensitive to off-policy
updates. We hypothesize that multiple updates on the same rollout batch introduce policy
lag, leading to increasing mismatch between the sampled trajectories and the current policy.
In long-horizon search tasks, such mismatch can accumulate along the trajectory, harming
optimization stability and ultimately limiting the achievable performance ceiling.

Effectiveness of Multi Stage Training. Single-stage RL saturates once the model exhausts
tasks at its current difficulty level; deliberate difficulty escalation is the key to continued
improvement. Figure 4 shows the learning curves of our two-stage strategy. In Stage 1,
the model reaches a plateau at 65.6% GAIA accuracy. After transitioning to Stage 2 with
adjusted data distribution and targeted complexity, training continues to improve, reaching
68.5% (+2.9%). This indicates that the second stage helps sustain learning beyond the
saturation point of the first, enabled by our unlimited synthetic data pool.

7517
68.5% (+2.9%)
704
65.6% ./
\ Y
651 i
g
g 60 4
3
<
-
g 551
<
50 4
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Figure 4: Stage 1 vs. Stage 2. GAIA accuracy (EMA smoothed) during RL training. The
two-stage curriculum overcomes the Stage 1 plateau.

6 Conclusions

In this paper, we presented LiteResearcher, an agentic RL training framework that resolves
the critical bottlenecks of data diversity and environment stability by constructing an
isolated virtual world. Crucially, our work yields three key insights for the future of deep
research agents. First, we demonstrate that Agentic RL can indeed drive continuous
capability scaling. The training saturation observed in prior works is the reliance on
high-variance live environments or narrow local corpus, rather than a limitation of the
RL paradigm itself. Second, we reveal that a simple but scalable synthetic data pipeline,
driven by the continuous expansion of real-world information sources, is significantly more
effective than over-engineered, handcrafted reasoning structures. Finally, trained entirely
locally at zero marginal cost, our compact LiteResearcher-4B achieves 71.3% on GAIA and
78.0% on Xbench-DS. By matching or to commercial models, we prove that scalable RL
training, not merely model scale, is the key enabler for strong deep research capabilities.
We will open-source the entire training framework to facilitate future research on efficient
and accessible agent development.
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A Synthetic Data

A1 Extract Information and Compose QA Prompt

This prompt converts a raw webpage into factual question—answer pairs. We use it to
produce single-hop QA items with short, verifiable answers.

[ Extract Information and Compose QA Prompt )

You are a data extraction and Q&A generation expert. Analyze the following webpage content in
markdown format and extract all specific, factual data points.
For each concrete data point you find (numbers, statistics, dates, names, amounts, percentages,
etc.), create a high-quality question—-answer pair.
Requirements:

1. Questions should be specific and reference the exact context from the page.

2. Answers should be concise and factual (e.g., “500 billion”, “2025”, “15%").

3. Focus on extractable, verifiable data points—NOT opinions or general statements.

4. Each Q&A pair should be independently understandable with proper context in the

question.

Example of a good Q&A pair:

Q: According to the India Skills Report 2025 (Key Findings and Government
Initiatives), what is the projected global economic contribution of hybrid work
models and digital nomadism by 2030?

A: $500 billion

Now analyze this webpage and generate Q&A pairs: {markdown_content}
Output format: Return a JSON object with this structure:

{
"qa_pairs”": [
{"question”: "...", "answer"”: "..."}
:|;
"total_pairs”: <number>
}
(. J

A.2 Rubric filter Prompt

This prompt checks whether a QA pair is self-contained and objectively answerable. We use
it to filter out vague, open-ended, or non-verifiable items before training.

( )

Data Quality Filtering Prompt

Please evaluate the quality of the following question—answer (QA) pair. The QA pair must satisfy
all of the following conditions to pass.
Conditions:
1. Question Independence: The question can be understood without any context.
2. Answer Specificity & Verifiability: The answer must be verifiable and consist of specific,
concrete information such as:
e A specific number (e.g., “42”, “1,500 members”).
* A particular name (e.g., “John Smith”, “Eiffel Tower”).
* An exact model/designation (e.g., “Model T”, “Boeing 747”).
* A precise date/year (e.g., “1945”, “March 15, 1990”).
* A specific location (e.g., “Paris”, “123 Main Street”).
The answer should not be a descriptive list, explanation, or multiple unverifiable items.
3. Question Unambiguity: The question must be unambiguous with only one clear inter-
pretation.
4. Question Answerability: The question is clearly stated and it’s obvious what is being
asked.
5. Avoid Open-ended Questions: Must allow for a definite, measurable short answer (not

an explanatory response). Questions should not use words like “how”, “why”, “/E4”,

W, I ",
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6. Avoid Oversimplicity: The question and answer must not be common sense; if it’s too
simple, filter it out.
7. Time Specificity: If the question refers to time-dependent information, it must include a
specific concrete time constraint. Vague temporal references like “latest”, “most recent”,
“as of now”, “currently”, “so far”, “up to now”, “E|HEI N 1", “&Hi” are not allowed.
QA pair to evaluate:

Question: {question}
Answer : {answer}

Please provide your reasoning for each condition, then give your final answer in a box. Answer
true if and only if the QA pair satisfies all 7 conditions above. Otherwise, answer false.
Examples:

Example 1
Question: Flula Borg appeared in Season 2 Episode 3 “Like a Boss” of “Younger” on Apple TV in
2024. What important event were Liza and Kelsey preparing for in this episode?
Answer: In “Younger” Season 2 Episode 3 “Like a Boss”, Liza and Kelsey were preparing for the
launch of their new publishing imprint while facing massive online criticism.
Reasoning:
. Question Independence: true - The question is self-contained.
. Answer Specificity: false - The answer is descriptive, not a specific fact.
. Question Unambiguity: true - Clear what is being asked.
. Question Answerability: true - The question is clearly stated.
. Avoid Open-ended Questions: false - Requires an explanatory description.
. Avoid Oversimplicity: true - Not common sense; requires searching.
. Time Specificity: true - Contains specific year “2024”.
There are multiple false conditions, therefore the answer is \boxed{false}.

NONUIk W -~

Example 2
Question: What was the gun configuration of the first production variant J22A (or J22 UBv) of the
J22 fighter aircraft developed by the Swedish Royal Air Administration Aircraft Factory (FFVS)
for the Swedish Air Force in 1940?
Answer: 2x8mm machine guns and 2x13.2mm machine guns
Reasoning:
. Question Independence: true - Fully self-contained.
. Answer Specificity: true - Specific technical specification.
. Question Unambiguity: true - Clearly asks about a specific configuration.
. Question Answerability: true - Clear and answerable.
. Avoid Open-ended Questions: true - Requires a precise technical answer.
. Avoid Oversimplicity: true - Requires searching historical knowledge.
. Time Specificity: true - Contains spec1f1c year “1940”.
All Condltlons are true, therefore the answer is \boxed{true}.

NGk WN =

Example 3
Question: What was one of the main German fighter aircraft models that the Swedish J22 fighter
faced during its service in the 1940s?
Answer: FW 190
Reasoning:
. Question Independence: true - Self-contained question.
. Answer Specificity: true - Specific aircraft model.
. Question Unambiguity: false - “one of” implies multiple correct answers.
. Question Answerability: true - Clear what is being asked.
. Avoid Open-ended Questions: true - Allows for a specific model name.
. Avoid Oversimplicity: true - Requires searching historical knowledge.
. Time Specificity: true - Contains spec1f1c decade “1940s”.
There is a false condition, therefore the answer is \boxed{false}.

TNV W -

Example 4
Question: In what year was the latest version of the annual report template file for the Cooperative
Innovation High School (CIHS) in North Carolina released?
Answer: 2025
Reasoning:
1. Question Independence: true - Self-contained question.
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. Answer Specificity: true - Specific year.

. Question Unambiguity: true - Clear what is being asked.

. Question Answerability: true - The question is clearly stated.
Avoid Open-ended Questions: true - Requires a specific year.

. Avoid Oversimplicity: true - Requires searching about CIHS.

- Time Specificity: false - “latest” is vague and changes over time.
There is a false condition, therefore the answer is \boxed{false}.

TNIO U DN

Example 5
Question: In June 1937, in a collective school in Valencia, Spain, how did a teacher who had
studied at Barcelona’s “Nature School” (La Farigola) use the natural environment in teaching?
Answer: Organized students to visit vegetable gardens and orange trees, observe plant growth
and draw what they saw, using nature as a learning object
Reasoning:
. Question Independence: true - Self-contained question.
. Answer Specificity: false - Descriptive explanation rather than a specific fact.
. Question Unambiguity: true - Clear what is being asked.
. Question Answerability: true - The question is clearly stated.
. Avoid Open-ended Questions: false - Uses “how” which invites an explanatory response.
. Avoid Oversimplicity: true - Requires searching.

. Time Specificity: true - Contains specific time “June 1937”.
There are multiple false conditions, therefore the answer is \boxed{false}.

NGk W=

Example 6
Question: What was Frances Tiafoe’s career tour-level finals record after his loss in the final of
the 2025 Houston Men’s Clay Court Championship?
Answer: 3 wins, 7 losses
Reasoning:
. Question Independence: true - Self-contained question.
. Answer Specificity: true - Specific win-loss record.
. Question Unambiguity: true - Clear what is being asked.
. Question Answerability: true - The question is clearly stated.
. Avoid Open-ended Questions: true - Requires a specific record.
. Avoid Oversimplicity: true - Requires searching.
Time Specificity: true - Contains spec1f1c year “2025”.
All condltlons are true, therefore the answer is \boxed{true}.

Nk W=

Example 7
Question: What is Frances Tiafoe’s current career tour-level finals record?
Answer: 3 wins, 7 losses
Reasoning:
. Question Independence: true - Self-contained question.
. Answer Specificity: true - Specific win-loss record.
. Question Unambiguity: true - Clear what is being asked.
. Question Answerability: true - The question is clearly stated.
. Avoid Open-ended Questions: true - Requires a specific record.
. Avoid Oversimplicity: true Requires searching.
. Time Specificity: false - “current” is vague.
There is a false condition, therefore the answer is \boxed{false}.

TNV W -

IMPORTANT: If you think any question is a multiple-choice question or a yes/no question,
answer false.

Yes/no example:

Question: 7£2007F9H15H & % T (Biological Psychiatry) 62456 ML+, MR EEMS
HFHZEHEARMATE, 34-1H _FEREFERE (MDMA) 75 B H AR L
G RETH K

Answer: JH%&

This is a yes/no question, therefore the answer is \boxed{false}.

Now evaluate the following QA pair and provide Reasoning;:

Question: {question}
Answer : {answer}
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A.3 Multi-hop QA Synthesis

In addition to the single-hop QA extraction pipeline described in Section 4.1, we employ
a separate backward graph-based multi-hop QA synthesis method. The core idea is to
first build a knowledge graph grounded in real web evidence, then sample a connected
subgraph, and finally generate a question backward from the graph structure so that answer-
ing it naturally requires multi-hop reasoning along the graph’s edges. The full pipeline is
summarized in Table 5.

Phase Step Operation
~ Input Seed entity eg; hyperparams Nmax =8, Keat =2, Kent =2
gb g Search Query Serper API for entity e;; LLM selects reliable sources; crawl pages
.&g’ a Extract LLM extracts Kt factual features per entity from crawled evidence
g ::’ Discover LLM iplentiﬁes < Kent new concrete entities + directed re!ations; exclude
M s generic concepts (e.g., “Programs of Study”) and media sources (e.g.,
- 5 “Wikipedia”)
Expand Add new entities to graph G; repeat Search— Discover until |V| > Nmax
"g_. oo Init Pick random node vy € G as BFS root
gog Grow Greedily add candidate with most edges to subgraph + perturbation
S g Uniform (0, 0.5)
» & Format Anonymize entity IDs; truncate to <3 features per entity; output 6-node
o subgraph
Select Strong LLM picks a target entity as the answer

Constrain Convert each edge — relationship constraint with vague references
(e.g., “alate antique writer”)

Augment Optionally add minimal entity constraints from features (only if needed
for uniqueness)

Compose Integrate all constraints into a natural-language multi-hop question

3. Backward
QA Gen

Output QA pair requiring 3-5 hop reasoning; information-minimal design
prevents trivial solving

Table 5: Multi-hop QA synthesis pipeline. Three phases: (1) iteratively build a knowledge
graph from web evidence, (2) sample a connectivity-biased subgraph, (3) generate a back-
ward question that requires traversing the subgraph to answer.

A4 Corpus Evolution

As described in Section 4.1, our corpus grows iteratively: for each validated QA pair, we
use the question as a search query to fetch related webpages from the open internet, which
are then added to the local corpus. Starting from an initial corpus of ~10M webpages
(Wikipedia and curated seed sources), we expand the corpus by ~22M additional real web
pages over two iterations, reaching a total of ~32M webpages. The expansion requires
~220K Serper API calls (each returning ~100 results), costing only ~$220—a one-time
investment that is negligible compared to the $59K-$243K that would be required if online
APIs were used during RL training (Table 3). Table 6 summarizes the corpus statistics at
each stage.
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Stage #Webpages Web-crawled  Serper Calls
Initial corpus (Wiki + Cache Webpages) ~10M 0 0
After iteration 1 ~21M ~11M ~110K
After iteration 2 ~32M ~22M ~110K
Total ~32M ~22M  ~220K ($220)

Table 6: Corpus expansion statistics. The initial 10M pages come from Wikipedia and
curated seeds (zero API cost). The iterative expansion adds ~22M real web pages via ~220K
Serper calls ($220), after which all RL training runs at zero marginal cost.

Each fetched webpage undergoes deduplication (URL-level and content-hash), HTML-to-
Markdown conversion, and minimum length filtering (>1000 characters). The crawled
pages are simultaneously indexed into the local search engine (Milvus) and stored in
PostgreSQL for the local browse tool, ensuring that every new page is immediately available
for both RL rollouts and subsequent QA synthesis iterations. Figure 5 shows the domain
category distribution of the final enriched corpus.

Corpus Domain Category Distribution (n = 1,000,000)

Academic 161,939 (16.2%)
134,361 (13.4%)

126,430 (12.6%)

Regional
Encyclopedia
92,789 (9.3%)

Entertainment

Non-Profit 90,932 (9.1%)
News & Media 65,672 (6.6%)
Government 61,205 (6.1%)
Social Media 60,914 (6.1%)
Technology 38,154 (3.8%)
Business & Finance 32,264 (3.2%)
Reference 28,446 (2.8%)
Sports 25,921 (2.6%)
Education 21,238 (2.1%)
Travel & Lifestyle 18,160 (1.8%)
Forum & Community 15,644 (1.6%)
E-commerce 14,377 (1.4%)
Other 9,788 (1.0%)
Health & Medical 4 1,766 (0.2%)

0 25000 50000 75000 100000 125000 150000 175000

Number of Domains

Figure 5: Corpus domain category distribution. The enriched corpus spans 18 domain
categories covering 1M+ unique domains, with Academic, Regional, and Encyclopedia
sources forming the largest segments. This broad coverage ensures that the local search
environment reflects diverse real-world web structure.

B SFT Details

B.1 Data Composition

The SFT dataset consists of 68,231 high-quality search trajectories from three categories (Ta-
ble 7): our co-constructed synthesis pipeline contributes the majority (52.8%), supplemented
by multi-hop QA data (7.1%) and trajectories distilled from open-source QA pairs (40.2%).
All trajectories are generated by running Tongyi DeepResearch (Team et al., 2025c) as the
teacher model on each QA pair with online search tools; we use only the QA pairs from
open-source datasets, not their original trajectories.
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Category Source #Samples Proportion
Our synthesis (Sec. 4.1) Direct information queries 36,009 52.8%
. Syn from English seed 2,311 3.4%
Multi-hop QA (App. A.3) Syn from Chinese seed 2,502 3.7%
MiroRL-GenQA (Team & Team, 2025) 10,400 15.2%

Open-source QA distillation ~ ASearcher (Gao et al., 2025) 8,364 12.3%
TaskCraft (Shi et al., 2025) 8,645 12.7%

Total 68,231 100%

Table 7: SFT data composition.

B.2 Trajectory Processing

Raw trajectories from the teacher model undergo a two-stage processing pipeline (Table 8):
seven filtering rules remove low-quality trajectories, and four cleaning steps standardize
the surviving data.

Stage Step Criterion/Operation

F1 Keep only trajectories with correct final answers (LLM judge)
F2  Remove if same tool call repeated >3 times
F3 Remove if fewer than 2 tool calls
Filter F4 Remove if contains PythonInterpreter
F5 Remove if contains encoding artifacts or \boxed{}
F6 Remove if >2 tool-call errors (timeouts, access failures)
F7  Remove if tool call issued without preceding <think> tag

Cl  Replace system prompt with standardized format

C2  Shorten final answer to reference if >100 characters

C3  Merge intermediate reminder prompts into adjacent turn
C4  Truncate to end immediately after </answer> tag

Clean

Table 8: SFT trajectory processing pipeline.

Figure 6 shows the distribution of the final 68K trajectories after processing: the mean token
length is 12.4K with a long tail extending to ~45K, and the mean number of interaction
turns is 8.7, concentrated around 5-8 turns. The long tail motivates our choice of 64K max
sequence length to cover 100% of samples.

(a) Token Length Distribution (b) Interaction Turns Distribution
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Figure 6: SFT data distribution (after processing). (a) Token length (mean 12.4K, median
10.2K). (b) Interaction turns (mean 8.7, median 7).
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B.3 Training and Baseline Performance

We initialize from Qwen3-4B-Thinking-2507 and perform full-parameter SFT using
LLaMA-Factory. All trajectories are formatted using the Qwen3 thinking template with
enable_thinking=true. Training uses a maximum sequence length of 64K tokens, a learning
rate of 2 x 107> with cosine scheduling and 10% warmup, and runs for 1 epoch on 8 x H100
GPUs with DeepSpeed ZeRO-2, Flash Attention 2, and Liger Kernel optimizations. The
effective batch size is 2 x 8 x 8§ = 128.

Table 9 shows the performance progression. SFT provides a strong initialization for RL, but
leaves substantial room for improvement—particularly on benchmarks requiring complex
multi-step reasoning.

GAIA- Browse- Browse. Web- Xbench-
Model Text comp ZH) HLE Frames walker Seal-0 DS
Base Model 28.2% 1.8% 8.3% 9.1% 36.8% 29.6% 7.9% 21.0%

After SFT ~ 55.6% 9.5% 14.9% 17.2% 71.2% 60.9% 30.2% 64.3%

After RL  71.3%1157 20.3%1108 28.49%1135 2209148 83.1%1119 72.7%1118 41.8%1116 78.0%1137

Table 9: Performance progression from base model through SFT to RL. All experiments
use 128k context length(without memory)

C RL Details

C.1 Data Mixture

Table 10 summarizes the data composition used in each RL stage. Stage 1 uses a simple
two-source mixture dominated by direct QA, while Stage 2 diversifies the distribution
with wiki-sourced queries, multi-hop subgraph reasoning, and science-domain data to
push beyond the Stage 1 plateau. All queries undergo difficulty-aware filtering (pass@8,
1 < ¢ <7) before being fed to training.

Data Source #Queries Proportion
Stage 1

Our synthetic data 7,634 73.4%
Multi-hop QA 2,764 26.6%
Total (Stage 1) 10,398 100%
Stage 2

Our synthetic data 11,101 68.5%
Multi-hop QA 3,298 20.4%
Science (Fan et al., 2025) 1,800 11.1%
Total (Stage 2) 16,199 100%

Table 10: RL training data mixture per stage (after difficulty-aware filtering). Stage 2
introduces broader domain coverage and higher complexity.

C.2 Reward Function

During RL training, each rollout receives a binary reward based on the correctness
of the agent’s final answer. The agent is required to produce its answer within
<answer>...</answer> tags. We first attempt an LLM-based semantic judgment and fall
back to normalized exact match (EM) if the judge fails.
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The EM fallback normalizes both the prediction and the ground truth by lowercasing,
removing articles and punctuation, and collapsing whitespace before comparison.

LLM Judge Evaluation Prompt

You are an evaluation assistant. Please determine if the predicted answer is semantically equiva-
lent to the labeled answer.

Question: {question}

Labeled Answer: {correct_answer}

Predicted Answer: {response}

Please evaluate the answer and return a JSON object with the following format:
{"reasoning”: "...", "judgment”: "Correct"}
If the answers are not equivalent, the “judgment” field should be “Incorrect”.

Output ONLY the JSON object, without any markdown formatting or additional text.

C.3 Trajectory Behavior During RL

After SFT, the model acquires the basic search workflow and achieves a clear performance
gain over the base model. However, we observe that among the incorrectly answered
queries, a dominant failure mode is repetitive action loops—the model repeatedly issues
the same search query or revisits the same URL without making progress, consuming the
token budget on redundant interactions rather than exploring alternative strategies. These
repetitive trajectories inflate both the response length and the number of turns without
contributing useful information.

Figure 7 tracks four metrics during RL training that jointly show how the model eliminates
this failure mode while improving task performance.

The mean reward steadily increases from ~0.42 to ~0.70 over 420 steps (Figure 7a), confirm-
ing that the agent solves progressively more queries correctly. The remaining three metrics
reveal the mechanism behind this improvement: as RL suppresses the repetitive-action
loops, the mean response length drops from ~18K to ~12K tokens (Figure 7b), the mean
number of interaction turns decreases from ~30 to ~24 (Figure 7c), and the length clip
ratio—the fraction of trajectories truncated for exceeding the context window—falls from
~0.28 to ~0.02 (Figure 7d). All three reductions reflect the same underlying cause: the
model learns to stop repeating futile actions, resulting in shorter, more purposeful search
trajectories.

Notably, this behavioral correction emerges purely from the outcome-based reward signal
and the GRPO clipping mechanism, without any explicit length penalty or repetition penalty
in the loss function.
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Figure 7: RL suppresses repetitive actions inherited from SFT. (a) Mean reward increases
from ~0.42 to ~0.70, confirming improved task accuracy. (b—d) Mean response length
(~18K—12K tokens), interaction turns (~30—24), and length clip ratio (~0.28—0.02) all
decrease, reflecting elimination of redundant action loops. No explicit length or repetition
penalty is used.

D Infrastructure Details

Table 11 summarizes the key configuration of our local search and browse services.

Service Parameter Value / Description
Version Milvus v2.6.0 standalone (MinIO + etcd)
Embedding BGE-M3: 1024-d dense + learned sparse per page
Index type DiskANN with mmap

Search MaxDegree 64
SearchListSize 128
SearchCacheBudgetGBRatio 0.9 (~200 GB host memory as search cache)
Hybrid fusion Reciprocal Rank Fusion (RRF) at query time
Content format Full Markdown, keyed by URL
max_connections 1000

Browse shared_bulffers 1GB
effective_cache_size 4GB
work_mem 4MB (bounded for 1K concurrent queries)
Storage NFS-backed NAS, B-tree index on URL

Table 11: Infrastructure configuration for the local search engine and browse tool.
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