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Abstract

Sampling in LLM inference comprises a combinatorial set of logit pro-
cessing, token selection, and verification operations for speculative decod-
ing. However, existing implementations either accelerate only subsets of
this pipeline, rely on multiple kernel launches, or assume homogeneous
sampling behavior across a batch, limiting support for dynamic serving
workloads and preventing efficient CUDA Graph execution.

We present SonicSampler, a unified suite of tile-aware Triton kernels that
vertically fuses the common production sampling pipeline into a fixed,
workload-aware execution model. Our kernels support dynamic per-
request sampling behaviors, including grammar-constrained decoding,
repetition, frequency and presence penalties, logit bias, temperature scal-
ing, top-k / top-p / min-p filtering, and speculative verification, entirely
within a fixed set of batched kernels while remaining fully CUDA Graph-
compatible. Central to our approach is a novel hierarchical two-stage top-k
algorithm that exploits the low-entropy structure of LLM outputs to enable
efficient selection over large vocabularies and achieves up to 10x speedup
on 128K vocab sizes over competitive baselines.

Across heterogeneous speculative decoding workloads, SonicSampler
achieves up to 16x speedup on draft sampling and up to 10x speedup
on target sampling and verification over state-of-the-art baselines while
preserving flexible batched execution.

1 Introduction

The performance of large language model (LLM) inference is increasingly critical across
latency-sensitive applications, from real-time speech interfaces to agentic workflows where
smaller models must execute within tight time budgets (Défossez et al., 2024; Belcak et al.,
2025). While much of the systems effort has focused on accelerating the model forward
pass, the effectiveness of LLM generation also depends on the efficiency and flexibility of
sampling—the process of converting model logits into discrete token decisions. Sampling
is not merely a post-processing detail; rather, it governs output diversity, controllability,
and structural validity (Holtzman et al., 2020; Zhu et al., 2023; Willard & Louf, 2023; Dong
et al., 2025). It also enables quality improvement strategies such as best-of-N decoding,
where multiple diverse candidates are drawn and selected to enhance the final quality of the
output (Wang et al., 2022; Chen et al., 2023b; Li et al., 2025a; Wang et al., 2025b). Improving
LLM serving therefore requires not only faster model execution but also a sampling pipeline
that is both efficient and expressive under realistic deployment constraints.

This sampling bottleneck is particularly acute in speculative decoding (Leviathan et al., 2023;
Chen et al., 2023a), where lightweight draft models propose candidate continuations that
must be sampled and verified against the target distribution. As drafters grow increasingly
lightweight, e.g. Medusa heads (Cai et al., 2024), EAGLE (Li et al., 2025b), and multi-token
prediction (Gloeckle et al., 2024), the relative cost of the downstream sampling pipeline
grows correspondingly. In practice, this pipeline is not a single primitive but a heterogeneous
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composition of operations, including grammar-constrained masking, repetition, frequency
and presence penalties, logit bias, temperature scaling, top-k / top-p / min-p filtering,
stochastic or greedy token selection, and speculative verification (Fan et al., 2018; Holtzman
et al.,, 2020; Nguyen et al., 2025; Hewitt et al., 2022).

Existing kernel implementations fail to adequately address this complexity. Some accelerate
isolated components such as grammar masking, penalty application, or probability filter-
ing, but leave the overall pipeline fragmented across multiple kernel launches, incurring
additional overhead and intermediate memory traffic. Others partially fuse sampling yet
assume homogeneous behavior across the batch and therefore cannot support the mixed
greedy and stochastic configurations that arise under continuous batching (Yu et al., 2022).
Critically, many top-k implementations are also incompatible with CUDA Graph, forfeit-
ing the launch-overhead amortization that is increasingly essential in production serving
engines (Yu et al., 2022; Kwon et al., 2023; NVIDIA, 2023; Zheng et al., 2024).

In this work, we present SonicSampler, a unified suite of tile-aware Triton (Tillet et al.,
2019) kernels that vertically fuses the common production sampling pipeline, from logit
processing through speculative verification, into a CUDA Graph-compatible execution
model. Our kernels support both singular mode (standard and draft-model inference) and
multistep mode (verification), with fully dynamic per-request configurations within batched
dispatch via compact bit-level indicators. Central to our approach is a reformulation of the
top-k bottleneck. While filtering nominally requires global reductions across vocabularies of
217218 tokens, practical next-token distributions are highly concentrated, so the effective
support relevant for sampling is far smaller than the full vocabulary. This motivates
a bounded candidate set with k=128, which is sufficient whenever the probability mass
outside the retained set is negligible for the chosen truncation rule. We verify this empirically
in Section 3.2, showing that top-128 retains nearly all relevant mass and does not degrade
downstream accuracy in the tested standard-temperature evaluations.

Leveraging this, we introduce a two-stage hierarchical top-k algorithm. Stage 1 tiles across
vocabulary blocks, applying the full logit-processing prologue before reducing each tile to k
candidates via an adaptive radix or bitonic selection, encoded under a monotonicity- and
stability-preserving lexicographic scheme. Stage 2 gathers and merges candidates across
blocks into the final top-k. This map-reduce formulation maximizes arithmetic intensity by
fusing compute-dense prologues and epilogues with the reduction stages.

As such, we summarize our contributions as follows:

¢ We present a unified CUDA Graph-compatible kernel suite that fuses logit processing,
sampling, and speculative verification while supporting mixed greedy and stochastic

decoding within a single batched workload.!

* We introduce a two-stage tile-aware hierarchical top-k algorithm that achieves up to
10 X speedup (measured on 128K vocabulary sizes) over existing radix- and bitonic-based
alternatives.

* We demonstrate sampling speedups on speculative decoding workloads of up to 16 X
(for draft sampling and up to 10X for target sampling and verification) over FlashInfer and
other state-of-the-art baselines.

2 Related Work

Existing sampling systems can be categorized along three axes: kernel fusion, support for
heterogeneous sampling, and compatibility with CUDA Graph. While prior work explores
different points in this design space, none jointly satisfy all three requirements. We provide
a focused discussion of representative approaches here, and defer a more comprehensive
review to Appendix A and present a feature comparison in Appendix B.

Standalone sampling kernels. Kernel libraries such as FlashInfer (Ye et al., 2025) and
XGrammar (Dong et al., 2025) provide efficient implementations of key components in the

10ur code will be released under: https://github.com/tachyontrails/sonic-sampler
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sampling pipeline, including top-k/top-p selection and grammar-constrained decoding.
These works establish strong building blocks for production systems, though they operate
as separate kernels when composed together.

Fused sampling kernels. Some recent approaches (Modular Inc., 2025) introduce partial
fusion of sampling within a single kernel. However, these designs assume homogeneous
sampling configurations and cannot natively support mixed greedy and stochastic decoding
within a batched workload, limiting their applicability in production serving.

Orthogonal efforts such as MegaKernel (Cheng et al., 2025) fuse the model forward pass
into a single execution unit, reducing kernel launch overhead, and are complementary as
they target model execution rather than sampling.

FlashSampling (Ruiz et al., 2026) reduces memory traffic by fusing the LM head with
downstream sampling, targeting an inference stage complementary to post-logit processing.
It also briefly notes a two-stage decomposition of top-k for future work. Our work instead
focuses on the system design required to realize such a decomposition efficiently in practice.

Efficient top-k selection. A separate line of work focuses on accelerating top-k selection
itself (Li et al., 2024; Ye et al., 2025; Tillet et al., 2019; Wang et al., 2025a; Park et al., 2026).
These methods treat selection as an isolated primitive and do not account for its tight
coupling with upstream logit transformations and downstream sampling or verification
steps, missing opportunities for vertical fusion.

Taken together, these works provide efficient primitives and partial fusion strategies for
LLM inference and sampling. SonicSampler builds on these insights by unifying logit
processing, sampling, and verification within a CUDA Graph-compatible execution model
that supports heterogeneous batched workloads.

3 SonicSampler

This section presents SonicSampler in detail. Our design is guided by three principles:
(1) provide theoretical grounding for algorithmic simplifications, (2) exploit the inherent
structure of the sampling workload to maximize fusion opportunities, and (3) support the
heterogeneous production-serving configurations within a single batched dispatch.

3.1 Background

LLM sampling transforms logits x € R into discrete tokens through a sequence of logit
processing, truncation, sampling, and (optionally) speculative verification steps, which
together define the computational structure our execution model seeks to optimize.

Logit Processing. We view logit processing as a sequence of transformations applied to
the raw logits, including grammar masking, repetition and frequency penalties, logit bias,
and temperature scaling (Keskar et al., 2019; Dong et al., 2025; Hinton et al., 2015). These
operations act independently on each token and, therefore, form a map-style computation
that is fully parallelizable across the vocabulary.

Probability Truncation. Truncation methods such as top-k, top-p, and min-p select a subset
of candidate tokens (Fan et al., 2018; Holtzman et al., 2020; Nguyen et al., 2025). In contrast
to logit processing, these operations depend on comparisons across tokens (e.g., ranking or
cumulative probability) and thus require global reduction over the vocabulary. Notably, we
show in eq. (12) (Appendix) that min-p can be reformulated to avoid explicit softmax.

Sampling. Token selection can be expressed as an arg max over perturbed logits via Gumbel-
Max reparameterization (Jang et al., 2016), unifying stochastic and greedy sampling under a
single formulation: x* = arg max;(x; + €;), where €; introduces stochasticity.

Speculative Verification. Speculative decoding accelerates inference by having a draft
model propose candidate tokens, which are accepted when u - q(d) < p(d) foru ~ 14 (0,1),
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Figure 1: SonicSampler’s two-stage tile-aware fused sampling pipeline for the Singular (non-
speculative) workload. Stage 1 (fop, left-to-right) vertically fuses grammar masking, repetition penalties,
logit bias, and temperature scaling with Lexicographic Encoding and per-tile Local Top-k via Opti-
mized Bitonic or Adaptive Radix-Bitonic selection (right panel), writing only the packed k results per
tile to the HBM scratchpad as the sole cross-kernel memory boundary. Stage 2 (bottom, right-to-left)
re-indexes across tiles, performs global Top-k reduction through bitonic merge networks with ascend-
ing / descending alternating tile layout, applies probability truncation, and emits the selected token
via Gumbel-Noise and ArgMax, completing a clockwise data loop through the shared HBM band.
The Adaptive Radix-Bitonic strategy (right) screens on the 6 most-significant bits via a single-pass
optimized reduction tree, branching to a 2-Pass Radix Select on the lower 10 bits or falling back to an
Optimized Bitonic selection.

or, in the case of rejection, are sampled from the residual distribution f(x) & max{0, p(x) —
g(x)} (Leviathan et al., 2023).

These components exhibit a characteristic structure, notably element-wise transformations
followed by global reductions over the vocabulary. Detailed formulations are deferred to
Appendix C.

3.2 Entropy Sufficiency and Bounded Top-k Fidelity at Standard Temperatures

The cost of the global reduction is set by how many candidates it must retain. We show
that for well-trained LLMs, the entropy of the output distribution bounds this at a modest
k = 128, which captures the effective probability mass under practical top-p thresholds
while preserving fidelity at standard temperatures.

Theoretical Analysis. Consider a probability distribution over V tokens, where mass P
is concentrated in k candidates (the top-k set), and mass (1 — P) is distributed over the
remaining V — k tokens. The Shannon entropy of such a distribution is bounded by:

H < H?(P) + Plog, k+ (1 — P) log,(V — k) 1)

where H?) (P) = —Plog, P — (1 — P)log,(1 — P) is the binary entropy. This follows from
the Schur-concavity of entropy, where the uniform distribution of mass within each partition
maximizes entropy. Rearranging for k when V >> k, we’d have:

P Perplexit
k2 Jam 2P =PV P\/ pV . @

For k = 128 and V = 217, the maximum satisfiable entropy is therefore given by:
H <17 — P(10 +log, P) (3)
Now, with P = 0.95 (a typical top-p threshold), this yields H < 7.6 bits. In the limiting

case of T — co where H — log, V, we would require k > PV, but this regime is practically
irrelevant.

Empirical Grounding. Du et al. (2025) show that optimal temperatures for multi-sample
inference typically satisfy T < 1.0, where higher temperatures increase improper token
selection. Consequently, well-trained LLMs produce peaked distributions with probability
mass concentrated in a small candidate set. This places the practical sampling settings
we study in the regime H < 7 bits, making k = 128 sufficient under the tested standard-
temperature regimes.
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Figure 2: Bounded-support fidelity on DeepSeek v3.1 logits at standard temperature. (a) Residual
probability mass outside top-k. (b) fraction of decoding steps whose top-k mass exceeds a given top-p
threshold.

Support Truncation. Now, SonicSampler implements the element-wise logit-processing
operations exactly, and approximation arises only when a downstream path requires more
than 128 candidates, as with nucleus sampling whose post-top-p support exceeds the bound.
Figure 2 quantifies this on DeepSeek v3.1 (DeepSeek-Al et al., 2025a) logits. In (a), the
median residual probability mass outside top-k decays rapidly, reaching ~ 10~8 at k = 128.
In (b), over 98.7% of decoding steps at k = 128 already exceed p > 0.999 and 96.1% exceed
p > 0.9999, while standard thresholds (e.g., p = 0.9,0.95) are effectively always satisfied.
Thus, although top-p under bounded top-k is theoretically lossy, the excluded mass is
negligible in the tested standard-temperature regimes. Results on other models can be
found in Appendix K.

End-to-End Accuracy. To confirm that this has no practical impact, we evaluate end-to-end
task accuracy. On GPQA-Diamond with DeepSeek v3.1 (t = 0.6, top-p = 0.9), SonicSampler
matches the Torch-based baseline to within run-to-run variance (78.2 vs. 78.0 over 10
runs), and the same holds for AIME 2024. Full results are reported in Appendix L, while
Appendix ] delimits this claim at higher temperatures.

3.3 Workload-Aware Execution Model

Now, let L denote the flattened logit-row count: L = B for singular workloads, L =
B - (v +1) for fixed-length multistep workloads, and the sum of per-request row counts
for variable-length workloads. Existing implementations dispatch each sampling stage as
a separate kernel, incurring launch overhead and intermediate materialization, while the
top-k reduction itself executes as a single-program streaming pass over the full vocabulary,
thereby limiting occupancy to L concurrent programs and precluding tiled execution. We
decompose the global reduction into a two-stage hierarchical operation over vocabulary tiles
of size By:

1. Stage 1launches L - Z, programs (where Z, = [V /By/]), each fusing the logit-processing
prologue with a tile-local reduction that emits k packed candidates for stochastic rows or
one scalar maximum for greedy rows to a scratchpad in global memory.

2. Stage 2 launches L programs, each gathering the Z; - k packed candidates for stochastic
rows (or Z, scalar maxima for greedy rows) and performing a cross-tile merge followed by
a vertically fused epilogue of probability truncation, Gumbel perturbation, and arg max
selection.

This decomposition increases Stage 1 parallelism by a factor of Z, relative to single-stage
formulations while confining all inter-tile communication to a compact L - Z; - k scratchpad
of packed uint32 entries. The fusion boundaries are chosen so that no intermediate logit or
probability vector is ever materialized at vocabulary scale between the two stages.

3.4 Two-Stage Hierarchical Top-k

We now specify the algorithms realizing each stage: tile-local reduction in Stage 1 and
cross-tile merging in Stage 2. The former admits two strategies, namely an optimized
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Algorithm 1 Compare-and-Swap Algorithm 2 Screen-Combine

Input: Packed v € IN?" (hypercube), pair p € Input: (im,, /Ca)/ (my, cp) € N XN
{0,1}2, flip f, dimension d, total n OUtP‘,lt: (m',c') e NxN
Output: Swapped v/ € N2 1: m' « max(mg,, my) > IMNMX
l:o+n—-d-1 > Outer axis
2: r < v & XORREDUCE(v, axis = 0)
3: 0 « f @®EXPAND(p,0,d)
4: return SELECT (0 # 0, max(v,r), min(v,r))

2: ¢ < SELECT(mg=my, cq +cp, ;) >IADD
3: ¢’ + SELECT(m,>my, c,, €)
4: return (m’,c’)

bitonic network and an adaptive radix-bitonic filter, which we present after establishing the
encoding that underlies both.

Numerical Lexicographic Encoding. To enable correct ordering across the sign boundary
while preserving index stability, we encode bfloat16 values into a lexicographically ordered
unsigned integer representation. Given x € [Fy4, let f(x) denote its bit-reinterpretation
as uint16 and o(x) = 1[B(x) > 2!5] be the sign indicator. The encoding is thus given by
¢(x) = B(x) @ u(o(x)) where pu(s) = 21% if s = 0 and 2'¢ — 1 otherwise.

This maps non-negative values to [21°,21¢ — 1] via MSB toggle (preserving order) and
negative values to [0,2!° — 1] via bitwise complement (reversing order to maintain mono-
tonicity with increasing magnitude). The encoding is self-dual: ¢~ (y) = y @ u(1 — ' (y))
where ¢’(y) = 1[y > 2!°]. For an already encoded value e, define pack(e,i,n) =
e-21° 4+ ((n—1) @ i), where n < 210 is the power-of-two tile size and i € {0,...,n — 1} is
the position index. The corresponding value-index transform is ¥ (x,i,n) = pack(¢(x),i,n).
Under the final descending selection order, the inverted-index tie break places smaller origi-
nal indices first among equal values. We also generalize this transform to enable alternating
relative indices, detailed in Appendix D.

Optimized Bitonic Top-k Selection. Our primary reduction employs bitonic networks
for their regular, data-independent, and highly parallelizable comparison patterns. The
COMPARE-AND-SWAP primitive (Algorithm 1) and the BITONICFOLD (Algorithm 5) present
the critical pieces of our innovation, while supplementary and encapsulating portions of the
overall algorithm (HYPERCUBEMERGE, BITONICSELECTION) are detailed in Appendix E.
With Algorithm 1, the conditional swap is expressed as explicit min/max operations fol-
lowed by a conditional select, rather than the conventional bitwise-XOR formulation. This
enables the compiler to emit fused IMNMX.U32.U32 instructions that perform each compare-
and-swap in a single cycle on SM90+ hardware.

BITONICTOPK (Algorithm 6) operates on a hypercube view of the packed tile in two phases:
k = log, k merge stages sort every k-width slice, then a max-reduction along the fold axis
reduces the tile from By to R - k candidates within the register file. The remaining F folds
are performed by BITONICFOLD, which, at each iteration, reshapes into [R/2', 2, k] and
transposes to [R/2!, k, 2] before splitting. This reshape-transpose-split sequence? forces the
compiler to emit a convert_layout that places a complete pair of k-element sub-tiles within
each warp, compiling the subsequent max to a warp-local IMNMX reduction tree with no inter-
warp barriers. The order parameter § = block_id mod 2 alternates sort direction across
tiles, enabling Stage 2 to merge pre-sorted alternating sub-tiles via BITONICREDUCTION
(Algorithm 7) without re-sorting.

Adaptive Radix-Bitonic Selection. As an alternative, we exploit a distributional property
of LLM logits: in ~99.82% of vocabulary tiles, the maximum occupied upper-6-bit prefix
of the ¢-encoded values contains at least k candidates at unit scale, rising to 99.99% with a
power-of-two scaling factor (e.g., s=4). This permits radix-based threshold computation
over only the lower 10 bits.

Algorithm 3 describes the strategy. The screening phase (lines 1-4) scales, encodes, and
performs a single fused reduction via SCREENCOMBINE (Algorithm 2) that simultaneously
computes the maximum occupied 6-bit prefix 6 and its frequency c. The combine operator

2Albeit triggering an exchange through shared memory (an STS-BAR-LDS chain), this re-layout
occurs only once while later sequences reuse the same layout and are compiled away.



Published as a conference paper at COLM 2026

Algorithm 3 Adaptive Radix-Bitonic Selection

Input: Scratchpad Y, row 7, block j, logits x € RBV, indices I, target k, scale s
Output: Top-k candidates written to Y([r,j - k : (j+1)k]

1: e + ¢(x-s) > Encode scaled logits (uint16)
22u+e>10 > Upper 6 bits
3: (6,c) < REDUCE((u, 1), SCREENCOMBINE) > Fused max-count scan
4: M+ (u=29)
5: if ¢ > k then > Sparse path: radix over lower 10 bits
6: 6, m < SPARSETHRESHOLD(e, M, 6, k) > Two-pass 5-bit radix (Algorithm 11)
7: RADIXSELECTION(Y, 7, j, e, 0, m, I, k, By)
8: else > Dense path: bitonic fallback
9: p < pack(e, I, By) > Pack encoded values with inverted indices
10: BITONICSELECTION(Y, 7, j, p, k)
11: end if

tracks both quantities in one tree reduction, compiling to an interleaved IMNMX—IADD se-
quence that avoids a separate counting pass and halves inter-warp synchronization relative
to a two-pass approach.

When ¢ > k (sparse path), SPARSETHRESHOLD (Algorithm 11) performs two 5-bit radix
passes over 32-bin warp-local histograms. Each pass invokes RADIXPARTITION (Algo-
rithm 9), which identifies the pivot via a sum-based count (IADD tree) and computes the
margin via a masked-max (intra-warp IMNMX tree). Input values are XOR-inverted before
histogramming, transforming the suffix-sum needed for descending top-k into an ascending
prefix-sum compatible with the hardware CUMSUM primitive. When ¢ < k (dense path),
the algorithm falls back to the optimized bitonic top-k.

Stage 1: Tile-Local Reduction. The first-stage kernel tiles across batch rows and vocabulary
blocks. Each program instance loads a By-element logit tile, applies the logit-processing
prologue i.e., grammar masking, repetition, frequency, and presence penalties, logit bias,
and temperature scaling, all conditioned on per-request bit-level indicators (Section 3.5),
and invokes either the bitonic or adaptive radix-bitonic reduction. The bitonic path writes
k packed candidates in alternating ascending—descending order keyed on block_id parity,
while the adaptive path writes k candidates in coalesced order via a cumsum-based scatter.
Greedy rows instead write one scalar maximum per tile. Core pseudocode is provided in
Algorithms 12 and 13 within Appendix E.

Stage 2: Cross-Tile Merge. The second-stage kernel gathers Z, - k packed entries from
the scratchpad, remaps tile-local indices to absolute vocabulary positions, and performs
a final cross-tile top-k reduction. When Stage 1 uses the bitonic path, the alternating
sort order permits a direct BITONICREDUCTION that merges pre-sorted sub-tiles without
re-sorting; otherwise, a full BITONICTOPK is applied. Following the merge, the kernel
decodes the packed entries, rescales adaptive-path values by s~!, applies the probability-
truncation epilogue (top-k, top-p, min-p masking via cumulative softmax), adds the pre-
drawn Gumbel perturbation, and selects the final token via argmax. For speculative
verification, it additionally materializes the target-model probabilities at the proposed
draft-token indices via fast stable softmax computation.

Complexity Analysis. Let V denote vocabulary size, Z, = [V /By the number of tiles,
k the candidate bound, and x = log, k. Stage 1 launches L - Z, programs. On the bitonic
path, each program performs O(By log? k) work: the initial x merge stages contribute Y*_; s
CAS passes over By elements, i.e., O(By - k?), dominating the subsequent fold phase with
complexity O(By - k). On the radix path (sparse case), each program performs O(By) work
via a single screening reduction and two histogram passes. Stage 2 launches L programs:
O(Z, - k - log k) per program when merging alternating sub-tiles (fold-only reduction), or
O(Zy - k - log* k) when applying a full bitonic top-k to unordered sub-tiles. Since Z, - k < V,

Stage 1 dominates in both cases, yielding O(L - V - log? k) total work for the bitonic path
and O(L - V) for the radix path. A single-program streaming top-k performs O(V - logk)
work per row but admits only L concurrent programs; our formulation trades a modest
work factor of log k (bitonic) or none (radix) for a Z, X increase in Stage 1 parallelism.
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Figure 3: Sampling latency breakdown by implementation across workloads with each panel cor-
responding to a decoding regime. Stacked segments show the incremental cost of each sampling
modifier. The dashed lines for FlashInfer indicate that distribution truncation via top-p and min-p
reduces pivot overhead, yielding non-monotonic scaling.

3.5 Batch-Level Dynamism via Bit-Level Indicators

Production serving requires heterogeneous mixtures of greedy and stochastic sampling
within a single batch. Instead of host-side conditioning and multiple kernel dispatches,
which break CUDA Graph compatibility, SonicSampler encodes each request as a compact
bit-level indicator (Appendix F) loaded once per program instance. Execution paths and
parameter loads are then conditioned on this indicator, allowing greedy and stochastic
requests to coexist within a single batched launch without host-side branching. Notably,
greedy requests follow a series of local argmax paths, while stochastic requests execute the
configured sampling path. In fact, the bit-level indicators further allow for differentiated
sampling pipelines between drafting and verification, including stochastic verification
following greedy drafting. On NVIDIA Hopper and newer GPUs, we further leverage
Programmatic Dependent Launch (PDL) to overlap the two stages by triggering Stage 2
preparation as Stage 1 completes, effectively hiding Stage 2 latency at larger batch sizes.

4 Experiments

We evaluate SonicSampler along two key dimensions: (1) end-to-end decoding performance
under realistic, heterogeneous workloads, and (2) kernel-level efficiency of the sampling
pipeline, with a focus on our two-stage top-k algorithm.

4.1 Experimental Setup

Main-text kernel experiments are run on NVIDIA B200 GPUs (driver 575.57.08) with Triton
v3.5.1; Table 8 additionally reports strategy selection on H100. Floating-point inputs to the
sampling kernels, e.g., logits, use bfloat16, while integer-based inputs use int32. Latency is
measured with do_bench_cudagraph from the triton. testing suite, with a 500 ms repetition
time per configuration before taking the mean latency, synchronizing the GPU, flushing the
CUDA cache, and invoking garbage collection between iterations.

4.2 End-to-End Performance

Experiments are conducted on Qwen3-8B with Eagle3 using stochastic sampling (T = 0.6,
top-p=0.9, top-k=128). Since TRT-LLM does not natively sample during drafting, we extend
it with its own target-model sampling kernels for a fair comparison.

As shown in Figure 4a, SonicSampler improves decoding throughput across all lookahead
values, achieving 15-17% speedups (+80-120 TPS) over the TRT-LLM baseline. The ad-
vantage grows with v, reflecting the increasing share of sampling in per-token latency
under speculative decoding. By unifying the sampling pipeline into a single CUDA Graph-
compatible execution, SonicSampler reduces kernel launch overhead and intermediate
memory traffic, translating directly into system-level speedups.



Published as a conference paper at COLM 2026

TRT-LLM Baseline o

900 { = + SonicSampler +17.4% Qwen3-14B (TP=2) o +14.0%
é Qwen3-14B (TP=4) +21.0%
& 800 | +16.6%
3 Qwen3-32B (TP=4) +15.0%
ER I Qwen3-32B (TP=8) ) +13.5%
=N +15.1%
g Qwen3-235B-A22B (TP=4) +11.0%
g
f 6007 Qwen3-235B-A22B (TP=8) +11.2%
°
3 DeepSeek-V3.1 (TP=4) +12.0%
& 500 4

DeepSeek-V3.1 (TP=8) +13.6%
100 s 0 200 400 600 800 1000
Lookahead 5 Decode throughput (tokens/s)
(a) Original Qwen3-8B TP=4 lookahead (b) Model /TP sweep at v = 5.

sweep.

Figure 4: End-to-end decode throughput with T = 0.6, top-p = 0.9, and top-k = 128; both panels
use the legend in (a). (a) Eagle3 on Qwen3-8B across lookahead v, the number of speculative draft
positions processed per decoding step. (b) Standardized batch-size-1 runs across target models and
tensor-parallel configurations at average acceptance length 3.5. The panels were collected separately,
and acceptance length is unavailable for (a), so absolute throughput is not directly comparable across
panels. Full configuration details are in Appendix H.
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Figure 5: Top-k kernel latency (us, log scale) vs. vocabulary size V for k = 128 across batch sizes
B € {1,4,16}. Triton-TopK is limited to V < 215, TileLang-TopK to V < 217,

A separate standardized model sweep extends the evaluation from 14B dense models to a
235B MoE and DeepSeek-V3.1 at 2-8 way tensor parallelism, yielding 11-21% gains across
all model scales shown in Figure 4b. Full results, serving configurations, batch-size sweeps,
and model-draft pairings are provided in Appendix H.

4.3 Sampling Latency Breakdown

Figure 3 decomposes sampling latency across five decoding regimes: non-speculative
decoding (= top-k logprob), singular draft step, and multi-step verification (£ top-k logprob).
Within each regime, we progressively enable sampling operations, from base sampling to
temperature scaling, top-k, top-p, and min-p filtering. We compare against FlashInfer
and two additional baselines: Naive, which mirrors SonicSampler’s pipeline using native
PyTorch ops without dynamic workload support, and Inductor, its torch.compiled variant.

SonicSampler consistently achieves the lowest latency across all regimes, yielding approx-
imately 2.5-4x over Inductor, 5-6x over Naive, and 10-16x over FlashInfer. Baseline
latency grows steadily with each added operation, driven by repeated kernel launches
and intermediate memory traffic. In particular, FlashInfer exhibits a pronounced increase
in latency when top-k is applied. In contrast, SonicSampler’s fused design absorbs these
operations with minimal marginal overhead.
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Figure 6: Top-k=128 speedup over the best baseline. timized strategy at batch size 1 (lower is better).

4.4 Top-k Kernel Performance

We evaluate Top-k selection in isolation using 2D logit tensors of shape (B, V) with fixed
k = 128, sweeping V from 21346218 and B € {1,2,4,8,16,32}. Latency is measured on
inputs drawn from Zipf(x = 1.1) following prior work (Li et al., 2024; Park et al., 2026);
correctness is additionally verified on /(128.6,128.7) and all-zero inputs. Baselines use
matched input shapes, hardware, and precision where supported, while implementation
fixes and exceptions are described in Appendix G.

As shown in Figure 5, SonicSampler achieves the lowest latency across all evaluated config-
urations and scales robustly with both vocabulary size and batch size. In contrast, existing
approaches either incur higher constant overheads or degrade more sharply as vocabulary
size increases. The advantage is most pronounced at moderate batch sizes and larger vocab-
ularies, where global reduction dominates runtime, and narrows but remains substantial at
higher batch sizes as the regime becomes compute-bound.

Speedup. Figure 6 summarizes the relative gains, showing that SonicSampler consistently
outperforms the best across baselines by 2 - 5x in most configurations. Detailed comparisons
against FlashInfer and TileLang are deferred to Appendix I. These results demonstrate that
our two-stage Top-k algorithm provides both lower latency and more robust scaling, forming
the foundation of SonicSampler’s end-to-end performance gains.

Strategy Selection. Our top-k kernel supports two strategies: an optimized bitonic variant
and an adaptive variant. As shown in Table 1, neither strategy dominates across all batch
sizes. SonicSampler benchmarks both strategies offline and selects the faster variant for
each profiled configuration at runtime.

5 Conclusion and Future Directions

We presented SonicSampler, a CUDA Graph-compatible two-stage kernel pipeline that fuses
the common production sampling path, achieving the lowest kernel latency and consistent
end-to-end speedups across diverse settings. These results show that sampling optimization
requires co-design across operator efficiency, vertical fusion, and heterogeneous workloads.
Future work includes beam search and deeper upstream/downstream integration.

Ethics Statement

This work improves the efficiency of LLM inference by optimizing the sampling pipeline;
we evaluate the effect of bounded top-k on model behavior across the tested temperature
regimes. While SonicSampler does not introduce new capabilities, increased efficiency may
lower deployment costs and amplify existing risks of LLMs, such as generating biased or
harmful content. These risks stem from the underlying models rather than our system
design. We recommend that deployments using SonicSampler follow established safety
practices, including content moderation and human oversight.
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A Extended Related Work

We provide a more detailed survey of prior work on LLM sampling, top-k selection, and
kernel fusion for completeness.

FlashInfer. FlashInfer (Ye et al., 2025) provides GPU kernels for top-k and top-p sampling
using a sorting-free, pivot-based formulation. Kernels are organized around specific opera-
tions (e.g., min_p_sampling_from_probs), with separate code paths for greedy and stochastic
sampling. The pivot selection procedure is data-dependent, with performance characteris-
tics that vary across temperature settings, and each iteration performs block-level reduction
over the full vocabulary.

XGrammar. XGrammar (Dong et al., 2025) enables efficient grammar-constrained decoding
via byte-level pushdown automaton masking, with CPU-side mask generation overlapped
with GPU inference to hide latency. The grammar mask is computed on the CPU and
transferred to the GPU, where it is applied to logits as a standalone kernel prior to sampling.

Mojo / MAX. Modular Inc. (2025) provides a fused GPU kernel (topk_fused_sampling)
that jointly handles top-k filtering, nucleus sampling, temperature scaling, and stochastic
selection in a single launch. Mixed greedy/stochastic batches are routed entirely to the
stochastic path when any non-greedy request is present. The fused kernel does not return
intermediate probability distributions, which makes integration with speculative verification
tricky. MAX’s graph compiler supports operator fusion via MLIR-based IR, with the
sampling stage executing as a separate compiled graph from the model forward pass.
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MegaKernel. The MegaKernel approach (Cheng et al., 2025) pursues end-to-end kernel
fusion by compiling multi-layer LLM inference into a single megakernel, thereby reduc-
ing launch overhead and enabling cross-operator pipelining. While this is aligned with
SonicSampler’s broader fusion perspective, MegaKernel focuses on the model forward
pass rather than the sampling stage and thus does not directly target challenges such as
large-vocabulary top-k reduction or the composition of heterogeneous sampling strategies
(e.g., greedy, nucleus, and grammar-constrained sampling) in dynamically batched settings.

Top-k Selection Algorithms. Efficient top-k selection over modern LLM vocabularies (V >

217) remains an open challenge, with existing approaches trading off between CUDA Graph
compatibility, data type flexibility, and scalability:

(1) RadiK. RadiK (Li et al., 2024) implements multi-pass radix selection, where each radix
pass is delimited by CPU-GPU synchronization, rendering it incompatible with CUDA
Graph capture. Its public release additionally supports only fp32, limiting its applicability
in mixed-precision inference pipelines prevalent in modern deployments.

(2) Triton Streaming Bitonic. Triton’s streaming bitonic top-k, while being the most proximal
to our implementation in that we share the underlying bitonic network implementation,
is currently constrained to V < 215 due to its fused value-index packing scheme, which
reserves 16 bits for indices within a wider sorting key. Additionally, the block-wise streaming
design forces it to loop over vocabulary blocks within a single program, which limits
opportunities for cross-block parallelism.

(3) FlashInfer Top-k Variants. FlashInfer provides two top-k paths selected by a heuristic
wrapper that considers k, vocabulary size, and data type. FilteredTopK uses a single-CTA,
shared memory-intensive 8-bit coarse histogram with iterative radix refinement, but is
constrained to k < 2048 with 128KB shared memory and is further limited to vocabulary
sizes below dtype-dependent thresholds (16K for fp16/bf16, 32K for fp32). Beyond these
thresholds, the wrapper falls back to Multi-CTA RadixTopK, which chunks rows across thread
blocks with global histogram coordination, incurring associated atomic and synchronization
costs.

(4) TileLang. TileLang (Wang et al., 2025a) provides a tile-aware multi-pass radix selection
implementation that proves competitive with our approach (Section 4). Its top-k kernel
assigns a single thread block per batch element, iterating over vocabulary tiles sequentially
within each block. In contrast, our two-stage decomposition distributes vocabulary blocks
across independent thread blocks in the first phase, increasing SM occupancy, followed by a
lightweight merge of partial results.

(5) Qrita. Qrita (Park et al., 2026) combines Gaussian o-truncation, which prunes the search
space by thresholding logits to statistical outliers, with a quaternary pivot search that halves
the iteration count relative to binary search. However, the single-CTA Triton implementation
limits SM utilization for large vocabularies, as each program must sequentially iterate over
vocabulary blocks exceeding the thread block size. Performance is also data-dependent,
with o-truncation effectiveness conditioned on the logit distribution conforming to its
Gaussian assumption. As a standalone top-k primitive, Qrita does not address fusion with
the surrounding logit processing pipeline.

(6) SonicMoE / QuACK. Guo et al. (2026) provide a CuTe-DSL top-k kernel for MoE routing
that bitonic-sorts each row of the (T, E) router scores while parallelizing over tokens,
restricted to E < 4096 and K < 16 so that selection remains within thread- and warp-level
primitives. This targets the dual of our regime: many narrow rows, where row-parallelism
alone saturates the GPU, rather than the few very wide rows (L small, V > 217) of vocabulary
sampling. Indeed, E < 4096 is the scale of a single tile By in our Stage 1, so their design
addresses tile-local selection without the cross-tile merge that vocabulary-scale selection
requires. They also pack column indices into the low log, E mantissa bits of fp32, keeping
the sort in the float domain at the cost of exactness in those bits. Our integer-domain scheme
instead pairs a lexicographic bfloat16 encoding with a separate tile-local index field, so
comparison is exact and the 32-bit budget bounds By rather than V.
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Grammar Penalties Bias Filter Verify CG Mixed G/S

FlashInfer X X X v v X X
Torch v v v v v v X
Mojo X X X v X X X
SonicSampler v v v v v v v

Table 2: Feature comparison of stock public sampling-kernel implementations; benchmark-
specific modifications are described in Appendix G. v indicates full support, x indicates no
support. ‘Penalties” denotes repetition, frequency, and presence penalties; ‘Filter” denotes
top-k, top-p, and min-p filtering; “Verify’ denotes speculative verification; ‘CG” denotes
CUDA Graph compatibility; and ‘Mixed G/S” denotes mixed greedy/stochastic batch
support.

Large-Scale Selection. The need for fast top-k over large N extends beyond vocabulary
selection. DeepSeek-V3.2’s Lightning Indexer (DeepSeek-Al et al., 2025b) performs sparse
attention token selection over context lengths approaching 10°, driving demand for efficient
top-k implementations in frameworks such as TileLang and FlashInfer. This underscores the
broader applicability of scalable top-k algorithms. Yet within the sampling context, top-k is
uniquely positioned: it is preceded by a dense chain of element-wise logit transformations
and followed by probability normalization and stochastic selection. This structure presents
an opportunity for vertical fusion that standalone top-k implementations, designed as
isolated primitives, cannot exploit.

FlashSampling. FlashSampling (Ruiz et al., 2026) accelerates sampling by fusing the LM
head with downstream sampling operations, reducing memory traffic between logit gen-
eration and token selection. FlashSampling operates at the boundary between the model
forward pass and token selection, whereas the post-logit pipeline—logit processing, top-
k/top-p filtering, and speculative verification—constitutes a separate stage of the inference
stack.

B Feature Comparison

Table 2 summarizes the feature coverage across existing implementations. SonicSampler is
the only implementation providing unified coverage of the common production sampling
path evaluated here while maintaining CUDA Graph compatibility and supporting mixed
greedy /stochastic batches.

C Background: Detailed Formulation

We formalize the logit processing, sampling, and verification operations that constitute the

LLM sampling pipeline. Let x € RV denote raw logits over a vocabulary of size V, and
p = Softmax(x) the corresponding probability distribution.

C.1 Logit Processing Operations

Grammar Bit-Masking. Constrained decoding enforces structural validity by masking
logits corresponding to tokens that would violate grammatical constraints. Given a binary

mask m € {0,1}V derived from a finite-state machine state, we apply:

X if m; = 1
i 4
Xi < {—oo otherwise @)

Repetition Penalties. To discourage degenerate repetition in open-ended generation, three
complementary penalties are applied to previously generated tokens. Let ¢; € INg denote
the number of times token i has appeared in the decoded sequence so far, and let arep > 1,
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Brreq = 0, and Ypres > 0 be the repetition, frequency, and presence penalty coefficients,
respectively.

The multiplicative repetition penalty contracts positive logits and amplifies negative logits
for any previously generated token, preserving the sign-dependent asymmetry needed to
maintain the correct probability ordering:

X; / trep ifc; >0and x; >0,
X=X arep ifc;>0andx; <0, (5)
X; otherwise.

The frequency penalty then applies an additive reduction proportional to each token’s occur-
rence count, and the presence penalty applies a flat additive reduction to every token that has
appeared at least once, yielding the final penalized logit:

Xj < X — Pfreq Ci — Ypres- I[c; > 0]. (6)
Setting arep = 1, Bfreq = 0, Ypres = 0 recovers the unpenalized logits.
Logit Bias. Request-specific additive biases b € R":
X; < x; + b; ?)

Temperature. Temperature T > 0 modulates distribution entropy:
Xi = Xi/T ®)

Lower temperatures sharpen the distribution toward the mode; higher temperatures in-
crease diversity.

C.2 Probability Truncation

Top-k. Restricts the candidate set to the k highest-probability tokens, which is analogous
to selecting the k highest valued logits, as Softmax is inherently a monotonic and order-
preserving transformation:

Tr = {i: rank(x;) < k} )

Top-p (Nucleus). Select the minimal set whose cumulative probability exceeds the threshold
p (Holtzman et al., 2020):

ﬁ:argrr}gin|8| st. Y pi>p pi>piVieS,j¢s (10)

i€S

Min-p. Establishes a probability floor relative to the maximum. The naive formulation
requires computing the full softmax:

Ty ={i: pi = 6 -maxp;} (1n

]
However, we observe that this criterion admits a simplification in logit space. Since In p; =
x; —InY; e, we have:
pi > 60 -maxp; < Inp;>In6+ maxlnp;
] ]
& x> M+ 1né6 (12)

where M = mayx; x;. This reduces min-p filtering to a simple threshold comparison against
the maximum logit, avoiding explicit softmax computation until after truncation. In fact,
we leverage this critical simplification towards optimizing the min-p processing within
SonicSampler.
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C.3 Sampling

Gumbel-Max Reparameterization. Sampling from a categorical distribution can be re-
formulated as a deterministic arg max over perturbed logits. If g = (g1,...,gv) are i.i.d.
samples from Gumbel(0, 1), then:

x* = argmax(g; + In p;) ~ Categorical(p) (13)
1

Since g; = — Inz; where z; ~ Exp(1), and noting that the log-partition function is constant
across indices, we obtain:

x* = arg max(x; — Inz;) (14)
1

This formulation unifies stochastic sampling with the arg max operation used in greedy
decoding, enabling a single code path where greedy selection corresponds to z; = 1 for all i.

C.4 Speculative Verification

In speculative decoding, a draft model proposes a sequence of L; candidate tokens
(di,...,dr,) with probabilities g(d;). The target model computes probabilities p(d,) for
each candidate. Verification proceeds sequentially: token d is accepted if (Leviathan et al.,
2023):

p(de) ,
uy < ——=, uy ~ Uniform(0, 1 (15)
q(dy) @1
Upon rejection at position /, a correction token is sampled from the residual distribution:

p(x) = normalize (max{0, p(x) — q(x)}) (16)

The first rejected position determines the acceptance length, and decoding continues from
the corrected token.

Draft-to-Target Mapping. Tree-structured speculation methods such as EAGLE-3 (Li et al.,
2025c¢) require mapping between draft and target token indices during verification. Let
m:{1,...,Ls} — {1,..., Lt} denote the mapping from draft positions to target positions.
This indirection is applied during probability lookup and token writeback in the verification
kernel.

D Generalized Packing Transform for Alternating Sub-Tiles

For an already encoded value e, the basic packing operation pack(e,i, 1) = e -2 + ((n —
1) @ 1) combines it with an inverted tile-local index; equivalently, ¢ (x, i,n) = pack(¢(x),i,n)
encodes a value-index pair into a single uint32 for tile-local sorting. The packed-index
domain is power-of-two and at most 2!° entries. In Stage 2, the Z, x k valid scratchpad

entries are loaded into a logical Z/, x k merge buffer, where 7}, = 2[1°82Z0| and missing blocks
are padded with masked sentinel entries. The bitonic fold expects alternating ascending—
descending sub-tiles. We therefore assign relative indices across the full scratchpad such that
the packed representation preserves each block’s sort order from Stage 1.

Forward Transform ¥. Let j € [0,Z]) be the block index, r € [0,k) the position within
block j, 7t; = j mod 2 the block parity, and N5 = Z,k the logical merge width. Recall that
Stage 1 writes block j’s candidates in ascending order when 71; = 0 and descending when
7; = 1. Define the alternating mask

n() = (Ns=1) & (1 —m)(k—1)), (17)
and the generalized relative index

Y@, r) = (k+7)©p). (18)
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Expanding by parity and writing j = (Z, — 1) — j for the bit-complement of j within
[log, Z; | bits:

, jk+7 if 7; = 0 (ascending),
¥ ) = { ] (19)

jk+ (k—=1—r) if m; = 1 (descending).
For ascending blocks, ¥ increases with r, matching the ascending value order; for descending

blocks, ¥ decreases with 7, matching the descending value order. The block complement j
arranges the sub-tiles into the interleaved pattern expected by the bitonic fold network.

Stage 2 replaces each entry’s tile-local packed index with ¥(j,r) while separately pre-
computing the absolute vocabulary indices

abslj, ] = j-Bn+ ((pj» ANOXFFFF)@® (By —1)), (20)

where p;, is the original packed uint32 from Stage 1 and the XOR with (By — 1) inverts the
tile-local index complement from the basic packing transform .

Inverse Transform ¥ 1. After the bitonic reduction selects k winners with relative indices
{5, ..., 4}, the original block and position are recovered as follows. First, apply the total
complement:

I =0 ®(Ns—1). (21)

Then extract the block index and correct the within-block position:
= I>x, (22)
= AK-1)®((1-7mod?2)-(k—1)), (23)

where k = log, k. The position correction in eq. (23) re-applies the parity-dependent index
flip from p(j), yielding the original within-block position r for both parities. The absolute
vocabulary index is then recovered via a gather:

a = abs[j, #] = abs[jk+7]. (24)

Correctness. We verify the round-trip ¥~! o ¥ = id for both parities. For an ascending
block (7r; = 0):

0 =jk+r (25)
0= jk+ (k—1-7) (26)
which yields j = j and:
P=(k=1-r)® (k—1) =r (27)
For a descending block (77; = 1):
0 =jk+ (k—1-r) (28)
0 =jk+r (29)

which gives j = jand 7 = r &0 = r. In both cases, the original (j, ) pair is recovered exactly.

E Supplementary Algorithms

This appendix provides detailed pseudocode for the selection and control flow referenced
but not fully expanded in the main text. Bitcode-selected logit processors and optional
outputs are summarized rather than expanded inline.

Throughout these algorithms, L denotes the flattened logit-row count. Singular workloads
have L = B; fixed-length multistep workloads have L = B(-y + 1); and variable-length
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workloads use the sum of per-request row counts, with cumulative sequence lengths map-
ping each row r to its request and timestep indices request(r) and step(r) (with step(r) =0
for singular rows). Bitonic widths and k are powers of two within the 16-bit packed-index
domain.

Algorithm 4 Hypercube Merge

Input: Hypercube v € IN?", pair p, flip f, stage s, total n
Output: Merged v/ € N%'

1: fori <~ 0tos—1do

2. v« CAS(v,p,f,s—i—1,n)

3: end for

4: return v

Algorithm 5 Bitonic Fold

Input: Block G € INR*k pair p, rows R, target k, folds F, order ¢
Output: Reduced candidates y € IN¥

1: n < log,(R-k)+1, x < log,k

2: B+ G

3: fori < 1to Fdo )

4: B < RESHAPE(B, [R/2', 2, k]) > 1> Pair adjacent sub-tiles along dim 1
5: L, R < SPLIT(TRANSPOSE(B, [0,2,1])) © > Triggers convert_layout: each warp holds a full

(L, R) pair

6: B < max(L, R) > > Warp-local IMNMX tree, zero inter-warp bar. sync
7: H < RESHAPE(B, [2]"~171) > > Hypercube view for bitonic merge
8: if i < F then
9: [ EXPAND(p, F—i—1, K) > > Intermediate fold: parity-dependent ordering
10: H < HYPERCUBEMERGE(H, p, f, x, n—i—1)
11: else
12: H < HYPERCUBEMERGE(H, p, 8, x, n—i—1) > > Final fold: caller-specified order ¢
13: end if
14 B+« H
15: end for
16: return RESHAPE(B, [k]) > > Flatten collapsed hypercube to k winners

Algorithm 6 Bitonic Top-k Selection

Input: Packed values p € N Ny order 6 € {0,1}, power-of-two target k, power-of-two total width
2k < Np < 216

Output: Top-k packed candidates y € IN

1: n < log, Ny, x < log,k

20 F+n—x—1 R+ 2F

3: H + RESHAPE(p, [2]") > Hypercube view
4: o+~ {0,1}

5: fors < 1tox do > Sort k-width slices
6:  f < EXPAND(p, n—s—1, s)

7: H < HYPERCUBEMERGE(H, p, f,s, 1)

8: end for

9: H + max(H, axis = F) > Reduce folds

10: if F > 0 then

11: f < EXPAND(p, F—1, «)

12: H < HYPERCUBEMERGE(H, p, f,x,n—1)
13: G + RESHAPE(H, [R, k])

14: y < BITONICFOLD(G, o, R, k, F,¢)

15: else

16: H + HYPERCUBEMERGE(H, p, 4, x,n—1)
17:  y < RESHAPE(H, [k])

18: end if

19: returny
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Algorithm 7 Bitonic Reduction (Cross-Tile Merge)

Input: Block B € N Rxk rows R, target k, total columns Nj
Output: Reduced packed candidates y € IN

1: n<log, Ns+1, < log,k, F <« log,R

2: p+ {0,1}

3: y < BITONICFOLD(B, p, R, k, F, 6=1)

4: returny

Algorithm 8 Bitonic Selection (Stage 1 Write-Out)

Input: Scratchpad Y, row r, block j, packed p € INBv, target k
Output: k candidates written to Y[r,j - k : (j+1)k]

1: y < BitoNICTOPK(p, j mod 2, k, By)

2: STORE(Y +7-Sy+j-k,y)

> Alternating order

Algorithm 9 Radix Partition

Input: Values v, mask M, upper bound u, bins B
Output Pivot p, margin m

: h + CUMSUM(HISTOGRAM (v, BB, mask=M))
b+ (h<u)

: p < SuM(b)

t < max(SELECT(b, h, 0))

m < SELECT(p >0, u —t, u)

: return (p, m)

U WN —

> > IADD reduction tree
> > Masked IMNMX tree

Algorithm 10 Radix Selection (Stage 1 Write-Out)

Input: Scratchpad Y, row r, block j, encoded e, threshold 6, margin m, indices I, target k, tile size By

Output k candidates written to Y{r,j - k : (j+1)k]

: g+ (e =0) & (CuMSuM(e = 0) < m)

M« (e>0)]|q

: pos < CUMSUM(M) — M

: MASKEDSTORE(Y + 7 - Sy + j - k + pos, p, mask=M)

Uik QN

. p < pack(e, I, By) > Pack encoded values with inverted indices

> Margin tie-breaking
> Selection mask
> Coalesced positions

Algorithm 11 Sparse Threshold (Two-Pass Radix)

Input: Encoded e € INBY, mask M, initial threshold 6, target k
Output: Threshold 6, margin m

1: B<5 B<+32, p+<B-1

2:

v ((ex>p&u)dn

4: h,m < RADIXPARTITION(v, M, k, B)
5: 6+ ((60 < p) | (hep) < B

6: if m > 0 then

7. M+« M&(v=h)

8: —(e&u)®du

9: t,m < RADIXPARTITION(v, M, m, B)
10: if h =0and t = 0 then

11: 00| (p—1);, m«0

12: else

13: 0 0|(ton)

14: end if

15: else

16: 0+ 0|u

17: end if

18: return 6, m

> 5-bit radix with 32 bins
> Pass 1: Mid-span bits [5:10)
> Invert for descending order

> Pass 2: Low-span bits [0:5)

> Degenerate boundary case
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Algorithm 12 Stage 1: Tile-Local Reduction Kernel

Input: Logits X € RE*Y, indicators z € INB, scratchpad Y, tile size By, target k, adaptive scale s,
mode € {bitonic, adaptive}
Output: For each tile, k packed candidates for stochastic rows or one scalar maximum for greedy
rows in Y

: <~ PROGRAMID(0), b < request(r), j< PROGRAMID(1)

: x <« X[r, j-Bn: (j+1)By] > Load logit tile (masked at boundary)
> — Logit Processing Prologue —

x < GRAMMARMASK(x, zp,)

x < REPETITIONFREQUENCYPRESENCEPENALTIES(X, 2},

x < LOGITBIAS(x, z)

x <— TEMPERATURE(X, zp)
> — Tile-Local Top-k Reduction —

CRONIIERER

: if z; indicates greedy then

10: GREEDYREDUCTION(Y, 7, j,X) > Scalar arg max in the row’s contiguous greedy prefix
11: else if mode = adaptive then

12: RADIXBITONIC(Y, 7,j,x, L k,s) > Algorithm 3
13: else

14: p < ¥(x,1,By)

15: BITONICSELECTION(Y, 1, j, p, k) > Algorithm 8
16: end if

Algorithm 13 Stage 2: Cross-Tile Merge and Selection Kernel

Input: Scratchpad Y € INF*%k indicators z € INB, log-exponential weights £ with Lyt =logep
and €),;; ~ Exp(1), parameters (ky, py, my,), target k, inverse scale s~ 1, alternating flag
Output: Selected token t € IN
1: r < PROGRAMID(0), b < request(r), h « step(r), Z! + 2/1082%]
2: if zj indicates greedy then

3 t < GREEDYMAXIMUM(Y, 1) > arg max over the first Z, entries of the scratchpad row
4: else
5: > — Cross-Tile Merge —
6: (Py,A;) < PADANDREMAP(Y,, [Z],k]) > Packed buffer and absolute-index table
7: if alternating then
8 y  BITONICREDUCTION(P,, Z,, k, Z,k) > Algorithm 7
9: else
10: y + BitoNicToPK (vec(P,), 1, k, Z k)
11: end if
12: Decode packed y into encoded values vypper and relative indices j
13: v s ¢ (vupper); j < GATHER(A,, j) >s = 1 for unscaled paths
14: > — Probability Truncation Epilogue —
15: v <~ TOPKMASK(v, k)
16: v <— TOPPMASK(v, py) > Cumulative softmax
17: v < MINPMASK(v, m;) > log-domain threshold (eq. (12))
18: > — Log-Exponential Gumbel-Max Selection —
19:  t < jlargmax(v — £, [j])]
20: end if

21: return t

F Bit-level Encoding

SonicSampler represents per-request sampling behavior using a compact bit-level indicator
loaded once per program instance. This encoding allows different sampling features to be
enabled or disabled within a unified execution model, while avoiding host-side branching
and preserving CUDA Graph compatibility. Each bit corresponds to a specific operation in
the sampling pipeline, including logit processing, truncation, and selection behavior.

Table 3 summarizes the encoding used in our implementation. This representation is
designed to support heterogeneous per-request configurations within a single batched
dispatch, including mixed greedy and stochastic decoding paths.
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Bit(s) Operation

0x001 Grammar bit-mask
0x002 Repetition penalty
0x004 Frequency penalty
0x008 Presence penalty
0x010  Logit bias

0x020 Temperature scaling
0x040  Greedy selection
0x080 Top-k filtering

0x100  Top-p filtering

0x200 Min-p filtering

0x400 Top-k log-probabilities
0x800 Stochastic-Verify-Greedy-Draft

Table 3: Bit-level encoding of sampling operations in SonicSampler.

G Baseline Implementation Details

We evaluate baselines under matched input shapes and hardware, with precision matched
where the public implementation supports it; RadiK remains a precompiled float32 binary
as noted below. TileLang uses its native compiler, and RadiK is evaluated as a precompiled
CUDA C++ binary. For a subset of methods, we apply minimal adaptations to ensure
correctness and compatibility with large vocabulary sizes and bfloat16 inputs; these modi-
fications are conservative and, where measurable, do not degrade and in some cases slightly
improve the baseline performance.

FlashInfer. FlashInfer’s sampling kernel generates Gumbel noise internally from a random
seed, which breaks CUDA graph compatibility. We modify the kernel to accept precomputed
Gumbel noise as an external input, enabling CUDA graph capture and ensuring a fair
comparison with our approach. We also adapt the kernel to operate on bfloat16 inputs to
match our evaluation precision.

TileLang-TopK. The original implementation supports only float32 inputs. We extend it to
support bfloat16 by introducing an explicit cast path during input loading and promoting
values to float32 for intermediate computation. We additionally increase the shared-
memory buffer size from 4,096 to 16,384 entries to avoid silent truncation of candidates
at large vocabulary sizes. Even with this adjustment, TileLang-TopK remains limited to

V < 217 due to shared-memory capacity constraints.

Triton-TopK. The original implementation uses a fused value-index packing scheme that

restricts the maximum supported vocabulary size to V < 2!°. We retain this implementation
as-is and report configurations beyond this limit as unsupported.

H End-to-End Evaluation Details

The standardized model and batch-size sweeps use TensorRT-LLM with SonicSampler
integrated, CUDA Graph enabled with maximum batch size 32, chunked prefill enabled
with 32,768 maximum tokens, the autotuner disabled, overlap scheduling enabled, and
expert parallelism (EP) set to 1 with the TP degree specified in Tables 4 and 6. Targets
in these sweeps use NVFP4. The draft and target combinations across both the original
lookahead sweep and standardized sweeps are listed in Table 5.

Model sweep. The standardized model sweep was collected separately from the lookahead
sweep in Figure 4a: Table 4 reports an average acceptance length of 3.5, while acceptance
lengths are not reported for the lookahead sweep. Their absolute throughput is therefore
not directly comparable. Gains are largest for smaller dense models and generally decrease
as the forward pass dominates, but remain double-digit across all model scales shown.
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Model TP Baseline SonicSampler Gain
Qwen3-14B 2 683 781 +14.0%
Qwen3-14B 4 763 922 +21.0%
Qwen3-32B 4 535 617 +15.0%
Qwen3-32B 8 545 619 +13.5%
Qwen3-235B-A22B 4 289 322 +11.0%
Qwen3-235B-A22B 8 288 320 +11.2%
DeepSeek-V3.1 4 227 255 +12.0%
DeepSeek-V3.1 8 258 293 +13.6%

Table 4: End-to-end decode throughput (tokens/s) at batch size 1, lookahead y = 5, average
acceptance length 3.5, T = 0.6, top-p = 0.9, and top-k = 128. TP=8 rows use 8 xB200 GPUs.
Throughput is rounded to integer tokens/s; gains follow the reported model-sweep results
and can differ slightly from ratios of the displayed values.

Target Speculative draft / type

Qwen3-8B Tengyunw/qwen3_8b_eagle3 (Eagle3)

Qwen3-14B AngelS1lim/Qwen3-14B_eagle3 (Eagle3)
Qwen3-32B Zhihu-ai/Zhi-Create-Qwen3-32B-Eagle3 (Eagle3)
Qwen3-235B-A22B  nvidia/Qwen3-235B-A22B-Eagle3 (Eagle3)
DeepSeek-V3.1 built-in MTP

Table 5: Target and speculative-draft combinations used for end-to-end evaluation. Qwen3-
8B corresponds to the original lookahead sweep in Figure 4a; the remaining rows correspond
to the standardized sweeps.

Batch-size sweep. On Qwen3-32B at TP=4, the per-user decode throughput declines with
batch size as expected, while the relative gain holds at 13-19% across batch sizes 1-32
(Table 6).

Batch Baseline / user SonicSampler / user  Gain

1 535 617  +15%
2 490 581  +19%
4 458 537  +17%
8 377 429  +14%
16 280 315  +13%
32 208 237 +14%

Table 6: Per-user decode throughput (tokens/s) across batch sizes for Qwen3-32B on TP=4.

Sources of speedup. Table 7 shows accumulated gains beginning with a fully Torch-
based sampling implementation and ending with the end-to-end workload optimized
under CUDA Graph. The workload applies grammar masking, temperature scaling, fre-
quency/ presence penalties, and top-p sampling with bounded top-k.

Configuration Latency (us) Speedup
Naive Sampling 395.79 1.0x
-+ CUDA Graph 98.89 4.0x
+ Sonic two-stage Top-k 56.67 7.0x
+ Prologue fusion 30.96 12.8x
+ Epilogue fusion 14.76 26.8x

Table 7: Accumulated latency improvements for the sampling workload.
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Scratchpad overhead. The allocated scratchpad surface areais L - [V /By] - k - 4 bytes for
uint32-packed candidates; fixed-length multistep workloads substitute L = B(y + 1). Here
k =128 and By € {4096,8192} is the power-of-two tile size. At B =32,y =5,V = 217 and
By = 4096 (32 tiles), the surface area is approximately 3 MiB.

Batch invariance. Under a fixed num_warps launch configuration, the logit-processing pro-
logue is element-wise and carries no batch-dependent reduction order. Both Stage-1 strate-
gies operate on the lexicographic encoding, which imposes a total order over candidates,
and top-p truncation uses the same fixed warp-level reduction decomposition across batch
sizes. Consequently, the selected top-k set and ordering are batch-invariant for a fixed
configuration.

I Additional Top-k Results

Figure 7 reports additional Top-k results comparing SonicSampler against FlashInfer and
TileLang. This figure complements the main-text evaluation by providing a more focused
view of the strongest baseline implementations. Across the tested settings, SonicSampler
consistently outperforms both methods. The relative gains often increase with vocabulary
size at small and moderate batches, while narrowing in the most compute-bound high-batch
regimes.

Figure 8 presents the full Top-k latency comparison for batch sizes B € {2,8,32}, comple-
menting the B € {1,4,16} results in the main text. SonicSampler maintains the lowest
latency across all vocabulary sizes and batch sizes; the performance gap widens in many
small- and moderate-batch settings but narrows at high batch sizes.

SonicSampler Top-K Speedup over Each Baseline
K = 128 on NVIDIA B200 (SM100) GPU

vs FlashiInfer vs TileLang

1 4.38x 3.83x 3.63x 4.24x 4.45x 4.04x 1 2.62x 3.01x 3.68x | 6.40x
10

2 4.01x 4.01x 3.88x 4.43x 4.62x 4.08x% 2 231x 3.10x 3.76x | 6.46%

2.45x 3.12x 3.79x | 6.47x

© 4 4.20x 4.44x  A4.09x 4.65x 4.70x 3.76x o 4 — a
o o 6 o
< < [
[v] [} [
2 < Q.
B 8 452x 4.44x 4.39x 4.82x 4.04x  3.03x B 8 247x 3.09x 3.74x | 6.41lx - n
4
16 4.64x 4.28x 4.06x 3.67x 2.94x 1.94x 16 2.43x 2.81x 3.45x 4.85x 6.04x —
2
32 4.53x 3.78x 3.22x 2.43x 1.94x 123X 32 2.24x  2.42x  2.62x 3.12x  3.87x —
8K 16K 32K 64K 128K 256K 8K 16K 32K 64K 128K 256K
Vocabulary Size Vocabulary Size

Figure 7: Top-k speedup against FlashInfer and TileLang.
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Latency vs Vocabulary Size for Top-K Kernel (B = 2, 8, 32)
K = 128 on NVIDIA B200 (5M100) GPU
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Figure 8: Top-k latency vs. vocabulary size for batch sizes B € {2,8,32} with k = 128 on an
NVIDIA B200 (SM100) GPU.

(a) B200
V=8K V=16K V' =32K V =64K V=128K V=256K
B bit adp bit adp bit adp bit adp bit adp Dbit adp
1 1.00 133 100 116 1.00 120 1.00 124 1.00 122 1.00 1.14
2 113 137 1.02 121 1.00 120 1.00 124 1.00 1.23 1.01 1.14
4 115 137 1.02 123 100 120 1.01 125 1.01 123 114 1.15
8§ 115 137 1.04 123 1.01 120 1.02 126 126 123 157 1.47
16 117 137 114 125 111 121 141 136 187 172 233 2.50
32 128 139 133 146 155 147 213 223 271 3.07 3.83 442
(b) H100
V=8K V=16K V=32K V=64K V=128K V=256K
B bit adp bit adp bit adp bit adp bit adp bit adp
1 100 131 1.00 121 1.00 124 1.00 124 1.00 124 1.00 1.14
2 113 133 1.02 121 1.00 124 1.00 123 1.02 125 1.00 1.12
4 113 133 1.05 123 1.01 126 1.00 124 1.02 125 1.12 1.14
8 113 138 1.07 125 1.03 126 1.02 126 129 127 157 146
16 113 138 118 125 117 129 139 134 188 176 254 249
32 129 140 145 157 164 156 2.09 210 3.00 3.10 4.53 4.53

Table 8: Normalized latency of BITONIC (bit) vs. ADAPTIVE (adp) sorting strategies across
vocab sizes and batch sizes on B200 and H100 (k = 128). All values are divided by
min (bitonicy, adaptive,) for the corresponding architecture and vocab size, so 1.00 an-
chors the fastest batch_size =1 configuration. Bold marks the lower (better) value per cell;
ties bold both.

J Temperature Stress Tests for Bounded Top-k

Since temperature flattens the output distribution, we directly stress the bounded-support
assumption with temperature sweeps on DeepSeek-V3.1 and Qwen3-235B-A22B. At the
standard T = 0.6 setting, top-k = 128 matches DeepSeek-V3.1 and improves the Qwen3-
235B-A22B results by truncating its degenerate tail (Table 9).

On EQ-Bench, top-k = 128 closely tracks the base distribution through v = 1.5 for both
models. Beyond that point, behavior is model- and workload-dependent: bounded top-
k regularizes DeepSeek-V3.1 but over-truncates Qwen3-235B-A22B in the extreme tail
(Table 10). These results delimit the tested regime rather than supporting an unconditional
losslessness claim.
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Model Configuration AIME25 HumanEval
DeepSeek-V3.1 =06 88.67 2298 96.754+1.48
DeepSeek-V3.1 T =0.6,top-k =128 88.67+£5.06 96.65+1.00
Qwen3-235B-A22B 17 =10.6 65.334+447 64.00+6.41

Qwen3-235B-A22B 7 = 0.6, top-k = 128 94.31+0.93 9410+ 0.70

Table 9: Task quality with and without bounded top-k at the standard sampling temperature.

DeepSeek-V3.1 Qwen3-235B-A22B
T Base Top-k =128 Base Top-k =128

03 78.09£057 7811050 72.89+£061 72.89+0.28
06 78.08+£049 77994028 73.59+£0.09 73.57+0.79
1.0 7791+065 78.11+£0.87 74.09+0.50 73.60=+0.89
1.2 77924097 7820+£0.29 7354+0.19 73.86+£0.24
1.5 7844+1.00 7845+0.55 73984020 73.62+0.81
1.6 7121+1.03 7832+044 7418+043 71.19+1.21
1.7 4645+151 7446+176 73.78+1.22 65.63£0.73
1.8 27.82+1.63 6247+0.64 73.14+0.78 5541+1.41
20 2076041 31.00£1.07 7149£035 41.99+0.23

Table 10: EQ-Bench temperature sweep with and without bounded top-k.

85.0 7 100.0 4
B Baseline 96.3 97.0
82.5 - _| mEE SonicSampler
80.0 - 78.0 78.2
77.5
75.0
72.5
70.0
67.5 4
65.0 -
Accuracy Avg Pass@4
(a) DeepSeek-V3.1 - GPQA (b) DeepSeek-V3.1 - AIME 2024

Figure 9: End-to-end accuracy on DeepSeek-V3.1. Error bars show standard deviation over
10 runs.

K Additional Probability Mass Validation under Bounded Top-k

This section extends the bounded Top-k analysis from Section 3.2 to additional models.
In the main text, we show on DeepSeek v3.1 that the residual probability mass outside
the retained Top-k set decays rapidly and is negligible at the tested standard temperature.
Figure 10 shows that the same qualitative behavior holds across GLM-4.7 (Team et al., 2025),
GPT-0S55-120B (OpenAl et al., 2025), and Qwen3-8B (Yang et al., 2025). Across these models,
probability mass concentrates quickly in a small candidate set, providing further empirical
support for using k = 128 in SonicSampler.
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(a) Residual mass vs. Top-k (b) Threshold exceedance vs. Top-k
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Figure 10: Residual probability mass outside the Top-k set on additional models. Across all
three model families, probability mass decays rapidly with k, indicating that bounded Top-k
retains the effective support relevant for practical sampling thresholds.

L Additional Accuracy Results

Figure 9 shows that the introduction of the constrained Top-k setting (k < 128) in SonicSam-
pler does not degrade the model quality across benchmarks. In GPQA, both configurations
achieve nearly identical accuracy (78.0 vs. 78.2), with differences small relative to the
observed run-to-run variability.

On AIME 2024, we observe the same trend where average accuracy remains unchanged.
Importantly, these differences fall within the observed variance across runs, suggesting that
the constrained sampling space does not negatively impact accuracy in these evaluations.

29



	Introduction
	Related Work
	SonicSampler
	Background
	Entropy Sufficiency and Bounded Top-k Fidelity at Standard Temperatures
	Workload-Aware Execution Model
	Two-Stage Hierarchical Top-k
	Batch-Level Dynamism via Bit-Level Indicators

	Experiments
	Experimental Setup
	End-to-End Performance
	Sampling Latency Breakdown
	Top-k Kernel Performance

	Conclusion and Future Directions
	Extended Related Work
	Feature Comparison
	Background: Detailed Formulation
	Logit Processing Operations
	Probability Truncation
	Sampling
	Speculative Verification

	Generalized Packing Transform for Alternating Sub-Tiles
	Supplementary Algorithms
	Bit-level Encoding
	Baseline Implementation Details
	End-to-End Evaluation Details
	Additional Top-k Results
	Temperature Stress Tests for Bounded Top-k
	Additional Probability Mass Validation under Bounded Top-k
	Additional Accuracy Results

