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Abstract

RL-based post-training for reasoning models is increasingly bottlenecked
by repeated fresh rollout generation, particularly in agentic settings where
environment interaction dominates wall-clock cost. Replay can reduce
this burden by reusing past trajectories, but existing methods typically
embed it within larger training pipelines involving exploration, experi-
ence restructuring, or mixed-policy optimization. This makes replay’s own
contribution difficult to isolate. We ask a focused question: how far can
principled replay selection alone go? We introduce Headroom-Drift Re-
play, a group-level replay control primitive for GRPO that separates reuse
into two decisions. Headroom ranks stored groups by remaining learning
value, while Drift gates them by compatibility with the current policy. The
fresh on-policy stream remains unchanged, and the method adds no aux-
iliary generation or training machinery. Across mathematical reasoning,
multimodal reasoning, and Agentic Search benchmarks, this single inter-
vention outperforms naive replay and matches or exceeds broader replay
methods on Avg Mean@32. In Agentic Search, where environment inter-
action dominates cost, it delivers comparable quality at materially lower
wall-clock time.
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Figure 1: Summary of two representative views. (a) In mathematical reasoning, Headroom-
Drift Replay leads on Avg Mean@32 over all baselines. (b) In agentic search, Headroom-
Drift combines the highest Avg Best@32 with competitive wall-clock cost.
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1 Introduction

Reinforcement learning (RL) has become a central ingredient in post-training language
models for reasoning (Ouyang et al., 2022; Bai et al., 2022), but it often incurs substantial
cost through repeated fresh rollout generation. This burden is especially high in GRPO-
style training and grows further in agentic settings, where interaction with external en-
vironments adds significant wall-clock overhead (Wang et al., 2026a; Liu et al., 2026a;b).
Replay offers a natural remedy by reusing previously collected trajectories. Yet naive reuse
is often insufficient for stable learning. The question is not whether to replay, but how
to control replay itself: which stored experience should re-enter training, and under what
conditions.

A stored replay group can fail for two distinct reasons. It may still contain useful learning
signal but have become too stale under the current policy. Conversely, it may remain close
to the current policy while offering little room for further learning. Reliable replay therefore
requires two separate judgments: whether a group still offers learning value and whether
it remains compatible with the current policy.

Prior work has shown that replay can improve sample efficiency in reasoning-oriented RL,
but existing methods typically couple it with auxiliary mechanisms. This makes replay
itself difficult to study as a standalone control problem. We therefore isolate replay-side
control within GRPO (Shao et al., 2024; Guo et al., 2025) and ask how far it can go on its
own.

Headroom-Drift Replay is a group-level replay control primitive for GRPO built around
separate judgments of learning value and current-policy compatibility. Headroom mea-
sures the remaining room to shift probability toward good actions and away from bad
ones. Policy Drift measures how far the current policy has moved from the policy that
generated the group and gates out stale groups. Reuse operates on full groups rather than
individual responses, preserving the within-group comparison structure central to GRPO.
Together, these two controls form the only addition to standard GRPO; the fresh on-policy
stream remains unchanged. This design isolates the effect of replay-side control on training
dynamics.

Empirically, Headroom-Drift outperforms naive replay across mathematical reasoning,
multimodal reasoning, and Agentic Search, and matches or exceeds methods that com-
bine replay with additional training machinery. The strongest evidence comes from math-
ematical reasoning under the fullest baseline set. In Agentic Search, where environment
interaction dominates wall-clock cost, the benefit takes a different form: Headroom-Drift
outperforms on-policy scaling in both quality and per-step efficiency because the selected
trajectories remain informative enough to substitute for costly fresh environment interac-
tion. Multimodal reasoning shows that the same control principle extends beyond text-only
settings.

Our contributions are threefold:

(i) We formulate replay in GRPO as a two-part control problem—retaining learning value
while ensuring current-policy compatibility—and instantiate it in Headroom-Drift Replay,
a group-level replay control primitive that requires no auxiliary training machinery.

(ii) We construct role-aligned baselines that isolate distinct control questions—on-policy
budget matching, fresh-data scaling, naive replay volume, strong non-replay alternatives,
and broader replay methods with auxiliary machinery—and show across mathematical
reasoning, Agentic Search, and multimodal reasoning that this primitive outperforms
naive replay and matches or exceeds broader replay methods.

(iii) We analyze how principled replay control behaves across training, covering same-
buffer counterfactual comparisons, replay-age compatibility and lifetime exposure concen-
tration, multi-reward ingress dynamics, and the relationship between replay and entropy
collapse.
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2 Related work

Classical reinforcement learning motivates the two control axes in our design. Prioritized
Experience Replay showed that stored samples differ substantially in learning value, and
that replay is more effective when guided by expected training utility rather than random
selection (Schaul et al., 2016). A complementary line of off-policy correction methods ad-
dresses policy mismatch, showing that past experience can remain useful when reuse is
appropriately weighted or truncated under the current policy (Munos et al., 2016; Espe-
holt et al., 2018). These works operate on transitions or trajectories in classical RL rather
than on groups in LLM post-training, but they establish the same two requirements that
drive our design: replay should account for both learning value and current-policy com-
patibility. Headroom provides a PER-style learning-value priority over full GRPO groups;
Headroom-Drift applies this priority only among groups admitted by the Drift-based
current-policy compatibility gate.

In reasoning-oriented LLM training, replay has moved from a peripheral heuristic to a
more central optimization component. RePO (Li et al., 2025), for example, incorporates
replay into the GRPO training loop to improve sample efficiency beyond fully on-policy
updates. This shift confirms that replay carries real value in modern reasoning settings
where rollout generation is expensive.

Several recent methods strengthen replay by coupling it with broader training mecha-
nisms. EFRame (Wang et al., 2025) combines replay with exploration and filtering to de-
termine which trajectories are retained and revisited. ExGRPO (Zhan et al., 2026) orga-
nizes reasoning trajectories by correctness and entropy signals before mixed-policy reuse.
BAPO (Wan et al., 2026) adopts a buffer-centric off-policy design that pairs historical hard
samples with adaptive batch construction. These methods reinforce the value of replay in
modern reasoning RL, but because replay is embedded within larger pipelines, the two
control questions central to our work—which stored groups still offer learning value, and
which remain compatible with the current policy—are rarely made explicit as separable
design choices.

Our work treats these two questions as the primary intervention. The goal is not to replace
broader replay-centric designs, but to provide a composable primitive within that larger
design space: one that can stand alone and whose effects can be independently evaluated.

3 Method

3.1 Method overview.

Headroom-Drift Replay is a group-level replay control primitive for GRPO that decom-
poses reuse into two explicit control axes. Rather than treating reuse as a single inclusion
decision, it separates learning-value prioritization from current-policy compatibility con-
trol through Headroom-based ranking and Policy-Drift gating. The minimum unit of reuse
is the full group rather than individual responses, preserving the within-group comparison
structure central to GRPO. The fresh on-policy stream is left untouched: the only modifi-
cation to standard GRPO is that selected replay groups are added to the mixed batch. Any
change in training dynamics therefore traces to replay-side control alone.

3.2 GRPO setup and replay state.

We first specify the GRPO state needed to express replay groups within the same update
form as fresh on-policy groups. For a prompt Q, the current policy 7y generates 1 responses
Gy, ..., Gy, which together form a group ¢ = (Q,Gy,...,Gy). Let T(g) denote the set of
token positions in the group, and let 4;; and s; ; denote the j-th generated token in response
G; and its conditioning context. The current policy assigns token probability 7rg(a;; | s; ).
GRPO computes rewards at the response level and derives a group-relative advantage A;
for each response G;; this same A; is then applied to all token positions belonging to that
response.
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Figure 2: Headroom-Drift Replay in one GRPO step. The current policy generates fresh
on-policy groups. Pre-existing buffered groups are ordered by Headroom and filtered by
the Policy Drift gate; up to Kyep accepted replay groups are merged with the fresh groups
to form the mixed batch for the GRPO update. After the update, fresh groups with non-
identical rewards are appended to the FIFO replay buffer.

What distinguishes replay from the fresh on-policy case is that each stored group is paired
with the policy state under which it was originally generated. We denote this reference
policy by 7Tgen(q)- For a freshly generated group, 7tgen(q) coincides with the usual rollout-
time old policy in GRPO. For a replayed group, however, it is the generation-time policy
stored with that group in the buffer. Accordingly, the replay buffer maintains immutable
per-group reference state: the stored actions, their generation-time log-probabilities under
Tlgen(g), and the response-level advantages A;. This frozen reference state anchors each

replayed group to the rollout under which it was originally collected.

Using this reference state, both fresh and replayed groups can be handled within the same
GRPO update form. For a group g, the token-level importance ratio is

Sij)
rij(0;8) = I,
i%:8) Tgen(g) (i | i)

so the difference between fresh and replayed groups lies only in which reference policy
appears in the denominator.

me(a;

Lll',j

3.3 Headroom: learning-value prioritization.

Headroom provides the learning-value signal in our replay-side control primitive. It mea-
sures the remaining directional correction room of a stored group under a reference policy.
Intuitively, replay is more useful when positively advantaged stored actions still have room
for probability increase, or negatively advantaged stored actions still have room for prob-
ability decrease. For a policy 7t and a stored token position (i, ), define the token-level
Headroom contribution by
1-— 7'[(&11"]‘ | si,j)/ Ai >0,
hij(m;8) =  7(aij | sij), A; <0,
0, A =0,

and aggregate it over the group as
Headroom(g; 1) = T Z h,](n ).
)

When evaluated under the generation-time policy ﬂgen(g), Headroom defines the value-
side replay priority stored for group g.
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3.4 Policy drift: current-policy compatibility control.

Policy Drift provides the current-policy compatibility control in our replay-side control
primitive. A stored group may still have high Headroom while already being too far from
the current policy for reliable reuse (Munos et al., 2016; Espeholt et al., 2018).

To measure this mismatch for a stored group g, define the token-level log-probability drift
on the stored action by
A;j(g;0) = log g (a;j | sij) —10g Tgen(q) (i | ij)-
We then aggregate these tokenwise deviations into a group-level Policy Drift score by av-
eraging their squared values over the group:
1

Drift(¢;0) = —— A;i(g;0)2.
50 |T(g>|<z>j>ezﬂg> 789

A group is replayed only if its Policy Drift does not exceed a threshold .

This choice is motivated by the role of Policy Drift as a replay-compatibility gate rather than
a full distribution-distance objective. GRPO commonly monitors policy deviation through
approximate-KL proxies (Guo et al., 2025; Yu et al., 2025) built from sampled log-ratios on
generated tokens. For replay gating, however, what matters is mismatch magnitude on the
stored token sequence, not a signed average: if some tokenwise shifts are positive while
others are negative, they can offset each other in the average even when the overall se-
quence has moved substantially under the current policy. We therefore use a non-cancelling
aggregation of tokenwise drift, and adopt a squared (L2-style) form so that larger local mis-
matches are penalized more strongly. An L1 variant yields a tighter formal bound but is
less sensitive to concentrated per-token mismatch; in practice, the L2 gate achieves higher
late-stage validation while filling less of the replay budget, indicating that it wins through
better-compatible selection rather than replay volume (Appendix G.1). This squared aggre-
gation also provides a formal link between the two control axes: when a group passes the
Drift gate, its current-policy Headroom can deviate from the stored Headroom priority by
at most /T, so the gate directly limits how much staleness can distort the stored Headroom
priority (proof in Appendix A.3, Proposition 2).

3.5 One GRPO step with replay-side control

Phase A: Generate fresh groups and identify replay ingress candidates. At each training
step, the current policy generates fresh grouped rollouts, and rewards and group-relative
advantages are computed as in standard GRPO. Replay ingress candidates Z; are then iden-
tified from these fresh groups.

Phase B: Order pre-existing buffered groups by Headroom. The pre-existing buffered
groups are retrieved and ordered by Headroom, which defines the value-side priority for
replay candidate scanning.

Phase C: Apply the Policy Drift gate. The Headroom-ordered candidates are scanned un-
der the current policy. For each scanned group, the model reevaluates the group via paral-
lel teacher-forced log-probability computation, and admits the group for replay only if its
Policy Drift does not exceed 7. Scanning stops once the replay budget Kpep is filled or no
further admissible groups remain.

Phase D: Form the mixed batch and run the GRPO update. The accepted replay groups
are merged with the fresh on-policy groups to form the mixed batch for the GRPO update.

Phase E: Append valid ingress groups and maintain the FIFO buffer. To prevent same-
step replay, the previously identified ingress candidates Z; are appended to the replay
buffer only after the GRPO update. The buffer is maintained as a fixed-capacity FIFO
queue, so once capacity is exceeded, the oldest groups are evicted regardless of Policy Drift
or Headroom.

Operational note. Replay requires no fresh autoregressive generation and no fresh en-
vironment interaction. Because reevaluation is teacher-forced on fixed stored token se-
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Algorithm 1 HEADROOM-DRIFT REPLAY as a replay-side control augmentation to stan-
dard GRPO. Blue lines mark replay-specific additions; the fresh on-policy rollout path re-
mains unchanged.

Input: current policy 7y, prompt batch X}, replay buffer By, replay budget Kyep, drift threshold T
1: for each training step t do
2 Sample prompt batch X}
3 Generate grouped fresh rollouts under 77,
4: Compute rewards and group-relative advantages for the fresh groups
5 + Identify mixed-outcome fresh groups as replay ingress candidates Z;
6: + Order pre-existing buffered groups by Headroom (descending)
7 for each candidate group g in Headroom order do
8 if |R¢| > Krep then
9

: break
10: end if
11: + Reevaluate the stored actions of ¢ under 71, > single forward pass on fixed trajectories
12: + Compute Policy Drift and refresh Headroom for g from the same log-probability pass
13: + if Policy Drift(g) < 7 then add g to R¢
14: end for

15: + Form mixed actor batch A; < GP" UR;
16: Run the standard GRPO update on A;

17: + Append ingress groups Z; to B; after selection > no same-step replay
18: + If capacity is exceeded, evict the oldest groups from B; (FIFO)
19: end for

quences, it can be parallelized over stored tokens. For efficiency, the current-policy log-
probabilities computed for Policy Drift are reused to refresh Headroom in the same pass.
Because scanning stops once the replay budget is filled, cached Headroom for unscanned
groups can become stale. The two mechanisms therefore act complementarily: Policy Drift
gating protects admission from overly stale groups, while same-pass Headroom refresh
keeps the cached priority accurate for groups that are actually revisited. Appendix A makes
the cached/reference/runtime Headroom distinction precise and formalizes replay selec-
tion in a form that directly mirrors the implementation above. Appendix F details the engi-
neering choices required for stable and efficient execution, including frozen reference-state
management, replay-prefix batch layout, and sequence-length balancing across GPUs.

4 Experiments

4.1 Experimental setup

We evaluate Headroom-Drift Replay in three GRPO-style settings with fixed, verifiable
rewards: mathematical reasoning, Agentic Search, and multimodal reasoning. For math-
ematical reasoning, we use AIME24, AMC23, MATH500, Minerva, and OlympiadBench.
For Agentic Search, we evaluate on NQ, TriviaQA, PopQA, HotpotQA, 2WikiMulti-
HopQA, Musique, and Bamboogle. For multimodal reasoning, we report a compact three-
benchmark view covering Geometry3K (Geo3K), MathVista, and MathVision. We use
Mean@32 as the headline metric for the main cross-domain comparisons. For their cross-
benchmark summaries, we report Avg Mean@32. Best@32 and Weighted Mean@32 are re-
ported in Appendix B for completeness. We additionally include a 7B Agentic Search scale
check.

Our baselines are chosen to answer distinct control questions, and we refer to them by role
rather than by raw budget alone. GRPO on-policy matched keeps the fresh rollout budget
aligned with replay and isolates the effect of replay reuse itself. GRPO on-policy larger
tests whether replay gains can be explained by simple fresh-data scaling. GRPO + replay
matched and, where available, GRPO + replay larger test whether buffered reuse alone is
sufficient, or whether principled replay control is necessary. DAPO serves as a strong non-
replay comparator, and where directly comparable we also include broader replay/off-
policy methods such as ExGRPO and BAPO. In mathematical reasoning, we include the full
comparison set. In multimodal reasoning, we report GRPO on-policy matched, GRPO on-
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Figure 3: Cross-domain summary with Mean@32.

policy larger, and DAPO in a simplified three-benchmark view. In Agentic Search, the main
role-aligned comparisons are GRPO on-policy matched, GRPO on-policy larger, GRPO +
replay matched, and DAPO. We do not include ExGRPO or BAPO in this setting because
their published implementations target prompt-conditioned reasoning trajectories rather
than externally interleaved tool-calling trajectories, and a like-for-like adaptation would
require substantial re-engineering rather than a clean baseline comparison.

Because replay cost varies across settings—negligible in single-turn mathematical reason-
ing but substantial in Agentic Search where environment interaction dominates wall-clock
time—we interpret Mean@32 together with acquisition cost. Table 1 reports mean per-step
wall-clock time as the main cost-side comparator.

4.2 Evaluation across domains

4.2.1 Mathematical reasoning

Figure 3 reports the mathematical-reasoning held-out results under the fullest compari-
son set. Headroom-Drift leads on Avg Mean@32 across all baselines. Relative to GRPO
on-policy matched, the improvement confirms that principled replay adds value beyond
purely on-policy training at matched fresh-rollout budget. Relative to GRPO on-policy
larger, Headroom-Drift still leads despite using fewer fresh responses, ruling out simple
fresh-data scaling as an explanation. Against GRPO + replay matched and GRPO + replay
larger, the margin widens further, indicating that replay quality depends on principled
subset selection rather than on replay volume. Among the broader comparators, DAPO,
ExGRPO, and BAPO are all surpassed on Avg Mean@32; this is the one domain where the
primitive matches or exceeds every baseline under a single headline metric.

Figure 4 provides supporting training-dynamics evidence. The replay trajectory stays
above GRPO on-policy matched over a broad mid-to-late window and tracks above GRPO
on-policy larger through much of the same range, indicating that the Avg Mean@32 ad-
vantage is reflected in the training trajectory rather than confined to a single checkpoint.
A training-score-matched analysis in Appendix E further shows that replay delays the on-
set of entropy collapse: at comparable score levels, the replay run enters the low-entropy
regime later and remains there longer than GRPO on-policy larger, suggesting that princi-
pled replay contributes to more sustained learning dynamics.

4.2.2 Agentic search

Agentic search serves a different role from mathematical reasoning: the main question
is not the largest standalone gain in Mean@32, but whether replay-side control remains
worthwhile when training is dominated by multi-turn environment interaction cost.

Against naive replay baselines, the picture depends on the metric. On the headline Avg
Mean@32, Headroom-Drift leads GRPO + replay matched by only 0.0029 (0.3577 vs.
0.3548), a gap within noise range. But on Avg Best@32, the margin is substantially larger
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Figure 4: Training-score trajectories on mathematical reasoning.

(0.4879 vs. 0.4623, as shown in Figure 1(b)), suggesting that principled selection shifts the
upper tail of trajectory quality more than it shifts the average.

As an additional scale check, we conduct a controlled Search-R1 comparison between
Headroom-Drift and GRPO + replay matched with Qwen2.5-7B-Instruct. To make 7B train-
ing and agentic evaluation feasible within the available compute budget, both methods use
an 8-bit optimizer and we evaluate four samples per input; we therefore report Mean@4
and Best@4 rather than their @32 counterparts. Under this matched setup, Headroom-Drift
improves Avg Mean@4 from 0.3737 to 0.3955 and Weighted Mean@4 from 0.4158 to 0.4298,
leading on six of seven benchmarks. Full per-benchmark Mean@4 and Best@4 results are
reported in Appendix B, Table 6.

Method Step Time (s)
GRPO on-policy matched (b128) 146.4
GRPO + replay matched (b128+r64) 154.4
Headroom-Drift (b128+r64) 166.3
GRPO + replay larger (b128+r128) 187.3
GRPO on-policy larger (b192) 197.2
DAPO 232.5

Table 1: Mean per-step wall-clock time on agentic search (Search-R1).

The more revealing comparison is against on-policy scaling. GRPO on-policy larger uses
1.5x the fresh rollout budget yet achieves lower Avg Mean@32 (0.3212 vs. 0.3577) at higher
per-step cost (197.2s vs. 166.3 s). Headroom-Drift surpasses it on both axes because prin-
cipled selection substitutes reevaluation of stored trajectories for costly fresh environment
interaction (Table 1). This is a Pareto improvement over on-policy scaling.

4.2.3 Multimodal reasoning

Multimodal reasoning serves as breadth evidence. The question is whether the same
replay-side control principle generalizes beyond text-only settings. In this simplified three-
benchmark view, Headroom-Drift leads on Avg Mean@32 over GRPO on-policy matched,
GRPO on-policy larger, and DAPO (0.4137 vs. 0.3986, 0.4005, and 0.4056 respectively).
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4.3 Mechanism analysis of replay selection

We now ask whether the two control axes operate as designed. Figure 5 examines this
question through three complementary views: step-level subset quality, lifetime reuse con-
centration, and temporal diversity of replay sources.

Figure 5(a) compares, at each training step, the replay subset actually selected by
Headroom-Drift against the subset that GRPO + replay would select by recency alone,
on matched pre-step buffer states and matched subset sizes. Each point plots the com-
patibility gain (x: positive means our subset has lower Policy Drift) against the learning-
value gain (y: positive means higher current-policy Headroom). The majority of steps fall
in the jointly improved quadrant, confirming systematic advantage on both axes. The gain
is asymmetric: policy compatibility improvement is consistent, while learning-value im-
provement weakens in late-stage steps where the admissible pool contracts. This pattern is
expected—Policy Drift acts as a hard gate, while Headroom prioritizes within the feasible
set that the gate admits.

Figure 5(b) shows that these step-level decisions accumulate into a sharp lifetime reuse
pattern. Groups with initial stored Headroom below 0.8 are rarely replayed (mean Nyep <
0.5; replay probability < 24%), while groups above 0.8 are replayed frequently (mean
Nrep =~ 2.0; >56%). Headroom ranking preferentially surfaces high-value groups, but
lower-Headroom groups are not excluded; they still enter replay when the Policy Drift
gate judges them sufficiently compatible.

Figure 5(c) reveals the temporal consequence. GRPO + replay draws exclusively from the
immediately preceding step (100% at age 1), since each step’s buffer ingress exceeds the
replay target. Headroom-Drift distributes replay across ages 1-7, with 44% coming from
sources three or more steps back. This multi-age mixture arises because Headroom ranking
surfaces older high-value groups that still pass the Policy Drift gate, producing a tempo-
rally diverse corrective signal rather than uniform one-step reuse.

In practice, we calibrate the Drift threshold T with a short log-spaced sweep instead of
a fine-grained full-training search. On Search-R1, three decade-spaced settings yield mean
replay acceptance rates of 6.4%, 40.2%, and 94.4%; only the middle setting filters selectively
while keeping replay KL stable. Collapsing acceptance under a tight threshold and rising
replay KL under a loose one provide early signals for ruling out unsuitable values without
running every candidate to completion. Across the evaluated runs, the selected values fall
into two task-family settings, and the Search-R1 threshold is reused from 3B to 7B without
scale-specific retuning. Appendix G.2 reports the exact thresholds and full analysis.
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Appendix D provides further empirical detail on these reuse patterns. Three findings stand
out: age alone does not determine replay compatibility, as the Drift gate rejects a non-
negligible fraction of even the youngest groups; scan depth grows over training as the
admissible set contracts; and most buffered groups are never replayed, while a small re-
peatedly reused subset accounts for the majority of total replay exposure. A component
ablation supports the role of both axes. On MATH-500, the full Headroom-Drift combina-
tion achieves the highest Mean@32, followed by Headroom-only (the PER-style priority-
only analogue) and then Drift-only (Appendix G.3, Table 17).

5 Conclusion and future directions

We introduced Headroom-Drift Replay, a replay-side control primitive that decomposes
reuse into learning-value prioritization (Headroom) and current-policy compatibility con-
trol (Drift). Across mathematical reasoning, agentic search, and multimodal reasoning, this
single intervention outperforms naive replay. In mathematical reasoning under the fullest
baseline set, it matches or exceeds broader replay methods on Avg Mean@32. In agentic
search, it delivers a Pareto improvement over on-policy scaling. Replay, when controlled
along the right axes, functions as a capable optimization primitive in its own right.

We studied this primitive in isolated form, but its two explicit control axes are designed to
compose with the exploration, filtering, and adaptive batch construction strategies in re-
cent replay-centric methods (Wang et al., 2025; Zhan et al., 2026; Wan et al., 2026). The
primitive does not compete with these methods; it provides a separable control layer
within them. Preliminary training-score evidence on a CISPO-style objective suggests
that the two-axis decomposition transfers beyond GRPO (Appendix H), though held-out
evaluation across objective families, including PPO-, GSPO-, and CISPO-style formula-
tions (Zheng et al., 2025; MiniMax et al., 2025; Yuan et al., 2026; Xi et al., 2026), remains
open.
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A Formal interpretation, mixed-batch objective, and replay-step
formalization

This appendix makes precise the quantities and replay-step construction used by
Headroom-Drift Replay. We first fix replay-state conventions, including the distinction be-
tween reference, cached, current-policy, and runtime Headroom. We then formalize the
mixed-batch objective, define Headroom and Policy Drift, prove a reference-to-current
Headroom mismatch bound, introduce lifetime replay exposure quantities, and finally
write the replay-augmented GRPO step in set notation.

A.1 Notation and replay-state conventions

For any buffered group g and step ¢, we distinguish four Headroom-related quantities. The
reference Headroom is the immutable generation-time score

H™(g) := Headroom(g; Tloen(g))- (1)

The current-policy Headroom is the conceptual value of the same policy-conditioned quantity
evaluated at the current policy,

H{"(g) := Headroom(g; 7y, ). (2

The cached Headroom Hy(g) is the priority stored in the buffer at the beginning of step ¢ and
used to order replay candidates:

Hi(g) := Headroom(g; n@yt(g)), ©)]
where 7;(g) is the last step at which the cached priority of ¢ was refreshed. Finally, for a

buffered group g that is actually scanned under the current policy at step ¢, the runtime
Headroom is

H{""(g) := Headroom(g; rty, ). 4)
Thus, whenever g is scanned at step ¢, we have
H{""(g) = H{"™(g). )

At insertion time, the cached priority is initialized at the generation-time value, so a newly

buffered group starts with H;(g) = H™f(g). If a buffered group is scanned at step ¢, then its
cached priority is refreshed after selection using the runtime value from the same current-
policy reevaluation pass; otherwise the cached value remains unchanged. Consequently,

current-step replay ordering is governed by H;(g), not by a freshly recomputed current-
policy Headroom over the entire buffer.

A.2 Mixed-batch objective as constrained replay augmentation

Let GP™ denote the fresh on-policy groups generated at step ¢, and let R; denote the ac-
cepted replay groups selected from the pre-existing buffer. The mixed actor batch is

A = GMY Ry, (6)
where & denotes disjoint union.
For any group g, let
GRPO (876, TTaen(g)) @)

be the usual group-level GRPO objective evaluated with the generation-time reference pol-
icy attached to g. The one-step mixed-batch objective is then

. 1
LI(0) = 7 Y Lcrro (830, Tgen(g))- ®
|At| geA;
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Symbol Type Meaning
Core GRPO and replay state
g group grouped rollout associated with one prompt
T(8) index set token positions contained in group g
A; scalar response-level group-relative advantage for response
i
Tlgen(g) policy generation-time reference policy that originally
produced group g
Ttp, policy current policy at training step ¢
to(g) integer step at which group g is freshly generated
age;(g) scalar age of buffered group g at step ¢, defined as t — t((g)
Headroom and Policy Drift
Headroom(g; t)  scalar score policy-conditioned remaining directional correction
room of group g under policy 7
H™f(g) scalar score reference Headroom Headroom(g; 7Teen(q))
H{'™ (g) scalar score conceptual current-policy Headroom
Headroom(g; 7p,)
Hi(g) scalar score cached Headroom priority stored in the buffer at the
beginning of step t and used for buffer ordering
H"™(g) scalar score runtime Headroom actually computed for a group
scanned under the current policy at step ¢
re(g) integer last refresh step index of the cached Headroom of g,
so that H;(g) = Headroom(g; new)
A j(8;01) scalar token-level stored-action log-probability drift under
the current policy
Drift(g; 6) scalar score group-level Policy Drift, i.e., squared-average
tokenwise log-probability mismatch relative to
TTgen(g)
Replay-step notation
B; ordered queue replay buffer at the beginning of step ¢
g, set freshly generated on-policy groups at step ¢
L set ingress candidate set from G determined by the
task-specific ingress rule
St ordered set Headroom-ordered scan prefix actually reevaluated
atstep ¢
Fi(7T) set Drift-feasible buffered groups satisfying
Drift(g;6:) <t
Rt set accepted replay groups at step t
Ay batch-level mixed actor batch combining fresh on-policy groups
collection and accepted replay groups
Kiep scalar replay budget per training step
T scalar Policy Drift threshold
C scalar replay-buffer capacity
Lifetime reuse and exposure
R¢(g) indicator equals 1 if group g is replayed at step ¢, else 0
N;ep( Q) scalar cumulative replay count of group g up tostep T
N{#e(g) scalar total training uses of group g up to step T, including
its initial fresh use
Wr(g) scalar cumulative mixed-objective exposure weight of

group g up tostep T

Table 2: Notation used in Appendix A. The key state distinction is between reference Head-
room H'™®f(g), cached Headroom H;(g) used for current-step ordering, conceptual current-
policy Headroom Hf""(g), and runtime Headroom H;""(g) obtained only for groups actu-
ally scanned at step ¢.
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Define the fresh and replay parts separately as

1
E?H(Q) = W Z EGRPO (g/ 0, ngen(g))f (9)
bolgegpm
re 1
'Ct P(Q) = W Z EGRPO(g;G, ngen(g)) (|Rt| > 0), (10)
t gER[
with ‘ ‘
gen
= 11
Xt ‘At‘ ( )

Proposition 1 (Exact mixed-objective decomposition). If |R;| > 0, then
L7X(0) = ar L(0) + (1 - w) £;7(6). (12)
If |R¢| = 0, then LMX(9) = L£7(9).

Proof. The identity follows immediately by splitting the sum in (8) over the disjoint union
(6) and normalizing by |.A;|.

This decomposition makes explicit that replay augments rather than replaces the fresh on-
policy stream: the fresh rollout path remains intact, while replay contributes an additional
constrained term determined by buffer-side selection.

A.3 Headroom and policy drift

For a stored group ¢ and any policy 77, define the token-level Headroom contribution as

1-— 7'((611',]' | si,j)r A; >0,
hij(;8) = § 7(aij | sif), A; <O, (13)
0, A =0,
and the group-level Headroom as
1
Headroom(g; 1) = el Y. hij(mg). (14)
T@ iy

Thus Headroom is a policy-conditioned measure of remaining directional correction room
on the stored action sequence. The reference Headroom H'™f(g) is obtained by evaluating
(14) at the immutable generation-time policy.

To measure current-policy mismatch on the stored actions, define the token-level log-
probability drift

A;j(8:0¢) == log i, (aij | 5i) — 108 Taen(q) (ai | 5if), (15)
and the group-level Policy Drift
1
Drift(g; 6,}) = 2 Ai,]'(g; Gt)z. (16)
T iyt

Replay admissibility is controlled by the hard gate Drift(g; 6;) < 7.

Remark (Policy Drift as a sampled log-ratio magnitude signal). The term A; ;(g;0:) is
the tokenwise sampled log-ratio on the stored action sequence underlying approximate-
KL-style diagnostics in GRPO-like training. For replay gating, what matters is mismatch
magnitude on the stored sequence rather than a signed average that can cancel across to-
kens. This is why Policy Drift uses the non-cancelling squared aggregation in (16).
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Proposition 2 (Policy-Drift control of Headroom mismatch). For any stored group g and

current policy 7g,,
‘Htcur(g) - Href(g)‘ < /Drift(g; 6;). 17)

Proof. By the definitions of Hf""(g) and H™f(g),

cur _ pyref #
‘Ht () —H (g)‘g ‘T(g)‘(z‘,j);'(g)

For any token (i, j), the case definition in (13) implies

hi,j(ner;g) - hi,]'(ngen(g);g)‘ .

hij(me,;8) — hi,j(ngen(g);g)’ < ‘”et(ai,j | 8ij) = Tgen(g) (i | Si,j)‘-
Now write
x = log 7y, (a,'/j | si,j), y = log ngen(g)(ai,j | si/j).
Because x,y < 0 and the derivative of u +— ¢" is at most 1 on (—oo, O], the exponential map
is 1-Lipschitz on this domain. Hence,

‘Net(ﬂi,j | Sij) — Tgen(g) (4i | Si,j)‘ <lx—yl =]8j(g 0]
Substituting this bound and applying Cauchy-Schwarz gives
1

cur _ Href < Ajj -6

< \J |7,(1g)|( Z Ai,]'(g,‘gt)z = W/Drift(g;Qt).

i)ET(g)

This proves (17).

Corollary 2.1 (Ranking certificate). Let g and & be two stored groups. If
H™(g) — H'™(h) > \/Drift(g; 6,) + \/Drift(h;6;), (18)

then

H™(g) > Hi™ (h). (19)
Thus a sufficiently large margin in reference Headroom guarantees preservation of the
current-policy Headroom ordering.

Corollary 2.2 (Drift-gated Headroom distortion bound). If areplayed group g passes the
Policy Drift gate at step ¢, i.e., if g € Ry, then

H(g) — H™'(g)| < V7. 20)
Equivalently,
H{¥(g) > H™ () — V. (21)

This gives a conservative lower bound on current-policy Headroom for accepted replay
groups.

Remark (reference Headroom versus cached and runtime Headroom). Proposition 2
and Corollaries 2.1-2.2 are stated against the immutable reference quantity H™(g) and
the conceptual current-policy quantity Hf""(g) because Policy Drift is defined relative to
the generation-time policy. The buffer ordering actually used at step ¢ is determined by the

cached priority H;(g), which is initialized at H™f(g) and refreshed opportunistically only
when a group is scanned. For scanned groups, the runtime value equals the conceptual
current-policy value by (5). Since current-step selection does not recompute current-policy
Headroom for the entire buffer, Proposition 2 should be read as a principled control of
reference-to-current mismatch, not as a direct theorem about a uniformly refreshed buffer
cache.
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A.4 Replay multiplicity and lifetime exposure

A buffered group can contribute to training more than once: it is used once as a fresh on-
policy group at generation time, and may later re-enter training multiple times via replay.
To make this explicit, define the replay indicator

Ri(g) :=1[g € Ry, (22)
which equals 1 if group g is replayed at step t and 0 otherwise.

The cumulative replay count of group g up to step T is

T
NrP(g) = Y Re(g), (23)
t=ty (g)+1

where the sum starts at ty(g) + 1 because same-step replay is disallowed. The correspond-
ing total training-use count is

NPe(g) := 1+ Nr*(3), (24)
where the leading 1 accounts for the initial fresh on-policy use at generation time.

To connect replay reuse to the mixed-batch objective, define the cumulative mixed-
objective exposure weight
1[¢ € A;
Wr(g) =) % (25)
t<T | t|
This quantity records how much objective mass group g receives over time under the step-
wise mixed-batch objective.

These definitions make explicit that replay selection induces a structured reuse process
over buffered groups. A group’s lifetime replay count and cumulative exposure are jointly
shaped by (i) the ingress rule that determines whether it enters the buffer, (ii) finite FIFO
residence, (iii) Headroom-ordered prefix truncation during scanning, and (iv) Policy Drift
admissibility under the current policy. In later appendices, these quantities are summarized
empirically through replay age, replay count, and scan-prefix statistics.

A.5 Replay-step formalization

Let Z; C GP" denote the ingress candidate set produced by the task-appropriate ingress
rule at step t. Replay selection operates only on the pre-existing buffer B;; current-step
ingress is appended only after replay selection and the GRPO update.

Let
C; = Sort ; (B;) = (ggl),gg), e ,gE'BfD) (26)

be the buffer ordered by descending cached Headroom at the beginning of step t. Define
the Drift-feasible buffered subset

Fi(7) := {g € B¢ | Drift(g; 6;) < 7}. (27)

The accepted replay set is the top-Kyep subset of F;(7) under the ordering induced by Hy:

Rp = TOPK}(Z (Fi(1)). (28)
By construction,
|Rt| < Krep, V¢ € R;, Drift(g; 6;) < T. (29)

Proposition 3 (Equivalent constrained characterization of replay selection). At each
training step t, the accepted replay set is equivalently characterized as a solution of

Ri € Ai(g). 30
t argsgfxgl,a\é\gmepgg H8) 0
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That is, replay selection chooses the cardinality-constrained subset with maximum total
cached Headroom among the Drift-feasible candidates.

Proof. Ordering F;(7) by descending H; and taking the first at most Krep elements is exactly
the solution of (30).

For the implementation-aware view, define the cumulative admissible count over the or-
dered buffer prefix as

ct(m) = i [Drift(gf”);et) < 1]. (31)
u=1

Let the stopping index be

it min{m : c;(m) = Krep}, if such .an m exists, (32)
|B:|, otherwise.
Then the actual scan prefix is
Se={gM,... 8", (33)
and the accepted replay set can equivalently be written as
Ri = {g € S : Drift(g;6;) < 7}. (34)

This makes explicit the Headroom-ordered prefix truncation induced jointly by cached
priority ordering and the replay budget Krep.

For every scanned group g € Sy, the same current-policy reevaluation pass used to com-
pute Drift(g; 6;) also yields the runtime Headroom H{""(g) = H{""(g). The cached priority
is then updated after selection according to

G+ (o) . JHM(Q), 8 €S
H(9) = {Ht(g)/ g € B\ St (35)

Thus runtime Headroom affects future candidate ordering through cache maintenance, but
it does not retroactively alter the current-step selection order.

The mixed actor batch used by the GRPO optimizer is then
A = tonErJRt, (36)
and the step objective is the mixed-batch objective in (8).

Finally, the updated cache state is appended with the current-step ingress groups and
maintained under FIFO capacity C:

B;.1 = FIFOAppend-(B;",Ord(Z;)), (37)

where Bj’ denotes the ordered buffer with refreshed cached priorities from (35), and each
newly appended ingress group g € Z; is initialized with cached Headroom

Hiy1(g) = H™(g). (38)

Because appending happens only after selection, groups generated at step t cannot be re-
played in the same step.

B Detailed benchmark tables

B.1 Metric definitions
Let each input instance produce n sampled responses with scalar scores in [0, 1].

¢ Best@n: for each input, take the maximum score among its n samples, then average
over inputs.

* Mean@n: for each input, average the n sample scores, then average over inputs.
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GRPO on-pol. GRPO on-pol.
matched larger
Metric (b256) (b384) DAPO ExGRPO
AIME241 0.3083 / 0.0888 0.2833 / 0.0833 0.2750 / 0.0966 0.3417 / 0.0758
AMC231 0.8000 / 0.4531 0.8500 / 0.4633 0.8500 / 0.5023 0.8750 / 0.4469
MATHS5007 0.8760 / 0.6927 0.8800 / 0.6895 0.9100 / 0.6944 0.9060 / 0.6701
Minervat 0.3529 / 0.1994 0.3566 / 0.1957 0.3824 / 0.1790 0.3934 / 0.1545
OlympiadBench? 0.4095 / 0.2437 0.4095 / 0.2403 0.4347 / 0.2319 0.4318 / 0.2220
Macro Avgt 0.5494 / 0.3356 0.5559 / 0.3344 0.5704 / 0.3409 0.5896 / 0.3139
Weighted Avg?  0.5473 / 0.3696 0.5486 / 0.3664 0.5722 / 0.3636 0.5772 / 0.3448
Fresh
Responses), 1,843,200 2,764,800 2,445,312 1,785,600
GRPO+r GRPO+r
matched larger
Metric BAPO (b256+r128) (b256+1r256) Headroom-Drift
AIME241 0.3083 / 0.0891 0.1417 / 0.0813 0.1333 / 0.0792 0.2750 / 0.0943
AMC231 0.9000 / 0.5117 0.7000 / 0.5312 0.6250 / 0.4813 0.8750 / 0.5117
MATHS5007 0.9060 / 0.7026 0.8200 / 0.7165 0.8160 / 0.7160 0.8820 / 0.7104
Minervat 0.3971 / 0.1911 0.2721 / 0.1976 0.2721 / 0.1976 0.3456 / 0.2022
OlympiadBench? 0.4362 / 0.2400 0.3323 / 0.2459 0.3234 / 0.2474 0.4050 / 0.2477
Macro Avg?t 0.5895 / 0.3469 0.4166 / 0.3117 0.3922 / 0.3053 0.5565 / 0.3533
Weighted Avgt  0.5778 / 0.3712 0.4525 / 0.3595 0.4421 / 0.3595 0.5455 / 0.3792
Fresh
Responses. 2,027,520 1,843,200 1,843,200 1,843,200

Table 3: Held-out benchmark results on mathematical reasoning. Each cell reports Best@32
/ Mean@32. Arrows indicate metric direction (1 higher is better, | lower is better). Top-1
values are bold, and Top-2 values are underlined. GRPO + replay matched (b256+r128)
and GRPO + replay larger (b256+1256) denote recency-only replay using the latest 128/256
buffered groups without Headroom ranking or Policy Drift gating.

GRPO on-pol.  GRPO on-pol.
matched larger
Metric (b128) (b192) DAPO Headroom-Drift
Geo3K?T 0.5870 / 0.4927 0.5753 / 0.4864 0.5827 / 0.4952 0.6245 / 0.5111
MathVista? 0.7600 / 0.5695 0.7740 / 0.5747 0.7720 / 0.5860 0.7720 / 0.5825
MathVisiont 0.3727 / 0.1336 0.3865 / 0.1404 0.3852 / 0.1357 0.4086 / 0.1475
Macro Avgt 0.5732 / 0.3986 0.5786 / 0.4005 0.5800 / 0.4056 0.6017 / 0.4137
Weighted Avg? 0.4839 / 0.2740 0.4945 / 0.2788 0.4941 / 0.2793 0.5148 / 0.2883

Table 4: Multimodal benchmark results (simplified 3-benchmark view). Each cell reports
Best@32 / Mean@32. Top-1 values are bold, and Top-2 values are underlined.

* Macro Avg Mean@n: unweighted average of benchmark-level Mean@n values across
benchmarks.

* Weighted Mean@n: weighted average of benchmark-level Mean@n values, with bench-
mark weights proportional to benchmark size.
Unless noted otherwise, the paper’s Avg Mean@n notation is identical to Macro Avg
Mean@n.

As shown in Table 1, Headroom-Drift achieves a lower per-step time than GRPO on-policy
larger (b192) despite including replay-selection overhead, suggesting that in agentic set-
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GRPO on-pol. GRPO on-pol.

matched larger
Metric (b128) (b192) DAPO
NOT 0.4908 / 0.4026 0.5020 / 0.4152 0.4548 / 0.3461
TriviaQA1T 0.6569 / 0.5711 0.6420 / 0.5626 0.6533 / 0.5488
PopQA?T 0.4885 / 0.4055 0.4907 / 0.4196 0.4786 / 0.3916
HotpotQAT 0.4013 / 0.2895 0.4050 / 0.3017 0.3906 / 0.2684
2WikiMultiHopQAT 0.3913 / 0.2312 0.3702 / 0.2306 0.3877 / 0.2200
Musique?t 0.1528 / 0.0890 0.1546 / 0.0909 0.1483 / 0.0838
Bamboogle? 0.3370 / 0.2480 0.3477 / 0.2280 0.3136 / 0.1985
Macro Avg? 0.4169 / 0.3196 0.4160 / 0.3212 0.4038 / 0.2939
Weighted Avg?t 0.4733 / 0.3674 0.4669 / 0.3719 0.4646 / 0.3486

Fresh

Responses| 204,800 307,200 309,248

GRPO+r GRPO+r

matched larger
Metric (b128+r64) (b128+r128) Headroom-Drift
NQT 0.5319 / 0.4496 0.5507 / 0.4413 0.5449 / 0.4269
TriviaQA1 0.6785 / 0.5984 0.6856 / 0.5903 0.6940 / 0.5889
PopQAT 0.5114 / 0.4339 0.5221 / 0.4239 0.5301 / 0.4375
HotpotQAT 0.4539 / 0.3321 0.4771 / 0.3407 0.4721 / 0.3320
2WikiMultiHopQAT 0.4862 / 0.2906 0.5033 / 0.2906 0.5115 / 0.3083
Musiquet 0.1986 / 0.1132 0.2247 / 0.1239 0.2305 / 0.1241
Bambooglet 0.3760 / 0.2660 0.4000 / 0.2560 0.4320 / 0.2860
Macro Avg?t 0.4623 / 0.3548 0.4805 / 0.3524 0.4879 / 0.3577
Weighted Avg? 0.5201 / 0.4062 0.5346 / 0.4028 0.5399 / 0.4084

Fresh

Responses. 204,800 204,800 204,800

Table 5: Agentic Search results. Arrows indicate metric direction (1 higher is better, | lower
is better). Top-1 values are bold, and Top-2 values are underlined.

GRPO+r matched Headroom-Drift GRPO+r matched Headroom-Drift

Benchmark Mean@4 Mean@4 Best@4 Best@4
NQ 0.4057 0.4432 0.5244 0.5604
TriviaQA 0.6107 0.6228 0.7108 0.7172
PopQA 0.4069 0.4292 0.5002 0.5253
HotpotQA 0.3596 0.3748 0.5018 0.5114
2WikiMultiHopQA 0.3394 0.3378 0.5789 0.5597
Musique 0.1436 0.1587 0.2491 0.2627
Bamboogle 0.3500 0.4020 0.5280 0.5200
Macro Avg 0.3737 0.3955 0.5133 0.5224
Weighted Avg 0.4158 0.4298 0.5556 0.5638

Table 6: Additional 7B Agentic Search scale check on Search-R1 with Qwen2.5-7B-Instruct.
Both methods use identical configurations and an 8-bit optimizer, and the controlled com-
parison is based on one run per method with four samples per input. The better value in
each metric pair is bold.

tings where environment interaction dominates rollout cost, replay can reduce wall-clock
training time in addition to improving sample quality.
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C Replay ingress in the multi-reward Geo3K setting

C.1 Motivation and problem setup

In this section, we analyze a multi-reward refinement of the replay-ingress rule in
Headroom-Drift Replay, using Geometry3K as a focused case study. As stated in the
main method description, the binary-reward setting uses mixed-outcome-only ingress; the
present section clarifies how that same ingress principle should be specialized when mul-
tiple reward components jointly determine the final reward. The key issue is not dataset-
specific: reward heterogeneity can distort the semantics of "success" and therefore distort
replay-ingress decisions. To make the scope of this analysis explicit, we frame the central
question as follows.

RQ1. Under a multi-reward setting, which groups should be admitted to the replay
buffer in order to preserve a useful training signal for subsequent replay learning?

The original replay ingress rule was designed to admit a group into the replay buffer only
when its success count was neither zero nor full. The motivation is that if all samples within
a group receive the same reward, the group-relative advantage in GRPO becomes zero, so
the group provides no useful signal for policy updates. Accordingly, our goal was to pri-
oritize replaying groups that still preserve within-group reward differences and therefore
retain a useful training signal.

In binary-reward settings, the original sample-level success indicator s;” = 1[r; > 0] served
as an exact indicator of correctness. Under that setting, excluding groups that were all-
failure or all-success under s; functioned as an appropriate replay-ingress criterion. In Ge-
ometry3K, however, the final reward combines answer correctness and formatting quality,
so s;" no longer corresponds one-to-one to answer correctness. The problem is that the
same s;'-based definition used in single-reward settings was applied unchanged to this
multi-reward setting.

Condition Final reward
wrong answer + format failure 0.0
wrong answer + format success 0.1
correct answer + format failure 0.9
correct answer + format success 1.0

Table 7: Geometry3K reward structure.

As shown in Table 7, the final reward in Geometry3K jointly reflects answer correctness
and formatting quality. Accordingly, s;” = 1[r; > 0] no longer corresponds exclusively to
correctness: an incorrect response may still receive 0.1 for satisfying the format require-
ment, whereas a correct response may receive 0.9 even when the format requirement is
violated. Therefore, carrying over the sf—based success definition from single-reward set-
tings changes the replay ingress dynamics: the dynamics in a multi-reward setting are no
longer the same as those in a single-reward setting.

C.2 Engineering observation: replay ingress drying

Applying the original s; -based success definition to Geometry3K leads to a rapid drying
of replay ingress. An analysis of the training logs shows that, as training progresses, the
number of groups newly entering the replay buffer decreases sharply. Figure 6 summa-
rizes this pattern. The same logs also indicate that, in later stages of training, an increasing
number of groups are filtered out because all responses in the group are judged either all
unsuccessful or all successful under the s;"-based definition.

This phenomenon did not simply mean that the model had become correct on almost
all problems. Figure 7 shows that, already after the early stage of training, many groups
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Replay ingress dries out over time
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Figure 6: Declining replay-buffer ingress over the course of training in Geometry3K. The
batch size is 128.

were classified as all-success groups under the original s; -based definition. Yet these all-
success groups were usually not groups in which all responses were actually answer-
correct. Rather, many of them contained multiple answer-incorrect samples that neverthe-
less received positive reward from the format component alone.

Group composition over time
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Figure 7: Comparison between the number of exact-8 groups in which all responses satisfy
the original success indicator s;” = 1[r; > 0] and the number of such groups that contain at
least one answer-positive response (2; =1 <= r; > 0.9). Under the s, -based definition,
all such groups are treated uniformly as all-success groups, even though they differ in
whether they contain answer-correct responses.

Thus, in Geometry3K, the label all-success under s;" no longer uniquely identifies answer-

correct groups; the s; -based definition collapsed the distinction among format-only,
answer-only, and fully correct responses by treating all of them uniformly as success. Ac-
cordingly, the direct cause of ingress collapse was not that the model had made almost
all samples correct, but that the s; -based definition failed to separate answer and format
signals and counted format-only positives as success. As a result, even groups that still con-
tained a meaningful mix of correct and incorrect responses in terms of a; could be treated
as fully positive groups and excluded from replay ingress.
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C.3 Why a correctness-aligned ingress criterion is necessary

C.3.1 Format-only reward variance

In Geometry3K, variation in the final reward is not sufficient by itself to determine whether
a group is useful for replay. Because formatting contributes to the final reward, two re-
sponses can receive different rewards even when both are answer-incorrect. The example
below illustrates this failure mode.

Example 1. Format-only reward variance without answer-correctness variance

Case Finalreward Answer correctness Formatreward
A 0.0 incorrect fail
B 0.1 incorrect success

Original response A (score = 0.0)

<think>

Let's call the missing side length "x". Since the sum of angles in a
triangle is 180 degrees, we can use the angle sum property to find angle x.
X + 20° + 135° = 180°

Simplifying the equation, we get:

x + 155° = 180°

Subtracting 155° from both sides, we get:

x = 25°

Therefore, angle x is equal to 25°.

\boxed{25°}

</think>

Example 1 (continued). Original response B (score = 0.1)

<think>

To find the value of x, we can use the sine function in a right triangle.
The sine function relates the angle of a side (adjacent) to the ratio of
the opposite side to the hypotenuse. Since angle 20° is adjacent to x,

we can write:

sin(20°) = (18) / x
Now, let's solve for x:

(18) / sin(20°)

X

x
1

(18) / (0.3420)

x 52.90
</think>

\boxed{52.90}

Case A is format-incorrect because the boxed final answer remains inside the <think>
block, whereas Case B is format-correct because the boxed final answer appears outside
<think>.

This example highlights the core mismatch. From the perspective of final reward, the group
contains non-trivial variation, and such variation would indeed induce a non-zero group-
relative advantage in GRPO. However, that advantage is not necessarily aligned with
answer correctness. In this case, the resulting update would favor a format-correct but
still answer-incorrect response over a response that is both format-incorrect and answer-
incorrect. Therefore, a replay criterion based only on final-reward variation can retain
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groups whose internal preference structure is driven primarily by formatting rather than
by answer quality.

The same issue appears at run level. Because GRPO updates the policy from relative re-
ward differences within a group, format-driven variance can be repeatedly reinforced even
when answer quality does not improve. Figure 8 shows that, even under the baseline on-
policy setting, format reward rises quickly whereas answer reward improves more grad-
ually. This suggests that formatting can be learned sufficiently from on-policy data, while
replay capacity should be reserved more selectively for groups informative about answer
correctness.

Format reward saturates much earlier than answer reward

1.0
0.8
.o
§ 0.6
Q
£
T 0.4
(%3]
0.2 metric
— format reward positive
—— answer reward positive
0.0

0 20 40 60 80 100 120 140 160
training step

Figure 8: Format reward saturates much earlier than answer reward in Geometry3K.

Consistent with this interpretation, Figure 9 shows that the original ingress rule can con-
tinue to admit groups composed only of 0.0/0.1 rewards. These groups contain no answer-
correct samples, and their within-group reward variance is driven entirely by formatting.
As a result, replay-buffer capacity can be consumed by groups that do not contribute di-
rectly to answer-level improvement.

These observations imply that the main issue is not the existence of a formatting reward,
but the ingress criterion itself: the original rule treats answer-driven and format-driven
variation as equally replay-worthy. We therefore redesign ingress around the answer-based
indicator a; = 1[r; > 0.9], so that limited replay capacity is preferentially allocated to
groups that contain answer-relevant variation. To make this design choice explicit and re-
producible, we now formalize the answer-based ingress rule used in Geometry3K.

C.4 Formal definition of answer-based ingress

The discussion above motivates the need for an answer-based ingress rule, but the term
answer-based must be made precise in order to avoid ambiguity. In particular, our analysis

involves both sample-level and group-level notions, as well as both the original s;-based

criterion and the revised a;-based criterion. We therefore summarize the notation and ter-
minology first, and then define the answer-based ingress rule formally.

Using the notation above, we define answer-based ingress at both the sample and group
levels. Let a group consist of G sampled responses, and let i € {1,...,G} index the re-
sponses within the group. For each response, we define an answer-based indicator

a; € {O, 1} ,

where a; = 1 if the response is correct under the answer criterion, and 4; = 0 otherwise.
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Figure 9: The count and fraction of groups that can enter the replay buffer under the origi-
nal ingress rule while containing only 0.0 and 0.1 rewards. Such groups contain no answer-
correct samples at all, and their within-group reward variation is driven entirely by for-
matting rather than answer correctness. As the figure shows, these groups are not confined
to the very early stage of training, but continue to appear as ingress candidates well into
the middle and later stages.

Level Symbol / term  Meaning

Sample 7 tinal reward of response i

Sample s; original success indicator, s;” = 1[r; > 0]
Sample a; answer-based indicator, a; = 1[r; > 0.9]
Group C*t(g) original success count, C*(g) = L ; s;¥
Group 5(Q) answer-based success count, S(g) = Y9, a;
Group answer-mixed  a group satisfying1 < S(g) < G —1

group

Table 8: Notation and terminology used in the Geometry3K replay-ingress analysis.
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For a group g = { ai}le, we then define the answer-based success count as

G
S(g) = ;ﬂi-

Under the answer-based ingress rule, a group is admitted to the replay buffer if and only if
1<5(g) <G-1

That is, replay ingress excludes both answer-all-failure groups (S(g) = 0) and answer-all-
success groups (S(g) = G), and retains only answer-mixed groups in which correct and
incorrect responses coexist.

In the Geometry3K experiments, the group size is fixed to G = 8. The answer-based indi-
cator is instantiated from the task reward structure as

a; = 1[7‘1‘ > 0.9],

where r; denotes the final reward of response i. Under the reward structure in Table 7,
this means that responses with rewards 0.9 and 1.0 are treated as answer-correct, whereas
responses with rewards 0.0 and 0.1 are treated as answer-incorrect.

This definition makes the role of answer-based ingress precise. It ensures that replay
ingress is determined by whether answer correctness actually varies within the group,
rather than by whether the final reward varies for any reason. As a result, groups whose
internal variation is driven only by formatting do not satisfy the answer-based criterion,
whereas groups containing both correct and incorrect responses remain eligible for replay.

C.5 Empirical effect of answer-based ingress

C.5.1 Improved training dynamics

Training score is consistently higher under the answer-based ingress rule

0.45

0.40

0.30
0.25
0.20 run

—— Answer-based ingress
0.15 —— Original ingress rule

score (7-step Running Average)

0.05

0.00 W

10 20 30 40 50 60 70 80
training step

A score

Figure 10: Comparison of training-score trajectories under the original ingress rule and the
answer-based ingress rule over the shared early-stage window. The top panel shows the
raw trajectories (faint) together with their running averages (bold), while the bottom panel
shows the score difference between the two runs over the same window.

Figure 10 shows that over the shared early-stage window, the answer-based ingress rule

tends to yield higher training scores than the original ingress rule. The upper panel indi-
cates that the smoothed score trajectory remains above that of the original rule for most
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of the comparison range, while the lower panel shows a mostly positive gap rather than a
single-point spike. These results suggest that aligning replay ingress with answer correct-
ness improves training dynamics in Geometry3K.

C.5.2 Ingress remains viable

Answer-based ingress remains stable in the early stage

buffer/new_groups
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o o o o o o o

o

10 20 30 40 50 60 70 80
training step

Figure 11: Number of groups newly entering the replay buffer under the answer-based
ingress rule during the shared early-stage window. Despite the stricter criterion, replay
ingress remains sufficiently active and does not collapse prematurely.

A natural concern with the answer-based ingress rule is that the stricter a;-based definition
may reduce ingress so aggressively that replay no longer operates reliably. Figure 11 shows
that this is not what happens. Even in the early stage of training, the number of groups
newly entering the replay buffer remains sufficiently large. In other words, strengthening
the ingress criterion around answer correctness does not cause replay-buffer supply to dry
out prematurely within this window.

These results indicate that answer-based ingress is well motivated in Geometry3K. It is
associated with higher training scores while preserving enough replay ingress for replay to
remain operational. More broadly, this supports a general design point: when final rewards
mix heterogeneous components, replay ingress should be aligned with the target semantic
signal (here, answer correctness), not with a coarse positivity test alone.

Answer to RQ1. In multi-reward settings such as Geometry3K, replay ingress should
prioritize groups whose within-group variation reflects the target task signal (an-
swer correctness) rather than auxiliary components (e.g., formatting). This answer-
based ingress is associated with better training-score dynamics while maintaining
sufficient replay ingress.
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D Replay age and reuse statistics

Appendix A introduced replay age, replay indicators, lifetime replay counts, and cumu-
lative mixed-objective exposure as formal quantities associated with buffer-side replay se-
lection. This section summarizes how those quantities behave empirically in training. Our
goal here is descriptive: we make visible how Headroom ranking, Policy Drift gating, and
replay-budget truncation shape the actual reuse patterns observed in training. Unless oth-
erwise noted, the statistics below are reported for the mathematical-reasoning run.

D.1 Replay age and drift compatibility

A natural first question is whether absolute replay age alone is sufficient to characterize
replay compatibility. To examine this, we compare the age distributions of replay candi-
dates accepted by the Policy Drift gate and those rejected by it. Figure 12 summarizes the
resulting age statistics in three complementary views.

Figure 12 shows a clear age gradient in compatibility: older groups are less likely to pass the
Policy Drift gate. Accepted groups have a lower mean absolute replay age than rejected-
by-drift groups, and the age-conditioned acceptance rate decreases sharply as replay age
increases. This is consistent with the intended role of Policy Drift as a current-policy com-
patibility filter.

At the same time, the figure also shows that age alone is not sufficient to determine com-
patibility. The accepted and rejected empirical CDFs overlap substantially in the low-age
regime, and rejection remains visible even for the youngest replay ages. Thus, while older
groups tend to be less reusable, recent groups are not automatically safe. This is precisely
why replay compatibility is controlled by Policy Drift rather than by absolute recency
alone.

The thin tail at large replay ages is not produced only by the Drift gate; it is also me-
chanically constrained by finite FIFO residence in the replay buffer. Accordingly, the main
message of Figure 12 is not that old groups disappear solely because of gating, but that
conditional on being scanned, older groups are less likely to remain compatible, while age
alone still does not fully determine acceptance.

D.2 Headroom-ordered prefix truncation in practice

The replay rule in Appendix A can be viewed as a Headroom-ordered prefix truncation
procedure: buffered groups are ordered by cached Headroom, scanned in that order, and
admitted only if they remain Drift-compatible, with selection terminating once the replay
budget is filled. Figure 13 shows how this mechanism behaves in practice.

Figure 13 shows two complementary properties of the replay-selection mechanism. First,
accepted replay is strongly concentrated near the top of the Headroom-ordered buffer. In
Panel (B), a relatively small top prefix already accounts for a large share of all accepted
replay, indicating that cached Headroom ordering is not merely decorative but materially
shapes which groups are reused.

Second, the scan depth needed to satisfy the replay budget grows over training. As shown
in Panel (A), early steps can often fill the replay target after scanning only a shallow pre-
fix, whereas later steps increasingly require deep scans and sometimes fail to fill the target
at all. This pattern is consistent with a tightening effective admissible set under the Pol-
icy Drift gate: as training progresses, fewer buffered groups remain simultaneously high-
priority and sufficiently near-policy.

Taken together, the two panels show that replay selection is not well described as either a
fixed top-K rule or a uniform scan over the entire buffer. Rather, it is an adaptive prefix-
truncation process in which Headroom ordering determines where replay mass is concen-
trated, while Policy Drift and the replay budget determine how deep the scan must go to
recover enough admissible groups.
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Figure 12: Replay age and Drift-gate compatibility in mathematical-reasoning. (A) Age his-
togram normalized separately within the accepted and rejected populations. (B) Empirical
CDF of replay age for accepted and rejected candidates. (C) Age-conditioned acceptance
rate, with the gray bars indicating the number of scanned candidates in each age bucket.
Accepted replay is concentrated on younger groups overall, but the two age distributions
overlap substantially, and rejection remains non-negligible even at the smallest replay ages.
The raw tail counts at large ages are additionally constrained by finite FIFO turnover, so
the age-conditioned acceptance rate in Panel (C) is the most direct view of compatibility.
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Figure 13: Headroom-ordered prefix truncation in practice. (A) Actual scan depth per train-
ing step, measured as the number of buffered candidates examined before replay selection
terminates. Blue circles indicate steps that filled the replay target, and orange diamonds
indicate underfilled steps. (B) Cumulative share of accepted replay recovered from the
top Headroom-ordered buffer prefix. Accepted replay is strongly concentrated near the
top prefix of the Headroom-ordered buffer, but later training increasingly requires deeper
scans because the Policy Drift gate becomes more selective.

D.3 Initial stored headroom and lifetime replay pressure

We next ask whether stored Headroom acts as a genuine replay-selection pressure over
training, rather than merely serving as a definitional score attached to buffered groups. To
test this, we bucket groups by the decile of their initial stored Headroom at buffer entry, then
measure how often those groups are replayed over their lifetime.

Figure 14 shows a clear association between initial stored Headroom and subsequent life-
time replay exposure. Low-Headroom deciles exhibit both small mean replay counts and
low replay-at-least-once probabilities, whereas the upper deciles show markedly stronger
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Figure 14: Initial stored Headroom and lifetime replay pressure. Bars show the mean life-
time replay count Nyep for groups in each initial stored-Headroom decile, and the line
shows the probability that a group is replayed at least once. Higher initial stored Head-
room is associated with both more frequent reuse and a higher probability of entering
replay at least once, indicating a real Headroom-driven selection pressure rather than a
purely definitional score.

reuse. Thus, the stored Headroom score is not merely a conceptual ranking variable: it
induces a real selection pressure on how often groups re-enter training.

Importantly, the relationship is strong but not perfectly deterministic. The uppermost
deciles are clearly favored, but they do not form a strictly monotone sequence, and some
lower-decile groups are still replayed. This is expected: lifetime reuse is shaped not only by
Headroom ranking, but also by Policy Drift admissibility, scan-prefix competition, replay-
budget truncation, and finite buffer residence. Higher initial stored Headroom is therefore
associated with stronger lifetime replay exposure, though it does not fully determine the
reuse process alone.

D.4 Replay multiplicity and exposure concentration

Finally, we examine the overall distribution of replay reuse across buffered groups. The
quantities N3-7 (g) and Wr(g) from Appendix A allow us to distinguish two different views
of replay concentration: how many groups fall into each replay-count cohort, and how
much total replay exposure mass those cohorts account for.

Figure 15 shows that replay is far from uniformly distributed across buffered groups. Most
groups are never replayed at all, and the cohort share decreases rapidly as the lifetime
replay count grows. In this sense, Headroom-Drift Replay is highly selective at the cohort
level: the majority of buffered groups never re-enter training through replay.

However, the exposure-mass view in Panel (B) tells a more informative story. Although
high-Niep cohorts are small in population share, they account for a much larger share of
total replay-use events. Thus, replay selection is not merely deciding one-shot inclusion
versus exclusion; it is redistributing lifetime training exposure toward a comparatively small
subset of repeatedly reused groups.
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Figure 15: Replay multiplicity and exposure concentration. (A) Cohort share by lifetime
replay count Nrep, showing what fraction of groups are replayed 0,1,2,... times. (B)
Exposure-mass share by lifetime replay count, showing what fraction of total replay-use
events comes from each Niep cohort. Most groups are never replayed, but a much smaller
subset of repeatedly reused groups accounts for a disproportionately large share of total

replay exposure.

This distinction between cohort share and exposure mass is important for interpreting re-
play as a training mechanism. A replay rule may appear sparse if viewed only through the
fraction of groups that are ever replayed, yet still exert substantial influence on optimiza-
tion if the repeatedly reused groups receive a large share of total replay exposure. In this
sense, Headroom-ranked, Drift-gated replay induces a structured concentration of lifetime
exposure rather than a uniform spreading of replay across all buffered groups.
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E Replay dynamics and the delay of entropy collapse

E.1 Why entropy collapse matters in GRPO

In GRPO-style reinforcement learning, late-stage failures such as entropy collapse, policy
contraction, reward hacking, and exploration failure are widely reported. Terminology dif-
fers across studies, but the core concern is consistent: even when reward or score improves,
the policy distribution can become overly concentrated, making subsequent training brit-
tle. From this perspective, entropy collapse is not merely a benign sharpening of the policy;
it is a practical indicator of broader training failure (Miao et al., 2025; Yuan et al., 2026; Xi
et al., 2026; Wang et al., 2026b).

Prior work addresses this issue from several complementary directions, including opti-
mizer and clipping design (Yuan et al., 2026; Xi et al., 2026), explicit regularization against
reward hacking and late-stage degradation (Miao et al., 2025), and theoretical analyses
of entropy dynamics in reinforcement fine-tuning (Wang et al., 2026b). Taken together,
these studies establish entropy collapse as an informative signal of broader training fail-
ure. Building on this line of work, this appendix treats replay as an operational factor and
asks whether replay changes collapse timing itself, rather than merely shifting the learning
curve in absolute training steps. In line with Contribution 3, we keep the analysis observa-
tional and focus on how replay shapes training dynamics through gate behavior, mismatch,
and entropy/performance evolution.

In our experiments, the replay run appeared to enter entropy collapse later, even after
reaching a comparable training-score level. However, this pattern alone is insufficient ev-
idence of more stable learning. A run can also appear to collapse later in absolute-step
time simply because it learns more slowly and reaches high-training-score regimes later.
We therefore reinterpret replay effects under training-score-matched comparison and ask
whether replay merely shifts the trajectory in time or meaningfully delays collapse onset.

RQ2. Under training-score-matched comparison, does replay meaningfully delay
entropy collapse?

E.2 Experimental setting and comparison axes

We compare three training configurations: the standard on-policy baseline (GRPO on-policy
matched (b256)); Headroom-Drift Replay (b256+r128), which adds Headroom-Drift Replay to
the same on-policy setup; and GRPO on-policy larger (b384), which increases the on-policy
batch size without replay. All three runs use the same Qwen2.5-Math-1.5B model, GRPO
training framework, and dataset. They differ only in replay usage, actor-batch composition,
and the number of GRPO mini-batches per update.

GRPO on-policy Headroom-Drift Replay GRPO on-policy

Setting matched (b256) (b256+r128) larger (b384)
Replay No Yes No
On-policy batch size 256 256 384
Replay target groups 0 128 0
GRPO mini-batch size 64 64 64
Number of GRPO mini-batches

per update 4 6 6

Table 9: Runs compared in the entropy-collapse analysis.

A GRPO mini-batch here denotes one sequential subdivision of the full actor batch within a
single update step. Concretely, Headroom-Drift Replay (b256+r128) and GRPO on-policy larger
(b384) both use six GRPO mini-batches per update, whereas GRPO on-policy matched (b256)
uses four. We therefore treat GRPO on-policy larger (b384) as the stricter on-policy control,
because it better matches Headroom-Drift Replay (b256+r128) in per-update optimization
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Entry delay Rebound delay

Run Aentry Arebound
GRPO on-policy matched (b256) 318 121
Headroom-Drift Replay

(b256+1128) 237 261
GRPO on-policy larger (b384) 207 180

Table 10: Entry and rebound delays for the three runs under the representative thresholds
defined in the text.

load. This comparison helps separate the structural effect of replay from the effect of simply
processing more mini-batches.

E.3 Empirical characterization of the observed delay

Although the replay run appears to enter entropy collapse later in absolute training
progress, this observation alone does not establish collapse-free, stable learning. A run may
look delayed simply because it progresses more slowly: if it reaches comparable training-
score levels later, its transition into low-entropy regions will also appear later on the raw
progress axis, even when the underlying collapse dynamics are unchanged. We therefore
move beyond raw-progress comparison and use training-score-matched analysis to dis-
tinguish two possibilities: replay may merely shift the trajectory in time, or it may delay
collapse onset at matched performance levels. We first state the limitation of raw-progress
comparison and then summarize the training-score-matched patterns across the three runs.

E.3.1 From raw-progress comparison to matched-score analysis

To remove learning-speed confounds, we compare runs at matched training-score levels
rather than at absolute progress indices. Let S denote the training score and H denote
policy entropy. For a training-score anchor sy, define the first matching index as

tirst(S > s0)-

We then define entry into and exit from the low-entropy regime as

tentry(H < 9)/ trebound(H > 9/)-

To reduce sensitivity to short-lived fluctuations, fentry is detected using 10 consecutive log
points, and tehound USing 5 consecutive log points.

Using these events, we define two training-score-conditioned delays:
Aentry (0 | 50) = tentry(H < 0) — thirt (S > 50),

Arebouncl(er ¢’ | SO) = trebound(H > 9/) - tentry<H < 6)
Aentry measures how long a run takes to enter the low-entropy regime after reaching the
shared training-score anchor, and Aepoung Mmeasures how long it remains in that regime
before rebound.

E.3.2 Observed patterns across the three runs

In this analysis, we use the representative score anchor S > 0.40, the low-entropy plateau
entry threshold H; = 0.03, and the exit threshold Hy; = 0.04. Table 10 summarizes the
score-conditioned delays of the three runs under these criteria, and Figure 16 visualizes
the corresponding entropy trajectories and marker timings.

Figure 16 shows that Headroom-Drift Replay (b256+r128) reaches the shared score anchor
S > 0.40 earlier than GRPO on-policy larger (b384). The replay run therefore does not lag
in entering the high-score regime. Yet the same trajectory indicates later entry into the
low-entropy regime, suggesting that score improvement and entropy compression are not
strictly synchronized.
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Figure 16: Entropy trajectories for the three runs. The gray GRPO on-policy matched (b256)
is shown only as a reference. Diamonds denote first arrival at the shared training-score
anchor, circles denote entry into the low-entropy regime, squares denote rebound, and the
highlighted segments indicate the retained low-entropy window.

The matched-score comparison reinforces this point and extends beyond entry timing. Un-
der Hy = 0.03, GRPO on-policy larger (b384) shows a shorter post-anchor entry delay than
Headroom-Drift Replay (b256+r128) (207 vs. 237 in Table 10). Under Hy; = 0.04, GRPO on-
policy larger (b384) also rebounds sooner, while Headroom-Drift Replay (b256+r128) sustains
the low-entropy regime longer. In this run pair, replay reaches the shared high-score regime
earlier, but enters the low-entropy regime later and remains there longer.

Taken together, these observations indicate that the delay cannot be explained only by
slower learning in the replay run. At matched score levels, both low-entropy entry and
rebound are delayed under replay. The observed pattern is therefore more consistent with
a change in post-anchor entropy dynamics than with a simple shift in optimization speed.

E.4 Interpretation of the observed delay

The previous subsection suggests that the delayed collapse in the replay run is not simply
a by-product of slower optimization; entropy dynamics differ even after runs reach com-
parable score levels. This subsection develops a working interpretation of that difference
and then examines why the effect weakens in the late stage.

E.4.1 Replay as a near-policy corrective mechanism

As shown above in Figure 16 and Table 10, the replay run reaches the shared score an-
chor earlier, yet enters and exits the low-entropy regime later. This pattern makes a purely
slower-learning explanation unlikely and motivates a working interpretation.

Figure 5(c) provides the corresponding conceptual pattern: replay under Headroom-Drift
remains concentrated on recent sources, but is not reducible to trivial previous-step reuse.

Table 11(A)?!, together with the conceptual view in Figure 5(c), indicates that replay in this
run is neither trivial one-step reuse nor indiscriminate long-range reuse. The replay groups
actually used for updates span source ages from 1 to 7 steps; 66.00% come from sources at
least 2 steps old, and 44.06% from sources at least 3 steps old. At the same time, the used
subset is more recent than the replay pool as a whole (mean source staleness: 2.67 vs. 3.32

ISource staleness is reconstructed from checkpoint snapshots because replay-group insertion
times are directly available only in checkpointed replay states. Since checkpoints are saved every 10
training steps in this run, the reported statistics summarize checkpoint-aligned observations rather
than every individual step.
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(A) Source staleness summary

Population Mean Median P90 Max % age>2 % age>3
Replay pool 3.32 3 6 8 73.51 60.22
Used replay subset ~ 2.67 2 5 7 66.00 44.06

(B) Mixing structure of the used replay subset

Statistic Value
Mean distinct source ages per update 4.07
Fraction of updates with at least 3 source ages 85.71%
Fraction of updates with both age = 1 and age > 3 76.79%

Table 11: True source staleness of replay groups. Panel (A) shows that the replay groups
actually used for updates are more concentrated on recent source samples than the replay
pool as a whole, while still spanning a non-trivial short horizon. Panel (B) shows that the
used replay subset typically mixes multiple source ages within the same update.

steps), indicating a clear recent-source preference rather than uniform reuse across the full
buffer. Importantly, this recency bias does not collapse to a single age: Table 11(B) shows
a mixed-age structure (mean distinct source ages per update: 4.07; updates with at least
three ages: 85.71%; updates containing both age = 1 and age > 3: 76.79%).

These statistics are consistent with a near-policy corrective interpretation. Replay mostly
reuses recent samples but still incorporates selected older ones, so each update reflects a
short-horizon multi-age mixture rather than only the immediately preceding rollout. Rela-
tive to pure on-policy learning, replay therefore introduces trajectories generated at nearby
policy states that remain useful under current criteria. Within this process, Headroom pri-
oritizes higher-value groups in the replay pool, while the Policy Drift gate filters out tra-
jectories that have drifted too far from the current policy. Under this interpretation, replay
is less a pull toward stale policies than a constrained reintroduction of still-compatible tra-
jectories from nearby policy snapshots, which can moderate one-step acceleration while
retaining informative signal.

E4.2 Late-stage transition and failure mode

Metric Early learning Score-rise Pre-collapse Collapse
Mean source age 2.77 3.26 224 1.26
% age =1 21.15 22.90 42.13 76.47
% age > 3 48.08 59.35 33.50 2.94
Mean distinct ages / update 4.33 4.83 3.80 1.67
% updates with > 3 ages 100.00 100.00 85.00 16.67
% updates with age =1

and age > 3 66.67 87.50 85.00 16.67

Table 12: Phase-wise contraction of the used replay mixture. The replay subset is most
diverse during the score-rise regime and collapses toward a narrow age-1/2-dominated
mixture near the failure phase.

Figure 17 shows that the late-stage transition is not well explained by a simple ingress
collapse. The number of newly ingressed groups does not drop sharply, even in the late
stage. By contrast, the amount of replay actually used in updates falls markedly in the
same region, and steps that fail to fill the replay target become frequent near collapse. The
transition is therefore better interpreted as a rapid contraction of the subset that remains
reusable under current criteria.

This interpretation is reinforced by the phase-wise mixture changes in Table 12. During
the score-rise phase, the used replay subset has mean source age 3.26, share age > 3 of
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Figure 17: Replay ingress and actual replay use over training. The gray curve shows the
number of newly ingressed groups added to the replay buffer at each step, while the or-
ange curve shows the number of replay groups actually used for the update. Although
ingress remains substantial into the late stage, actual replay use drops sharply near col-
lapse, suggesting that the late-stage transition is better understood as a contraction of the
usable replay subset rather than as a simple ingress collapse.

59.35%, mean distinct ages per update of 4.83, and 100% of updates with at least three ages,
indicating a rich multi-age mixture during rapid improvement. This structure weakens in
pre-collapse and then contracts sharply in collapse: mean source age falls to 2.24 and then
1.26, the age = 1 share rises to 42.13% and then 76.47%, the age > 3 share drops to 33.50%
and then 2.94%, and mean distinct ages decrease to 3.80 and then 1.67. The late-stage issue
is therefore not only reduced replay volume; the corrective mixture itself narrows from a
multi-age structure to a highly concentrated age range.

This transition also co-occurs with larger policy movement in the late stage. As shown
in Supplementary Figure 18, on-policy GRPO-KL and gradient norm rise together during
collapse. At the same time, the main logs show a sharp drop in Drift-gate acceptance rate
relative to pre-collapse, along with repeated steps that fail to fill the replay target. This com-
bination is consistent with increasing mismatch between the current policy and replayed
trajectories, which shrinks the replay groups admissible under the Policy Drift threshold.

Taken together, the late-stage failure in this run is consistent with a phase in which the near-
policy corrective mechanism can no longer be sustained in sufficiently rich form. In the
early-to-middle stage, replay appears to combine useful trajectories from multiple recent
policy steps, coinciding with both score improvement and delayed entropy collapse. In
the late stage, replay ingress remains present, but the used replay subset drops sharply
and its internal source-age mixture contracts into a narrow age-1/2-dominant range. We
therefore interpret the transition as being linked less to replay presence per se and more to
the duration over which a usable corrective mixture can be maintained.
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Figure 18: Supplementary policy-drift proxies over training. The upper panel shows on-
policy GRPO-KL, and the lower panel shows gradient norm on a log scale. Both quantities
rise sharply in the late stage, consistent with a phase in which the current policy begins
to move more abruptly while the Drift-gate-admissible replay subset simultaneously con-
tracts.

38



Published as a conference paper at COLM 2026

F Implementation details for headroom-drift replay

This appendix provides implementation-level detail for the replay-augmented training
procedure described in Algorithm 1. The main text focuses on the conceptual design of
replay selection (Headroom ranking, Policy Drift gating, FIFO eviction); this section sup-
plements it with the engineering choices required to run the system stably in practice. Al-
gorithm 2 expands each step of Algorithm 1 to this level, with concrete instantiations from

the mathematical reasoning setting (|R¢|=128 replay groups, |G*"|=256 on-policy groups,
mini-batch size 64, 8 GPUs).

Algorithm 2 Two-column implementation view of Algorithm 1. Left: pseudocode. Right:
concrete instantiation in the mathematical reasoning setting.

Left: General Procedure (Pseudocode) Right: Concrete Instantiation (Math
Setting)

A. Rollout, Reward, Advantage A/C. Shared with Alg. 1

Same as Algorithm 1. Rollout, reward, advantage, ingress,
and retrieval are unchanged.

B. Frozen Reference State B. Frozen references

On-policy groups: compute old log-probs via forward Replay groups: 128 groups reuse

pass. stored 10g 7Tgen(g) and A; (no recom-

Replay groups: reuse stored 10g 7gen ) putation).

Replay advantages: reuse stored A;.

D. Selection with Early Termination D. Selection

Sort buffer by cached Headroom (descending). Stop when Krep=128 is filled (early

Initialize selected <+ Q. termination).

for each candidate g in sorted order do Use one parallelized forward pass per

if |selected| > Kyep then break scanned group to compute both Pol-

Compute log 77y, for g. icy Drift and refreshed cached Head-

Compute Drift(g; 6;) using current and stored log-probs. ~ room.
Refresh cached Headroom from the same current-policy
ass.
if Drift(g;0;) < 7 append g, else reject g (cached Head-
room still refreshed).

end for
E. Batch Construction E. Batch construction
R; + selected[1: u|m/u]]. u=1 (no truncation).
actor_batch + [R; ; GonJ. [128 replay; 256 on-policy] = 384 total
Split into k mini-batches (preserving order). groups.
k=6 mini-batches: MB 1-2 replay, MB
3-6 on-policy.
F. Sequential PPO Update + Eviction E. PPO update
fori=1,...,kdo Compute numerator log 7ty only, then
Partition MB; across GPUs with length balancing. clipped PPO update; ingress append +
Compute log 7ty on stored trajectories. FIFO eviction after update.
Compute r = 7Ty / TTgen(q), clipped PPO objective, and up-
date 6.
end for

Append ingress groups and apply FIFO eviction.

FE1 Frozen reference state

When a replay group is admitted to the buffer, its generation-time per-token log-
probabilities 10g 7Tgen(g)(4i; | si;) and response-level advantages A; are stored as im-

mutable state (Algorithm 2, Frozen Reference State). The importance-ratio denominator
is therefore always anchored at the generation-time policy 7Tgep(q); only the numerator is

recomputed under the current policy 7y, at each PPO update. Advantages are likewise
reused without recomputation. As described in Section 3.3, the Policy Drift gate measures
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how far this frozen reference state has drifted from the current policy and blocks groups
that exceed threshold t.

Replay-buffer storage. In the mathematical-reasoning configuration, the CPU-resident
FIFO buffer holds at most 512 query groups (8,192 responses). At the configured maximum
sequence lengths, the stored token sequences, generation-time log-probabilities, and GRPO
advantages total approximately 448 MiB at full capacity.

F2 Selection with early termination and cached-headroom refresh

Replay selection scans buffer candidates in descending cached-Headroom order and ac-
cepts groups satisfying Drift(g;6;) < 7 until the replay budget Kip is filled, at which
point the scan terminates immediately (Algorithm 2, Selection with Early Termination).
This early termination ensures that selection cost scales with Krep, and the number of can-
didates actually scanned, rather than with the full buffer size. Wﬁen the budget cannot be
filled—for instance, when 7 is tight and many candidates are rejected—the accepted count
is used as-is.

For each scanned candidate, the current-policy forward pass—which is parallelized over
stored trajectories—simultaneously computes Policy Drift and the runtime Headroom
needed to refresh cached Headroom (Section 3.3). This cached-Headroom refresh is ap-
plied to every scanned group regardless of whether it passes or fails the Policy Drift gate,
and requires no additional forward pass. As a result, the selection procedure performs Pol-
icy Drift gating and cached-Headroom refresh in a single same-pass reevaluation.

E3 Replay-prefix layout

When forming the mixed actor batch A;, replay groups are placed before on-policy groups
(Algorithm 2, Batch Construction). Because the actor batch is split into mini-batches by se-
quential slicing, this prefix layout causes replay groups to occupy the earlier mini-batches
and on-policy groups to occupy the later ones. In the mathematical reasoning setting, for
example, the six mini-batches are partitioned as MB 1-2 (replay) and MB 3-6 (on-policy).
Since PPO processes mini-batches sequentially and updates the policy parameters after
each one, the relatively more off-policy replay samples are consumed first within each
training step.

F4 Batch alignment

Micro-batch truncation. The number of accepted replay groups may not be a multiple
of the micro-batch processing unit u. To avoid misalighment during gradient accumula-
tion, the accepted sequence is truncated to the largest multiple of u that does not exceed
the accepted count (Algorithm 2, Batch Construction). Formally, given the accepted replay
sequence Ry = (g1, ..., gm), the groups actually used for training are

Ry = (glr <o s 8ulm/ul )
Because cached-Headroom ordering is preserved, only the lowest-priority tail is removed.
The number of discarded groups is at most # — 1; when u = 1, no truncation occurs.

Sequence-length balanced partitioning. Each mini-batch is distributed across GPUs for
data-parallel processing (Algorithm 2, Sequential PPO Update). A naive sequential parti-
tion can concentrate long sequences on a single GPU, leaving other GPUs idle while that
GPU finishes. This imbalance is amplified in the mixed batch because replay groups and
on-policy groups are generated at different training steps and may have different response-
length distributions. To mitigate this, each mini-batch is repartitioned so that the total se-
quence length per GPU is approximately balanced. In practice, this reduces the maximum-
minus-minimum sequence-length gap across GPUs from approximately 73K tokens to un-
der 5K tokens. This repartitioning does not change which samples are trained on or the
objective used; it affects only the mapping of samples to GPUs within each mini-batch,
reducing idle time caused by uneven workloads.
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G Ablation studies

G.1 L1-style versus L2-style policy drift: formal interpretation and empirical
comparison

The main text adopts a squared (L2-style) aggregation for Policy Drift and notes that an L1
variant yields a tighter formal bound but underperforms empirically (§3.3). This appendix
develops both sides of that claim: we first show that the two gates define qualitatively
different compatibility regions, and then compare them empirically on mathematical rea-
soning.

G.1.1 Formal interpretation: variance-sensitive gating

The main method defines Policy Drift as

. 1
Drlfth(g;()t) = m Z Ai,j(g;gt)Z-

(L))€T(8)
The corresponding L1-style alternative replaces the squared terms with absolute values:

1
Drift ;01) = —— A; (g0
Tty ] (g/ l‘) |7~(g)| (i,j);'(g) | lr](g’ t)|

A natural question is whether the squared gate is simply a stricter version of the absolute
gate. It is not. The squared gate is better understood as a variance-sensitive compatibility
score.

Proposition (mean-variance decomposition). Let 1. denote the mean absolute token-
wise drift and v, the within-group variance of absolute tokenwise drift. Then

Drift;(g;0) = yé + vg.
Proof. Immediate from the standard second-moment identity E[X?] = (IE[X])? + Var(X).

Corollary (acceptance-region geometry). An L1 gate with threshold 77 accepts a group
whenever y, < 17. The L2 gate with threshold 7, accepts whenever y§ +0g < 1. The L2

gate is therefore not uniformly stricter: it may reject a group with small mean drift if that
drift is concentrated on a few tokens, while accepting another group with larger mean drift
if the tokenwise mismatch is diffuse.

Illustrative example. Consider two four-token groups with identical L1 drift:

(0.02, 0.02, 0.02, 0.02) vs. (0.08, 0, 0, 0).
Both have Drift;; = 0.02, but Drift;, = 0.0004 for the uniform case and 0.0016 for the spike
case—a fourfold difference invisible to the L1 gate.

In our experiments, the L1 threshold is 7y = 0.005 and the L2 threshold is 7, = 0.001.
Because the L2 gate operates on a second moment, its threshold is more naturally com-
pared on the root-mean-square scale: /7, ~ 0.032. The two gates therefore define different
compatibility regions rather than tighter or looser versions of the same region.

G.1.2 Empirical comparison on mathematical reasoning

We compare L1-style and L2-style Drift gating under otherwise identical training config-
urations on mathematical reasoning. Figure 19 summarizes step-aligned trajectories over
500 steps. Figures 20-21 characterize the replay groups selected by the L2 gate.
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Figure 19: Step-aligned comparison of L1-style and L2-style Drift gating. L2 attains better
late-stage validation accuracy while maintaining lower replay mismatch, despite matched
or lower replay-budget fulfillment.

L2 wins through selection quality, not replay volume. The two gates achieve similar
replay-budget fulfillment through the middle phase of training. At step 350, both fill the
full budget, yet L2 already yields higher validation accuracy (Mean@4: 0.3636 vs. 0.3565)
with an order-of-magnitude lower replay KL (8.5 x 107> vs. 5.9 x 10~%). The gap widens
in the late phase. Averaged over steps 350-500, L2 achieves higher Mean@4 (0.3613 vs.
0.3430) despite lower average budget fulfillment (0.81 vs. 0.88), while maintaining replay
KL roughly nine times smaller (7.0 x 1075 vs. 6.3 x 10~%). L2 does not use more replay; it
uses better-compatible replay.

Selection dynamics within the L2 gate. Figure 20 shows how the L2-selected replay sub-
set evolves. Early in training (step 50), the selected groups have much lower success rate
(0.080 vs. 0.423 in the candidate pool) and higher Headroom (0.863 vs. 0.592), indicating
strong concentration on hard, high-value cases. This concentration weakens as training
progresses: by step 350, the selected subset approaches the pool boundary (success rate
0.390 vs. 0.474 and Headroom 0.643 vs. 0.555), and by step 500 the gap has largely closed.
Once the high-value frontier is depleted, the L2 gate contracts replay usage rather than
forcing the budget full with less compatible groups.

Figure 21 visualizes this pattern as snapshots. At steps 50 and 200, selected groups cluster
tightly in the low-success, high-Headroom corner. By step 350, coverage broadens as the
high-value region thins. By step 500, selection spans a wider range of success rates, reflect-
ing the depleted frontier. The L2 gate adapts its effective selectivity to the available pool
rather than maintaining a fixed selection profile.
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Figure 20: Aggregate properties of the replay groups selected by L2-style Drift gating. Early
training concentrates replay on hard, high-Headroom groups; later training moves toward
the remaining frontier, and replay usage contracts as that frontier is depleted.
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Figure 21: Selection snapshots in the success-rate / Headroom plane at four training stages.
Selected groups (orange) concentrate near the upper-left frontier of the candidate cloud
(gray), particularly in early and middle training.
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G.2 Practical calibration and sensitivity of the Policy Drift threshold

We use T to place the Policy Drift gate in a viable operating regime, not to locate a narrow
performance optimum. Table 13 summarizes the thresholds used across the evaluated runs.
The values fall into two task-family settings: the single-turn reasoning runs and the CISPO-
style portability study share one value, while the 3B and 7B Search-R1 runs share another.
In particular, the 7B Search-R1 run reuses the 3B threshold without scale-specific retuning.

Evaluated setting Scope T  Reuse note
Mathematical reasoning ~ Single-turn 1073 Shared single-turn setting
reasoning
Multimodal reasoning Single-turn 1073 Shared single-turn setting
reasoning
CISPO-style portability ~ Objective portability 10~2 Replay hyperparameters
unchanged
Search-R1 (3B) Agentic Search 1072  Agentic setting
Search-R1 (7B) Agentic scale check 10~2 Reused without scale-specific
retuning

Table 13: Drift thresholds used across the evaluated settings. The values reduce to two task-
family settings, and the 7B Search-R1 run reuses the 3B threshold without scale-specific
retuning.

We then use a controlled Search-R1 sweep to examine how a viable regime can be identified
without a dense full-training search. Agentic Search is a useful testbed because its multi-
turn interaction with an external retrieval environment makes replay valuable while also
exposing training instability more clearly than the single-turn settings (Wang et al., 2026a;
Liu et al., 2026a;b).

RQ. How can a useful operating regime for 7 be identified without an exhaustive
full-training sweep, and what diagnostic signatures appear when the gate is too tight
or too loose?

G.2.1 Experimental setup

Experiments are conducted on Agentic Search (Qwen2.5-3B-Instruct, 8 xH100). The three
decade-spaced conditions are designed to probe distinct gate states rather than locate a
narrow performance optimum. All other training settings—including batch size, learning
rate, replay buffer size, 1, and Kyep—are held fixed.

G.2.2 Gate behavior and calibration diagnostics

We interpret replay acceptance and replay KL jointly: acceptance measures whether the
gate supplies enough replay, while replay KL measures whether the admitted groups re-
main compatible with the current policy. Table 14 summarizes the three conditions.

Gate rejections
Condition T Mean acceptance  per update  Replay-KL behavior

TIGHT 0.001 6.4% 450.3 0.0005 — 0.00003 as replay
vanishes

MODERATE  0.01 40.2% 119.4 Stable at approximately 0.002

LOOSE 0.1 94.4% 1.9 0.0045 — 0.0170

Table 14: Diagnostic summary of the Search-R1 threshold sweep. Acceptance rate and gate
rejections per update are training averages; replay-KL entries summarize the early-to-final
trajectory.
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The three settings produce qualitatively different gate states. Under TIGHT, only 6.4% of
candidates are accepted, effectively starving replay. Its low replay KL does not indicate bet-
ter compatibility; it results from admitting very few replay groups. Under LOOSE, 94.4% of
candidates pass, leaving the gate nearly inactive, and replay KL rises over training. MOD-
ERATE instead admits replay selectively while keeping replay KL stable at approximately
0.002. Neither diagnostic is sufficient alone: a useful threshold must preserve replay supply
and control policy mismatch at the same time.

G.2.3 Accumulation of distribution mismatch

The clearest difference across T settings appears in replay KL. Replay KL is computed at
each training step over the replay samples and measures how far the current policy 7y has
drifted from the policy 71y, that generated each replay sample. Specifically, it is the mean
of Dk (7tg||7t9,,, ) across token positions in the replay batch. A higher value indicates that
the replay data lies farther from the current policy distribution. This replay KL is a related
but distinct diagnostic from the Policy Drift gate quantity itself: the gate uses token-level
squared log-probability drift on stored actions (the Policy Drift score), whereas replay KL
summarizes mismatch over the accepted replay batch.

Figure 22 shows the replay KL trajectories, and Table 15 reports interval-wise averages.

Replay PPO KL Divergence by Gate Threshold

TIGHT (1=0.001)
= MODERATE (7=0.01)
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Figure 22: Replay KL over training for the three T conditions (running average, win-

dow =15). Under MODERATE, replay KL remains stable throughout training. Under LOOSE,
it increases monotonically.

Interval TIGHT MODERATE LOOSE LOOSE / MOD.
Early interval 0.0005 0.0021 0.0045 2.1x
Middle interval  0.0001 0.0023 0.0089 3.8%
Final interval 0.00003 0.0022 0.0170 7.7 X

Table 15: Mean replay KL by training interval. Under MODERATE, replay KL remains flat at
~0.002 throughout training, whereas under LOOSE it grows monotonically and reaches its
largest gap from MODERATE in the final interval.

Under MODERATE, replay KL remains stable at approximately 0.002 throughout training.
Under LOOSE, it increases monotonically and reaches a large multiple of the MODERATE
level in the final interval. This reflects the continued admission of replay data that has
progressively diverged from the current policy, without filtering by the gate. We report this
growth as a distributional diagnostic; the extent to which it translates into gradient-level
effects after clipping is not isolated in this analysis.

46



Published as a conference paper at COLM 2026

The replay KL under TIGHT falls below 0.0001 late in training. This does not indicate supe-
rior distribution compatibility; rather, it reflects the scarcity of replay samples admitted to

the training batch.

G.2.4 Performance and entropy dynamics

Figure 23 compares the training score and policy entropy trajectories, and Table 16 reports
interval-wise averages.

Training Score and Policy Entropy by Gate Threshold

0.5 A

o
i
L

critic/score/mean
o
w
A

0.2 1
TIGHT (1=0.001)
o1 —— MODERATE (7=0.01)
: —— LOOSE (1=0.1)
1.0
TIGHT (=0.001)
0.91 —— MODERATE (7=0.01)
0.8 1 LOOSE (1=0.1)
2 0.7
[
5 0.6 1
w
2031
& 0.4
0.3 1
0.2 1
0.1 . ! |

o

20 40 60 80 100 120 140
Training Step

Figure 23: Training score (upper) and policy entropy (lower) over training for the three T
conditions (running average, window = 15).

TIGHT (7=0.001) MODERATE (t=0.01) LOOSE (t=0.1)

Interval Score Entropy Score Entropy Score Entropy
Early interval 0206 0783  0.272 0.757 0.269  0.756
Middle interval 0.365  0.527  0.392 0.447 0.382  0.441
Final interval 0432 0271 0.434 0.300 0424  0.255

Table 16: Training score and policy entropy by interval for the three T conditions.

TIGHT records the lowest score in the middle interval (0.365 vs. 0.392 for MODERATE and
0.382 for LOOSE). This appears to be due to the near-absence of replay, which prevents
the run from benefiting from replay-based acceleration. TIGHT approaches MODERATE by
the final interval, suggesting that on-policy learning alone can converge gradually, though
with slower progress in the early-to-mid phase.

The score gap between MODERATE and LOOSE is approximately 1 percentage point, which
is modest in absolute terms but consistent across all intervals in favor of MODERATE.
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All three conditions exhibit a common decreasing trend in entropy over the course of
training. In the final interval, the ordering of entropy across conditions (MODERATE 0.300
> TIGHT 0.271 > LOOSE 0.255) coincides with the ordering of score (MODERATE 0.434 >
TIGHT 0.432 > LOOSE 0.424). MODERATE maintains both the highest score and the highest
entropy among the three conditions at this stage. We note that this alignment does not im-
ply a simple monotonic relationship between entropy and score across all training phases:
in the middle interval, TIGHT exhibits the highest entropy yet the lowest score, reflecting
slow learning due to the near-absence of replay rather than a beneficial preservation of ex-
ploration. Nonetheless, the co-occurrence of faster entropy decline and lower score under
LOOSE is consistent with prior findings that rapid entropy reduction in LLM reinforcement
learning tends to be associated with degraded learning outcomes (Lipkin et al., 2026; Wang
et al., 2026b; Yu et al., 2025).

G.2.5 Summary

Answer to RQ. A short log-spaced sweep is sufficient to identify a useful operating
regime for 7. Collapsing acceptance rules out thresholds that starve replay, while ris-
ing replay KL rules out thresholds that leave the gate too permissive. The remaining
regime admits replay selectively and keeps replay KL stable. Because these signals
are available before final performance is known, unsuitable candidates need not
be trained to completion. Together with threshold reuse across settings and model
scales, these results support treating T as a coarse calibration choice rather than a
finely tuned performance parameter.

The same diagnostics could support an adaptive schedule that loosens the gate when re-
play is starved and tightens it when replay KL rises.

G.3 Component ablation on mathematical reasoning

Table 17 reports a focused component ablation on MATH-500 at the evaluation endpoint.
Headroom-only is the closest PER-style priority-only analogue in this group-level setting: it
ranks buffered groups by Headroom without the current-policy compatibility gate. Under
the same training configuration, the full Headroom-Drift combination records the highest
endpoint values on both Best@32 and Mean@32, while Headroom-only and Policy-Drift-
only are lower.

Variant Best@32 (1) Mean@32 (1)
Policy Drift only 0.7820 0.6794
Headroom only 0.8100 0.7140
Headroom-Drift Replay (full) 0.8200 0.7215

Table 17: MATH-500 ablation results at the evaluation endpoint. Arrows indicate metric
direction (1 higher is better). Best@32 denotes the average of the highest score among 32
samples per input, and Mean@32 denotes the average score across all 32 samples per input.
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Figure 24: Training-score curves for the mathematical-reasoning component ablation. In
the figure legend, M2 denotes Policy Drift only, ZVP denotes Headroom only, and M2 +
ZVP denotes full Headroom-Drift Replay.

Figure 24 provides the corresponding training-score trajectories for the same three vari-
ants. All three curves improve over training, and the late-stage ordering is consistent with
Table 17: the full variant remains on top, Headroom-only follows closely, and Policy-Drift-
only stays lower. The margin between full and Headroom-only is modest, while the gap to
Policy-Drift-only is visibly larger in the later phase. These trajectories provide complemen-
tary context to the endpoint comparison.

G.4 Sign-only versus advantage-weighted headroom

The main text defines Headroom as a token-level score that depends only on the sign of
the response-level advantage A;: tokens in positively-advantaged responses contribute 1 —
m(a;; | sij), tokens in negatively-advantaged responses contribute 7t(a;; | s;;), and the
group score is a flat average over all tokens. A natural question is whether reweighting
each response’s contribution by |A;| would produce a better ranking.

What changes mathematically. Let s, denote the group success rate, and let Hg+ , Hy

denote the mean per-token headroom of the positive-advantage and negative-advantage
responses respectively. Under equal response lengths, the two variants reduce to

Zsign(8g) ~ ng; + (l_sg)H‘; Zoav(g) = %Hg + %Hg
The approximation for Z,4, follows because, under group-centered binary rewards, pos-

itive responses carry |A;| ~ 1 —s¢ and negative responses carry |A;| = sq, so the count
imbalance between the two sides is cancelled to first order by the advantage magnitudes.

The key difference is that Zsjg, contains the success ratio sg directly as a mixing weight.
In failure-heavy groups (s; < 0.5), the negative branch dominates the score, and high-
confidence wrong tokens (large 7t on negatively-advantaged responses) can push the group
to the top of the ranking. Z,q, removes this structural dependence on s, so groups are
ranked more by branch-specific correction room than by failure ratio.

In short, the two variants do not define slightly different weightings of the same ranking;
they define qualitatively different ranking geometries along the success-rate axis.

Empirical comparison. We conducted a small-scale preliminary experiment comparing
the two variants under otherwise identical training configurations. Over the shared evalu-
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ation window (steps 1-38), sign-only Headroom achieves a higher average training score
(0.3288 vs. 0.3022). Sign-only leads on 32 of 38 steps; advantage-weighted leads on 5. The
gap is negligible in the earliest steps (at step 10: 0.2754 vs. 0.2783) but widens once replay
becomes active. Over steps 19-38, where both runs use replay, sign-only leads on every
step (mean 0.3863 vs. 0.3397). Representative checkpoints:

Step Sign-only Adv-weighted A

10 0.2754 0.2783 —0.0029
20 0.3481 0.3108 -+0.0373
35 0.4177 0.3572 -+0.0605
38 0.4119 0.3501 +0.0618

The mathematical analysis above suggests a possible explanation. By removing the struc-
tural dependence on s, advantage weighting deprioritizes failure-heavy groups that sign-
only would rank highly. In this setting, those failure-heavy groups appear to carry useful
corrective signal; deprioritizing them reduces the effectiveness of replay. We retain sign-
only Headroom in the main method accordingly.

H Preliminary portability to a CISPO-style objective
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Figure 25: Training-score trajectories under a CISPO-style objective. Headroom-Drift de-
notes full Headroom-Drift Replay (b256+r128). Baseline (b256) is the on-policy matched
control; Baseline (b384) is the on-policy larger control. Running average with window 10.

The Conclusion identifies objective-level portability as an open question: whether the same
two-axis decomposition transfers beyond GRPO-style clipped objectives. We provide pre-
liminary training-score evidence on a CISPO-style objective using the same mathematical
reasoning setup as the main experiments (Qwen2.5-Math-1.5B, identical dataset and eval-
uation protocol). The only change is the policy-optimization objective; Headroom ranking,
Policy Drift gating, buffer mechanics, and all replay hyperparameters remain unchanged.

Figure 25 shows three patterns consistent with the GRPO results in the main text. First,
Headroom-Drift Replay outperforms the on-policy matched baseline (b256) across nearly
the entire training trajectory, confirming that principled replay adds value beyond the
matched fresh-rollout budget under CISPO as well. Second, Headroom-Drift tracks above
the on-policy larger baseline (b384) in the late phase and reaches a higher raw peak score
(0.522 vs. 0.510 at steps 380 and 343 respectively), despite using fewer fresh responses.
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Third, the on-policy larger baseline exhibits a sharp score collapse after step 400, whereas
the replay trajectory remains more stable through the same region—a pattern that mirrors
the delayed entropy-collapse observation under GRPO (Appendix E).
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