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Abstract

Designing a unified neural network to efficiently and inherently process
sequential data with arbitrary lengths is a central and challenging prob-
lem in sequence modeling. The design choices in Transformer, including
quadratic complexity and weak length extrapolation, have limited their
ability to scale to long sequences. In this work, we propose GECKO, a
neural architecture that inherits the design of MEGA and MEGALODON
(exponential moving average with gated attention), and further introduces
multiple technical components to improve its capability to capture long
range dependencies, including timestep decay normalization, sliding chunk
attention mechanism, and adaptive working memory. In a controlled pre-
training comparison with LLAMA2 and MEGALODON in the scale of 7
billion parameters and 2 trillion training tokens, GECKO achieves better
efficiency and long-context scalability. GECKO reaches a training loss of
1.68, significantly outperforming LLAMA2-7B (1.75) and MEGALODON-7B
(1.70), and landing close to LLAMA2-13B (1.67). Notably, without relying
on any context-extension techniques, GECKO exhibits inherent long-context
processing and retrieval capabilities, stably handling sequences of up to 4
million tokens and retrieving information from contexts up to 4x longer
than its attention window.

Code: https://github.com/XuezheMax/gecko-11m

1 Introduction

The capability of efficient long-context modeling is crucial for the neural architecture design
of next-generation large language models (LLMs). In many real-world applications, such
as multi-turn conversation, mathematical reasoning, and video generation, large language
models (LLMs) must efficiently process long sequential data, understand internal long-
range dynamics, and generate coherent output. The Transformer architecture (Vaswani
et al.,, 2017), despite its remarkable capabilities, faces challenges with quadratic computa-
tional complexity and weak length extrapolation, making it inefficient for long sequence
modeling (Wang et al., 2024; Zhou et al., 2024; Lu et al., 2025).

Techniques like sparse attention mechanisms (Tay et al., 2020; Ma et al., 2021), structured
state space models (Gu et al., 2022; Poli et al., 2023; Gu & Dao, 2023) and linear Transform-
ers (Katharopoulos et al., 2020; Dao & Gu, 2024; Yang et al., 2025) have been introduced
to overcome these limitations, with the aim of improving model efficiency and perfor-
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Figure 1: Negative log-likelihood for GECKO-7B, MEGALODON-7B, LLAMA2-7B and
LLAMA2-13B, w.r.t processed tokens during training.

mance. However, the practical application of these methods still falls short of Transformers,
particularly for retrieval-oriented tasks (Arora et al., 2024; Wen et al., 2025; Yang et al., 2025).

This work aims at introducing a model architecture that is capable of efficiently and inher-
ently processing sequences with unlimited context length, and outperforms the canonical
Transformer architecture on real-world language modeling. Moving average gated atten-
tion (MEGA and MEGALODON) (Ma et al., 2023; 2024), which harnesses the gated attention
mechanism (Hua et al., 2022; Qiu et al., 2025) with the classical exponential moving average
(EMA) approach (Hunter, 1986) (§2), have gained significant interest due to their impressive
model capacity, distributed scalability, and numerical stability. However, the existing prob-
lems in timestep normalization (§2.2) and chunk-wise gated attention (§2.3) have restricted
the utilization of long-context information in MEGA.

In this paper, we propose GECKO, a novel model architecture built on the Megalodon
backbone, incorporating several new techniques to further enhance the capability and
efficiency of large-scale long-context pretraining and inference. First, GECKO introduces
a timestep decay normalization layer that controls the influence of the current mean and
variance on the cumulative statistics, keeping it at a fixed ratio (§3.1). Then, GECKO extends
chunk-wise attention to sliding chunk attention (SCA), which caches sliding segments on a
chunk-by-chunk basis (§3.2). To capture long-term information that lies outside the sliding
chunks, GECKO incorporates an adaptive working memory component, implemented using a
linear attention mechanism with a position-aware online softmax activation (§3.3).

Empirically, we demonstrate the potential of GECKO as a general architecture for mod-
eling long sequences, by evaluating its performance across multiple scales of language
modeling, as well as downstream domain-specific tasks. Through a direct comparison by
controlling for data and compute, GECKO-7B significantly outperforms the state-of-the-art
variant of Transformer and MEGA used to train LLAMA2-7B (Touvron et al., 2023) and
MEGALODON-7B (Ma et al., 2024) on both training perplexity (Figure 1) and across down-
stream benchmarks (Table 1). Evaluation on long-context modeling, including perplexity
in various context lengths up to 4 million and long-context QA tasks in Scrolls (Parisotto
et al., 2020) prove GECKO's ability to model sequences of unlimited length. To further
assess GECKO's retrieval capability, we evaluate it on two standard needle-in-a-haystack
(NIAH) benchmarks: passkey retrieval and vanilla NIAH (Kamradt, 2023; Hsieh et al.,,
2024). Across both tasks, GECKO retrieves information from sequences that are roughly four
times longer than its attention context.
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Model Size Data CTX MMLU BoolQ HellaSw PIQA SIQA WinoG Arc-e Arc-c NQ TQA
OLMol 1B 3T 2K - 67.5 66.9 74.9 - 61.4 553 365 - -
GECKO 1B 22T 32K 255 67.2 67.3 773 45.0 61.7 674 417 186 321
Mamba 3B 06T 2K 26.2 71.0 71.0 78.1 - 65.9 682 417

RWKV 7B 11T 4K - - 70.8 773 - 68.4 749 461

MPT 7B 1T 4K 26.8 75.0 76.4 80.6 48.5 68.3 702 426 208 504
Mistral 7B - 16K 60.1 83.2 81.3 82.2 47.0 74.2 80.0 549 232 625
Gemma 8B 6T 8K 64.3 83.2 81.2 81.2 51.8 723 81.5 532 230 634
LLAMA2 3B 2T 4K 54.8 81.7 80.7 80.5 50.3 72.8 773 494 312 651
LLAMA2 7B 2T 4K 453 774 77.2 78.8 483 69.2 752 459 257 585
MEGALODON 7B 2T 32K 49.8 80.5 77.5 80.1 49.6 714 79.8 531 257 60.5
GECKO 7B 2T 32K 49.4 81.2 78.1 803 502 73.1 793 535 285 614

Table 1: Performance on academic benchmarks of GECKO on two model scales (1.3B & 7B).
We reported model size, context length (CTX) and total data tokens during pretraining. —
indicates that the number was not reported in the original paper.

2 Background: Backbone Architectures in MEGA

In this section, we set the notation and discuss existing problems of MEGA and MEGA-
LODON (Ma et al., 2023; 2024). We use X = {x,xp,...,X,} € R™¥ and Y =

{y1,¥2,---,yu} € R"™ to denote the input and output sequences with length n, and
assume the representations of the input and output sequences have the same dimension d.

21 CEMA: Complex Multi-dimensional Damped EMA

MEGA embeds an EMA component into the calculation of the attention matrix to incorporate
inductive biases across the timestep dimension, while MEGALODON further extends to work
over the complex number system C to improve capacity. Concretely, CEMA first expands
each dimension of the input sequence X individually into & dimensions via an expansion

matrix B € R?", then applies damped EMA to the h-dimensional hidden space. Formally,
for each dimension j € {1,2,...,d}:

uEJ) = ﬁjxt,j

hY = ;0 u) + (1-a;06;)(cos b +isin6)) ©h, (1)

1 = Re(yhi')
where © is the element-wise product and ugj ) € RV is the expanded h-dimensional vector
for the j-th dimension at timestep t. « € (0,1)"", § € (0,1)*" are the decaying and
damping factors, respectively. hg] ) e Clis the complex hidden state for the j-th dimension
at timestep t. 7 € C** is the projection matrix to map the h-dimensional hidden state back
to 1-dimensional ou.tput yij €ER.0; € R, j € {1,2,...,d} are the h arguments uniformly
spaced over the period 27:

Ok = ——wj, Vke{l,2,... h} )

where the learnable parameter w € R? depicts the d base angles.! By decaying the absolute
value of each h;, CEMA preserves the decaying structure in kernel weights, which is a key
principle to the success of convolutional models on long sequence modeling (Li et al., 2023).

2.2 Timestep Normalization

MEGALODON proposed Timestep Normalization, which extends Group Normalization (Wu
& He, 2018) to the auto-regressive case by computing the cumulative mean and variance.
Similar to Group Normalization, each input vector x; is split into k groups along the feature
dimension with d; = d/k elements per group. We use y; and 07 to denote the mean

1See MEGALODON (Ma et al., 2024) for more details.
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and variance of the first group of the input vector at timestep t € {1,2,...,n}. Then, the
cumulative mean (1) and variance (v;) are the average of the means and variances from
the previous t timesteps:

1 dg 5 1 dg 5
W=7 Z Xijo 08 =5, (xij — pe) ®3)
1¢ 1,
mt—;izlm, vt—;izlat 4)

Existing Problem. However, a clear drawback of Timestep Normalization is that the
influence of the current mean and variance (y; and (th) on the cumulative statistics (m; and
v;) decreases monotonically as the timestep t increases. It limits the ability to inherently
scale MEGALODON to long sequences.

2.3 Chunk-wise Normalized Gated Attention

To improve efficiency and stability, MEGALODON simply splits the sequences of queries,
keys and values in (7-9) into chunks of length ¢, and embeds the CEMA component into the
calculation of normalized gated attention. Formally,

X' = CEMA(X) € R"™4 (5)
V4

Z = X/WZ + bz, Z/ = W € RYLXZ (6)

Q=x,0Z"+v, € R"** )

K=x.0Z +v; € R"*# 8)

V= 4)silu(XWU + bv) € R"? )

where x,, vq, K, v, € IR* are the learnable scalars and offsets of queries and keys. The
attention is individually applied to each chunk, yielding linear complexity O(kc?) = O(nc):

O; = fsoftmax (QsKsT) Vs € R (10)

where s € {1,2,...,n/c} is the index of chunks with chunk size c. Q, and K, and V; are
the queries, keys and values in the s-th chunk.

Existing Problems. Technically, the CEMA sub-layer in MEGALODON helps capture local
contextual information near each token, mitigating the problem of losing contextual informa-
tion beyond chunk boundaries in the chunk-wise attention. Despite its impressive successes,
MEGALODON still suffers from at least two limitations: (i) losses near the context boundaries
of chunk-wise attention (both preceding and following a chunk) increase substantially, due
to the limited expressiveness of the CEMA sub-layer (Figure 4b); and (ii) MEGALODON is
unable to effectively capture historical information outside the chunk-wise attention context,
resulting in suboptimal performance on in-context retrieval-oriented tasks.

3 GECKO

3.1 Timestep Decay Normalization

In order to control the influence of the current mean and variance of the cumulative statistics
in Timestep Normalization (4), GECKO incorporates decaying mechanism into the calcula-
tion of cumulative statistics. Formally, we introduce two hyper-parameters, p1, 2 € [0,1),
to fix the ratio of current mean and variance, respectively:

my = Bymi_1+ (1= B)ur, o1 = Pavs_1 + (1 — B2)of (11)

where y; and o7 are the current mean and variance defined in (3).
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(a) Chunk-wise Attention (b) Sliding Window Attention (c) Sliding Chunk Attention

Figure 2: Comparison of various sparse attention patterns. (a) Chunk-wise Attention:
attention is restricted to separated chunks; (b) Sliding Window Attention: attention is
restricted to fixed-size windows; (c) Sliding Chunk Attention: attention is assigned to both
current and previous chunks.

Directly inspired from the first and second order momentums in Adam (Kingma & Ba, 2015),
we apply the initialization bias correction terms to both m; and v;:

/ Ht / (4
1- B 1-p
In practice, good default settings are 1 = 0.999, 2 = 0.9999. Similar to Timestep Normal-
ization in MEGALODON, we provide hardware-friendly implementation of Timestep Decay
Normalization on modern hardware (GPU).

3.2 Sliding Chunk Attention

To mitigate the issues of truncated context at chunk boundaries inherent in chunk-wise atten-
tion, a straightforward approach is to replace it with sliding window attention (SWA) (Belt-
agy et al., 2020), which restricts each token’s attention context to a fixed-size local window.
Although SWA has lower theoretical complexity, its practical implementation often relies on
many small matrix multiplications—effectively one per token—due to the per-token shifted
attention window. These operations are inefficient on modern hardware devices such as
GPUs, which are designed and optimized for large, contiguous matrix computations rather
than numerous small ones.

Motivated by the recurrent segment mechanism in Transformer-XL (Dai et al., 2019) and
the block sliding window in LongFormer (Beltagy et al., 2020), we extend sliding window
attention by incorporating chunked contexts, yielding the sliding chunk attention (SCA)
mechanism. Similar to chunk-wise attention, SCA partitions the input sequence X =
{x1,%2,...,%;,} € R™ into non-overlapping chunks of fixed length c. Specifically, the s-th
chunk is defined as X = {x(s_l)xcﬂ,x(s_l)xcﬂ,. . Xsxc} € R*4, where s € {1,...,n/c},
with query, key, and value chunks constructed in the same manner. For ease of exposition,
we denote X5 = {Xs1,Xs2,...,Xsc}, where x;; = X(s—1) xc+ir Vi e {1,...,c}. We use
analogous notation for Q,, K and V. For each chunk, attention is computed jointly over
the current chunk and the preceding chunk, enabling efficient local context propagation
across chunk boundaries:

OS = fsoftmax (Qs [stllKS]T) [stlr VS] € R (13)

where [Ks_l, Ks] € R2*4 denotes the concatenation of keys vectors from the previous and
current chunks; similar definition for [V,_1, V] € R?*?. Despite having theoretical com-
plexity comparable to SWA, SCA performs matrix multiplications at the chunk level rather
than per token, resulting in a more efficient implementation on modern GPU hardware.
Figure 2 illustrates the three different sparse attention patterns.
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Figure 3: Adaptive working memory in GECKO. (a) illustrates how the memory is updated
by compressing information from all previous and current chunks. (b) depicts how GECKO
stores contextual information in short- and long-term memories in different components.

The keys and values from the previous chunk (K;_1, V;_1) effectively serve as a lossless
short-term memory, retaining the most recent contextual information. However, both SCA
and SWA remain limited in capturing long-range dependencies due to their constrained
receptive fields, even with deep layer stacking (Xiao et al., 2024). Consequently, there
remains an urgent need for an effective and efficient long-term memory mechanism to
process context information beyond sliding chunks.

Efficient Context Parallelism for SCA. Importantly, sliding chunk attention is well suited
for efficient context parallelism in distributed pretraining. As with CEMA and Timestep
Decay Normalization, SCA requires communication only of the previous key—value chunks
among devices within each context-parallel group. Through asynchronous communication,
these transfers can be overlapped with the computation of other submodules in the same
block, effectively hiding communication latency and reducing parallelization overhead.

3.3 Adaptive Working Memory

Fixed-size compressive memory mechanism promises stable and efficient computations
tailored to specific contexts for extremely long sequences (Kanerva, 1988; Munkhdalai et al.,
2019). Recent work, such as FLASH (Hua et al., 2022) and Infini-attention (Munkhdalai
et al., 2024), proposed to implement compressive memory as a learnable module with linear
attention mechanism (Katharopoulos et al., 2020; Schlag et al., 2020).

Compressive Memory with Linear Attention. With linear attention as compressive mem-
ory, information that moves beyond attention window is recurrently compressed into a
fixed-size state. Formally, M; € R%*? denote the memory state for the s-th chunk. Once
moving to the next chunk of information, compressive memory is updated by applying
linear attention with delta rule (Widrow & Hoff, 1988; Schlag et al., 2021):

= T IO dxv
Ms = Msfl + 47(1(5) (Vs l/J(KS)TS,1 ) cR (14)
=Y Y ¢ (ki) = s + Y ¢ (k)  Rix1 5
t=1i=1 -
_ P(QoIMs s
O = pQ)T €R (16)

where 75 € R? is the normalization term, ¢(-) and ¢(-) are the nonlinear feature kernels for
keys and queries, respectively. Commonly used feature kernels are element-wise nonlinear
activation functions, such as SiLU (Ramachandran et al., 2017). The output O; is computed
by retrieving information from the memory M;_; with the query Q; in (16). The delta
update rule dynamically erases less redundant information associated with current keys
and values and memory content, to make space for new ones.
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Technically, the compressive memory M; in linear attention maintains a bounded-capacity
storage. As tokens move beyond the attention context, their information is incrementally
accumulated in the memory. When modeling very long sequences, however, the constrained
memory capacity inevitably leads to memory collisions, degrading information fidelity. To
address this limitation, prior work introduces gated mechanisms that act as decay factors,
enabling the model to selectively forget historical information (Dao & Gu, 2024; Yang
et al., 2025). While these approaches achieve strong empirical performance, the deliberate
forgetting of historical information conflicts with the design motivation of GECKO, which
aims to retain long-term memory.

Adaptive Working Memory (AWM) with Position-aware Online Softmax Kernel. To
effectively compress long-term information into fixed-size memory while avoid forgetting
historical one, GECKO introduces the position-aware online softmax kernel to linear attention.
For clarity of presentation, we denote the current and accumulative denominators of the
softmax function in chunk s as

c
ws = ) exp(ks;) c Réx1 17)
i=1
S c
Zs = Z Zexp(kt,i) = Zg—1 —+ wg c lexl (18)
t=1i=1

Note that for each input vector k;; € RY, exp(-) is the element-wise exponential function.
Then, we define the local and global feature kernels of keys with online softmax:

A exp(k
(P(ks,t) = fsoftmax(ks,t) = % € R (19)
S
A exp(k w
¢s(kst) = fooftmax (ks t; kest) = y = ?S O ¢(kst) € R1 (20)
S S
For both ¢(+), ¢s(-), the softmax functions perform normalization over the timestep dimen-
sion of the sequence. In contrast to the element-wise feature kernels (¢(-) and () in (14)),
the position-aware kernel ¢s (ks ;) integrates all historical information into the denominator z; (20).

The normalization term ¢(-) T, in (14) and (16) might result in numerical instabilities, and
has been removed it from recent work (Yang et al., 2024a;b). Note that with the online
softmax ¢s(-) (20)), we have T4 = 1,Vs = 1,2,.... GECKO further proposes to use the
softmax function along the feature dimension as the query feature kernel (-):

d
$(q) 2 fuotimax (@) = exp(@)/ Y exp(q)) eRT (1)
j=1

where softmax normalization in ¢ (-) is performed along the feature dimension of a query

vector q € R?*1. Together with ¢;(-), GECKO essentially eliminates the normalization term
by constraining it to be a constant of value one:

P(Q)Ts1=1, Vs =1,2,..., (22)

which significantly facilitates the derivations of the update rule of the adaptive working
memory. Then, by incorporating ¢(-), ¢s(-) into the memory update rule in (14), we have

Zs—1
Zs

Ms:

® M, g+ f—: © ¢(Ks)T (Vs — p(Ks) Mq_1) e R>Y  (23)

with the initial memory M = 0 (detailed derivations in Appendix A). ® is the element-wise
product operation.

Integrating Memory with Sliding Chunk Attention. To integrate the short-term memory
in SCA with the long-term adaptive working memory (AWM) in (23), we need to shift the
chunk index to the left by one so that the adaptive working memory captures information
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moving beyond the sliding context in SCA. Concretely, denoting M/, = M,_1, we have the
new memory updated rule with shifted chunk index s:

Zs—2
M; = ;71 ® Mgfl + (Psfl(stl)T (stl - 1P(st1)M§71) (24)
s
with the initial memory M/ = 0. Figure 3 depicts the compressive memory update mecha-
nism (3a) as well as the coordination between short- and long-term memory components
across different GECKO modules (3b) in maintaining contextual information.

Neural Parameterization. Inspired by Infiniti-Attention, we reuse intermediate representa-
tions from SCA computation. In particular, we reuse the normalized shared representation
Z’ (6) and the value vectors V (9). For memory computation, we introduce two additional
parameter sets that act as learnable scalars and offsets to derive new keys and queries:

Qu=1,02Z+p, € R"™* (25)
Kﬂl = ﬂk @ Z, + Pk S RWXZ (26)

where Har Pgr Mr P € IR* are the learnable parameters for Q,, and K. Finally, we retrieve
content O, from the memory M/_, by using the query Q,,;:

O = $(Qu)M; € R 27)
The AWM output Oy, is directly added to the SCA output in (13) for the final output.

Relation to Previous Work. The channel-wise ratio vector %=L is reminiscent of the "writ-

ing strength" and forget gate in Gated DeltaNet (Yang et al., 2025) and Kimi Delta Atten-
tion (Zhang et al., 2025) However, AWM differs from them in two fundamental aspects.
First, AWM leverages =~! and % to globally compress information from current and all pre-
vious chunks into memory, rather than discarding historical information through forgetting.
Second, Gated DeltaNet and Kimi Delta Attention are proposed as drop-in replacements
for causal full attention and perform hidden-state updates at every token step. By contrast,
AWM operates at the chunk level, updating memory on a chunk-by-chunk basis.

4 Experiments

4.1 LLM Pretraining Setup

GECKO-1B vs. OLMol. For a controlled comparison study, we configure the GECKO-1B
model to closely follow the architectural hyperparameters of OLMo-1B (Groeneveld et al.
2024, July 2024 release). Both models have 16 blocks with a feature dimension of d = 2048.
We pretrained Gecko-1B with 2.2 trillion tokens on the same Dolma v1.7 dataset (Soldaini
et al., 2024) that was used to train OLMo-1B. We also use OLMo-1B’s tokenizer with a
vocabulary size of 50,304. Training is performed using the AdamW optimizer (Loshchilov &
Hutter, 2019) with g1 = 0.9, B2 = 0.95, ¢ = 1e—8, and a peak learning rate of 4e—4. Cosine
decay schedule is used, along with 2,000 warmup steps, weight decay of 0.05, gradient
clipping of 1.0, and no dropout (details in Appendix C.1).

GECKO-7B vs. LLAMA2. In designing the GECKO-7B model, we closely follow the archi-
tectural hyperparameters of LLAMA2-7B and MEGALODON-7B to enable a fair comparison.
The model comprises 32 blocks with a feature dimension of d = 4096. As in MEGALODON-
7B, we employ SwiGLU (Shazeer, 2020) in the feed-forward layers and rotary positional
embeddings (RoPE; Su et al. 2021). LLAMAZ2 is pretrained with a 4096-token context win-
dow, and MEGALODON-7B uses a chunk size of ¢ = 4096 for its chunk-wise attention. To
maintain comparable effective context length, we set the chunk size of GECKO’s sliding
chunk attention to ¢ = 2048, yielding the same 4096-token attention context.

Consistent with Ma et al. (2024), we use the same mixture of publicly available data as
LLAMA2, ensuring that all models are trained on an identical corpus of 2 trillion tokens.
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Figure 4: PPL/NLL over long sequences. (a) shows the perplexity (PPL) in various context
lengths. (b) plots averaged negative log-likelihood (NLL) broken down by token positions.

We also adopt the LLAMA2 tokenizer with a 32K vocabulary. Training is performed using
AdamW with 81 = 0.9, B, = 0.95, ¢ = 1e—38, and a peak learning rate of 3.5e—4. We use a
cosine decay schedule with 2,500 warmup steps, along with weight decay of 0.1, gradient
clipping of 1.0, and no dropout. Following MEGALODON-7B, we pretrain with a 32K context
window and a global batch size of 4M tokens. Training is distributed across 256 NVIDIA
H100 GPUs (16K tokens per GPU), with data parallelism of 128, chunk parallelism of 2.

Pretraining Results. Figure 1 presents the negative log-likelihood (NLL) curves for GECKO-
7B in comparison with LLAMA2-7B, MEGALODON-7B, and LLAMA2-13B over the course
of training. Across all stages, GECKO-7B attains noticeably lower NLL than LLAMA2-7B
and MEGALODON-7B for the same number of processed tokens, demonstrating superior
data efficiency. At convergence, GECKO achieves a training loss of 1.68, outperforming
LLAMA2-7B (1.75) and MEGALODON-7B (1.70), and nearly matching LLAMA2-13B (1.67).

4.2 Short-Context Evaluation on Academic Benchmarks

Table 1 reports results on on standard short-context academic benchmarks (see Ap-
pendix C.2) for GECKO-7B, MEGALODON-7B, and LLAMA2 models, along with other open-
source baselines such as MPT (MosaicML, 2023), RWKYV (Peng et al., 2023), Mamba (Gu &
Dao, 2023), Mistral (Jiang et al., 2023) and Gemma (Mesnard et al., 2024). Under identical
pretraining conditions (2T tokens), GECKO-7B consistently outperforms both LLAMA2-7B
and MEGALODON-7B across all benchmarks. On several tasks, its performance is compara-
ble to or even exceeds that of LLAMA2-13B. Mistral-7B and Gemma-8B were pretrained on
significantly larger datasets, so comparison with GECKO-7B is not entirely apples-to-apples.

4.3 Long-Context Evaluation

Validation Loss over Long Sequences To assess GECKO's ability to intrinsically exploit
very long contexts for next-token prediction, we evaluate validation perplexity over a
range of context lengths. Following Ma et al. (2024), we construct a validation set of 1,500
books, each containing sequences of at least 4M tokens. Figure 4a presents the perplexity
(PPL) of GECKO and MEGALODON on this dataset as the context length increases from
4K to 4M tokens. Across all settings, GECKO exhibits markedly better context utiliza-
tion than MEGALODON. Moreover, the consistent decrease in PPL with longer contexts
demonstrates GECKO’s inherent ability—without relying on any explicit context-extension
mechanisms—to model extremely long sequences.

To further analyze the effectiveness and robustness of GECKO in long-context modeling,
we examine the average negative log-likelihood as a function of token position (up to 32K),
shown in Figure 4b. Because chunk-wise attention discards contextual information across
chunk boundaries, MEGALODON suffers from a pronounced increase in loss near these
boundaries. In contrast, GECKO exhibits steadily decreasing loss with increasing context
length, highlighting its improved utilization of long-range context.
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Figure 5: Evaluate Gecko-7B Long context on Passkey Retrieval and Needle in A Haystack.

Long-Range Retrieval-Oriented Tasks. To assess GECKO’s information retrieval capability,
we evaluate it on a single needle-in-a-haystack (NIAH) task (Kamradt, 2023). Following
the Ruler benchmark suite (Hsieh et al., 2024), Figure 5 presents results under two haystack
settings: (i) passkey retrieval with repeated synthetic context, and (ii) NIAH with real-world
essay context. For both settings, we report performance across varying needle depths.

With only 4K attention context, GECKO achieves near-perfect performance up to 16K se-
quence length, under the passkey-retrieval setting. Under the more difficult NIAH setting,
the performance on 16K sequence length is slightly worse than that of passkey retrieval,
but still obtains 100% performance for 8K length across all depth levels. These results
demonstrate the strong inherent retrieval capability of GECKO without relying on any
context-extension methods.

Long-Context QA tasks in Scrolls

We further evaluate GECKO on long- Model NaQA Qasper QMSum
context open-book question answer-  Xgen 174 20.5 6.8
ing tasks from the Scrolls bench-  MPT 18.8 24.7 8.8
mark (Shaham et al., 2022), includ- Yarn 20.9 26.2 114
ing NarrativeQA (Ko¢isky et al., 2018), LLAMA? 18.8 19.8 101
gasP?EﬁDaSigi ot alz'bgf)ﬂ)Faﬁd QM- [ aMa2-L* 235 283 145
um ong et al., . Following ) ’ ’
the evaluation protocol of Xiong et al. MEGALODON _ 23.9 280 13.1
(2023), we report 0-shot F1 on Narra-  GECKO 27.3 34.2 15.8

tiveQA, 2-shot F1 on Qasper, and 1-
shot geometric ROUGE (the geomet- Table 2: Results on Scrolls. * LLAMA2-L (Xiong
ric mean of ROUGE-1, ROUGE-2, and et al., 2023) continually trains LLAMA2 on 500B
ROUGE-L) on QMSum.? Table 2 com-  tokens for length extension.

pares GECKO-7B and MEGALODON-7B

against other open-source long-context models of similar scale, including Xgen-7B-8K (Ni-
jkamp etal., 2023), MPT-7B-8K (MosaicML, 2023), YaRN-7B-128k (Peng et al., 2024), LLAMA2-
7B-4K (Touvron et al., 2023), and LLAMA2-7B-32K (LLAMA2-L, Xiong et al. (2023)). Across
all three benchmarks, GECKO-7B consistently achieves the strongest performance.

5 Conclusion

We present GECKO, a novel architecture built upon the Megalodon backbone that introduces
several key innovations to enhance the efficiency and effectiveness of large-scale long-
context pretraining and inference. Compared directly with LLAMA2 and MEGALODON,
GECKO delivers consistent improvements in training perplexity and downstream benchmark
performance. Importantly, without any explicit context-extension mechanisms, GECKO
achieves robust long-context processing and retrieval, stably handling sequences of up
to 4 million tokens and retrieving information from contexts 4 x longer than its nominal
attention context.

2Prompt format: {CONTEXT} Q: {QUESTION]} A:
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Appendix: GECKO: An Efficient Neural Architecture Inherently
Processing Sequences with Arbitrary Lengths

A Adaptive Working Memory

M; = i¢ (Ko)"Ve + 95 (K) TV R (28)
- T
( $s—1 KC ) © s 1(Kc)) Ve + ¢s(Ks) Vs € R (29)
T

= Z ( )) Ve + ¢s(Ko) TV, R (30)

= ZZS © M1+ ¢5(Ks) Vs c RiX? 31)
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Applying delta rule, we have:

M, = zzl O M1+ (PS(KS)T (Vs — p(Ks) M _1) c RI*V (33)

where My = 0. The output of chunk s is:
Os = 9P(Qs) M;—1 € R (34)

Incorporating with Sliding Chunk. M} = M_j, via incorporating with sliding chunks,
we have:

z
M; ZS j © M; 1+ Ps— l( s— 1)T (stl - IP(stl)M;f]) e R (35)
S—
where M) = 0. The output of chunk s is:
Os = $(Q)M; ERY (36)

B Implementation Details

B.1 Efficient Fused CUDA Operators Implementation

The CEMA recurrence poses a challenge for efficient training on GPUs due to its sequential
dependency. Standard PyTorch implementations suffer from high memory I/0 and low
core utilization. To address this, we implement a highly optimized CUDA Kernel that
reformulates the recurrence as a parallel associative scan, utilizing custom warp-level
primitives and hardware-aware memory layouts.

B.1.1 Parallel Associative Scan Formulation

To enable parallelization of Equation 1 via the prefix scan algorithm, we map this linear
recurrence to a complex affine algebra. For a given feature dimension j, we define the
multiplicative term q; € C and the additive term p; € C as:

gt = (1 —a;®;)(cos0; +isinb;), pr=u;0 ugj) (37)

The recurrence allows us to define a binary associative operator ® acting on tuples S; =
(g¢, pt)- The operation (g, py) ® (ga, pa) combines a current state b with a previous state a:

(9, Pp) © (9a, Pa) = (b - Ga, G6 - Pa + Pb) (38)
This formulation reduces the sequence modeling complexity from linear span O(L) to
logarithmic span O(log L) on parallel hardware.
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Zero-Cost Boundary Handling. To handle document boundaries inherent in variable-
length processing, we avoid control flow divergence by embedding boundary logic directly
into the algebra. Using a pre-computed mask M; € {0,1} (where 0 indicates a document
reset), we compute the effective multiplicative term as g5 = g; - M;. When M; = 0, the
state naturally resets (h; = p;), allowing uniform instruction execution across irregular
boundaries.

B.1.2 Kernel Architecture and Thread Mapping

Our kernel grid minimizes kernel launch overhead and maximizes instruction-level paral-
lelism by exploiting the specific dimensions of the hidden state H € CB*P*NxL,

¢ Feature-Major Grid: We map the feature dimension D to the CUDA Grid, where
each thread block processes a tile of features.

* Warp-Level Parallelism: We adopt a "one-warp-per-feature" strategy. Each warp
(32 threads) is assigned a unique feature index d and processes the sequence L.
Crucially, B and N dimensions are handled sequentially within the warp via loops.
This Parameter Reuse strategy enables time-invariant parameters (p,q,y) to be
loaded once into Shared Memory/L1 Cache and reused B x N times, significantly
increasing arithmetic intensity.

¢ Chunked Warp Scan: We partition sequence L into chunks of size 32. Inside each
chunk, threads utilize warp shuffle intrinsics to perform register-level cooperative
scans. This avoids the latency of round-tripping to Shared Memory for intra-chunk
dependencies.

B.1.3 Memory Hierarchy and Vectorization

To saturate HBM, we implement strictly coalesced access patterns:

¢ Vectorized float4 Storage: Since CEMA operates on complex numbers, we utilize
float4 data types to load the affine tuple (g, p). Each float4 stores 128 bits repre-
senting [Re(q),Im(q),Re(p), Im(p)]. This vectorization ensures that every global
memory transaction is 128-bit aligned and coalesced.

¢ Shared Memory Tiling: Input chunks X and parameters are prefetched into Shared
Memory bulffers. This hides global memory latency behind the arithmetic computa-
tions of the prefix scan.

B.1.4 Memory-Efficient Backward Pass

Storing the full hidden state H € CB*P*N*L for gradient computation is prohibitive for
long-context training. We employ a chunk-level rematerialization strategy:

¢ Forward Pass: We only store the chunk boundaries (the accumulated state at the
end of every 32-element chunk) to global memory.

¢ Backward Pass: The kernel reconstructs intermediate /; values on-the-fly by re-
running the forward prefix scan from the nearest stored chunk boundary, immedi-
ately followed by a backward adjoint scan.

This approach reduces the activation memory footprint by a factor of 32, enabling the
scaling of GECKO to long sequences without memory overflow.

C Experimental Details

C.1 Experiment on GECKO-1B

For a controlled comparison study, we configure the GECKO-1B model to closely follow
the architectural hyperparameters of OLMo-1B (Groeneveld et al. 2024, July 2024 release).
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Both models have 16 blocks with a feature dimension of d = 2048. We pretrained Gecko-1B
with 2.2 trillion tokens on the same Dolma v1.7 dataset (Soldaini et al., 2024) that was
used to train OLMo-1B., ensuring that both models are trained on an identical corpus of
approximately 1.7 trillion tokens. We also use OLMo-1B’s tokenizer with a vocabulary
size of 50,304. Training is performed using the AdamW optimizer (Loshchilov & Hutter,
2019) with B = 0.9, B2 = 0.95, € = 1e—8, and a peak learning rate of 4e—4. Cosine decay
schedule is used, along with 2,000 warmup steps, weight decay of 0.05, gradient clipping of
1.0, and no dropout.

As reported in Table 1 and Section 4.1, we conducted a controlled comparison between a
1B version of Gecko and OLMo1-1B (0724), pretraining on the same Dolma v1.7 dataset
with matched number of transformer blocks. During training we also matched OLMo1-1B’s
global batch size, i.e. number of tokens per optimizer step. Due to resource constraints, for
this Gecko size we abbreviated a full cosine decay schedule with a linear decay schedule at
2T tokens ensuring the linear decay was 10% of the total steps. This schedule is shown in
Figure 6. Despite not pretraining to 3T tokens as OLMo1-1B did, in Table 1 we report that
Gecko-1B (trained for 2.2T tokens) outperforms released OLMo1-1B for 5/6 benchmarks.
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Figure 6: Abbreviated Learning Rate Decay for Gecko-1B.

C.2 Experiment on GECKO-7B

In designing the GECKO-7B model, we closely follow the architectural hyperparameters
of LLAMA2-7B and MEGALODON-7B to enable a fair comparison. The model comprises
32 blocks with a feature dimension of d = 4096. As in MEGALODON-7B, we employ
SwiGLU (Shazeer, 2020) in the feed-forward layers and rotary positional embeddings (RoPE;
Su et al. 2021). LLAMA?2 is pretrained with a 4096-token context window, and MEGALODON-
7B uses a chunk size of ¢ = 4096 for its chunk-wise attention. To maintain comparable
effective context length, we set the chunk size of GECKO’s sliding chunk attention to
c = 2048, yielding the same 4096-token attention context.

Consistent with Ma et al. (2024), we use the same mixture of publicly available data as
LLAMA2, ensuring that all models are trained on an identical corpus of 2 trillion tokens.
We also adopt the LLAMA2 tokenizer with a 32K vocabulary. Training is performed using
AdamW with 81 = 0.9, B, = 0.95, € = 1le—38, and a peak learning rate of 3.5e—4. We use a
cosine decay schedule with 2,500 warmup steps, along with weight decay of 0.1, gradient
clipping of 1.0, and no dropout. Following MEGALODON-7B, we pretrain with a 32K context
window and a global batch size of 4M tokens. Training is distributed across 256 NVIDIA
H100 GPUs (16K tokens per GPU), with data parallelism of 128, chunk parallelism of 2.

Short-Context Evaluation Benchmarks. The benchmarks span four categories:
* Commonsense Reasoning (0-shot): HellaSwag (Zellers et al., 2019), PIQA (Bisk et al.,,

2020), SIQA (Sap et al., 2019), WinoGrande (Sakaguchi et al., 2021), ARC-e and -c (Clark
et al., 2018).
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* World Knowledge (5-shot): NaturalQuestions (NQ, Kwiatkowski et al. (2019)) and
TriviaQA (TQA, Joshi et al. (2017)).

¢ Reading Comprehension (0-shot): BoolQ (Clark et al., 2019).
¢ Aggregated Evaluation (5-shot): MMLU (Hendrycks et al., 2020).
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