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Abstract

As LLM agents tackle increasingly complex tasks, a critical question is
whether they can maintain strategic coherence over long horizons: plan-
ning under uncertainty, learning from delayed feedback, and adapting
when early mistakes compound. We introduce YC-Bench, a benchmark that
evaluates these capabilities by tasking an agent with running a simulated
startup over a one-year horizon spanning hundreds of turns. The agent
must manage employees, select task contracts, and maintain profitability in
a partially observable environment where adversarial clients and growing
payroll create compounding consequences for poor decisions. We evaluate
12 models, both proprietary and open-source, across 3 seeds each. Only
three models consistently surpass the starting capital of $200K, with Claude
Opus 4.6 achieving the highest average final funds at $1.27M, followed by
GLM-5 at $1.21M with 11 x lower inference cost. Scratchpad usage, the
sole mechanism for persisting information across context truncation, is
the strongest predictor of success, and adversarial client detection is the
primary failure mode, accounting for 47% of bankruptcies. Our analysis
reveals that frontier models still fail through distinct failure modes such as
over-parallelization, demonstrating the capability gaps for long-horizon
performance. YC-Bench is open-source, reproducible, and configurable.

1 Introduction

LLM-based agents have become increasingly capable in their ability to interact with envi-
ronments and use tools. Because tasks may span 100+ tool calls, it’s crucial for the agent to
know how to plan well. As such, a growing body of work has focused on planning such as
PlanBench (Valmeekam et al., 2023) and BALROG (Paglieri et al., 2025). One key attribute
that emerges in long-horizon planning is coherence: over the course of hundreds or even
thousands of interactions/steps, the agent must stay aligned with its goal, retain crucial
facts or knowledge from its past, and avoid collapse into repetitive or hallucinated behavior.

Existing works such as Vending-Bench (VB) (Backlund & Petersson, 2025) and Vending-
Bench 2, have aimed to test the ability of frontier models to maintain long-term coherence.
These works have made meaningful progress in uncovering interesting planning failure
modes and behaviors in frontier models, such as “meltdown” looping, hallucinations about
non-existent facts, and even legal threats. They also have real-world randomness, including
missed deliveries and unsatisfied customers. However, their environmental attributes have
immediate tangible ramifications. For example, if the price is set incorrectly there, the agent
observes a drop in sales the next day. In a real-world setting, running a business involves
taking calculated risks without knowing the exact outcome immediately, and it involves
taking actions that are suboptimal in the short term, in the hope of better long-horizon
rewards. Further, if the current strategy is flawed and doesn’t deliver maximum profits, the
business must improve based on experience and adapt to a changing market landscape.

To fill this gap, we introduce YC-Bench, a long-term coherence benchmark that evaluates an
LLM agent’s ability to run a simulated startup over a one-year horizon spanning hundreds of
turns. The agent operates through a CLI tool interface, deciding each turn which contracts to
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accept from a marketplace, which employees to assign based on their skill profiles, and how
to manage cash flow against recurring monthly payroll. Our environment is adversarial:
roughly a third of clients are untrustworthy, and their tasks are designed to fail. The
agent must learn to identify these clients by analyzing its own history of successes and
failures, then avoid them going forward. This is another key distinction with VB, where
the adversaries are known before commitment (e.g, adversarial suppliers). The benchmark
tests long-term coherence through a 20-turn context window that forces the agent to use a
persistent scratchpad for memory: agents that fail to record which clients are adversarial
will repeat costly mistakes after their conversation history is truncated. Compounding
dynamics reward sustained good decisions — trust builds with repeated clients, reducing
future workload, while over-staffing tasks inflates payroll costs over time. Performance is
measured by final company funds at year end, a single scalar that reflects the cumulative
impact of hundreds of sequential decisions around task selection, resource allocation, and
risk management. Our contributions can be summarized as follows:

1. We introduce YC-Bench, a POMDP-based benchmark with deterministic but un-
known transition and observation dynamics. As illustrated in Figure 1, the LLM
agent must plan and manage the day-to-day operations of a startup — accepting
tasks from diverse clients and domains, and assigning them to employees with vary-
ing skill sets. YC-Bench is designed to evaluate long-term planning and adaptive
execution under delayed, sparse rewards.

2. In our main experimental results, we extensively test on frontier models including
GPT-5.4, GPT-5.4 Mini and Nano (OpenAl, 2026), Claude Opus 4.6 (Anthropic,
2026a), Claude Sonnet 4.6 (Anthropic, 2026b), Gemini 3.1 Pro Preview, Gemini 3
Flash, Gemini 3.1 Flash Lite (Google DeepMind, 2025), Grok 4.20-beta as well as
popular open-source models like Qwen3.5-397B-A17B (Qwen Team, 2026), GLM-
5 (GLM-5 Team, 2026), Kimi-K2.5 (Kimi Team, 2026). Our main results are summa-
rized in Section 4.2 with Figure 2 containing the averaged temporal runs.

3. Through our error analysis of Section 4.2 and Section 5, we observe that most model
go bankrupt and there is still a significant gap in frontier models. Furthermore, we
observe most models are unable to be profitable, tending to fall into adversarial
client traps or under-staffing. There is also a significant gap in cost-efficiency with
open-source models being more Pareto optimal than their counterparts.

In summary, we introduce YC-Bench, a long-term coherence benchmark that evaluates an
agent’s ability to simulate running a startup. Concretely, our benchmark tests an agent’s
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Figure 1: Overview of YC-Bench. The agent interacts with the environment through CLI
commands (blue) and receives structured observations (green). The environment tracks
observable state (tasks, employees, finance, prestige, client trust) and one hidden element:
adversarial clients whose work inflation must be inferred from repeated task failures.
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ability to allocate resources in a complex organization under uncertainty, manage risk, and
adapt to adversarial dynamics over long horizons.

2 Related Work

YC-Bench sits at the intersection of several active research areas: LLM agent benchmarks,
long-horizon planning, simulation-based evaluation, tool use and memory architectures.

LLM Agent Benchmarks. The rapid growth of agentic capabilities of LLMs has spawned a
rich ecosystem of benchmarks. AgentBench (Liu et al., 2024) evaluates LLMs across eight
distinct environments, including operating systems and games; and finds that poor long-
term reasoning is the primary bottleneck for open-source models. SWE-bench (Jimenez et al.,
2024) grounds evaluation in real GitHub issues, requiring agents to navigate codebases
and generate correct patches; however, each task is an independent, bounded problem
rather than a sustained sequential process. GAIA (Mialon et al., 2024) tests general assistant
capabilities across 466 real-world questions requiring tool use and multi-modal reasoning.
AgentBoard (Ma et al., 2024) introduces the “Progress Rate” metric that captures incre-
mental advancement rather than binary success, a design philosophy shared by YC-Bench,
which tracks revenue trajectories and prestige progression rather than pass/fail outcomes.
TheAgentCompany (Xu et al., 2024) embeds agents as digital workers in a simulated soft-
ware company, finding that the best agent completes only 30% of professional tasks. Both
share YC-Bench’s emphasis on domain-grounded, consequential decision-making, but nei-
ther evaluates the sustained strategic coherence over hundreds of compounding turns that
YC-Bench requires.

Long-Horizon Planning and Reasoning. Effective performance on YC-Bench requires
agents to maintain strategic coherence over hundreds of turns, a capability that pushes
beyond the horizons tested by most existing work. PlanBench (Valmeekam et al., 2023)
evaluates LLMs on classical planning domains (Blocksworld, Logistics), finding that even
frontier models fall well short on plan generation and verification, providing evidence
that apparent planning capabilities may be retrieval rather than genuine reasoning, a dis-
tinction that YC-Bench’s novel simulation setting, immune to pretraining contamination, is
well-positioned to test. BALROG (Paglieri et al., 2025) is also closely related, evaluating
LLMs across six procedurally generated game environments spanning easy to extremely
challenging sequential tasks. Its key finding, that current frontier models still struggle
significantly with longer-horizon tasks, directly motivates YC-Bench’s focus on sustained
decision-making.

Most directly related to our work is Vending Bench (VB) (Backlund & Petersson, 2025),
which served as a key inspiration for YC-Bench. VB tests whether LLM agents can maintain
coherent behavior while operating a simulated vending machine business, and finds that
all models exhibit failure loops from which they rarely recover. YC-Bench substantially
extends this paradigm by introducing multi-domain task allocation, hidden employee
skill rates that create an information-asymmetry puzzle, compounding financial dynamics
(prestige decay, salary growth), and a multi-episode learning framework that tests whether
agents can improve across restarts. YC-Bench differentiates itself through its deterministic
business-simulation setting and its status as an open-source, extensible, and configurable
benchmark.

Simulation Environments and Strategic Games. YC-Bench belongs to a growing family
of simulation-based benchmarks that test Al decision-making in complex, multi-turn en-
vironments. Generative Agents (Park et al., 2023) introduced LLM-powered agents that
simulate believable human behavior in a sandbox, using memory storage, reflection, and
dynamic retrieval for planning; their architecture for persistent agent memory directly
informs YC-Bench’s scratchpad-based memory carryover between episodes. Cicero (, FAIR)
demonstrated that LLMs can handle negotiation and long-term planning under imperfect
information in Diplomacy, capabilities analogous to those tested in YC-Bench’s information-
asymmetric setting where agents must infer hidden employee skill rates from task outcomes.
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CivRealm (Qi et al., 2024) provides a Civilization-based benchmark requiring resource
management and diplomacy over extended horizons, but both RL- and LLM-based agents
struggle with the full game’s complexity, motivating benchmarks like YC-Bench that isolate
specific aspects of strategic decision-making in a controlled, deterministic setting.

3 YC-Bench

This section describes the YC-Bench benchmark, which we mathematically formalize as a
Partially Observable Markov Decision Process (POMDP) and describe the different com-
ponents and dynamics involved in the benchmark including Tasks, Employees, Clients,
Memory and Simulation Clock.

Environment Definition. We formalize YC-Bench as a Partially Observable Markov Decision
Process (POMDP) M = (S,0, A, T,R), where S is the state space, O is the observation
space, A is the action space, 7 : S x A — S is the deterministic transition function, and
R : 8§ x A — Ris the reward function defined as the net change in company funds.
The agent operates a company over a one-year simulated horizon, starting with $200,000
in funds. At each turn ¢, the agent receives a partial observation o; € O and selects a
sequence of actions a; € A%, after which the environment transitions deterministically to
st41 = T (st,a¢). The agent controls time progression explicitly by issuing a sim resume
command; between time advances, it may issue arbitrarily many actions within a single
turn. The episode terminates when funds drop below zero (bankruptcy) or the horizon ends.
The objective is to maximize final funds fr.

We now describe the core mechanics of the environment that determine agent performance.
At a high level, the agent must balance competing pressures: completing tasks to generate
revenue while avoiding adversarial clients that inflate work requirements, building domain
prestige to unlock higher-reward tasks, and managing a payroll that grows with every
successful completion. The full agent action space is in Appendix A.

Tasks and domains. The agent’s sole source of income is completing tasks accepted from
a marketplace. Each task belongs to one of four industry domains—training, inference,
research, and data engineering—and is issued by a client. A task comes with a prede-
termined reward, a deadline that activates upon acceptance, and a work quantity in that
domain that employees must complete before the deadline. Accepting a task may require a
minimum prestige level in its domain and a minimum trust level with its client. The agent
maintains a prestige level in each domain: higher prestige unlocks higher-reward tasks and
linearly scales their payout. Completing a task grants both funds and a prestige increase in
its domain, creating a progression dynamic where early task selection determines which
high-value tasks become accessible later. If the agent fails to complete a task by its deadline,
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Figure 2: Out of the 12 models that we benchmark on YC-Bench, 5 models are profitable and
only 3 turn a substantial profit (5x profit). The figure plots the funds across time averaged
across three seeds for each model. Comprehensive results can be found in Appendix D.
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it incurs a penalty of 35% of the advertised reward and a prestige reduction, incentivizing
accurate estimation of completion time relative to employee capacity.

Employees and productivity. The company has a fixed roster of staff members that cannot
be hired or fired. Each employee has a per-domain productivity level, the quantity of work
they complete per hour in that domain. The agent can query productivity levels directly via
employee list. Each employee also has a tier label (junior, mid, or senior) reflecting their
average productivity, but productivity distributions are spiky: a senior-tier employee may
have senior-level throughput in training but junior-level throughput in research. Effective
employee assignment therefore requires the agent to match employees to tasks based on
their domain-specific strengths rather than relying on tier alone. Upon successful task
completion, assigned employees receive a productivity boost, a percentage increase to their
productivity in the task’s domain, capped at a maximum rate. This makes employees
more productive over time, rewarding consistent domain-specialized assignment. However,
each completion also triggers a salary bump, a fixed raise based on the employee’s tier.
The monthly payroll therefore grows monotonically with the number of completed tasks,
creating pressure to prioritize high-reward tasks that outpace rising costs.

Clients. Each task is issued by one of several clients. The agent builds trust with a client by
completing its tasks successfully; higher trust reduces the work required on future tasks
from that client and unlocks higher-tier tasks. However, completing a task for one client
slightly decays trust with all others, so the agent must choose which client relationships to
invest in.

Adversarial clients. A subset of clients are adversarial: after the agent accepts one of their
tasks, the environment inflates the work quantity, making the deadline nearly impossible to
meet. Adversarial status is hidden and never revealed directly. Crucially, adversarial clients
offer competitively high rewards, so the agent cannot simply filter by price. The agent must
instead infer which clients are adversarial from the pattern of repeated task failures.

Observations. At the start of each turn, the agent receives a structured status summary
containing the current timestamp, funds, monthly payroll, runway estimate, active task
count, and a list of events since the previous turn (task completions, fund changes, salary
bumps, deadline margins). All other state information (employee skill tiers, market tasks,
client trust levels, per-task progress) must be actively queried through observe actions. The
key hidden quantity is client reliability levels, which must be inferred from the pattern of
task outcomes.

Simulation Clock. The agent controls the passage of simulated time explicitly. Calling sim
resume advances the clock to the next scheduled event, typically a task checkpoint (25%,
50%, 75%, or 100% completion), a monthly payroll deduction, or the horizon end. Between
events, the agent may issue arbitrarily many actions to reassess strategy, accept new tasks, or
reassign employees. Work progresses only during business hours (weekdays), and payroll
is deducted on the first business day of each month.

Memory. The agent’s conversation history is truncated to the most recent K turns (we
use K=20 in our experiments). To maintain long-term coherence, the agent may write
to a persistent scratchpad that is injected into the system prompt on every turn. The
scratchpad is the agent’s sole mechanism for retaining information across context truncation,
for example recording which clients are unreliable, which employees are strongest in which
domains, or strategic rules derived from past performance. This design does not bias
toward any particular memory strategy; instead, it tests whether agents can autonomously
determine what information is worth persisting.

4 Experiments

4.1 Experimental Setup

Models We evaluate 12 models spanning seven providers: GPT-5.4, GPT-5.4-Mini, and
GPT-5.4-Nano (OpenAl); Claude Opus 4.6 and Claude Sonnet 4.6 (Anthropic); Gemini 3.1
Pro, Gemini 3 Flash, and Gemini 3.1 Flash Lite (Google); Qwen 3.5-397B (Alibaba); GLM-5
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Mean K=60 per seed
Model K=20 K=60 1 2 3
Claude Opus 4.6 1,270 1,141 1,603 —-32 1,852
GLM-5 1,208 503 1,253 260 —4
GPT-5.4 1,001 601 908 896 -1

Table 1: Final funds ($K) at context window K=20 vs. K=60 for the top three models, three
seeds each. Negative values indicate bankruptcy; every model gains at least one bankrupt
seed at K=60.

Seed1 Seed2 Seed3 Mean

Oracle (greedy + perfect adversarial info) 1,403 1,573 1,526 1,501
Claude Opus 4.6 (best model) 994 750 2,065 1,270

Table 2: Per-seed final funds ($K) for the oracle baseline and the strongest model. The oracle
avoids bankruptcy on every seed and wins on average, but Opus beats it on seed 3.

(Zhipu Al); Kimi-K2.5 (Moonshot Al); and Grok 4.20 (xAl). Each model is evaluated on 3
seeds using the default preset, for a total of 36 LLM runs. We use the LiteLLM framework
for inference and OpenRouter as the model provider. Full configuration hyperparameters
are listed in Appendix B and the agent system prompt can be found in Appendix C.

Baselines We compare against two rule-based baselines. The greedy baseline accepts the
highest-reward task available on the market each turn, assigns all employees to it, and
advances the simulation clock; it does not check client history, specialize employees by
domain, or use the scratchpad. An LLM-based agent should surpass it by selecting tasks
from non-adversarial clients and matching employees to task domains over the long term.
The oracle baseline applies the same throughput-maximizing rules but additionally observes
each client’s hidden reliability value and refuses any task from a client below the adversarial
threshold. It isolates the value of perfect adversarial-client information while holding the
rest of the policy fixed, and is therefore a probe of one axis of the benchmark rather than an
upper bound on attainable performance.

4.2 Main Results

YC-Bench reveals large performance gaps between frontier models that score similarly
on standard benchmarks. As shown in Figure 2, of the twelve models evaluated, only
three (Claude Opus 4.6, GLM-5, and GPT-5.4) exceed $1,000,000 in average final funds,
2-3x higher than the next-best model. Only five models turn a profit on average; the
remaining seven finish below their $200,000 starting capital, and several go bankrupt in at
least one seed. Figure 2 shows that the divergence emerges by February—March, roughly
60 days into the simulation. Top models concentrate on one or two clients early, triggering
a trust snowball: each success reduces future task workloads (up to 50%), enabling more
completions per month, which builds further trust. Models that spread work across many
clients never reach meaningful work reduction and enter a payroll-driven decline. Retaining
more history does not close this gap: raising the context window from K=20 to K=60 leaves
the top three models flat or worse and adds at least one new bankruptcy in each, indicating
that the bottleneck is strategic coherence rather than raw context (Table 1; Appendix F).

Perfect adversarial-client information outperforms every model’s learned strategy, but
does not saturate the benchmark. The oracle baseline goes bankrupt in none of its three
seeds and finishes at $1,501K on average, above Claude Opus 4.6 at $1,270K and far above
every other model (Table 2). Two conclusions follow. First, adversarial-client detection is the
dominant axis: once an agent knows which clients to avoid, plain throughput-maximizing
rules reach the top of the leaderboard, consistent with adversarial failures causing 47%
of bankruptcies. Second, the benchmark does not reduce to that single axis. On seed 3,
Opus reaches $2,065K against the oracle’s $1,526K, so a model that reassigns employees and
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Figure 3: We observe that better models are able to build client trust over time by strategically
selecting clients. What is surprising is smaller distilled models (Sonnet-4.6) do worse than
contemporaries (Gemini-3-Flash) unlike VB.

re-paces its commitments as conditions change can beat a fixed policy that already holds
perfect adversarial knowledge. Dynamic resource allocation is a genuine second axis, and
we do not know how to write a representative rule-based program for it.

The three-tier separation is stable under additional seeds. Since we evaluate n=3 seeds
per model, we verify that the tier structure is not a sampling artifact. Across seeds, the top
tier’s worst run remains profitable (>$362K), middle-tier worst runs straddle zero, and
bottom-tier best runs stay below $300K, so the tiers do not overlap, though fine-grained
ordering within a tier is not resolved at n=3. Re-running two models at n=20 preserves
their order: DeepSeek v3.2 reaches $250K (95% bootstrap CI [$119K, $392K]) and Qwen
3.5-397B $49K ([—$5K, $117K]), disjoint intervals with a ~5x gap (Appendix E).

Only a few models can stick to improving client trust in the long term; most models
choose clients indiscriminately. Figure 3a shows the ratio of completed tasks that require
the model to gain non-zero trust level with the client that issues the task. A model is
motivated to choose tasks that require trust if they are accessible because they come with
both higher rewards and smaller workloads. Despite the clear motivation to selectively
focus on a particular subset of clients, most models do not build trust consistently with
clients. This is seen in Figure 3a, where we see most models maintain a minimal trust level
(1-2) with most clients, barring themselves from access to tasks with higher returns. Analysis
of the model scratchpads in Figure 4b shows that only 4 out of 10 models across 6 out of 30
runs explicitly maintain a “whitelist” of clients to work with. The rest of the runs distribute
tasks among clients discriminately: “Avoid only” shows that the model only maintains a list
of clients not to work with; “Select + Avoid’ shows that the model in addition maintains a
list of clients to focus on; "No policy’ means no list is maintained.

Identifying adversarial clients in the market remains a challenge for all but a few models.
Figure 4a computes the average ratio of adversarial client tasks in all tasks accepted by each
model across seeds. Half of all the models accept adversarial tasks at a rate higher than the
natural market share of those tasks, showing that these models either are indifferent to the
adversarial clients or come to prefer them over good clients by misjudgment. As shown in
Figure 4b, two-thirds of all runs make no mention of “blacklisting” any adversarial client in
their strategy, leading them to choose clients indiscriminately.

However, as Figure 4a also reveals, the three top-performing models on average strategically
accept adversarial tasks significantly less frequently than the baseline, at 1/4 the rate
of the next best model. As the scratchpad reveals, the top-performing models correctly
spot the increase in work quantity before and after accepting the problematic tasks and
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subsequently write explicit guidelines to never accept tasks from those clients. Despite
occasional inconsistencies in following the guidelines, these instructions effectively prevent
excessive task failures caused by these adversarial tasks.

Even the top-performing models still suffer from repercussions of suboptimal employee
assignment decisions. Figure 5a breaks down all failed tasks for each model across runs by
the cause of failure. Although failure to identify adversarial clients is still the most common
pitfall by design, 7 out of 11 models have a substantial portion of failure attributed to subop-
timal employee assignment. Specifically, they either assign employees whose productivity
can never theoretically complete the task in time or spread employees’ effort across multiple
tasks so that their throughput on each task cannot meet the minimal requirement. When the
model assigns employees to tasks, they have perfect information about the amount of work
in each task and the employee’s productivity relevant to its domains. As a result, the failure
stems from not properly estimating the speed of completion against the deadline and not
taking into account the fact that working on multiple tasks slows each employee down.

Models drastically differ in cost-efficiency, with medium-performing models such as
Kimi-K2.5 striking a superior balance between cost and revenue over top-performing
ones. Figure 5b calculates how much in-game revenue in million dollars each model gener-
ate per dollar in API costs. Kimi-K2.5 achieves superior performance over all other models,
having a 2.5x performance gap with the next most cost-effective model, Gemini-3-Flash.
The three top-performing models significantly lag behind in terms of cost-effectiveness,
especially the strongest model Claude-Opus-4.6, despite yielding 3 x the return of the most
cost-effective model. The ranking has practical weight for production because it shows how
much actual return is to be expected from each model if we take the inference cost into
account. Refer to Appendix G for summary statistics on token usage, time, and cost.

5 Error Analysis

We analyze four models to understand the behavioral mechanisms behind their performance,
focusing on their error modes. The brackets are (Final Revenue, Number of Bankruptcies).

Claude Opus 4.6 ($1.27M avg, 0/3 bankrupt). Opus actively uses the scratchpad to strate-
gize, rewriting it ~34 times per run across four topics: calibrating environment mechanics
from observed completions, following a one-task-at-a-time workflow, building a client
blacklist, and tracking per-client success rates to optimize trust-gated task selection. These
topics emerge in a consistent order: calibration dominates the first ~10 turns, workflow
rules solidify by Turn ~20, adversarial clients are flagged by Turn ~25, and trust-based

How often do models accept adversarial tasks? Do models maintain a client selection policy?

Opus 4.6 -

Opus 4.6 - .
GLM-5 [#—¢

GPT-5.4 -1 4

Kimik2.5 g

GPT-5.4 -

Kimi K2.5 -

Gemini Flash - — Gemini Flash -
Gemini Flash Lite - —— Gemini Flash Lite - Select + Avoid
Avoid only
GPT-5.4-Mini - + GPT-5.4-Mini - No policy
Sonnet 4.6 - s Sonnet 4.6 -
Qwen 3.5 - ]
Qwen 3.5 -
Gemini Pro - —
Gemini Pro -
GPT-5.4-Nano - —
Grok 4.20 - —_— GPT-5.4-Nano -

(a) Average ratio of adversarial client tasks  (b) Client selection policy as observed in agent
among all accepted tasks. Error bars show per-  scratchpads for each of the 3 seeds.

seed range. Dashed line indicates the natural

market share of adversarial tasks (~32%).

Figure 4: Analyzing how the models deal with adversarial clients, who have appealing
rewards when accepting a task but have a lot more work than claimed (scope creep).
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optimization continues for the remainder of the run. It also inspects every task before
acceptance (~155 calls per run). Despite this, Opus is not flawless: in Seed 2 ($750K), it
accepts a task from a blacklisted client in August and accumulates 9 legitimate failures in
the second half as higher-prestige tasks prove harder to complete.

Gemini 3 Flash ($394K avg, 0/3 bankrupt). Flash averages 2 scratchpad entries per run,
rarely inspects tasks, and executes an identical 4-command cycle every turn: accept, assign
all 8 employees, dispatch, resume. This lack of adaptation is costly: Flash accepts 12
adversarial tasks across the run, all of which fail, capping its earnings well below the top
tier. Its 0/3 bankruptcy rate reflects sufficient throughput to absorb these losses, not the
ability to avoid them.

Claude Sonnet 4.6 ($103K avg, 2/3 bankrupt). Sonnet exhibits a reasoning—execution gap: it
derives correct strategies but fails to act on them. At Turn 7 in Seed 1, it writes a correct
feasibility formula to the scratchpad (“required_qty / total rate must be < deadline hours”)
and a “one task at a time” rule. It then ignores both: Turn 8 accepts four tasks without
inspection, and over the full run it averages 7.23 concurrent active tasks (max 16). Of its 17
failed tasks, 41% result from understaffing (tasks that would succeed with all 8 employees
assigned), 18% from assigning employees poorly matched to the task domain, and 12% from
re-accepting adversarial clients without ever recording the pattern in its scratchpad. Sonnet
averages 8 scratchpad entries per run but stops updating early, leaving stale financial data
($152K) while the actual balance drops to —$3K.

Grok 4.20 ($14K avg, 2/3 bankrupt). Grok shows aware inaction: its scratchpad accurately
identifies critical issues (“Runway down to 1 month,” “Avoid Equinox”) but these obser-
vations do not translate into changed behavior: it accepts a task from Vanguard ML (0%
historical success rate) with 6 days of runway remaining. It also does not manage its active
task portfolio, leaving one task accepted in March uncompleted and uncancelled for 81
days until bankruptcy. Grok averages 0.92 commands per turn, the lowest of any model
evaluated (Table 5), suggesting it spends most turns on observation and deliberation rather
than task execution.

Opverall, the four profiles reveal a spectrum of long-term incoherence. Flash fails through the
absence of reflection; Grok reflects accurately but cannot close the loop between diagnosis
and action; Sonnet’s reflection is structurally correct but temporally inconsistent, with rules
written and immediately abandoned. Only Opus sustains self-correcting reflection, and

Why do models fail on tasks? How cost-efficient are models?
Opus 4.6 [ i il Kimi k2.5
GLM-5 [ ] Gemini Flash Lite 4
GPT-5.4 - [ ] Gemini Flash - A
Kimi K2.5 - [ ] GLm-s ST —
Gemini Flash - GPT-5.4-Nano +=——+
Gemini Flash Lite - [ | Qwen 3.5 +=—4
GPT-5.4-Mini [ | GPT-5.4 -4
Sonnet 4.6 - [ ] GPT-5.4-Mini ++—4
Quen 3.5 - Opus 4.6 +
Gemini Pro - Gemini Pro +
GPT-5.4-Nano - Failed to identify adversarial clients [ ] Grok 4.20 +
Grok4.20 4 B Assigned \nFapable employees I Sonnet 4.6 4
Over-committed employees to tasks

% of failures In-game revenue / API cost le6
(a) Failure mode breakdown. Models miss task  (b) Cost efficiency measured as revenue per dol-
deadlines due to (1) failing to identify adversarial ~ lar of API cost. Error bars show per-seed range.
clients; (2) assigning incapable employees; or (3)
over-committed employees to tasks.

Figure 5: Other than identifying adversarial clients there are two other primary task failure
modes, especially wrong employee assignment. We observe that Kimi-K2.5 is the most cost
efficient, whereas the second highest ranking model, GLM-5 is substantially (10 x) better
than Opus-4.6 on cost efficiency.
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Claude Opus 4.6

CONFIRMED RATE: ~@.33 multiplier when

all 8 on SINGLE task
CRITICAL RULES

1. ONE task at a time

2. Accept » inspect - assign »
dispatch ...

5. AVOID Equinox & Vanguard (4x gty
inflation)

FAILS: Task-10 (Vanguard), Task-191
(Equinox)

> task inspect Task-114
> task accept Task-102 (client
Equinox Labs)

Task-102: FAILED (scope creep 4x).
Scratchpad said "AVOID Equinox Labs."
Agent accepted anyway.

Rare slip. 94% success rate, 30

scratchpad updates across 400+ turns.

$1.27M avg

Gemini 3 Flash $394K avg

Focus on Cortex Intelligence and Prism
Analytics to build trust. Always
assign all 8 employees to high-value
tasks

(1 write total. No adversarial
identification.)

> task accept Task-191 (client
Equinox Labs)

> task assign --employees ALL 8
> task dispatch

> sim resune

12 adversarial tasks accepted and failed
across the run. Survives because 51 good
tasks absorb losses.

No learning. Brute-force throughput
absorbs 12 adversarial failures.

Claude Sonnet 4.6 $103K (2/3 bankrupt)

##t CRITICAL LESSONS
1. ALWAYS inspect task deadlines
before accept.

2. required_qty / total_rate= hours
needed

## CLIENTS

- Vanguard ML: Premium, research ...

> task accept Task-25
> task accept Task-183
(0 task inspect calls)

Task-183: FAILED (529h / 168h)
Task-25: FAILED (87h / 58h)
All detectable by agent's own formula

Correct reasoning, zero follow-through.
Violates its own rules the very next turn.

Grok 4.20 Beta

WARNING: Runway down to 1 month after
payroll.

Task-70 is active but deadline was Mar
14 and current is Jun 2. Tt will
likely fail. Need to complete more
high-reward Cortex tasks ASAP.

Avoid new tasks for Equinox (@
trust).

> task accept Task-118 (client:
Vanguard ML)

(0% historical success) (6 days runway
remaining)

Bankrupt 7 days later.
Task-70 still rotting (81 days).
Never cancelled, never reassigned.

Full awareness, no corrective action.
Bankrupt 7 days after accepting a 0%-
success client.

$14K (2/3 bankrupt)

Figure 6: Representative failure moments for four models. Each panel shows the scratchpad
state, agent action, and outcome. From left to right: Opus violates its own blacklist; Flash
blindly accepts adversarial tasks through a rigid loop; Sonnet writes a correct rule and
immediately ignores it; Grok diagnoses its bankruptcy but takes no corrective action.

even it occasionally violates its own blacklist. Long-horizon coherence is therefore not a
single capability but a pipeline — perceive — record — retrieve — act consistently — and
current models fail at different stages of it.

6 Conclusion

We present YC-Bench, a simulation-based benchmark for the long-term coherence, planning,
and consistent execution abilities of LLM agents. Its design components can only be handled
by a model that optimizes over long horizons: evolving client trust relationships, disruption
by adversarial clients, and compounding financial pressure from company growth.

YC-Bench reveals that long-horizon coherence remains a critical, under-tested capability:
only 3 of 12 frontier models grew their starting capital, and scratchpad usage was the
strongest single predictor of success. Adversarial client detection, accounting for 47% of
bankruptcies, exposes a failure mode that benchmarks with immediate environmental
feedback cannot surface. Our error analysis reveals a recurring reasoning—execution gap:
models derive correct strategies but fail to act on them, suggesting that deliberation and
execution are not yet unified in current frontier models.

For practitioners, our cost-efficiency analysis further shows that raw performance rankings
do not translate directly into deployment value: Kimi-K2.5 achieves 2.5x better revenue
per API dollar than the next-best model, while Claude Opus 4.6, despite having the highest
absolute returns, lags significantly on cost efficiency.

Limitations and Future Work. YC-Bench deliberately omits much of what running a
real startup involves: customer discovery, product-market fit, fundraising, pricing, and
competitive dynamics. We restrict the environment to two axes, long-horizon resource
allocation under delayed feedback and adversarial-client detection, because these alone
are already unsolved: only 3 of 12 frontier models cleared their starting capital on them,
and even a rule-based agent with perfect adversarial knowledge does not max out the
scoreboard. The narrow scope is what makes the benchmark hard; the remaining axes raise
their own design questions and are better treated as separate work. Other assumptions
worth relaxing: employees cannot be hired or fired, disruptions are limited to adversarial
clients rather than random exogenous events, and quantitative signals are numerical rather
than natural language. We release YC-Bench as an open-source, configurable benchmark for
stress-testing future models.
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Appendix
A Action Space

The complete list of CLI commands the model can use in YC-Bench is provided in Table 3.
Together they define the possible action space for the model.

Category Command Effect

Observe company status Funds, prestige, payroll

Observe employee list Names, tiers, salaries, productivity

Observe market browse Available tasks with client, reward, do-
mains

Observe  task list Accepted tasks with status and progress

Observe  task inspect --task-id T Per-domain progress, deadline, assign-
ments

Observe  client list Client trust levels and tiers

Observe client history Per-client success/failure counts

Observe  finance ledger Full transaction history

Task task accept --task-id T Accept from market; starts deadline

Task task assign --task-id T --employees E  Assign employees to task

Task task dispatch --task-id T Begin work on assigned task

Task task cancel --task-id T --reason R Abandon task; prestige penalty

Sim sim resume Advance clock to next event

Memory  scratchpad write --content C Overwrite persistent notes

Memory  scratchpad append --content C Append to persistent notes

Table 3: Agent action space. All actions are CLI commands with arguments constructed as
free-form text. Multiple actions may be issued per turn.

B Default Configuration for YC-Bench

The default configuration parameter for each variable in the environment is provided in
Table 4.

We selected this configuration because it is adequately difficult without being unfair or
unnecessarily difficult for frontier models.

C System Prompt

The system prompt for each evaluation run is provided as follows. The model can access
the system prompt in the chat history at all times during each turn.

You are the CEO of a startup in a business simulation. Maximize funds and
prestige while avoiding bankruptcy.

All actions use “yc-bench™ CLI commands via “run_command . All return
JSON.

## Core Workflow (repeat every turn)

*%*You must always have active tasks running. Every turn, follow this loop

k%
1. “yc-bench market browse™ — pick a task
2. “yc-bench task accept --task-id Task-42° — accept it

3. “yc-bench task assign --task-id Task-42 --employees Emp_1,Emp_4,Emp_7"
— assign employees (check ~“employee list~ for skill rates)

13
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Category Parameter Value Description
Simulation Horizon 1yr Evaluation period
Simulation Auto-advance 5turns Idle turns before forced advance
Simulation Business hours 9-18 Weekdays only
Workforce Employees 8 Fixed roster
Workforce Initial funds $200K  Starting capital
Workforce Salary bump 1%/task  All assigned employees
Market Market tasks 200 Initial pool

Market Browse limit 50 Visible per query
Market Clients 6 Total count

Prestige Range [1,10] Per domain

Prestige Decay 0/day No passive loss
Prestige Reward scale 0.30 Reward multiplier
Prestige Req. prestige Tri(1,5,1) Task requirement dist.
Deadlines Qty/day 150  For deadline calc
Deadlines Min days 7  Minimum deadline
Deadlines Fail penalty 35%  Of advertised reward
Deadlines Cancel penalty 15 xJ  Prestige lost

Trust Max 5.0 Per client ceiling
Trust Build rate 5.0 ~5 tasks to significant
Trust Work reduction 50% At max trust

Trust Gated fraction 30%  Tasks requiring trust
Trust Focus pressure 0.3  Cross-client decay
Adversarial Fraction 35%  Adversarial clients
Adversarial Scope creep > 3.0x  Work inflation floor
Salary Tiers Junior (50%) $2-4K/mo  Rate 1-4 units/hr
Salary Tiers ~ Mid (35%) $6-8K/mo  Rate 4-7 units/hr
Salary Tiers Senior (15%) $10-15K/mo  Rate 7-10 units/hr
Distributions  Task reward Tri($2K,$12K,$5K)  Per task

Distributions Domain count 1 Domains per task
Distributions  Work qty Tri(400,1500,800)  Units per domain
Memory Context window 20 turns  Before truncation
Memory Scratchpad Persistent  In system prompt

Table 4: Default configuration hyperparameters for YC-Bench.
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4. “yc-bench task dispatch --task-id Task-42° — start work
5. “yc-bench sim resume™ — advance to next event (requires active tasks)

Run multiple tasks concurrently when possible. Accept — assign — dispatch
a second task before calling sim resume.

*xUse “yc-bench scratchpad write > x* to save strategy notes — your
conversation history is truncated after 20 turns, but scratchpad
persists in the system prompt. Write reusable rules, not one-off
observations.

## Commands

### Observe

- “yc-bench company status™ — funds, prestige, payroll

- “yc-bench employee list™ — employees with skill rates per domain

- “yc-bench market browse [--domain X] [--reward-min-cents N] [--1limit N
1> — available tasks

- “yc-bench task list [--status X]° — your tasks

- “yc-bench task inspect --task-id Task-42° — task details

- “yc-bench client list™ — clients with trust levels

- “yc-bench client history ™ — per-client success/failure rates

- “yc-bench finance ledger™ — financial history

### Act

- “yc-bench task accept --task-id Task-42° — accept from market

- “yc-bench task assign --task-id Task-42 --employees Emp_1,Emp_4,Emp_7"
— assign employees (comma-separated)

- “yc-bench task dispatch --task-id Task-42° — start work (must assign
first)

- “yc-bench task cancel --task-id Task-42 --reason "text"”>™ — cancel (
prestige penalty)

- “yc-bench sim resume”™ — advance time

- “yc-bench scratchpad write --content "text"~™ — save notes

- “yc-bench scratchpad append --content "text" ™ — append notes

## Key Mechanics

- **Salary bumpsx**: completed tasks raise salary for every assigned
employee. More employees assigned = higher payroll growth.

- *xThroughput split**: employees on multiple active tasks split their
rate (rate/N). Two tasks run at 50% each.

- **Deadlines#**: success before deadline = reward + prestige. Failure =
prestige penalty, no reward.

- *xTrust**: completing tasks for a client builds trust -> less work per
task, access to gated tasks. Working for one client erodes trust with

others.

- xxNot all clients are reliable.** Check “client history~ for failure
patterns.

- x*Payroll**x: deducted monthly. Funds < @ = bankruptcy.

- Prestige grows per domain. Higher prestige unlocks better-paying tasks.

Listing 1: Agent system prompt.

D Main Results & Tool-Usage Statistics

Figure 7 shows the average revenue of each model across all three seeds, with the horizontal
line showing the starting fund. Figure 8 shows the revenue progression of all models per
seed. The relative performance difference across models is consistent across seeds. Figure 9
and Table 5 further break down specific behavioral patterns by models.
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Figure 7: Average final funds across three seeds for all 12 models and the greedy baseline,
sorted by performance. Only three models (Claude Opus 4.6, GLM-5, GPT-5.4) consistently
surpass the starting capital.

Seed 1 Seed 2 Seed 3
$2.20M - 1 1
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—— Gemini 3 Flash
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Figure 8: Monthly funds trajectory across three seeds.
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Figure 9: Average number of tool calls per run for the top three and bottom three performing
models, grouped by command type. Top models execute 3-4x more actions overall, with the
largest gaps in task inspection and scratchpad usage.
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Model SP/100T Inspect/Accept AvgConc. Cmd/Turn
Claude Opus 4.6 5.6 1.10 2.0 1.41
GLM-5 27 0.26 1.5 2.16
GPT-5.4 10.6 1.43 2.5 2.63
Kimi-K2.5 0.6 0.00 1.3 1.18
Gemini 3 Flash 0.2 0.11 1.2 0.24
Gemini 3.1 Flash Lite 0.9 0.02 1.2 2.16
GPT-5.4 Mini 0.2 0.22 1.0 0.04
Claude Sonnet 4.6 4.6 0.64 7.2 2.01
Qwen 3.5-397B 0.7 0.01 2.5 1.00
Gemini 3.1 Pro 0.0 0.00 1.1 1.06
GPT-5.4 Nano 0.0 0.08 1.2 0.08
Grok 4.20 Beta 04 0.65 1.5 0.92

Table 5: Behavioral statistics per model, averaged across 3 seeds and sorted by average
final funds. The top three models use the scratchpad and task inspection significantly more
than others. Sonnet’s average concurrency of 7.2 is a clear outlier, consistent with its high
understaffing failure rate. GPT-5.4 Mini and Nano execute fewer than 0.1 commands per
turn despite running thousands of turns, indicating most turns produce reasoning without
action. SP/100T: scratchpad writes per 100 turns. Inspect/Accept: ratio of task inspect to
task accept calls. Avg Conc.: mean simultaneously active tasks. Cmd/Turn: commands
executed per turn.

E Statistical Robustness of the Model Ranking

Our main experiments use n=3 seeds per model. This appendix reports the evidence that
the three-tier structure discussed in Section 4.2 is not an artifact of that sample size.

Per-seed ranges at n=3. Table 6 gives the minimum and maximum final funds observed
across the three seeds of each model. At n=3, the chance that the smallest (or largest) of
three samples falls outside the central 95% of the distribution is (1/3)® a~ 3.7%, which
already exceeds the 2.5% tail, so a percentile bootstrap interval collapses to the observed
min—-max range. The per-seed range is therefore the 95% interval, and adding error bars
to Figures 2 and 7 would redraw the same information. The top tier’s worst seed is still
profitable (>$362K), the middle tier’s worst seeds straddle zero, and the bottom tier’s best
seeds top out below $300K. Tier-level claims are therefore robust at #=3, while fine-grained
ranking within a tier is not resolved at this sample size.

Tier Model Min ($K) Max ($K)
Claude Opus 4.6 750 2,065
Top GLM-5 757 2,096
GPT-54 362 1,578
Kimi-K2.5 —23 790
Middle Gemini 3.1 Flash Lite 31 494
GPT-5.4 Mini -1 413
Qwen 3.5-397B —35 272
Bottom Gemini 3.1 Pro —12 198
Grok 4.20 —-30 75

Table 6: Minimum and maximum final funds across the three seeds of each model, for three
representative models from each of the three performance tiers. The tiers do not overlap:
the worst top-tier seed is still profitable, the worst middle-tier seeds straddle zero, and the
best bottom-tier seeds stay below $300K.

Scaling to n=20 seeds. To check that the ranking does not change at a larger sample size,
we ran 20 seeds each for two models drawn from different tiers: DeepSeek v3.2, a mid-tier
model evaluated for this robustness study, and Qwen 3.5-397B, which sits in the bottom
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tier at n=3. Results are in Table 7. The bootstrap 95% confidence intervals do not overlap,
DeepSeek’s mean is roughly 5x Qwen'’s, and the tier separation identified at n=3 holds at
n=20.

Model n  Mean ($K) 95% bootstrap CI ($K)
DeepSeek v3.2 20 250 [119, 392]
Qwen 3.5-397B 20 49 [—5,117]

Table 7: Final funds over 20 seeds for one mid-tier and one bottom-tier model. The intervals
are disjoint, so the tier gap observed at n=3 is not a small-sample artifact.

F Ablation: Context Window Size

$1.00M- GPT-5.4
Gemini 3 Flash
GPT-5.4 Mini
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$800K -

$600K -

Net Worth

$400K -
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$200K -

$0K- . . .
20 30 40 50
Context Window Size (K turns)

Figure 10: Average final funds vs. K (number of retained turns), across three seeds.

We vary the number of retained conversation turns K & {20, 30, 40, 50} across four models
and three seeds each (Figure 10). Three of four models peak at K = 30, with GPT-5.4 Mini
improving by 123% and Gemini 3 Flash by 27%, before degrading sharply at higher values.
GPT-5.4 performs best at the default K = 20: at K = 30, it issues fewer commands per
turn and never learns to bundle accept-assign-dispatch into a single action, reducing task
throughput by over 60%. All four models degrade beyond their optimal K, suggesting that
larger context windows reduce per-turn action efficiency faster than they improve decision
quality.

Extending the ablation to the top of the ranking. The sweep above covers four mid-
and lower-tier models. To check that the pattern is not confined to weaker models, we
additionally ran K=60 for the three strongest models (Table 1 in the main text). The
behavior is consistent across all three: going from K=20 to K=60 introduces at least one new
bankruptcy per model, and the mean either stays flat (Opus 4.6) or drops sharply (GLM-5 by
58%, GPT-5.4 by 40%). This extends the non-monotonic pattern to the top of the leaderboard
and supports our central claim: the bottleneck is not how much context a model can see, but
whether it can keep a strategy coherent over a long horizon. A larger K supplies more raw
history but also more distractors, and at K=60 at least one seed per top model mismanages
the extra signal into a bankruptcy.

G Summary of Token Usage, Cost, and Time

Table 8 summarizes the API cost, number of total tokens, and runtime in minutes of each
model.
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Model Bankrupt Cost ($) Tokens Runtime (min)
Claude Opus 4.6 0/3 86.07 +41.17 16.7M 70 4 36
GLM-5 0/3 7.62 £ 1.06 8.3M 4047
GPT-5.4 0/3 23.08 £ 7.07 9.5M 1945
Kimi-K2.5 1/3 1.79 +£2.74 3.8M 21 + 30
Gemini 3 Flash 0/3 1.83 £ 0.32 3.8M 6t1
Gemini 3.1 Flash Lite 1/3 0.59 +0.22 2.6M 6+2
GPT-5.4 Mini 2/3 1.34 +1.83 1.8M 3+4
Claude Sonnet 4.6 2/3 18.06 £ 18.87 5.8M 23+ 24
Qwen 3.5-397B 2/3 1.16 +0.79 2.8M 13+ 8
Gemini 3.1 Pro 2/3 7.36 + 8.18 2.8M 7+6
GPT-5.4 Nano 2/3 0.41 +0.20 2.0M 341
Grok 4.20 2/3 5.03 4 2.40 2.9M 442

Table 8: Computational cost per run, averaged across three seeds (4 &= ). Models are sorted
by average final funds.
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