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Abstract

Reinforcement learning (RL) has become a key technique for improving the
reasoning and agentic abilities of large language models (LLMs). Although
FP8 quantization can accelerate RL training, maintaining stability through-
out an FP8 RL pipeline remains challenging. While previous works have
focused on resolving train-inference mismatches using correction tech-
niques like TIS, we reveal that full-pipeline FP8 RL still suffers from severe
training instability, manifesting as anomalous mid-training entropy surges
and garbled outputs. We trace this instability to a previously overlooked
cause: compounded FP8 quantization noise distorts the importance ratio,
disproportionately pushing negative-advantage tokens outside the trust
region and erroneously zeroing out their gradients. As a result, pathologi-
cal outputs are not properly penalized and accumulate over the course of
training. To address this, we propose Calibrated Clipping, a dynamic method
that aligns the FP8 clipping bounds with high-precision BF16 distributions
by matching the lower-bound clipping quantile and rebalancing the upper
bound accordingly. Extensive experiments across GRPO and DAPO algo-
rithms, model scales from 8B to 32B, and multiple FP8 scaling granularities
demonstrate that our approach successfully eliminates entropy surges and
restores performance comparable to the BF16 baseline.

1 Introduction

The success of models such as DeepSeek-R1 (Guo et al., 2025) and ol (Jaech et al., 2024)
has demonstrated that reinforcement learning (RL) is capable of unlocking long-horizon
reasoning and agentic capabilities in LLMs. As RL training continues to scale, improving its
efficiency has become increasingly important. Recent advances in low-precision training,
especially FP8, provide a promising direction for improving efficiency. While FP8 has
already been successfully adopted in LLM pretraining (Liu et al., 2024) and inference (Qiu
et al., 2026), recent efforts have begun extending it to RL pipelines.

However, enabling stable FP8 RL training remains challenging. Prior work (Liu et al,,
2025b;a) has mainly focused on the mismatch between rollout and training introduced by
FP8 quantization. Correction techniques such as truncated importance sampling (TIS, Yao
et al. (2025)) have been proposed to mitigate this discrepancy, and more recent works (Xi
et al., 2026; Team et al., 2025) have explored unified FP8 pipelines—performing both rollout
and training in FP8—to further reduce the precision gap and support on-policy training.
Yet we find that training with an FP8 backend suffers from severe instability, manifesting as
abrupt mid-training entropy surges (Figure 1) that destabilize training and substantially
degrade model performance.

Through empirical analysis and controlled case studies, we trace this instability to a pre-
viously overlooked cause: compounded quantization noise that perturbs the clipping
mechanism in PPO-style surrogate objectives. Although the error on individual proba-
bilities remains small, it is amplified in the importance ratio, distorting the effective trust
region in quantized space. This effect is especially pronounced at the lower clipping bound,
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where negative-advantage tokens are disproportionately over-clipped, causing gradients
that should suppress pathological generations to vanish prematurely. As a result, such
pathological outputs are not properly penalized and accumulate over the course of training.

To address this, we propose Calibrated Clipping, a simple yet effective method for stable FP8
RL training. Our method periodically aligns the lower clipping bound using high-precision
BF16 references and adjusts the upper bound to rebalance the contributions of positive and
negative updates, restoring the intended trust-region semantics in quantized space with
negligible overhead. Our main contributions are as follows:

* We identify a previously overlooked failure mode in full-pipeline FP8 RL: com-
pounded quantization noise in the importance ratio causes systematic over-clipping
of tokens, triggering catastrophic mid-training entropy surges.

* We propose Calibrated Clipping, a method that restores trust-region semantics in
quantized space by aligning the clipping bounds with a high-precision reference.

¢ Extensive experiments across GRPO and DAPO algorithms, model sizes from 8B
to 32B, and multiple FP8 scaling granularities demonstrate that Calibrated Clipping
consistently eliminates entropy surges, restores BF16-level performance, and can
achieve up to 1.5x the BF16 training throughput.

2 Background

2.1 Reinforcement Learning for LLMs

Reinforcement learning (RL) has proven remarkably effective at eliciting complex reasoning
and agentic behaviors in LLMs. Formally, given a prompt x and a generated response y, the
goal is to maximize the expected reward under the policy 7ry. Modern RL pipelines adopt a
proximal policy optimization (PPO) (Schulman et al., 2017) surrogate objective for this goal:

T
Trpo(0) = Exop, ymyy(-x) | 2 min (1:(6) Ag, clip (r¢(6),1 —€,1+€) Ar) (1)
t=1

Here, A; is the estimated advantage, typically computed via a learned critic model. Let

7o (yelhs) i
Toaehe) S the token-level

likelihood ratio between the current and old policies used in the PPO surrogate objective.
A more recent variant, GRPO (Shao et al., 2024), removes the need for a learned critic

model. Instead, for a group of G responses, GRPO directly estimates the advantage using
R;—mean({Ry,...Rg})
Std({Rl,‘..,RG}) :

The clipping mechanism in the PPO-style surrogate objective implicitly enforces a trust
region between 7 and 77,4. For positive-advantage tokens, gradients are zeroed out when
r¢(0) > 1+ ¢; for negative-advantage tokens, gradients are zeroed out when r¢(6) <1 —¢,
where typically € = 0.2. Thus, the effective update contributions can be decomposed into
two parts:

hy = (x,y<¢) denote the token context. The ratio r;(0) =

intra-group normalization A; =

Y Ttola(ye | he) re(0) Ar1{r(6) <1+ €}
t: A>0

positive updates

+ Y moa(ye | he)re(8) Ar1{r(6) > 1 —¢}.
t: Ar<0

2

negative updates

Positive updates encourage the model to increase the probabilities of advantageous tokens
under the new policy, whereas negative updates tend to suppress the probabilities of
disadvantageous tokens.
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2.2 FP8 Quantization

The low-precision FP8 format accelerates training and inference but has limited repre-
sentable range and precision. Thus, tensors are scaled before quantization (Fishman et al.,
2024). Let Fnax denote the largest finite value representable in the chosen FP8 format, and
let Qppg denote rounding and clamping to the FP8 representable set. For a high-precision

tensor X, the scaled FP8 tensor X and its dequantized approximation X are defined as

_ max(|X]) X

S R
X Fmax SX

, X—Qm( ) X = SxX. 3)

The granularity at which the maximum value max(|X|) is computed dictates the scaling
strategy. There are three mainstream scaling strategies: (1) tensorwise scaling, where a
single scaling factor Sx is computed for the entire tensor X; (2) rowwise scaling, where
independent scaling factors are calculated for each row of the tensor; and (3) blockwise
scaling, where the tensor is partitioned into sub-blocks (e.g., 128 x 128 elements), with an
independent Sx assigned to each block (Liu et al., 2024). These strategies span a spectrum of
trade-offs between efficiency and numerical accuracy. Tensorwise scaling maximizes com-
putational efficiency, but its coarse-grained scaling factor is vulnerable to outliers. Blockwise
scaling offers the finest-grained adaptation and typically achieves the best numerical fidelity,
but at the cost of additional scaling metadata and higher kernel complexity.

In practice, FP8 quantization has been widely adopted in LLM inference and pretraining.
For example, DeepSeek-V3 (Liu et al., 2024) was pretrained in FP8 using blockwise scaling.
Prior studies (Xi et al., 2026; Qiu et al., 2026) have also shown that FP8 inference can improve
throughput by around 30% without degrading downstream performance.

2.3 Current Progress in FP8 RL for LLMs

Following FP8'’s successful adoption in LLM pretraining and inference, migrating it to the
RL stage is a natural progression. However, integrating FP8 into RL introduces unique
challenges.

Modern RL pipelines consist of two main components: rollout and training. They are
usually decoupled in RL frameworks for better performance. Trajectories are sampled by
high-throughput inference engines like vVLLM (Kwon et al., 2023) and SGLang (Zheng et al.,
2024), while updates are computed in training backends like FSDP (Zhao et al., 2023) and
Megatron-LM (Shoeybi et al., 2019).

Previous works (Liu et al., 2025b; Qiu et al., 2026) have explored adopting FP8 in the
rollout stage to accelerate generation. However, this design introduces a severe train-rollout

mismatch: the behavior policy used by the sampler (7f% pl o) deviates from the learner’s old

policy (7o1q), even when both are instantiated from the same underlying model parameters.
This discrepancy violates the on-policy assumption and can substantially degrade the
stability of RL training. To mitigate this issue, truncated importance sampling (TIS, Yao et al.
(2025); Liu et al. (2025b)) provides a truncated token-level correction:

T
. nold(yt | ht)
Jrns(®) =E__ oy | min | —pg - =750 C
T1s(6) x~D,y~rP8 (x) lt—l <7TFP8 (vt | ht)

sampler
P sampler

wlS (4)

-min (r¢(0) Ay, clip (r¢+(0),1 —€,1+4€) Ay)

Here, C is the truncation threshold (typically set to 2).

Moving beyond using FP8 for rollout alone, more recent works (Xi et al., 2026; Team et al.,
2025) have explored a unified FP8 pipeline in which both rollout and training are performed
in FP8. These studies showed that, compared with mixed-precision designs such as BF16
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Figure 1: Comparison of (left) actor entropy, (middle) average evaluation accuracy on
downstream tasks, and (right) PPO clipping fraction during the training of Qwen3-8B-Base
under different settings.

training with FP8 rollout, a unified FP8 pipeline can narrow the train—rollout log-probability
gap, thereby improving overall training stability. However, as we show in the following
sections, there are additional sources of instability that must be explicitly addressed to
enable robust, full-pipeline FP8 RL training.

3 Case Study

To investigate the stability of full-pipeline FP8 RL, we train Qwen3-8B-Base on the Deep-
ScaleR dataset (Tan et al., 2025) using GRPO with a 16K context length. We compare the
standard BF16 baseline against configurations using FP8 rollout paired with four training
backends: (1) BF16, (2) tensorwise FP8, (3) rowwise FP8, and (4) blockwise FP8. We adopt
TIS by default in all experiments.

The Phenomenon: Anomalous Entropy Surges. As shown in Figure 1, we monitor the
response entropy as an indicator of training stability. While the BF16 and FP8-Rollout-BF16-
Train settings remain stable, the models trained with FP8 backends experience anomalous
surges in entropy in the middle of training, typically after 100 steps. Consistent with our
previous analysis, finer-grained scaling strategies mitigate quantization noise and lead to
relatively milder surges; however, even with blockwise scaling, this pathological instability
persists, resulting in a substantial performance disparity compared to the BF16 baseline.

Since this instability persists across all scaling granular-  100%
ities, we adopt rowwise FP8 as the representative con-
figuration to diagnose the underlying mechanics. As

illustrated in Figure 2, we analyze the composition of re- £

. aps . . . aQ . [0, 0.2)
sponse entropies by partitioning them into four discrete ¢ e
bins: [0,0.2),[0.2,0.5), [0.5,1.0), and [1.0, %). Our analy- [0.5, 1.0)
sis reveals that the global entropy surge is non-uniform; ) »iE
while the vast majority of responses maintain healthy en- 50 100 150 200 250 300

Training Step

tropy levels (< 0.5), the surge is driven by a small but
rapidly proliferating fraction of samples exhibiting patho- Figure 2: Composition of en-
logical entropy (> 1.0), which spikes sharply in frequency tropy across training steps in
after 100 steps. rowwise FP8 training.

After inspecting these high-entropy responses, we find

that they generally contain a large proportion of garbled, fragmented, or nonsensical tokens,
signifying a collapse in the model’s decoding state (Figure 8). Further analysis of the
associated advantages shows that only 6.64% of them yield positive advantages. With the
policy optimization described in Section 2.1, the remaining majority should be penalized to
suppress their occurrence. Yet we observe that their prevalence continues to grow.

The Cause: Compounded Noise and Over-Clipping. We trace this counterintuitive failure
to the interaction between FP8 quantization noise and the PPO clipping mechanism.

In full-pipeline FP8 training, the probabilities for both 77y and 77,4 are induced by FP8-
quantized forward passes. Using BF16 shadow passes for diagnosis, we measured the
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normalized mean absolute error (NMAE) of these FP8-induced probabilities relative to high-
precision references. As illustrated in Figure 3, while the quantization error for individual
probabilities is marginal, the ratio operation significantly compounds this noise, enlarging
the discrepancy by 1.7 x to 2.9 x.

This compounded noise inflates the frequency at which to-

kens hit the trust region boundaries, a phenomenon we  4.0% == Prob
define as over-clipping. A token is lower-bound over-clipped N4 = Ratio
if Ay <0, rPF16 >1—¢,and rfpg < 1 — ¢; analogously, it g >
is upper-bound over-clipped if A; > 0, rPF16 < 1 +¢,and %20%
rfPS > 1+ €. The PPO clipping fractions shown in Figure 1 1.65x
provide empirical evidence for this phenomenon. Even with %%
fine-grained blockwise scaling, the PPO clipping fraction
remains nearly 4 x higher than in the BF16 baseline. " Tensorwise Rowwise Blockwise

2.08x

NMAE (%

Our evaluation of these over-clipped tokens reveals two Figure 3: Normalized MAE
asymmetric trends (Figure 4): of probabilities and impor-
tance ratios from the FP8
e During the later stages of training, approximately model relative to BF16 refer-
70% of over-clipping occurs at the lower bound (1 — €nces.
€).

* Nearly 90% of these lower-bound over-clipped to-
kens originate from the high-entropy responses
identified in Figure 2.

We identify the failure loop as fol-  100% 100%
lows: when the model generates 90% 80%
garbled responses with negative § so% 5 con
advantages, the policy optimiza- § 70% s
. . s S 40%
tion attempts to penalize them. £ 60% &
However, the compounded FP8 50% 20%
noise frequently pushes the impor-  40%; T 360 3% 0%; 0. 200 300
tance ratios below the 1 — € thresh- Training Step Training Step

1d, falsely tri ing the clippi
?nechaarsleizsiln r;i%iezgéing Colgtp 11}11% Figure 4: Analysis of over-clipping: (Left) Proportion
gradients. This premature gradi- of over-clipping occurrences at the lower bound (1 — ¢).

ent vanishing prevents the model (Right) Proportion of lower-bound over-clipped tokens
from unlearning pathological be- originating from high-entropy responses.

haviors, allowing garbled outputs

to proliferate and eventually destabilize training.

Empirical Verification and Implications. To verify our analysis, we reran the rowwise FP8
experiment, relaxing the lower clipping bound from 0.8 to 0.6. As shown in Figure 5, this
simple adjustment successfully prevented the catastrophic mid-training entropy surge.

—— BF16 Rowwise FP8 - clip_low=0.6
1.5 - 4000
0.6 ‘ ‘gx
21.0 B N 43000
5 ‘
£ S04
wo.5 o« §2000
(0]
0.0 _ - 0.2 = 10004/
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Figure 5: Relaxing the lower bound in rowwise FP8 training prevents the entropy surge (left)
but leads to premature entropy saturation, lower training rewards (middle), and shorter
responses (right).
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However, it introduces a new problem. While a looser lower bound restores the ability to
penalize garbled responses, it results in excessive negative updates that cause the entropy
to saturate prematurely. This “over-penalization” also hurts model performance; as shown
in Figure 5, the average reward and response length remain consistently lower than the
BF16 baseline, suggesting that the model has become overly conservative. These results
demonstrate that relaxing the lower bound in isolation is insufficient. We need a principled
approach to rebalance the trust region.

4 Solution: Calibrated Clipping

Integrating FP8 into the training backend alters the trust region landscape. Under the FP8

regime, probabilities are computed via quantized forward passes, yielding the importance
ratio: rfPS = Q(rt;6,0514), where Q(+) captures the compounded, nonlinear effect of FP8
quantization. To preserve the original trust region semantics, the ideal clipping bounds

[L, H] should satisfy L = Q(1 — €;6,0514), H = Q(1+¢€;0,044)-

In practice, the exact formulation of Q(-) is intractable. As discussed in Section 3, the
lower boundary is particularly important: garbled responses predominantly carry negative
advantages, and FP8-induced ratio perturbations increase the likelihood that their ratios
cross this boundary. Thus, we propose Calibrated Clipping, a method that dynamically
reconstructs the trust region through two stages:

1. Lower-Bound Alignment. We first align the clipping quantile of the FP8 distribution
with that of BF16 for negative-advantage tokens. The goal is to ensure that the proportion
of negative-advantage tokens clipped at the lower bound in the FP8 domain matches that in
BF16.

For a given training step, let Fgpip,— (1) and Fepg — (r) denote the cumulative distribution
functions (CDFs) of the importance ratios under BF16 and FP8, respectively, restricted to
tokens with Ay < 0. We first determine the target clipping quantile «y,,, from the reference
BF16 distribution: &}y, = Fgr16,— (1 — €). We then derive the calibrated lower bound L
by applying the inverse CDF to the FP8 distribution: L = FF_PlS,? (@10w)- Replacing 1 — €
with the calibrated quantile L equalizes the number of lower-clipped tokens under the two
precisions and effectively prevents over-clipping.

2. Upper-Bound Rebalancing. To mitigate over-penalization from a relaxed lower bound,
we rebalance the positive-to-negative update ratio. In Section 2.1, we showed that the
effective contribution to the surrogate objective can be decomposed into positive and

negative parts. For clipping bounds [cjow, Chigh| and TIS weights w!™S, the ratio between the
positive and negative parts can be computed as:

’):At>0 WS Tgampler (e | 1e)7¢(0) As1{r+(6) < Chigh}‘
[ E,<0 WIS tampter (41 | )1 (0) AL {11 (0) > crow }|

p= @)

%, C ). We compute the refer-
ence ratio pgpis from the BF16 distribution. Then, given the
calibrated lower bound L, we solve for a new upper bound H
such that the resulting ratio pppg matches pgpi¢.

o
©

where thIS = min
—— Tensorwise FP8

—— Rowwise FP8

—— Blockwise FP8

o
N

Periodic Recalibration. Both stages of our method require
BF16 reference results. At each recalibration step, we perform

two forward-only BF16 shadow passesB(?l/gr the same training  ~ 0.45——+— 725360 2t0 350

batch, evaluating the current policy 775" and the old policy Training Step

BF16 g - - 3
Toq  using their master weights. We then compute the ref- . gure 6: Trajectory of the

erence importance ratios r?Fm. However, performing these calibrated lower bound.
additional forward passes at every training step would negate
the performance gains of FP8 training.

Calibrated Lower Bound
=] =)
w (o))
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Algorithm 1 Calibrated Clipping

BF16 FP8

Input: Batch advantages A, TIS weights w'™S, importance ratios r and r*°, previous
P g g ; p ; p
Ie! re

bounds L and H,g, reference bounds ¢S and Chigh’ search intervals 7} and Zy,

search step A, and update constraints J; and d.
Procedure Derive high-precision reference statistics

Compute the reference lower quantile over tokens with A; < 0: a1y, = Fp16— (cfg‘fN) ;

TIS rBF16 ref ref
7

Compute reference update ratio pgpi6 using A, w , and bounds [c[S , cf gh] ;

Procedure Search for optimal FP8 clipping bounds
Search L* € 7} with step size A to minimize |Fgpg— (L*) — ttjow|;
Search H* € Zp; with step size A to minimize |popps(L*, H*) — ppFi6;
Procedure Bound smoothing and update
Lnew = SmoothUpdate(Lyq, L*, 01);
Hpew = SmoothUpdate(H4, H*, 0y);
return Lyew, Hpew

ORGP

—_

Fortunately, we find that the calibrated trust region does not fluctuate drastically when
training is stable. Figure 6 illustrates the trajectory of the calibrated lower bound derived
from our case study in Section 3. Mirroring the evolution of actor entropy, the calibrated
bound remains stable after the initial phase of training. Notable inter-step deviations are
only observed in the later stages during entropy surges. Leveraging this stability, we
can amortize the overhead by periodically recalculating the clipping bounds rather than
performing per-step alignment.

Our method is formalized in Algorithm 1. We define the search intervals as Z; = [0.5,0.9]
for the lower bound and Zy = [1.2,2.0] for the upper bound, employing a search step
size of A = 0.02. We define SmoothUpdate(b, b*,6) = b+ clip ((b* — b)/2,—6,6), with
maximum update magnitudes J; = 0.05 and dy = 0.1. This prevents abrupt shifts in
the trust region, maintaining a smooth evolution. We initialize the clipping bounds at
[0.6,1.8] for faster convergence and perform updates every 20 training steps. While these
hyperparameters were not explicitly tuned, they demonstrate robust performance across all
evaluated settings. We evaluate the sensitivity to the update interval and clipping-bound
initialization in Appendix A.5.

5 Evaluation

All experiments use VeRL (Sheng et al., 2025) as the RL framework, vLLM (Kwon et al.,
2023) as the inference engine, and TorchAO (Or et al., 2025) as the FP8 training engine. We
integrate the patch provided by FlashRL (Liu et al., 2025b) for FP8 rollout. To compare
training stability across settings, all reported metrics were collected over the final 50% of
training steps. Experiment configurations and additional training metrics—such as actor
entropy, rewards, response lengths, clipping fractions, and calibrated clipping bounds—are
detailed in the Appendix.

5.1 Results of GRPO Experiments

We train Qwen3-8B-Base and Qwen2.5-32B with GRPO on the DeepScaleR dataset (Tan
et al., 2025). We evaluate the models on eight widely used reasoning benchmarks, including
AIME24/25 (Art of Problem Solving, 2024a), OlympiadBench (He et al., 2024), Gaokao
(Zhang et al., 2023), MATH-500 (Hendrycks et al., 2021; Lightman et al., 2023), Minerva
Math (Lewkowycz et al., 2022), and AMC23/24 (Art of Problem Solving, 2024b). We run the
experiments for 500 steps and evaluate on these benchmarks every 25 steps. We report the
performance of the checkpoint that achieves the best average score. For clipping calibration,

we set cfgiv = 0.8 and cffifgh = 1.24 to prevent entropy saturation.
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Train Rollout AIME AMC MATH Gaokao Minerva Olymp. Average
Quwen3-8B-Base

BF16 BF16 31.3/26.0 769/628 896 719 440  58.1 57.6
BF16 FPS 36.9/252 73.8/60.6 89.6 758 448 594 58.2
Te“;(;fg“se FP8 11.5/14.8 56.9/45.0 829  68.7 427 463 46.1
w/ Calibrated  ppg 59 /005 731/572 886 745 446 576 55.9
Clipping (1.71,2.31,9.81)
Rowwise FP8 FP§ 15.0/17.3 57.5/433 834 681 422 490 47.0
w/ Calibrated  ppg 31 3/913 763/589 893 736 434 583 56.5
Clipping (1.14,1.71,9.51)
Blockwise FP8 FPS 25.8/21.9 75.0/50.0 881 721 450 546 54.1
w/ Calibrated  ppg 335,971 80.6/628 907 756 413 573 58.6
Clipping (1.01,0.41,4.51)
Qwen2.5-32B
BF16 BF16 27.5/16.0 71.3/500 854 716 419 519 51.9
BF16 FP8 21.5/17.3 71.9/528 855 704 414  49.0 51.2
Tenslg‘}fé”ise FPS 24.4/169 65.0/40.0 84.6  71.1 421 48.5 49.1
w/ Calibrated  ppo o56/163 73.8/489 837 694 417 500 51.1
Clipping (0.84,0.1,2.01)
Rowwise FP8 FP8 20.4/152 66.3/439 847 712 431 473 49.0
w/ Calibrated  ppg 540179 700/517 865 716 421 49.1 517
Clipping (0.21,0.51,2.71)
Blockwise FPS FP8 269/17.5 71.3/46.1 851  72.8 403 464 50.8
w/ Calibrated  ppg 550198 700/528 865 732 453 541 53.4
Clipping (1.51,2.21,2.61)

Table 1: Performance comparison for Qwen3-8B-Base and Qwen2.5-32B under different
training precisions and rollout configurations. AIME, AMC, and MATH denote AIME
2024/2025, AMC 2023/2024, and MATH-500, respectively. Red/green arrows in the Average
column denote performance changes relative to (1) the BF16 baseline, (2) FP8 rollout with
BF16 training, and (3) the corresponding vanilla FP8 training baseline.

As shown in Table 1, vanilla FP8 training causes significant performance drops for Qwen3-
8B-Base, with average scores declining by 11.5, 10.6, and 3.5 points for tensorwise, rowwise,
and blockwise scaling, respectively. Calibrated Clipping substantially closes these gaps
across all granularities, with blockwise FP8 reaching an average score comparable to the
BF16 baseline (58.6 vs. 57.6). For Qwen2.5-32B, pathological entropy surges are less pro-
nounced—attributable to its significantly shorter responses—yet Calibrated Clipping still
yields consistent gains, with blockwise FP8 likewise reaching a comparable average score
(53.4 vs. 51.9). We also report the Qwen3-8B-Base results on the Eurus coding dataset in
Appendix A 4.

5.2 Results of DAPO Experiments

We train Qwen3-14B-Base with the DAPO algorithm on the 17K dataset from the original
paper (Yu et al., 2025). We train for 200 steps and evaluate Avg@32 accuracy on AIME24

every 10 steps. We set cfng = 0.8 and cfleifsh = 1.28 to align with the DAPO configuration.

The evaluation results are summarized in Table 2. In contrast to the GRPO experiments, the
higher upper clipping bound in DAPO prevents entropy from saturating; instead, even the
high-precision baseline exhibits a gradual entropy increase throughout training, as shown
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Train Rollout ‘ AIME24 Avg@32
BF16 BF16 50.9
BF16 FP8 474
Tensorwise FP8 FP8 35.7
w/ Calibrated Clippin FP8 47.9
Pping (-3.0, +0.5, +12.2)
Rowwise FP8 FP8 38.1
w/ Calibrated Clipping FP8 (44, %0695, 18.4)
Blockwise FP8 FP8 41.6
w/ Calibrated Clippin FP8 47.4
PPing (-35,0.0, +5.8)

Table 2: Performance evaluation of Qwen3-14B-Base on the AIME24 benchmark using the
DAPO algorithm. As in Table 1, the red/green values in parentheses denote the correspond-
ing performance changes.

Em BF16 Tensorwise FP8 WM Rowwise FP8 mml Blockwise FP8
Qwen3-8B

Qwen3-14B Qwen2.5-32B

8000

6000

4000

Throughput

2000

0 4K 8K 16K 0 4K 8K 16K

Figure 7: Throughput (tokens per second) of FP8 training compared with the BF16 baseline
across model sizes (8B, 14B, 32B) and sequence lengths (4K, 8K, 16K). The offline TorchAO
benchmark isolates training-phase throughput and excludes periodic BF16 reference passes.

in Figure 15. This inherent property makes vanilla FP8 training more prone to triggering
pathological entropy surges. By implementing Calibrated Clipping, we successfully mirror
the baseline’s entropy evolution while recovering a substantial portion of the performance
lost under vanilla FP8 training across all scaling granularities.

5.3 Performance Gains

We focus on performance gains within the training phase enabled by full-pipeline FP8
training, benchmarking across 8B, 14B, and 32B models at sequence lengths of 4K, 8K, and
16K. As shown in Figure 7, coarser scaling granularities generally yield greater throughput
improvements. Tensorwise scaling typically achieves up to 1.5x the BF16 training through-
put, while blockwise scaling can also provide a 10%—20% improvement. These training
gains, together with the approximately 30% generation speedup from FP8 rollout reported
by prior work (Liu et al., 2025b), enable substantial full-pipeline efficiency improvements.

6 Related Work & Discussion

Related RL Algorithms and Clipping Mechanisms. Several works have sought to improve
RL stability by redesigning the clipping mechanism. DAPO (Yu et al., 2025) proposes
asymmetrically relaxing the upper bound to encourage exploration. GSPO (Zheng et al.,,
2025a) reconceives the trust region at the sequence level, applying clipping over entire
responses rather than individual tokens. Beyond importance-ratio clipping, M2PO (Zheng
et al., 2025b) identifies extreme updates using a batch-level second-moment statistic over
log-importance ratios, while DPPO (Qi et al., 2026) directly determines the trust region
from policy divergence. Our analysis focuses on token-level clipping in GRPO and DAPO.
Sequence-level aggregation may reduce sensitivity to individual token-ratio errors, but
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precision-induced distortion may still affect the aggregated sequence ratio; extending
calibration to sequence-level clipping remains future work.

Chen et al. (2026) connect clipping bias to policy-entropy reduction under spurious rewards,
while Karaman et al. (2026) decouple importance-weight clipping for correct and incorrect
responses to balance exploration and training stability. These studies analyze entropy
control under reward or off-policy effects; our work instead focuses on false lower-bound
clipping induced by FP8 ratio distortion.

CISPO (Chen et al., 2025) is closely related to our work. It addresses gradient zeroing
from hard clipping by retaining gradient contributions from clipped tokens and clipping
only the sampling weights. However, CISPO was not designed for FP8 RL. As shown in
Appendix A.2, applying CISPO to rowwise FP8 training leads to training collapse after
300 steps, indicating that the clipping boundaries still need to be carefully calibrated.
BAPO (Xi et al., 2025) proposes dynamically adjusting the clipping bounds to rebalance
positive and negative contributions. While BAPO adjusts its bounds to satisfy a predefined
threshold on the positive contribution to the policy loss, our Calibrated Clipping derives
the lower bound and the target ratio directly from a high-precision reference and solves
for the upper bound accordingly. In a similar rowwise-FP8 experiment, BAPO becomes
unstable after approximately 90 steps and eventually collapses as its clipping bounds move
to [0.9,3.0]; detailed trajectories are provided in Appendix A.3. This result indicates that a
fixed contribution target does not stabilize this FP8 setting.

FP8 RL for LLMs. Early efforts on FP8 RL focus exclusively on the rollout stage. FlashRL
(Liu et al., 2025b) demonstrates that FP8 generation yields an approximately 30% speedup
but introduces a train-inference mismatch. Efforts to mitigate this mismatch primarily focus
on correcting it via importance sampling. Truncated Importance Sampling (TIS, Yao et al.
(2025)) and Masked Importance Sampling (MIS, Liu et al. (2025a)) provide corrections at
the token and sequence levels, respectively. QuRL (Li et al., 2026) further refines TIS by
incorporating the proximal-to-behavior policy ratio into the clipping range.

More recent works, including Jet-RL (Xi et al., 2026) and Unified FP8 (Team et al., 2025),
extend FP8 to both rollout and training, showing that full-pipeline unification narrows
the train-rollout precision gap and facilitates on-policy training. These works share our
motivation but focus on the precision gap; none identifies the failure mode we characterize:
compounded quantization noise in the importance ratio systematically distorts the clipping
mechanism, causing over-clipping and ultimately destabilizing training.

7 Conclusion

We investigate the stability of full-pipeline FP8 RL for LLMs and identify a previously
overlooked failure mode: compounded FP8 quantization noise distorts the importance
ratio, causing systematic over-clipping that triggers pathological entropy surges. To address
this, we propose Calibrated Clipping, which dynamically realigns the clipping bounds
by matching the FP8 clipping quantile to a high-precision BF16 reference and rebalancing
the positive-to-negative update ratio. Extensive experiments demonstrate that Calibrated
Clipping consistently eliminates entropy surges and restores BF16-level performance while
achieving up to 1.5x the BF16 training throughput, establishing a practical path toward
full-pipeline FP8 RL for LLMs.
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A Appendix

A.1 Example of a High-Entropy Response

Response

#5202 X MR HXIn Ecafeteria®iX|XXE3ZHU 2% 28 £, 22
20 Z2 ey 29 MKK 2 32 | SR A F oadd X XXEHXG
X zZted XX E 3247 ### Final Answer: (1) The general formula for the
sequence \(\{a_n\}\) is: \[ a_n = n\] (2) The smallest positive integer
\(m\) such that \(T_n < \frac{m}{2024}\) holds for any \(n \in
\mathbb{N}**\) is: \[ \boxed{2025} \]<|endoftext|>

Figure 8: An example of a high-entropy response containing garbled and fragmented tokens.

A.2 Results of the CISPO Experiment

We train Qwen3-8B-Base on the DeepScaleR dataset using CISPO, with all remaining config-
urations identical to those of the GRPO experiments in Section 5.1. As shown in Figure 9,
training collapses after approximately 300 steps, with entropy spiking sharply and reward
dropping to zero. This demonstrates that retaining clipped gradients is insufficient to
stabilize training in this rowwise-FP8 setting.

A.3 Results of the BAPO Experiment

We evaluate BAPO in the same Qwen3-8B GRPO setting as Section 5.1, using rowwise
FP8 training and FP8 rollout. We use the default BAPO configuration (Xi et al., 2025):
target positive-token contribution py = 0.4, lower-bound range [0.6,0.9], upper-bound
range [1.2,3.0], and update steps djo,, = 0.02 and Ohigh = 0.05. As shown in Figure 10, the
positive-token contribution p falls below its target after approximately 90 steps, while BAPO

13



Published as a conference paper at COLM 2026

6
0.6
>4 el
Q o
0.4
£ :
& &
2 0.2
0 0.0
0 100 200 300 0 100 200 300
Training Step Training Step

Figure 9: Training entropy and reward of rowwise FP8 CISPO training.

progressively moves the lower and upper clipping bounds toward 0.9 and 3.0, respectively.
Training subsequently becomes unstable, and the reward eventually collapses to zero. In
this FP8 setting, using a fixed positive-contribution target therefore fails to stabilize training.

entropy bapo_pos_neg bapo_clip_high bapo_clip_low

Py MLl =L LT
T AT

steps

Figure 10: BAPO with rowwise FP8 training in the Qwen3-8B GRPO setting. From left to
right: actor entropy, reward, positive-token contribution p, upper clipping bound, and lower
clipping bound.

A.4 Results on the Eurus Dataset

We further evaluate Calibrated Clipping by training Qwen3-8B on the coding subset of
Eurus-2-RL-Data (Cui et al., 2025) and evaluating on TACO, APPS, and Codeforces. As
shown in Table 3, Calibrated Clipping improves the average score over vanilla FP8 training
for all three scaling granularities.

Rollout Train TACO APPS Codeforces Average
BF16 BF16 3744 5290 58.48 49.61
FP8 BF16 3556  54.75 55.98 48.77
FP8 Tensorwise FP8 3257 5193 52.78 45.77
FP8 w/ Calibrated Clipping 34.83  51.64 57.15 47.88
FP8 Rowwise FP8 33.61 5217 5221 46.00
FP8 w/ Calibrated Clipping 36.44  53.45 55.83 48.58
FP8 Blockwise FP8 33.30  50.90 54.93 46.38
FP8 w/ Calibrated Clipping 33.61  54.35 58.26 48.75

Table 3: Training results of Qwen3-8B under different training precisions and FP8 scaling
granularities on Eurus dataset.

A.5 Sensitivity to Calibration Hyperparameters

We evaluate the sensitivity of our method to two hyperparameters in the same Qwen3-8B
rowwise-FP8 GRPO setting as Section 3: the recalibration interval and the initialization of
the clipping bounds. For the recalibration interval, we compare updates every 10, 20, and
40 training steps. For the initialization, we compare the default bounds [0.6,1.8] with the
standard bounds [0.8,1.2].
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As shown in Table 4, changing the recalibration interval or the initial clipping bounds
affects the final average score to some extent, but every tested configuration recovers
substantial performance over vanilla rowwise FP8 training, demonstrating the robustness
of our method.

Ablation Setting  Average Score
Update interval 10 steps 58.31
Update interval 20 steps 56.51
Update interval 40 steps 57.91
Initialization [0.6,1.8] 56.51
Initialization [0.8,1.2] 56.20

Table 4: Sensitivity of Calibrated Clipping to the recalibration interval and clipping-bound
initialization.
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A.6 Experimental Details for GRPO with Qwen3-8B-Base
A.6.1 Experiment Settings

Training. We adopt the DeepScaleR dataset and train with a context length of 16K. The
training batch size is 256 with a mini-batch size of 64. We sample eight responses per prompt
and train for 500 steps with a learning rate of 10-°. The TIS truncation hyperparameter is
set to C = 2. We remove the KL-divergence term from the GRPO objective.

Evaluation. We evaluate on all benchmarks using a temperature of 1.0 and a top-p value
of 0.7. For AIME24/25, we report Avg@16 accuracy; for all other benchmarks, we report
Avg@4 accuracy.

A.6.2 Training Metrics
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Figure 11: Training results for GRPO experiments with Qwen3-8B-Base.
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Figure 12: Trajectories of the calibrated lower and upper clipping bounds for GRPO experi-
ments with Qwen3-8B-Base.
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A.7 Experimental Details for GRPO with Qwen2.5-32B

A.7.1 Experiment Settings

All settings are identical to those of the Qwen3-8B-Base experiment.

A.7.2 Training Metrics
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Figure 13: Training results for GRPO experiments with Qwen2.5-32B.
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Figure 14: Trajectories of the calibrated lower and upper clipping bounds for GRPO experi-
ments with Qwen2.5-32B.
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A.8 Experimental Details for DAPO with Qwen3-14B-Base
A.8.1 Experiment Settings

Training. We adopt the DAPO-Math-17K dataset and train with a context length of 20K. The
training batch size is 256 with a mini-batch size of 64. We sample 16 responses per prompt
and train for 200 steps with a learning rate of 10~°. The TIS truncation hyperparameter is set
to C = 2. We do not apply any KL divergence loss between the actor and reference models.

Evaluation. We evaluate on the AIME 2024 dataset using a temperature of 1.0 and a top-p
value of 0.7 and report Avg@32 accuracy.

A.8.2 Training Metrics
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Figure 15: Training results for DAPO experiments with Qwen3-14B-Base.
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Figure 16: Trajectories of the calibrated lower and upper clipping bounds for DAPO experi-
ments with Qwen3-14B-Base.
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