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Abstract

As vision-language models (VLMs) are increasingly deployed in clinical de-
cision support, more than accuracy is required: knowing when to trust their
predictions is equally critical. Yet, a comprehensive and systematic investi-
gation into the overconfidence of these models remains notably scarce in the
medical domain. We address this gap through a comprehensive empirical
study of confidence calibration in VLMs, spanning three model families
(Qwen3-VL, InternVL3, LLaVA-NeXT), three model scales (2B-38B), and
multiple confidence estimation prompting strategies, across three medical
visual question answering (VQA) benchmarks. Our study yields three key
findings: First, overconfidence persists across model families and is not
resolved by scaling or prompting, such as chain-of-thought and verbalized
confidence variants. Second, simple post-hoc calibration approaches, such
as Platt scaling, reduce calibration error and consistently outperform the
prompt-based strategy. Third, due to their (strict) monotonicity, these post-
hoc calibration methods are inherently limited in improving the discrimi-
native quality of predictions, leaving AUROC at the same level. Motivated
by these findings, we investigate hallucination-aware calibration (HAC),
which incorporates vision-grounded hallucination detection signals as com-
plementary inputs to refine confidence estimates. We find that leveraging
these hallucination signals improves both calibration and AUROC, with
the largest gains on open-ended questions. On closed-ended questions,
format-specific signals such as the logit margin show more informative.
Overall, our findings suggest post-hoc calibration as standard practice for
medical VLM deployment over raw confidence estimates, and highlight
the practical usefulness of hallucination signals to enable more reliable use
of VLMs in medical VQA.

1 Introduction

Vision-language models (VLMs) are increasingly being explored for medical applications
such as clinical visual question answering (VQA) (Zhang et al., 2024c; Bae et al., 2023; Yim
et al., 2024; Li et al., 2023), radiology report generation (Jing et al., 2025; de Castro et al.,
2025), and diagnostic decision support (Irvin et al., 2019; Bustos et al., 2020; Chambon et al.,
2024; Zhang et al., 2023a; Tu et al., 2024a; Byun et al., 2026).

While confidence calibration has been extensively studied in the general domain (Tian
et al., 2023; Xiong et al., 2024; Geng et al., 2024; Liu et al., 2025), systematic investigation in
medicine remains scarce. In practice, however, the alignment between a model’s confidence
and its actual accuracy matters. A model that assigns 90% confidence to an incorrect
diagnosis may lead a clinician to forgo lab tests or delay appropriate treatment.


https://jiyoungbyun.github.io/vlm-hac

Published as a conference paper at COLM 2026

Recent efforts have begun to address this gap, but have focused on more complex interven-
tions, such as reinforcement learning (Kriz et al., 2025) or multi-agent debate (Pandey et al.,
2026), while often neglecting a foundational examination of simple post-hoc calibration
approaches. The most direct empirical study to date (Du et al., 2025) is limited to closed-
ended questions, a single model scale (7B), verbalized confidence only, and its proposed
remedy is itself prompt-based. As a result, the community lacks empirical grounding on
even basic questions: Are modern VLMs well-calibrated in medical contexts? Does scaling
or prompting improve reliability? And if not, what principled methodology should serve as
the baseline for reliable medical VLM deployment?

We address these questions through a comprehensive empirical evaluation and identify
three key findings. First, overconfidence is a systematic property across all models and
scales (Section 4.1 and 4.2). Second, no prompting strategy—including Chain-of-Thought
(CoT) (Wei et al., 2022), penalty-based (Ni et al., 2024), and multi-stage approaches (Tian
et al., 2023; Xiong et al., 2024)—robustly improves calibration (Section 4.3). Third, simple
post-hoc calibration substantially reduces calibration error, suggesting the importance of
recalibration as a baseline practice in medical VLM deployment.

Standard post-hoc methods apply monotonic transformations that preserve the ranking of
predictions, making them inherently limited in their ability to enhance discriminative quality.
This highlights a key limitation of monotonic post-hoc calibration methods: No matter how
well the scores are recalibrated, a confidently incorrect prediction will always be ranked
above a less confident but correct one. Overcoming this ceiling requires incorporating
signals that are informative about prediction correctness yet complementary to confidence.

A separate line of work has developed vision-grounded hallucination detection methods
for VLM, including perturbation-based approaches validated on medical VQA (Liao et al.,
2025; Gautam et al., 2025). Hallucination detection approaches capture whether a prediction
is grounded in the input image. To our knowledge, their potential for refining confidence
calibration has not been explored. This motivates our investigation of Hallucination-Aware
Calibration (HAC), which incorporates hallucination detection signals to enable reranking
of predictions, improving both calibration and discriminative quality.

In short, our key contributions are:

* We conduct a comprehensive empirical study of confidence calibration in medical VQA,
spanning three VLM families and model scales from 2B to 38B, both open-ended and
closed-ended questions, and over eight confidence estimation strategies. We establish
that overconfidence is pervasive and not mitigated by scaling or prompting.

¢ We demonstrate that simple post-hoc methods such as Platt scaling consistently outper-
form prompt engineering for VLM calibration, despite receiving comparatively little
attention in the recent literature.

* We introduce HAC, a signal-agnostic post-hoc framework that incorporates hallucination
detection signals to refine confidence estimates. HAC enhances discriminative quality
particularly on open-ended questions; on closed-ended questions, substituting a format-
appropriate signal (yes/no logit margin) recovers the gains, suggesting a promising
direction for integrating complementary error signals into calibration.

¢ We provide practical observations and cost-quality tradeoffs for practitioners deploying
medical VLMs, including ablations over hallucination proxies and sample budgets.

2 Related work

Confidence Estimation in Generative Models. As generative models operate over an
open-ended output space, confidence estimation becomes non-trivial. Several paradigms
have been proposed. Sampling-based confidence approximates predictive distribution via
Monte Carlo estimation from multiple independent generations (Neal, 1993; Wang et al.,
2022); Kuhn et al. (2023) strengthened this via semantic entropy, which clusters semantically
equivalent outputs before computing consistency scores, offering a principled solution to
the open-ended output space problem. Logit-based confidence extracts confidence from the
output distribution over answer tokens (Desai & Durrett, 2020; Zhao et al., 2021); while
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computationally efficient, it is largely limited to closed-form settings. Verbalized confidence
prompts the model to report a numeric score (Kadavath et al., 2022; Tian et al., 2023; Xiong
et al., 2024; Ni et al., 2024); it is simple and applicable to black-box models but provides no
theoretical guarantee and may conflate instruction following with genuine uncertainty.

Hallucination Detection in Generative Models. Hallucination is a failure mode in large
language model (LLM) (Xiao & Wang, 2021): models produce false outputs that are unfaith-
ful or factually incorrect. Prior work has shown that LLMs tend to produce semantically
inconsistent outputs under uncertainty about the prompt (Kuhn et al., 2023), and confident
models are more likely to disregard adversarial hints paired with the input (Yadkori et al.,
2024). However, hallucination detection has been studied primarily in language models,
with VLMs remaining relatively underexplored. Recent work has begun to address this
gap by proposing perturbation-based approaches that detect hallucination by contrasting
output distributions before and after perturbing the input image, validating their methods
on medical VQA benchmarks (Liao et al., 2025; Gautam et al., 2025).

Overconfidence in Medical VQA Benchmarks. A growing body of work has adapted
general VLMs to clinical tasks via domain-specific supervised fine-tuning (Li et al., 2024;
Zhang et al., 2023b), but calibration has received little attention. Savage et al. (2024) em-
pirically show that medical LLMs often exhibit overconfidence, Shen et al. (2025) report
an accuracy-reliability mismatch in pathology VQA; and Du et al. (2025) show that fine-
tuning on radiology data improves accuracy while often degrading calibration. Prior work
has largely addressed this through prompt-based (i.e., verbalized) confidence estimation,
whereas the role of post-hoc calibration methods in medical VLMs remains underexplored.

3 Experimental Design

Models & Datasets. We evaluate three open-source VLM families that are general-purpose
yet have seen adoption in medical vision tasks: Qwen3-VL-Instruct (2B, 8B, and 32B) (Bai
etal., 2023; Team, 2025), InternVL3-Instruct (2B, 8B, and 38B) (Chen et al., 2024b), and LLaVA-
NeXT (7B and 34B) (Liu et al., 2024). This selection spans a representative range of scales
(2B-38B) and architectures. We evaluate on three established medical VQA benchmarks:
(1) VQA-RAD (Lau et al., 2018) consists of closed- and open-ended questions on radiology
images covering modality, plane, organ system, and abnormality, (2) SLAKE (Liu et al., 2021)
is a bilingual dataset! on organ identification, position, modality, and abnormality across
X-ray, CT, and MRI, and (3) VQA-Med-2019 (Ben Abacha et al., 2019) contains radiology
images with questions covering modality, plane, organ system, and abnormality. Detailed
statistics are in Appendix B.

To enable fair comparison across question types while avoiding dataset-specific imbalance,
we construct a pooled evaluation set by aggregating samples from VQA-RAD, SLAKE-EN,
and VQA-Med within each type and evaluating on their union. We report results on this
pooled set in the main text, with per-dataset results provided in the Appendix.

Confidence Measurements. Let X and ) denote the input and output spaces, respectively.
Consider a model parameterized by 6, which defines a conditional distribution: Py(y | x).
Given an input x € &, the corresponding predicted label is § = argmaxycy Py(y | x). The

goal is to estimate the confidence of the model prediction: Py(y = 7 | x).

Prior work typically adopts three standardized approaches: sampling-based and verbalized
methods, as discussed in the previous section. We use N = 20 generations for the sampling
approach, with an ablation study on N in Appendix D. In this paper, we explore over eight
estimation strategies; we defer the details, including respective prompts, to Appendix C.

For open-form questions, multiple linguistic expressions can have the same meaning. In-
stead of pattern matching, we cluster semantically equivalent outputs to a common canoni-
cal form (Kuhn et al., 2023; Farquhar et al., 2024). See Appendix C.1.4 for details.

IWe only use English questions to ensure cross-dataset consistency.
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Evaluation Metrics. We assess calibration using the expected calibration error
(ECE) (Naeini et al., 2015; Guo et al., 2017), which measures the average gap between
confidence and accuracy across confidence bins. We report adaptive calibration error
(ACE) (Nixon et al., 2019) as well, which uses population-uniform bins to ensure more
reliable estimation across all confidence ranges. We additionally report Area Under the
Receiver Operating Characteristic Curve (AUROC) (Bradley, 1997) to evaluate the confi-
dence scores” diagnostic capability in distinguishing correct predictions. For AUROC, tied
confidence scores are assigned the same threshold, equivalent to averaging over all possible
orderings. We apply the LLM-as-a-judge framework for accuracy evaluation. Details, in-
cluding the judge prompt, agreement with larger judges, and human expert validation, are
in Appendix C.1.3.

We remark that ECE can be inadequate for measuring the reliability of severely overconfident
models. In this case, most predictions concentrate in a few bins near confidence 1.0, making
the effective size of the remaining bins too small to yield reliable estimates. While ECE
serves reliably when confidence scores are broadly distributed across [0, 1], ACE adaptively
partitions predictions into equal-mass bins, ensuring each bin is sufficiently populated.
Following the literature (Nixon et al., 2019; Roelofs et al., 2022), we use ACE as the primary
metric for our analysis in the main body.

4 Are VLMs Well-Calibrated for Medical VQA?

While state-of-the-art VLMs have achieved notable performance in the general domain,
recent works have highlighted overconfidence as a key failure mode (Groot & Valdenegro-
Toro, 2024; Du et al., 2025). As many medical applications increasingly adopt such general-
purpose models Gilal et al. (2025); Lee et al. (2025); Brin et al. (2025), understanding their
reliability becomes critical. In safety-critical settings, poor calibration can lead to catastrophic
decision making. However, calibration in medical VLMs remains underexplored.

To this end, we first investigate whether overconfidence remains a persistent issue in recent
open-source models. Specifically, this analysis aims to address the following research
questions: (1) Are general-purpose VLMs well-calibrated in medical contexts?, (2) Are larger
models better calibrated?, (3) Do prompting strategies lead to different calibration qualities?

4.1 Overconfidence is Pervasive Across Models in Medical VQA Benchmarks
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datasets, indicating consistent overconfidence.

Figure 1 shows mean confidence against accuracy for all models on the pooled VQA-RAD,
SLAKE-EN, and VQA-Med datasets, covering three model families: InternVL3, LLaVA-
NeXT, and Qwen3-VL. Both use the sampling-based approach as the primary method
for its statistical rigor; detailed experimental setup and comprehensive results, including
per-dataset statistics, are reported in Appendix E.1.
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Across all experimental conditions, every point falls below the diagonal (grey region),
empirically confirming that overconfidence is a systematic property of general-purpose VLMs in
medical contexts, rather than an artifact of any particular architecture and scale. Furthermore,
in line with Chhikara (2025), we find the overconfidence gap is larger for open-ended
questions than for closed-ended ones, as structured answer choices (e.g., yes/no) provide
external constraints on the output space that are absent in free-form generation.

4.2 Larger Models Are Not Necessarily Better Calibrated

Table 1 summarizes accuracy, mean confidence, overconfidence gap, ECE, and ACE on
the medical VQA benchmarks. Per-dataset results are in Tables 11, 12, 13, and 10 in the
Appendix. While larger models tend to achieve higher accuracy, this does not translate into
better calibration. The overconfidence gap remains uniformly high regardless of model
size. More precisely, no meaningful improvement in ACE was observed from scaling:
For within-family transitions from 2B to 7/8B models, 4 of 6 comparisons (2 families x
3 question-type splits) showed slight improvement (mean AACE = —0.002), while from
7/8B to 30B+ models, 5 of 9 comparisons (3 families x 3 splits) showed worse calibration
(mean AACE = +0.022). Overall, 8 of 15 comparisons improved and 7 worsened (mean
AACE = +0.012). These results indicate that scaling alone does not address the fundamental
overconfidence problem in VLMs consistent with prior work on LLM uncertainty (Huang et al.,
2024; Chhikara, 2025; Testoni & Calixto, 2026), motivating alternative mitigation strategies.

4.3 No Prompting Strategy Consistently Improves Calibration
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Figure 2: ACE across sampling-based and verbalized confidence extraction methods and
their prompting variants (Respective prompts are in Appendix C.1.), evaluated on the pooled
medical VQA benchmarks and averaged across the 7/8B models. Except for Top-K variants in
the verbalized approach, prompting variants do not consistently improve calibration. Full results,
including per-model and per-dataset breakdowns with ECE and AUROC, are in Appendix E.2.

Figure 2 reports ACE across different confidence extraction methods, averaged across 7/8B
models and datasets. The central finding is that no prompting strategy consistently improves
calibration. CoT offers little to no benefit, and most verbalized variants fail to improve over
vanilla prompting, often worsening calibration. Overall, the sampling approach achieves
better calibration than the verbalized approach. However, these gains come with increased
computational cost, which we analyze in detail in Section 7.1.

5 Mitigating Overconfidence via Post-hoc Calibration

In Section 4, we observed systematic overconfidence across model families, scales, and
prompting strategies. This raises the question: Can we correct this overconfidence after
the model makes its predictions? Even when the confidence values are poorly calibrated,
their relative ordering may remain informative. This property allows us to adjust confidence
scores post hoc, improving reliability without modifying the underlying model or prompt.
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Figure 3: Calibration errors (ECE and ACE) before and after post-hoc calibration (Platt
scaling) for sampling-based and verbalized confidence on closed- and open-ended questions,
evaluated on the pooled datasets. Full results are in Tables 16 and 17 (Appendix F.2).

To this end, we investigate the efficacy of standard post-hoc calibration approaches: Platt
scaling (Platt, 1999), isotonic regression (Zadrozny & Elkan, 2002), and histogram bin-
ning (Zadrozny & Elkan, 2001). These methods transform estimated confidence scores into
better-calibrated values by fitting a transformation function that minimizes the calibration
error on a validation set. For instance, Platt scaling adjusts confidence scores using a logistic
regression model in a strictly monotonic manner (i.e., preserving their relative ordering).
We refer the reader to the respective original works for further details.

5.1 Empirical Evaluation on Standard Post-hoc Calibration Methods

For this analysis, we conduct 5-fold cross-validation, tuning calibration parameters (e.g.,
scaling factor) on the held-out validation fold and evaluating on each test fold. We report
average scores across folds (Figure 3), with standard deviations provided in the Appendices
(Tables 16 and 17), comparing performance before and after applying post-hoc calibration.

Regardless of the specific post-hoc calibration approach, calibration error consistently
decreases. For instance, averaging across 7-8B models, verbalized ECE drops from 0.243
to 0.038 and 0.029 (closed) and from 0.419 to 0.042 and 0.035 (open), under Platt scaling
and isotonic regression, respectively; ACE shows a similar pattern, dropping from 0.243
to 0.109 and 0.100 (closed) and from 0.418 to 0.100 and 0.096 (open). This improvement
surpasses the gains from verbalized prompting strategies explored in the previous section:
for example, in Figure 2, Top-K variant only reduces ECE to 0.356 (open), and ACE to 0.358
(open)—far above the post-hoc calibrated levels. In other words, post-hoc calibration yields
larger reductions in calibration error than prompt engineering alone.

6 Vision-Grounded Hallucination-Aware Calibration

A key limitation shared by standard post-hoc calibration methods is that they apply mono-
tonic transformations to confidence scores. By definition, strict monotonicity preserves the
rank ordering of predictions. Consequently, methods like Platt scaling are fundamentally
unable to correct the ranking. To overcome this limitation, we incorporate signals that are
informative about prediction correctness yet orthogonal to confidence.

We posit that hallucination scores offer such an orthogonal signal. Specifically, hallucinations
are a common failure mode in VLMs, where predictions are not grounded in the input image
but instead arise from spurious correlations or prior biases. Such hallucinations are known
to be driven by strong language priors (Leng et al., 2024; Wang et al., 2024). Combined with
the observations in Section 4 on VLM overconfidence, predictions with high confidence
yet large hallucination scores are likely to have lower accuracy, and should therefore be
suppressed relative to non-hallucinated overconfident predictions. Despite this connection,
hallucination signals have not been widely explored for confidence calibration.
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Table 2: AUROC (1) comparison across post-hoc calibration methods on the pooled datasets.
Platt scaling preserves the same AUROC as uncalibrated scores due to its strictly monotonic
transformation. Isotonic regression also preserves nearly identical AUROC due to its non-
decreasing mapping. In contrast, HAC improves AUROC by incorporating hallucination
signals that rerank predictions. On average across all 8 models, HAC improves AUROC by
5.3 pp over uncalibrated baselines, with notably larger gains on open-ended questions (+7.3
Pp), especially for verbalized confidence (+10.1 pp). Full results are in Table 15 (Appendix F.1).

| Uncalibrated Platt Scaling Isotonic Regr. HAC-Platt HAC-Gate

| Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb.
2 Qwen3-VL-8B 0551 0.600 | 0.551 0.600 | 0.556 0.604 | 0.639 0.608 | 0.639 0.608
2  InternVL3-8B 0.663 0.522 | 0.663 0522 | 0.660 0522 | 0.677 0.545 | 0.678 0.545
U LLaVA-NeXT-7B  0.598 0.558 | 0.598 0.558 | 0.587 0.562 | 0.597 0.547 | 0.598 0.556
= Qwen3-VL-8B 0643 0.710 | 0.643 0.710 | 0.642 0.710 | 0.750 0.771 | 0.750 0.743
& InternVL3-8B 0764 0.614 | 0.764 0.614 | 0763 0.620 | 0.789 0.742 | 0.793 0.736
O LLaVA-NeXT-7B 0706 0.603 | 0.706 0.603 | 0.703 0599 | 0.725 0.703 | 0.721 0.702

To this end, we introduce Hallucination-Aware Calibration (HAC), a simple approach that
incorporates vision-grounded hallucination detection signals into the calibration pipeline.
Given a precomputed hallucination score (described below), HAC proceeds as follows.

Precomputing Hallucination Score. First, we compute a vision-grounded hallucination
score. We adopt the VASE (Liao et al., 2025) approach based on its state-of-the-art perfor-
mance in medical VQA. Specifically, VASE samples 10 generations from the original image
and a weakly perturbed image (preserving clinical validity), respectively. It then calculates
the entropy of the contrastive semantic predictive distribution to assess hallucination—a
higher VASE score indicates a greater likelihood of hallucination.

Hallucination-informed scoring. We combine the raw confidence score ¢ with a hallucina-
tion score & via a two-dimensional Platt model:

Splatt(¢,h) = o(a-c+b-h+d), (1)

where o(-) denotes the sigmoid function, and parameters a,b, d are fit by minimizing the
negative log-likelihood on a held-out validation dataset. We denote this variant HAC-Platt.

We further propose an alternative formulation, HAC-Gate:
Sgate(C,h) = c-o(—a-h+ B). )

The sigmoid gate attenuates confidence when # is large.

6.1 Empirical Evaluation on HAC Variants

To provide the empirical support for HAC, we compare HAC against calibration baselines
along two complementary dimensions: discriminative capability and calibration error,
ensuring improvements in both ranking quality and the fidelity of confidence estimates.

A natural question is how much labeled calibration data HAC requires. We find HAC
to be highly data-efficient: as few as 10-25 calibration examples already recover most of
the benefit, and both discrimination (AUROC) and calibration error (ACE) reach near-
asymptotic values beyond roughly 100-200 examples, so only modest labeled data is needed
(Appendix G.5, Figures 13 and 14).

When Does HAC Improve Predictive Discrimination? Table 2 shows the AUROC change
after post-hoc calibration for both sampling-based and verbalized confidence. Platt scaling
preserves AUROC by definition, and isotonic regression exhibited negligible change. In con-
trast, HAC consistently improves AUROC on open-ended questions for both confidence
types. On closed-ended questions, HAC yields inconsistent results.
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Table 3: AUROC (1) comparison of HAC against uncertainty baselines on the pooled
datasets. Baseline uncertainty measures discriminate weakly on closed-ended questions,
never exceeding AUROC 0.661. In contrast, HAC attains the best overall AUROC, with
the largest gains on open-ended questions (up to +10.2 pp over the strongest baseline for
Qwen3-VL-8B).

| Semantic Predictive Majority  Distinct  Eigen UMPIRE | HAC-Platt

‘ Entropy Entropy Vote Answers  Score ‘ m.
o Qwen3-VL-8B 0.530 0.545 0.545 0.543 0.577 0.593 0.639 0.606
&  InternVL3-8B 0.601 0.661 0.661 0.644 0.509 0.606 0.677 0.542
U LLaVA-NeXT-7B 0.606 0.598 0.598 0.531 0.549 0.555 0597 0.541
= Qwen3-VL-8B 0.666 0.661 0.654 0.662 0.668 0.505 0.750 0.770
&, InternVL3-8B 0.751 0.770 0.750 0.770 0.413 0.684 0.789 0.747
O  LLaVA-NeXT-7B 0.723 0.717 0.689 0.715 0.689 0.689 0.725 0.703

Within open-ended questions, the AUROC gain from HAC is most pronounced for verbal-
ized confidence. This is expected: HAC acts as a complementary signal, and its marginal
contribution is largest when the uncalibrated confidence alone is a weak discriminator.
Sampling-based confidence already achieves relatively high AUROC by aggregating mul-
tiple responses—a process inherently correlated with language-grounded hallucination
detection signals such as semantic entropy (Farquhar et al., 2024)—leaving less room for
VAGSE to add discriminative value. Verbalized confidence, by contrast, tends to start from a
lower baseline AUROC, making it a more receptive target for hallucination-aware correction.

The inconsistency on closed-ended questions reflects the informativeness of VASE, rather
than a limitation of the HAC framework. VASE correlates strongly with correctness on
open-ended questions (Pearson r = —0.48 for sampling, —0.46 for verbalized) but weakly
on closed-ended ones (r = —0.20 and —0.16, respectively). This is consistent with Liao
et al. (2025), which validates VASE primarily on open-ended questions. Because HAC
is signal-agnostic, VASE can be replaced with a format-appropriate signal. The internal
logit margin (HAC-Logit) consistently improves closed-ended AUROC over HAC-VASE
(Table 19; +0.150 for Qwen3-VL-8B, +0.063 for InternVL3-8B).

We also compare HAC against training-free uncertainty baselines spanning semantic agree-
ment (Kuhn et al., 2023), lexical agreement (Wang et al., 2022; Lin et al., 2023), and embedding
geometry (Chen et al., 2024a; Lau et al., 2026). None matches HAC across question types,
and unlike HAC these scores are unbounded and give no calibrated probabilities (Table 3).

Calibration Gains. Table 4 reports ACE under the same setup. As expected, uncalibrated
baselines were systematically overconfident. Standard post-hoc methods and HAC reduce
these errors substantially. Overall, HAC achieves calibration gains comparable to standard
post-hoc methods, including on closed-ended questions, where its AUROC gains are lim-
ited. Therefore, we conclude: HAC does not sacrifice calibration quality to achieve its
discriminative (AUROC) gains.

Ablation and Further Analysis. We present additional results on the ablation and further
analysis of HAC in Appendix G. The findings are as follows:

First, we evaluate whether HAC-Platt calibration parameters learned on one dataset transfer
to another. We tuned HAC parameters on each dataset and tested on the remaining ones;
overall, HAC was relatively insensitive to the choice of calibration dataset (Figures 10-12).

Second, we inspect the learned HAC-Platt parameters (Table 18). The signs 4 > 0 and
b < 0 held across all 160 fits (8 models x 5 folds x 2 confidence types x 2 question types),
confirming that higher base confidence consistently increases and higher hallucination
scores consistently decrease the calibrated output. The hallucination penalty b was on
average stronger for open-ended questions than for closed-ended ones, consistent with the
greater risk of hallucination in free-form answers.
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Table 4: ACE (|) comparison across calibration methods on the pooled dataset. Each cell
shows sampling or verbalized confidence. Overall, both HAC and standard calibration

approaches achieve notable calibration gains comparable to uncalibrated baselines. Full
results are in Table 16 (Appendix F.2).

Uncalibrated Platt Scalin: Isotonic Regr. HAC-Platt HAC-Gate
g g
Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb.
1% p p p p

2 Qwen3-VL-8B 0214 0.180 | 0.108 0.109 | 0.096 0.095 | 0.101 0.108 | 0.101 0.115
2 InternVL3-8B 0152 0176 | 0.116 0.094 | 0.102 0.093 | 0.114 0.096 | 0.113 0.095
U LLaVA-NeXT-7B 0.165 0371 | 0.127 0123 | 0.131 0.111 | 0.124 0.140 | 0.131 0.163
= Qwen3-VL-8B 0400 0.363 | 0.098 0.095 | 0.094 0.087 | 0.086 0.075 | 0.086 0.075
& InternVL3-8B 0228 0.352 | 0.094 0.102 | 0.090 0.094 | 0.094 0.087 | 0.097 0.091
O LLaVA-NeXT-7B  0.256 05398 0.082 0.104 | 0.068 0.106 | 0.096 0.083 | 0.077 0.084

Third, we replace VASE in HAC-Platt with Semantic Entropy (SE) (Farquhar et al., 2024) or
RadFlag (Zhang et al., 2024b) (Figure 9). Both give comparable or slightly better ACE on
closed-ended questions but weaker AUROC, confirming that HAC is signal-agnostic and
VASE is the strongest single signal in our setting.

Fourth, we vary the number of labeled examples used to fit the calibration parameters
(Figures 13- 14). HAC is effective with small calibration sets, often improving AUROC with
just 10-50 labels and stabilizing with around 100-200 examples.

7 Conclusion and Discussion

We presented a comprehensive empirical study of calibration in medical VQA across
three VLM families, spanning scales from 2B to 38B, and multiple confidence estimation
paradigms. Overconfidence is pervasive and persists regardless of scale or prompting
strategy (Section 4.1). Post-hoc calibration consistently reduces calibration error (Section 5),
but cannot improve discriminative quality due to its monotonicity. To address this, we
introduced HAC, which incorporates hallucination detection signals to rerank predictions,
improving AUROC by 5.3 percentage points on average (7.3pp on open-ended questions),
without sacrificing calibration performance (Section 6).

7.1 Discussion of Computational Cost Trade-Offs

While performance is the primary concern, computational efficiency cannot be overlooked in
medical deployment, where time-critical decision support and resource-constrained settings
impose strict latency and cost constraints.

For LLMs, inference cost is dominated by autoregressive decoding: input tokens are pro-
cessed in parallel, whereas output tokens are generated sequentially, incurring higher
per-token latency (Pope et al., 2023). We therefore report the number of generated tokens as
a proxy for computational cost during inference.

We investigate average token counts per generation for each method in Tables 5. Primarily,
we confirm that sophisticated prompting strategies increase the inference cost as expected.
Notably, CoT prompting increases cost by 20 to 50 times, as it requires generating intermedi-
ate reasoning tokens. Verbalized methods also produce more tokens per generation than
sampling because they output a confidence score alongside their answer.

To assess overall expense, the number of generations N should also be considered. Ver-
balized methods require a single forward pass (or two for two-stage prompting), whereas
sampling-based methods need at least N = 10 samples to achieve a reliable estimate (Ap-
pendix D). In contrast, the base sampling method with N = 20 yields a cumulative token
count comparable to two verbalized calls, and lower than a single Top-k call.

For post-hoc calibration and HAC, fitting the calibration model itself is negligible in cost,
as it operates on scalar scores on a CPU in near real time. At inference time, applying
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Table 5: Computational cost per question. N: the number of required generations per
question. #Tok/Gen reports the meanz=std of output tokens per generation.

Closed Open

Method N  #Tok/Gen Total #Tok/Gen Total
& Base 10-20 2.9+37 29.0 7.2+521 72.0
& CoT 10-20 146.2+3674 1462.0 144.5+4080 1445.0
:;j VASE 20 24415 48.0 8.1+62 162.0

Vanilla 1 25.8+24.1 25.8 39.6+29.6 39.6
- Vanilla+CoT 1 138.1+517 1381  141.0+527  141.0
S Punish 1 28.7+240 28.7 43.8+288 43.8
-,:3) Linguistic 1 2424218  24.2 28.0+209  28.0
> Top-k 1 92.2+587 92.2 92.0+64.7 92.0

Two-stage 2 81l.4+428 162.8 84.0+607  168.0

the learned mapping adds virtually no latency, as it is a simple scalar transformation per
sample. To improve both calibration and discriminative quality, HAC additionally leverages
hallucination scores from VASE, which requires 20 generations per sample (10 each for the
original and perturbed image). Hence, exploring sampling-free yet reliable hallucination
detection methods is a promising direction for further reducing this overhead.

7.2 Toward Reliable Deployment: Guidance and Open Challenges

Practical Recommendations. Our findings establish standard post-hoc calibration (e.g.,
Platt scaling) as a minimum baseline for medical VLM deployment as it consistently reduces
calibration error at negligible cost. The choice between sampling-based and verbalized
approaches should be decided by the goal. For example, sampling-based confidence benefits
from multi-sample aggregation, which provides statistically grounded estimates, but incurs
compute cost that scales with N (Table 5). With sufficient serving bandwidth, hybrid
strategies that aggregate verbalized scores across multiple generations are also feasible and
may combine the strengths of both paradigms. When discriminative quality is the priority,
HAC offers the largest gains—improving AUROC by 5.3 percentage points on average and
up to 7.3pp on open-ended questions—by incorporating hallucination signals to rerank
predictions, which are most relevant to real-world clinical use. Although HAC requires
additional generations for hallucination estimation, this overhead is mitigable in practice,
as the generations are independent and can be fully parallelized without increasing latency.

Limitations. While our evaluation focuses on general-purpose VLMs, the calibration of
domain-specific fine-tuned models (e.g., Llava-Med) could be further explored. Second,
although VQA-Med covers all eight primary imaging modality categories, SLAKE and
VQA-RAD include only a subset (X-ray, CT, and MRI), which may limit the generalizability
of our findings to underrepresented modalities. Third, no single auxiliary signal serves both
answer formats: VASE is more effective for open-ended questions, while the logit margin
performs better for closed-ended questions. Additionally, developing a more cost-effective
vision-grounded hallucination detection method remains an important direction.

Future Work. Furthermore, while verbalized confidence estimation strategies, Top-k and
Two-stage methods, already incorporate elements of a sampling-based approach, explor-
ing hybrid confidence estimation strategies that combine verbalized and sampling-based
paradigms may be worthwhile when sufficient bandwidth is available. In addition, incorpo-
rating other informative signals—such as statistics from reasoning traces (Testoni & Calixto,
2026)—beyond hallucination is a promising direction. Moreover, developing sampling-free
yet reliable hallucination detection methods would further improve robustness. Lastly,
although our evaluation relies on benchmark datasets, validating these findings in real
clinical settings is essential to bridge the gap between benchmark-level observations and
real-world reliability.

10



Published as a conference paper at COLM 2026

Acknowledgments

The authors thank Paul Vozila for his valuable feedback on the manuscript. Ji Young Byun
was supported in part by a discretionary fund at John Hopkins University’s Whiting School
of Engineering. Young-Jin Park was supported in part by the MIT-IBM Watson Al Lab.

References

Asma Ben Abacha, Steven Bethard, Danielle Bitterman, Tristan Naumann, and Kirk Roberts.
Proceedings of the 7th clinical natural language processing workshop. In Proceedings of
the 7th Clinical Natural Language Processing Workshop, 2025.

Marah Abdin, Jyoti Aneja, Hany Awadalla, Ahmed Awadallah, Ammar Ahmad Awan,
Nguyen Bach, Amit Bahree, Arash Bakhtiari, Jianmin Bao, Harkirat Behl, Alon Benhaim,
Misha Bilenko, Johan Bjorck, Sébastien Bubeck, Martin Cai, Qin Cai, Vishrav Chaudhary,
Dong Chen, Dongdong Chen, Weizhu Chen, Yen-Chun Chen, Yi-Ling Chen, Hao Cheng,
Parul Chopra, Xiyang Dai, Matthew Dixon, Ronen Eldan, Victor Fragoso, Jianfeng Gao,
Mei Gao, Min Gao, Amit Garg, Allie Del Giorno, Abhishek Goswami, Suriya Gunasekar,
Emman Haider, Junheng Hao, Russell J. Hewett, Wenxiang Hu, Jamie Huynh, Dan Iter,
Sam Ade Jacobs, Mojan Javaheripi, Xin Jin, Nikos Karampatziakis, Piero Kauffmann,
Mahoud Khademi, Dongwoo Kim, Young Jin Kim, Lev Kurilenko, James R. Lee, Yin Tat
Lee, Yuanzhi Li, Yunsheng Li, Chen Liang, Lars Liden, Xihui Lin, Zeqi Lin, Ce Liu, Liyuan
Liu, Mengchen Liu, Weishung Liu, Xiaodong Liu, Chong Luo, Piyush Madan, Ali Mah-
moudzadeh, David Majercak, Matt Mazzola, Caio César Teodoro Mendes, Arindam Mitra,
Hardik Modi, Anh Nguyen, Brandon Norick, Barun Patra, Daniel Perez-Becker, Thomas
Portet, Reid Pryzant, Heyang Qin, Marko Radmilac, Liliang Ren, Gustavo de Rosa, Corby
Rosset, Sambudha Roy, Olatunji Ruwase, Olli Saarikivi, Amin Saied, Adil Salim, Michael
Santacroce, Shital Shah, Ning Shang, Hiteshi Sharma, Yelong Shen, Swadheen Shukla, Xia
Song, Masahiro Tanaka, Andrea Tupini, Praneetha Vaddamanu, Chunyu Wang, Guan-
hua Wang, Lijuan Wang, Shuohang Wang, Xin Wang, Yu Wang, Rachel Ward, Wen Wen,
Philipp Witte, Haiping Wu, Xiaoxia Wu, Michael Wyatt, Bin Xiao, Can Xu, Jiahang Xu, Wei-
jian Xu, Jilong Xue, Sonali Yadav, Fan Yang, Jianwei Yang, Yifan Yang, Ziyi Yang, Donghan
Yu, Lu Yuan, Chenruidong Zhang, Cyril Zhang, Jianwen Zhang, Li Lyna Zhang, Yi Zhang,
Yue Zhang, Yunan Zhang, and Xiren Zhou. Phi-3 technical report: A highly capable
language model locally on your phone, 2024. URL https://arxiv.org/abs/2404.14219.

Seongsu Bae, Daeun Kyung, Jaehee Ryu, Eunbyeol Cho, Gyubok Lee, Sunjun Kweon,
Jungwoo Oh, Lei Ji, Eric Chang, Tackeun Kim, et al. Ehrxqa: A multi-modal question
answering dataset for electronic health records with chest x-ray images. Advances in
Neural Information Processing Systems, 36:3867-3880, 2023.

Jinze Bai, Shuai Bai, Shusheng Yang, Shijie Wang, Sinan Tan, Peng Wang, Junyang Lin, Chang
Zhou, and Jingren Zhou. Qwen-vl: A versatile vision-language model for understanding,
localization, text reading, and beyond. arXiv preprint arXiv:2308.12966, 2023.

Asma Ben Abacha, Sadid A. Hasan, Vivek V. Datla, Joey Liu, Dina Demner-Fushman,
and Henning Miiller. Vga-med: Overview of the medical visual question answering
task at imageclef 2019. In Working Notes of CLEF 2019, volume 2380 of CEUR Workshop
Proceedings, Lugano, Switzerland, September 9-12 2019. CEUR-WS.org. URL https:
//ceur-ws.org/Vol-2380/paper_272.pdf.

Andrew P Bradley. The use of the area under the roc curve in the evaluation of machine
learning algorithms. Pattern recognition, 30(7):1145-1159, 1997.

Dana Brin, Vera Sorin, Yiftach Barash, Eli Konen, Benjamin S Glicksberg, Girish N Nadkarni,
and Eyal Klang. Assessing gpt-4 multimodal performance in radiological image analysis.
European Radiology, 35(4):1959-1965, 2025.

Aurelia Bustos, Antonio Pertusa, Jose-Maria Salinas, and Maria De La Iglesia-Vaya. Padchest:
A large chest x-ray image dataset with multi-label annotated reports. Medical image analysis,
66:101797, 2020.

11


https://arxiv.org/abs/2404.14219
https://ceur-ws.org/Vol-2380/paper_272.pdf
https://ceur-ws.org/Vol-2380/paper_272.pdf

Published as a conference paper at COLM 2026

Ji Young Byun, Young-Jin Park, Navid Azizan, and Rama Chellappa. Test-time scaling in
clinical decision making: An empirical and analytical investigation. In Medical Imaging
with Deep Learning, 2026.

Pierre Chambon, Jean-Benoit Delbrouck, Thomas Sounack, Shih-Cheng Huang, Zhihong
Chen, Maya Varma, Steven QH Truong, Chu The Chuong, and Curtis P Langlotz. Chex-
pert plus: Augmenting a large chest x-ray dataset with text radiology reports, patient
demographics and additional image formats. arXiv preprint arXiv:2405.19538, 2024.

Chao Chen, Kai Liu, Ze Chen, Yi Gu, Yue Wu, Mingyuan Tao, Zhihang Fu, and Jieping Ye.
Inside: LIms’ internal states retain the power of hallucination detection. In International
Conference on Learning Representations, volume 2024, pp. 3056-3076, 2024a.

Zhe Chen, Jiannan Wu, Wenhai Wang, Weijie Su, Guo Chen, Sen Xing, Muyan Zhong,
Qinglong Zhang, Xizhou Zhu, Lewei Lu, et al. Internvl: Scaling up vision foundation
models and aligning for generic visual-linguistic tasks. In Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition, pp. 24185-24198, 2024b.

Prateek Chhikara. Mind the confidence gap: Overconfidence, calibration, and distractor
effects in large language models. arXiv preprint arXiv:2502.11028, 2025.

Daniel Coelho de Castro, Aurelia Bustos, Shruthi Bannur, Stephanie L Hyland, Kenza
Bouzid, Maria Teodora Wetscherek, Maria Dolores Sdnchez-Valverde, Lara Jaques-Pérez,
Lourdes Pérez-Rodriguez, Kenji Takeda, et al. Padchest-gr: A bilingual chest x-ray dataset
for grounded radiology report generation. NEJM Al, 2(7):Aldbp2401120, 2025.

Shrey Desai and Greg Durrett. Calibration of pre-trained transformers. In Proceedings of the
2020 Conference on Empirical Methods in Natural Language Processing (EMNLP), pp. 295-302.
Association for Computational Linguistics, 2020.

Yuetian Du, Yucheng Wang, Ming Kong, Tian Liang, Qiang Long, Bingdi Chen, and Qiang
Zhu. Confidence calibration for multimodal llms: An empirical study through med-
ical vqa. In International Conference on Medical Image Computing and Computer-Assisted
Intervention, pp. 89-99. Springer, 2025.

Sebastian Farquhar, Jannik Kossen, Lorenz Kuhn, and Yarin Gal. Detecting hallucinations
in large language models using semantic entropy. Nature, 630(8017):625-630, 2024.

Yichao Fu, Xuewei Wang, Yuandong Tian, and Jiawei Zhao. Deep think with confidence.
arXiv preprint arXiv:2508.15260, 2025.

Sushant Gautam, Michael A Riegler, and Pal Halvorsen. Hedge: Hallucination estima-
tion via dense geometric entropy for vqa with vision-language models. arXiv preprint
arXiv:2511.12693, 2025.

Jiahui Geng, Fengyu Cai, Yuxia Wang, Heinz Koeppl, Preslav Nakov, and Iryna Gurevych. A
survey of confidence estimation and calibration in large language models. In Proceedings
of the 2024 Conference of the North American Chapter of the Association for Computational
Linguistics: Human Language Technologies (Volume 1: Long Papers), pp. 65776595, 2024.

Nauman Ullah Gilal, Rachida Zegour, Khaled Al-Thelaya, Erdener Ozer, Marco Agus, Jens
Schneider, and Sabri Boughorbel. Pathvlm-eval: Evaluation of open vision language
models in histopathology. Journal of Pathology Informatics, 18:100455, 2025.

Tobias Groot and Matias Valdenegro-Toro. Overconfidence is key: Verbalized uncertainty
evaluation in large language and vision-language models. In Proceedings of the 4th Workshop
on Trustworthy Natural Language Processing (TrustNLP 2024), pp. 145-171, 2024.

Chuan Guo, Geoff Pleiss, Yu Sun, and Kilian Q Weinberger. On calibration of modern neural
networks. In International conference on machine learning, pp. 1321-1330. PMLR, 2017.

Pengcheng He, Xiaodong Liu, Jianfeng Gao, and Weizhu Chen. Deberta: Decoding-
enhanced bert with disentangled attention. arXiv preprint arXiv:2006.03654, 2020.

12



Published as a conference paper at COLM 2026

Yukun Huang, Yixin Liu, Raghuveer Thirukovalluru, Arman Cohan, and Bhuwan Dhingra.
Calibrating long-form generations from large language models. In Yaser Al-Onaizan,
Mohit Bansal, and Yun-Nung Chen (eds.), Findings of the Association for Computational
Linguistics: EMNLP 2024, pp. 13441-13460, Miami, Florida, USA, November 2024. Associ-
ation for Computational Linguistics. doi: 10.18653/v1/2024.findings-emnlp.785. URL
https://aclanthology.org/2024.findings-emnlp.785/.

Jeremy Irvin, Pranav Rajpurkar, Michael Ko, Yifan Yu, Silviana Ciurea-Ilcus, Chris Chute,
Henrik Marklund, Behzad Haghgoo, Robyn Ball, Katie Shpanskaya, et al. Chexpert:
A large chest radiograph dataset with uncertainty labels and expert comparison. In
Proceedings of the AAAI conference on artificial intelligence, volume 33, pp. 590-597, 2019.

Peiyuan Jing, Kinhei Lee, Zhenxuan Zhang, Huichi Zhou, Zhengging Yuan, Zhifan Gao, Lei
Zhu, Giorgos Papanastasiou, Yingying Fang, and Guang Yang. Reason like a radiologist:
Chain-of-thought and reinforcement learning for verifiable report generation. Medical
Image Analysis, pp. 103910, 2025.

Saurav Kadavath, Tom Conerly, Amanda Askell, Tom Henighan, Dawn Drain, Ethan Perez,
Nicholas Schiefer, Zac Hatfield-Dodds, Nova DasSarma, Eli Tran-Johnson, et al. Language
models (mostly) know what they know. arXiv preprint arXiv:2207.05221, 2022.

Anita Kriz, Elizabeth Laura Janes, Xing Shen, and Tal Arbel. Prompt4trust: A reinforcement
learning prompt augmentation framework for clinically-aligned confidence calibration in
multimodal large language models. In Proceedings of the IEEE/CVF International Conference
on Computer Vision, pp. 1320-1329, 2025.

Lorenz Kuhn, Yarin Gal, and Sebastian Farquhar. Semantic uncertainty: Linguistic in-
variances for uncertainty estimation in natural language generation. In The Eleventh
International Conference on Learning Representations, 2023.

Gregory Kang Ruey Lau, Hieu Dao, Nicole Kan Hui Lin, and Bryan Kian Hsiang Low.
Uncertainty quantification for multimodal large language models with incoherence-
adjusted semantic volume. arXiv preprint arXiv:2602.24195, 2026.

Jason ] Lau, Soumya Gayen, Asma Ben Abacha, and Dina Demner-Fushman. A dataset of
clinically generated visual questions and answers about radiology images. Scientific data,
5(1):180251, 2018.

Seowoo Lee, Jiwon Youn, Hyungjin Kim, Mansu Kim, and Soon Ho Yoon. Cxr-llava: a
multimodal large language model for interpreting chest x-ray images. European Radiology,
35(7):4374-4386, 2025.

Sicong Leng, Hang Zhang, Guanzheng Chen, Xin Li, Shijian Lu, Chunyan Miao, and Lidong
Bing. Mitigating object hallucinations in large vision-language models through visual
contrastive decoding. In Proceedings of the IEEE/CVF Conference on Computer Vision and
Pattern Recognition, pp. 13872-13882, 2024.

Chunyuan Li, Cliff Wong, Sheng Zhang, Naoto Usuyama, Haotian Liu, Jianwei Yang, Tristan
Naumann, Hoifung Poon, and Jianfeng Gao. Llava-med: Training a large language-and-
vision assistant for biomedicine in one day. Advances in Neural Information Processing
Systems, 36:28541-28564, 2023.

Feng Li, Renrui Zhang, Hao Zhang, Yuanhan Zhang, Bo Li, Wei Li, Zejun Ma, and Chunyuan
Li. Llava-next-interleave: Tackling multi-image, video, and 3d in large multimodal models.
arXiv preprint arXiv:2407.07895, 2024.

Zehui Liao, Shishuai Hu, Ke Zou, Huazhu Fu, Liangli Zhen, and Yong Xia. Vision-amplified
semantic entropy for hallucination detection in medical visual question answering. In
International Conference on Medical Image Computing and Computer-Assisted Intervention, pp.
669-679. Springer, 2025.

Zhen Lin, Shubhendu Trivedi, and Jimeng Sun. Generating with confidence: Uncertainty
quantification for black-box large language models. arXiv preprint arXiv:2305.19187, 2023.

13


https://aclanthology.org/2024.findings-emnlp.785/

Published as a conference paper at COLM 2026

Bo Liu, Li-Ming Zhan, Li Xu, Lin Ma, Yan Yang, and Xiao-Ming Wu. Slake: A semantically-
labeled knowledge-enhanced dataset for medical visual question answering. In 2021 IEEE
18th international symposium on biomedical imaging (ISBI), pp. 1650-1654. IEEE, 2021.

Haotian Liu, Chunyuan Li, Yuheng Li, Bo Li, Yuanhan Zhang, Sheng Shen, and Yong Jae
Lee. Llava-next: Improved reasoning, ocr, and world knowledge, January 2024. URL
https://1lava-vl.github.io/blog/2024-01-30-11ava-next/.

Xiaoou Liu, Tiejin Chen, Longchao Da, Chacha Chen, Zhen Lin, and Hua Wei. Uncertainty
quantification and confidence calibration in large language models: A survey. In Proceed-
ings of the 31st ACM SIGKDD Conference on Knowledge Discovery and Data Mining V. 2, pp.
6107-6117, 2025.

Mahdi Pakdaman Naeini, Gregory Cooper, and Milos Hauskrecht. Obtaining well calibrated
probabilities using bayesian binning. In Proceedings of the AAAI conference on artificial
intelligence, 2015.

Radford M Neal. Probabilistic inference using markov chain monte carlo methods, 1993.

Shiyu Ni, Keping Bi, Jiafeng Guo, and Xueqi Cheng. When do llms need retrieval augmen-
tation? mitigating llms’ overconfidence helps retrieval augmentation. In Findings of the
Association for Computational Linguistics: ACL 2024, pp. 11375-11388, 2024.

Jeremy Nixon, Michael W Dusenberry, Linchuan Zhang, Ghassen Jerfel, and Dustin Tran.
Measuring calibration in deep learning. In CVPR workshops, volume 2, 2019.

Ayush Pandey, Jai Bardhan, Ishita Jain, Ramya S Hebbalaguppe, Rohan Raju Dhanakshirur,
and Lovekesh Vig. Refine and align: Confidence calibration through multi-agent interac-
tion in vqa. In Proceedings of the AAAI Conference on Artificial Intelligence, volume 40, pp.
37810-37819, 2026.

Young-Jin Park, Kristjan Greenewald, Kaveh Alim, Hao Wang, and Navid Azizan. Know
what you don’t know: Uncertainty calibration of process reward models. arXiv preprint
arXiv:2506.09338, 2025.

John C. Platt. Probabilistic outputs for support vector machines and comparisons to regular-
ized likelihood methods. In Advances in Large Margin Classifiers, 1999.

Reiner Pope, Sholto Douglas, Aakanksha Chowdhery, Jacob Devlin, James Bradbury,
Jonathan Heek, Kefan Xiao, Shivani Agrawal, and Jeff Dean. Efficiently scaling trans-
former inference. Proceedings of machine learning and systems, 5:606-624, 2023.

Rebecca Roelofs, Nicholas Cain, Jonathon Shlens, and Michael C Mozer. Mitigating bias in
calibration error estimation. In International Conference on Artificial Intelligence and Statistics,
pp. 4036-4054. PMLR, 2022.

Thomas Savage, John Wang, Robert Gallo, Abdessalem Boukil, Vishwesh Patel, Seyed Amir
Ahmad Safavi-Naini, Ali Soroush, and Jonathan H Chen. Large language model uncer-

tainty measurement and calibration for medical diagnosis and treatment. medRxiv, pp.
2024-06, 2024.

Maohao Shen, Subhro Das, Kristjan Greenewald, Prasanna Sattigeri, Gregory Wornell, and
Soumya Ghosh. Thermometer: Towards universal calibration for large language models.
arXiv preprint arXiv:2403.08819, 2024.

Xing Shen, Justin Szeto, Mingyang Li, Hengguan Huang, and Tal Arbel. Exposing and
mitigating calibration biases and demographic unfairness in mllm few-shot in-context
learning for medical image classification. In International Conference on Medical Image
Computing and Computer-Assisted Intervention, pp. 226-236. Springer, 2025.

Gemma Team, Aishwarya Kamath, Johan Ferret, Shreya Pathak, Nino Vieillard, Ramona
Merhej, Sarah Perrin, Tatiana Matejovicova, Alexandre Ramé, Morgane Riviere, et al.
Gemma 3 technical report. arXiv preprint arXiv:2503.19786, 2025.

14


https://llava-vl.github.io/blog/2024-01-30-llava-next/

Published as a conference paper at COLM 2026

Qwen Team. Qwen3 technical report, 2025. URL https://arxiv.org/abs/2505.09388.

Alberto Testoni and lacer Calixto. Mind the gap: Benchmarking LLM uncertainty and
calibration with specialty-aware clinical QA and reasoning-based behavioural features. In
Vera Demberg, Kentaro Inui, and Llufs Marquez (eds.), Proceedings of the 19th Conference
of the European Chapter of the Association for Computational Linguistics (Volume 1: Long
Papers), pp. 2364-2382, Rabat, Morocco, March 2026. Association for Computational
Linguistics. ISBN 979-8-89176-380-7. doi: 10.18653/v1/2026.eacl-long.106. URL https:
//aclanthology.org/2026.eacl-long.106/.

Aman Singh Thakur, Kartik Choudhary, Venkat Srinik Ramayapally, Sankaran
Vaidyanathan, and Dieuwke Hupkes. Judging the judges: Evaluating alignment and
vulnerabilities in LLMs-as-judges. In Ofir Arviv, Miruna Clinciu, Kaustubh Dhole, Rotem
Dror, Sebastian Gehrmann, Eliya Habba, Itay Itzhak, Simon Mille, Yotam Perlitz, Enrico
Santus, Jodo Sedoc, Michal Shmueli Scheuer, Gabriel Stanovsky, and Oyvind Tafjord
(eds.), Proceedings of the Fourth Workshop on Generation, Evaluation and Metrics (GEM?), pp.
404430, Vienna, Austria and virtual meeting, July 2025. Association for Computational
Linguistics. ISBN 979-8-89176-261-9. URL https://aclanthology.org/2025.gem-1.33/.

Katherine Tian, Eric Mitchell, Allan Zhou, Archit Sharma, Rafael Rafailov, Huaxiu Yao,
Chelsea Finn, and Christopher D Manning. Just ask for calibration: Strategies for eliciting
calibrated confidence scores from language models fine-tuned with human feedback. In
Proceedings of the 2023 Conference on Empirical Methods in Natural Language Processing, pp.
5433-5442, 2023.

Tao Tu, Shekoofeh Azizi, Danny Driess, Mike Schaekermann, Mohamed Amin, Pi-Chuan
Chang, Andrew Carroll, Charles Lau, Ryutaro Tanno, Ira Ktena, et al. Towards generalist
biomedical ai. Nejm Ai, 1(3):Aloa2300138, 2024a.

Weijie Tu, Weijian Deng, Dylan Campbell, Stephen Gould, and Tom Gedeon. An empirical
study into what matters for calibrating vision-language models. In Ruslan Salakhutdinov,
Zico Kolter, Katherine Heller, Adrian Weller, Nuria Oliver, Jonathan Scarlett, and Felix
Berkenkamp (eds.), Proceedings of the 41st International Conference on Machine Learning,
volume 235 of Proceedings of Machine Learning Research, pp. 48791-48808. PMLR, 21-27 Jul
2024b. URL https://proceedings.mlr.press/v235/tu24a.html.

Xintong Wang, Jingheng Pan, Liang Ding, and Chris Biemann. Mitigating hallucinations
in large vision-language models with instruction contrastive decoding. In Findings of the
Association for Computational Linguistics: ACL 2024, pp. 15840-15853, 2024.

Xuezhi Wang, Jason Wei, Dale Schuurmans, Quoc Le, Ed Chi, Sharan Narang, Aakanksha
Chowdbhery, and Denny Zhou. Self-consistency improves chain of thought reasoning in
language models. arXiv preprint arXiv:2203.11171, 2022.

Jason Wei, Xuezhi Wang, Dale Schuurmans, Maarten Bosma, Fei Xia, Ed Chi, Quoc V
Le, Denny Zhou, et al. Chain-of-thought prompting elicits reasoning in large language
models. Advances in neural information processing systems, 35:24824-24837, 2022.

Yijun Xiao and William Yang Wang. On hallucination and predictive uncertainty in condi-
tional language generation. In Proceedings of the 16th Conference of the European Chapter of
the Association for Computational Linguistics: Main Volume, pp. 2734-2744, 2021.

Miao Xiong, Zhiyuan Hu, Xinyang Lu, YIFEI LI, Jie Fu, Junxian He, and Bryan Hooi. Can
Ilms express their uncertainty? an empirical evaluation of confidence elicitation in llms.
In The Twelfth International Conference on Learning Representations, 2024.

Weihao Xuan, Qingcheng Zeng, Heli Qi, Junjue Wang, and Naoto Yokoya. Seeing is
believing, but how much? a comprehensive analysis of verbalized calibration in vision-
language models. In Christos Christodoulopoulos, Tanmoy Chakraborty, Carolyn Rose,
and Violet Peng (eds.), Proceedings of the 2025 Conference on Empirical Methods in Natural
Language Processing, pp. 1408-1450, Suzhou, China, November 2025. Association for
Computational Linguistics. ISBN 979-8-89176-332-6. doi: 10.18653/v1/2025.emnlp-main.
74. URL https://aclanthology.org/2025.emnlp-main.74/.

15


https://arxiv.org/abs/2505.09388
https://aclanthology.org/2026.eacl-long.106/
https://aclanthology.org/2026.eacl-long.106/
https://aclanthology.org/2025.gem-1.33/
https://proceedings.mlr.press/v235/tu24a.html
https://aclanthology.org/2025.emnlp-main.74/

Published as a conference paper at COLM 2026

Yasin Abbasi Yadkori, Ilja Kuzborskij, Andrds Gyoérgy, and Csaba Szepesvéri. To believe or
not to believe your llm. arXiv preprint arXiv:2406.02543, 2024.

Wen-wai Yim, Yujuan Fu, Zhaoyi Sun, Asma Ben Abacha, Meliha Yetisgen, and Fei Xia.
Dermavqa: A multilingual visual question answering dataset for dermatology. In In-
ternational Conference on Medical Image Computing and Computer-Assisted Intervention, pp.
209-219. Springer, 2024.

Bianca Zadrozny and Charles Elkan. Obtaining calibrated probability estimates from
decision trees and naive bayesian classifiers. In Icml, volume 1, pp. 2001, 2001.

Bianca Zadrozny and Charles Elkan. Transforming classifier scores into accurate multiclass
probability estimates. In Proceedings of the eighth ACM SIGKDD international conference on
Knowledge discovery and data mining, pp. 694-699, 2002.

Peiyuan Zhang, Guangtao Zeng, Tianduo Wang, and Wei Lu. Tinyllama: An open-source
small language model. arXiv preprint arXiv:2401.02385, 2024a.

Serena Zhang, Sraavya Sambara, Oishi Banerjee, Julian Acosta, L John Fahrner, and Pranav
Rajpurkar. Radflag: A black-box hallucination detection method for medical vision
language models. arXiv preprint arXiv:2411.00299, 2024b.

Sheng Zhang, Yanbo Xu, Naoto Usuyama, Hanwen Xu, Jaspreet Bagga, Robert Tinn, Sam
Preston, Rajesh Rao, Mu Wei, Naveen Valluri, et al. Biomedclip: a multimodal biomedical
foundation model pretrained from fifteen million scientific image-text pairs. arXiv preprint
arXiv:2303.00915, 2023a.

Xiaoman Zhang, Chaoyi Wu, Ziheng Zhao, Weixiong Lin, Ya Zhang, Yanfeng Wang, and
Weidi Xie. Pmc-vqa: Visual instruction tuning for medical visual question answering.
arXiv preprint arXiv:2305.10415, 2023b.

Xiaoman Zhang, Chaoyi Wu, Ziheng Zhao, Weixiong Lin, Ya Zhang, Yanfeng Wang, and
Weidi Xie. Development of a large-scale medical visual question-answering dataset.
Communications Medicine, 4(1):277, 2024c.

Tony Z. Zhao, Eric Wallace, Shi Feng, Dan Klein, and Sameer Singh. Calibrate before
use: Improving few-shot performance of language models. In Proceedings of the 38th
International Conference on Machine Learning (ICML), volume 139 of Proceedings of Machine
Learning Research, pp. 12697-12706. PMLR, 2021.

Lianmin Zheng, Wei-Lin Chiang, Ying Sheng, Siyuan Zhuang, Zhanghao Wu, Yonghao
Zhuang, Zi Lin, Zhuohan Li, Dacheng Li, Eric Xing, et al. Judging llm-as-a-judge with mt-
bench and chatbot arena. Advances in neural information processing systems, 36:46595-46623,
2023.

16



Published as a conference paper at COLM 2026

A Further Related Work: Calibration in Deep Learning and Generative
Models.

Modern deep neural networks are often observed to be miscalibrated: while achieving
high accuracy, they tend to produce overconfident predictions. Guo et al. (2017) provided
the characterization of this phenomenon and introduced temperature scaling as a post-hoc
remedy that divides logits by a learned scalar before the softmax. Subsequent post-hoc
methods include Platt scaling (Platt, 1999), isotonic regression (Zadrozny & Elkan, 2002),
and histogram binning (Zadrozny & Elkan, 2001), all of which rescale outputs after training
without altering the model itself.

However, measuring confidence in modern generative models remains an open chal-
lenge (Lin et al., 2023; Geng et al., 2024; Liu et al., 2025). Unlike traditional classifiers, which
produce probabilities over a fixed output space, VLMs generate free-form text through au-
toregressive decoding. This makes the notion of a single prediction probability ambiguous.

This ambiguity gives rise to two concrete difficulties in practice. First, the same correct
answer can surface in many linguistic forms (e.g., “left ventricle,” “the left ventricular
region,” or simply "left”), so token-level probabilities do not cleanly aggregate into answer-
level confidence. Moreover, models that generate intermediate reasoning steps before
committing to a final answer further complicate estimation, as confidence must be estimated
over a sequence of tokens that includes both reasoning and response (Fu et al., 2025). Second,
many recent studies instead rely on verbalized confidence (Tian et al., 2023; Xiong et al.,
2024; Ni et al., 2024; Du et al., 2025; Xuan et al., 2025), prompting models to explicitly report
a confidence label or numerical value. While convenient, these approaches lack theoretical
grounding and may conflate instruction following with genuine uncertainty estimation.

Moreover, models that generate intermediate reasoning steps before committing to a final
answer further complicate estimation, as confidence must be estimated over a sequence
of tokens that includes both reasoning and response (Fu et al., 2025). Beyond aggregation,
many recent studies instead rely on verbalized confidence (Tian et al., 2023; Xiong et al.,
2024; Ni et al., 2024; Du et al., 2025; Xuan et al., 2025), prompting models to explicitly report
a confidence label or numerical value. While convenient, this approach lacks theoretical
grounding and may conflate instruction following with genuine uncertainty estimation.

While a few lines of work suggest a more principled calibration in LLM generative se-
tups (Shen et al., 2024; Park et al., 2025), calibration in the vision-language domain remains
underexplored, with general-domain VLMSs consistently exhibiting poor alignment between
confidence and accuracy (Groot & Valdenegro-Toro, 2024; Tu et al., 2024b).

B Dataset Statistics

We provide detailed dataset statistics of the medical VQA datasets used in our empirical
analysis in Table 6. Note that the SLAKE dataset provides its own CLOSED/OPEN labels,
where CLOSED includes not only yes/no questions but also closed-choice questions such as
“Which organ is abnormal, heart or lung?” Similarly, VQA-Med-2019 contains comparable
closed-choice questions (e.g., “Is this image modality T1, T2, or FLAIR?”) without explicitly
providing such labels. Meanwhile, VQA-RAD classifies all non-yes/no questions as open-
ended. Since the boundary between closed-ended and open-ended questions is either
undefined or ambiguously defined across benchmarks, we adopt a stricter criterion and
define closed-ended questions as solely yes/no questions throughout our analysis, ensuring
consistent categorization across all datasets.

C Confidence Measurements.

Let X and Y denote the input and output spaces, respectively. Consider a model param-
eterized by 6, which defines a conditional distribution: Py(y | x). Given an input x € &,
the corresponding predicted label is § = argmax,cy Py(y | x). The goal is to estimate the

confidence of the model prediction: Py(y = 7 | x).
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Table 6: Statistics of the test splits of medical VQA datasets with open- and closed-ended
(yes/no) questions.

Dataset #Images Open-ended Closed-ended Total QA
VQA-RAD 203 200 251 451
SLAKE-EN 96 706 355 1061
VQA-Med-2019 500 436 64 500
Pooled 799 1342 670 2012

Unlike the standard supervised learning setup, generative models have an open-ended
output space. As a result, neither training the model to be uncertainty-aware (i.e., to output
a distribution Py rather than a point estimate) nor defining 7 is straightforward. To address
this challenge, prior work typically adopts three standardized approaches: sampling-based,
logit-based, and verbalized methods.

Sampling-based confidence. The sampling-based approach approximates Py via Monte Carlo
sampling (Neal, 1993; Wang et al., 2022). More specifically, for each question g4 with image I,
we draw N independent generations {ay,...,ax} ~ P(- | q,I) and define confidence as the
empirical frequency of the plurality answer 4:

1Y R
Csamp (q) = N 2 l[parse<ai) = tl].
i=1

where parse(-) is a function mapping textual answers to a canonical form, and 4 =
argmax, YN, 1[parse(a;) = a]. While this estimator is unbiased, it requires a large number
of samples for precise estimation, which can become a bottleneck under an expensive LLM
inference regime.

For open-form questions, there may exist multiple linguistic ways to express a semantically
equivalent answer. Thus, rather than grouping by pattern matching, we extend parse(-) to
map semantically similar answers into the same canonical form (Kuhn et al., 2023; Farquhar
et al., 2024). While the original paper employs DeBERTa (0.9B) (He et al., 2020) to perform
semantic clustering, its NLI-based training on general-domain corpora may not generalize
well to domain-specific equivalences; we instead use Qwen/Qwen3-4B-Instruct-2507, which
demonstrates competitive performance on medical benchmarks (Team, 2025).

Verbalized confidence. We evaluate six variants of verbalized confidence prompting strategy,
each instructing the model to report a numerical confidence score alongside its answer:

* Vanilla: The model is asked to provide a confidence score (0-100%) alongside its
answer (Tian et al., 2023; Xiong et al., 2024).

* Vanilla+CoT: Same as Vanilla, with the model additionally instructed to reason
step-by-step prior to answering (Wei et al., 2022).

* Two-Stage: The model first generates an answer; confidence is then elicited in a
separate subsequent query (Xiong et al., 2024).

* Punish: The model is explicitly warned that overconfident incorrect answers will be
penalized (Ni et al., 2024).

* Top-K: The model is asked to produce its top-3 candidate answers along with
associated probability estimates (Tian et al., 2023). The highest-probability candidate
is taken as the predicted answer and its probability as the confidence score.

e Linguistic: The model expresses confidence using qualitative terms (e.g., very likely),
which are mapped to numerical bins (Tian et al., 2023).

Logit-based confidence. Logit-based methods extract confidence directly from the output dis-
tribution over answer tokens. For instance, for closed-form yes/no questions, we aggregate

18



Published as a conference paper at COLM 2026

over corresponding tokens via log-sum-exp:
Clogit(EI) = SOftmaX(iyes/ Zno), 3)

where Zyes = log ZteTy «. € (and similarly for Z,,) and Tyes is the set of tokens corresponding

to “yes” (e.g., yes, Yes, YES). This approach is computationally efficient, as it does not require
additional sampling or generation. However, it is limited to closed-form settings (e.g.,
yes/no or multiple-choice), as open-ended questions allow diverse valid generations with
varying linguistic forms. Similarly, it does not extend to reasoning-based methods, where
outputs are inherently open-ended. Due to these limitations, we do not use logit-based
scores as a standalone confidence measure. However, we revisit the yes/no logit margin as
an auxiliary signal for closed-ended questions in Section 6.1 (Table 19)

C.1 Prompts

Below we list the exact prompt templates used for each confidence elicitation method. In all
templates, {question} is replaced with the input question at inference time. Every prompt
is prefixed with the corresponding medical image.

C.1.1 Sampling-Based Prompts

Base (no CoT). Used for sampling-based confidence without chain-of-thought.

You are a medical AI assistant. Look at the provided medical image and answer the
following question.

Question: {question}

Provide only the answer.

Format:
Answer: [your answer]

Base + CoT. Used for sampling-based confidence with chain-of-thought reasoning.

You are a medical AI assistant. Look at the provided medical image and answer the
following question.

Question: {question}

Think step by step. Then provide your answer.

Format:
Reasoning: [your reasoning]
Answer: [your answer]

C.1.2 Verbalized Confidence Prompts

Vanilla. The modelis asked to provide a numeric confidence score (0-100%) alongside its
answer.

You are a medical AI assistant. Look at the provided medical image and answer the
following question.

Question: {question}

Provide your answer and your confidence level (0-100%) in your answer.
Format:

Answer: [your answer]

Confidence: [0-100]%

Vanilla + CoT. Same as Vanilla, with step-by-step reasoning elicited before the answer.
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You are a medical AI assistant. Look at the provided medical image and answer the
following question.

Question: {question}
Think step by step. Then provide your answer and your confidence level (0-100%) in
your answer.

Format:

Reasoning: [your reasoning]
Answer: [your answer]
Confidence: [0-100]%

Punish. The model is explicitly warned that overconfident incorrect answers will be
penalized.

You are a medical AI assistant. Look at the provided medical image and answer the
following question. You will be punished if the answer is wrong but you answer it with
high confidence.

Question: {question}
Provide your answer and your confidence level (0-100%) in your answer.
Format:

Answer: [your answer]
Confidence: [0-100]%

Top-K. The model provides its top-3 candidate answers with associated probability esti-
mates. The highest-probability candidate is taken as the predicted answer.

You are a medical AI assistant. Look at the provided medical image and answer the
following question.

Question: {question}

Provide your top 3 best guesses for the answer, along with the probability (0-100%)
that each guess is correct. The probabilities should sum to 100%.

Format:

Guess 1: [answer] (Probability: [X1%)

Guess 2: [answer] (Probability: [Y1%)

Guess 3: [answer] (Probability: [Z1%)

Two-Stage. A two-step procedure: the model first generates an answer (Stage 1), then
confidence is elicited in a separate follow-up query (Stage 2).

Stage 1:

You are a medical AI assistant. Look at the provided medical image and answer the
following question.

Question: {question}

Provide your answer.
Stage 2 (where {answer} is the model’s response from Stage 1):

Question: {question}
Proposed answer: {answer}

How likely is the above answer to be correct? Provide a probability between 0% and
100%.

Format:
Confidence: [0-100]%
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Linguistic. The model expresses confidence using qualitative terms, which are mapped to
numerical probabilities.

You are a medical AI assistant. Look at the provided medical image and answer the
following question.

Question: {question}

Provide your answer and describe how confident you are using one of these terms:

‘‘almost certain’’, ‘‘highly likely’’, ‘‘very good chance’’, ‘‘probable’’, ‘‘likely’’,
‘‘better than even’’, ‘‘about even’’, ‘‘unlikely’’, ¢‘improbable’’, ‘‘very good chance
not’’, ‘‘highly unlikely’’, ‘‘almost certainly not’’.

Format:

Answer: [your answer]
Confidence: [one of the terms above]

The linguistic terms are mapped to numerical probabilities as in Table 7.

Term Probability
Almost certain 0.95
Highly likely 0.90
Very good chance 0.85
Probable 0.75
Likely 0.70
Better than even 0.60
About even 0.50
Unlikely 0.30
Improbable 0.20
Very good chance not 0.15
Highly unlikely 0.10
Almost certainly not 0.05

Table 7: Mapping from linguistic confidence terms to numerical probabilities.

C.1.3 LLM-as-a-Judge Prompt

We use an LLM judge to evaluate whether predicted answers are semantically equivalent to
the ground truth. We chose Qwen3-4B-Instruct for its computational efficiency and strong
medical knowledge at small scale: in Medmarks v0.1 (?), Qwen3-235B-A22B ranked as
the top open-source model across 20 medical benchmarks, and even Qwen3-4B Thinking
variant outperformed the average model in the 7B-19B model. This choice is consistent
with prior findings that compact instruction-tuned models perform well on structured
discriminative tasks (Abdin et al., 2024; Zhang et al., 2024a; Team, 2025; Team et al., 2025),
that judge reliability depends more on task formulation than on model scale (Zheng et al.,
2023; Thakur et al., 2025), and that LLM-based judges correlate better with human evaluation
than classical metrics in medical VQA (Abacha et al., 2025).

We assess judge stability on 500 examples: our Qwen3-4B judge agrees with Qwen3-30B-
A3B-Instruct-2507 and GPT-5 in 94.8% and 92.2% of cases, respectively. Table 8 details the
disagreement patterns.

A human expert further annotated 125 of these examples: all 35 unanimously accepted cases,
35 randomly sampled unanimously rejected cases, and all 55 inter-judge disagreements.
The expert matched the unanimous consensus in 69/70 cases (98.6%). On the disagreement
cases, the dominant pattern is GPT-5 uniquely rejecting answers both Qwen judges accept
(49.1%), with the expert siding with the Qwen judges in 23/27 such cases. Qualitatively,
many GPT-5 disagreements reflected over-rejection (e.g. rejecting “no damage” or “no
disease” as paraphrases of “none”).

Against expert labels (Table 9), we prioritize precision: a false positive inflates measured
accuracy by crediting a non-equivalent answer, whereas a false negative merely makes
evaluation more conservative by rejecting acceptable paraphrases. Qwen3-4B-Instruct’s high
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precision (0.906) safeguards against over-crediting, while its lower recall (0.753) remains a
limitation (Section 7.2).

Thus, for open-ended questions, we adopt llm-as-a-judge framework and the corresponding
prompt is as follows:

Given a medical VQA question, determine if the predicted answer is semantically
equivalent to the ground truth.

Question: {question}
Ground truth: {ground_truth}
Predicted: {predicted}

Are these semantically equivalent? Reply with exactly one word: yes or no.

Table 8: Inter-model disagreement patterns on the N=>55 cases where the three judges do
not unanimously agree. v'/X denote accept/reject.

Qwen3-4B  Qwen3-30B  GPT-5 Count % of dis.

v 4 X 27 49.1
X 4 X 16 29.1
X v v 8 14.5
X X 4 2 3.6
v X X 2 3.6
Total 55 100.0

Table 9: Human validation of the LLM judges. Judge verdicts are compared against expert
labels on N=125 annotated samples (all 70 unanimous-agreement cases plus all 55 inter-
judge disagreements).

Judge TP FP FN TN Precision Recall F1

Qwen3-4B (ours) 58 6 19 42 0.906 0.753  0.822
Qwen3-30B 74 12 3 36 0.860 0961 0.908
GPT-5 43 2 34 46 0.956 0.558  0.705

C.1.4 Answer Clustering Prompt

For sampling-based confidence, we cluster the N sampled answers into semantically equiv-
alent groups before computing plurality frequency. Pairwise equivalence is determined by
an LLM judge (Qwen3-4B-Instruct) using the following prompt:

In the context of a medical VQA question, determine if two answers are semantically
equivalent (same medical meaning, even if worded differently).

Question: {question}
Answer A: {answer_a}
Answer B: {answer_b}

Are these semantically equivalent? Reply with exactly one word: yes or no.

C.1.5 VASE Prompt

We use the same Base (no CoT) prompt for answer generation. we follow the hedge-bench
pipeline (Gautam et al., 2025), computing SE, RadFlag, and VASE over semantically clustered
answers.? For closed-ended questions, answers are clustered by exact yes/no matching;
for open-ended questions, we use embedding-based clustering with SentenceTransformer
similarity (threshold T = 0.85), following the implementation provided in their GitHub.

’The original VASE implementation (Liao et al., 2025) is not publicly available; hedge-bench
provides the only open-source reimplementation.
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D Sample Size Ablation

We conduct an ablation study on the sample size (N) for confidence estimation. Since
sampling-based methods are unbiased estimators, confidence estimates converge as N
grows, but computational cost increases linearly. It is therefore important to identify the
trade-off between estimation quality and sample budget.

Procedure. We analytically study how calibration quality degrades at smaller sample bud-
gets without re-running inference. We first run each model with N=100 for 2B/7B/8B mod-
els and N=20 for 30B+ models for each question 4. Let p = csamp(q) denote the observed
confidence for that question. For each reduced sample size N’ € {1,3,5,10,15,20,50,100}
(capped at the original N), we simulate K’ ~ Binomial(N’, p) and set ¢/ = K’/N’. This
is analytically valid because the sampling-based estimator is unbiased. We repeat this
procedure M=1,000 times, computing ECE, ACE, and AUROC on the full evaluation set
per (dataset, model, question type) group for each trial, and report the mean + standard
deviation across trials.

Results. Figures 4-6 show the results for 2B, 7/8B, and 30B+ model tiers, respectively. All
three metrics improved monotonically with N’: ECE and ACE decreased as the confidence
estimates became less noisy, while AUROC increased as the ranking quality of confidence
scores improved. The simulation variance (shaded bands) also shrank rapidly with N’,
becoming negligible by N’=20. These findings suggest that N > 10-20 samples suffice
for stable calibration estimates, and that the additional cost of N=100 yields marginal
improvement.
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Figure 4: Sample size ablation for 2B models. ECE (), ACE (), and AUROC (1) as a function
of N’, averaged across question types. Shaded bands show std over 1,000 simulations.
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E Full Results on Overconfidence in Medical VQA (Section 4)

E.1 Calibration across Model Families and Varying Scales

Tables 11-13 present the full results. We consistently observed systematic overconfidence
across model families and datasets; scaling did not mitigate the overconfidence or miscali-
bration. While accuracy generally increased with larger models, reliability metrics such as
ECE, ACE, and AUROC did not follow the same trend.

E.2 Prompting Strategy Comparison
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Figure 7: ECE across different confidence extraction methods, including sampling and
verbalized methods and their prompting variants. The evaluation is on the pooled medical
VQA benchmarks and averaged across the 7/8B models.
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Figure 8: AUROC across different confidence extraction methods, including sampling and
verbalized methods and their prompting variants. The evaluation is on the pooled medical
VQA benchmarks and averaged across the 7/8B models.

Figures 7 and 8 extend Figure 2 with ECE and AUROC, respectively. We observe the same
finding: the prompting strategy does not show consistent improvements.

Table 14 reports the full results. No single prompting variant consistently outperforms
the base sampling or verbalized methods across all settings, reconfirming the finding that
prompting strategies alone do not reliably improve calibration.
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Table 10: Effect of model scale on accuracy, confidence, and calibration (sampling-based
confidence, micro-averaged across VQA-RAD, SLAKE-EN, and VQA-Med-2019). Overconf.
Gap = Mean Conf. — Accuracy. 1: higher is better, |: lower is better.

Type Model Acc. (1) Conf. Gap(]) ECE() ACE(]) AUROC /(1)
Qwen3-VL-2B 0.740 0.964 0.224 0.235 0.224 0.586
Qwen3-VL-8B 0.766 0.980 0.214 0.219 0.214 0.551

- Qwen3-VL-32B 0.779 0.991 0.212 0.219 0.212 0.521

% InternVL3-2B 0.696 0.857 0.162 0.181 0.194 0.693

O InternVL3-8B 0.782 0.910 0.128 0.151 0.152 0.663
InternVL3-38B 0.775 0.842 0.067 0.106 0.122 0.662
LLaVA-NeXT-7B 0.624 0.730 0.106 0.122 0.165 0.598
LLaVA-NeXT-34B 0.615 0.803 0.188 0.200 0.212 0.618
Qwen3-VL-2B 0.472 0.808 0.335 0.356 0.345 0.695
Qwen3-VL-8B 0.525 0.925 0.400 0.401 0.400 0.643

- Qwen3-VL-32B 0.586 0.936 0.349 0.351 0.349 0.641

8_ InternVL3-2B 0.484 0.732 0.249 0.250 0.249 0.782

@] InternVL3-8B 0.537 0.761 0.225 0.230 0.228 0.764
InternVL3-38B 0.436 0.730 0.294 0.294 0.294 0.740
LLaVA-NeXT-7B 0.339 0.595 0.256 0.259 0.256 0.706
LLaVA-NeXT-34B 0.354 0.708 0.354 0.355 0.360 0.645
Qwen3-VL-2B 0.562 0.860 0.298 0.316 0.305 0.658
Qwen3-VL-8B 0.605 0.943 0.338 0.340 0.338 0.612

= Qwen3-VL-32B 0.651 0.954 0.304 0.307 0.303 0.601

g InternVL3-2B 0.554 0.774 0.220 0.227 0.231 0.752

5 InternVL3-8B 0.618 0.811 0.192 0.204 0.202 0.730
InternVL3-38B 0.549 0.767 0.218 0.231 0.237 0.714
LLaVA-NeXT-7B 0.434 0.640 0.206 0.213 0.226 0.670
LLaVA-NeXT-34B 0.472 0.751 0.279 0.285 0.293 0.632
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Table 11: Effect of model scale on accuracy, confidence, and calibration (sampling-based
confidence) on VQA-RAD. Overconf. Gap = Mean Conf. — Accuracy. 1: higher is better, |
lower is better.

Type Model Acc. (1) Conf. Gap(]) ECE() ACE(]) AUROC /(1)
Qwen3-VL-2B 0.689 0.949 0.260 0.288 0.281 0.560
Qwen3-VL-8B 0.741 0.974 0.233 0.247 0.240 0.537

- Qwen3-VL-32B 0.765 0.975 0.210 0.230 0.213 0.551

% InternVL3-2B 0.633 0.837 0.204 0.232 0.242 0.687

O InternVL3-8B 0.757 0.887 0.130 0.188 0.194 0.616
InternVL3-38B 0.745 0.798 0.053 0.124 0.171 0.666
LLaVA-NeXT-7B 0.606 0.705 0.099 0.133 0.229 0.618
LLaVA-NeXT-34B 0.558 0.737 0.179 0.212 0.261 0.625
Qwen3-VL-2B 0.400 0.758 0.358 0.430 0.401 0.666
Qwen3-VL-8B 0.440 0.892 0.452 0.468 0.453 0.675

- Qwen3-VL-32B 0.515 0.974 0.459 0.465 0.459 0.577

8_ InternVL3-2B 0.415 0.676 0.261 0.300 0.319 0.727

@] InternVL3-8B 0.430 0.738 0.308 0.350 0.361 0.654
InternVL3-38B 0.450 0.680 0.230 0.279 0.261 0.769
LLaVA-NeXT-7B 0.315 0.534 0.219 0.297 0.305 0.745
LLaVA-NeXT-34B 0.354 0.674 0.320 0.342 0.343 0.713
Qwen3-VL-2B 0.561 0.864 0.303 0.351 0.334 0.606
Qwen3-VL-8B 0.608 0.937 0.330 0.344 0.334 0.598

= Qwen3-VL-32B 0.654 0.975 0.320 0.333 0.321 0.563

g InternVL3-2B 0.537 0.766 0.229 0.262 0.276 0.705

5 InternVL3-8B 0.612 0.821 0.209 0.259 0.267 0.633
InternVL3-38B 0.614 0.746 0.132 0.192 0.211 0.711
LLaVA-NeXT-7B 0.477 0.629 0.152 0.205 0.263 0.674
LLaVA-NeXT-34B 0.516 0.724 0.208 0.239 0.278 0.643
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Table 12: Effect of model scale on accuracy, confidence, and calibration (sampling-based
confidence) on SLAKE-EN. Overconf. Gap = Mean Conf. — Accuracy. 1: higher is better, |
lower is better.

Type Model Acc. (1) Conf. Gap(]) ECE() ACE(]) AUROC /(1)
Qwen3-VL-2B 0.786 0.974 0.188 0.199 0.189 0.607
Qwen3-VL-8B 0.786 0.984 0.198 0.206 0.198 0.560

- Qwen3-VL-32B 0.803 1.000 0.197 0.197 0.197 0.500

% InternVL3-2B 0.738 0.870 0.132 0.175 0.181 0.686

O InternVL3-8B 0.800 0.927 0.127 0.158 0.152 0.674
InternVL3-38B 0.825 0.871 0.046 0.107 0.120 0.695
LLaVA-NeXT-7B 0.645 0.736 0.091 0.132 0.186 0.600
LLaVA-NeXT-34B 0.656 0.845 0.188 0.202 0.217 0.602
Qwen3-VL-2B 0.582 0.840 0.258 0.298 0.280 0.690
Qwen3-VL-8B 0.619 0.950 0.331 0.339 0.331 0.609

- Qwen3-VL-32B 0.694 0.959 0.265 0.272 0.265 0.608

8_ InternVL3-2B 0.605 0.825 0.220 0.230 0.232 0.732

@] InternVL3-8B 0.640 0.856 0.216 0.229 0.220 0.733
InternVL3-38B 0.593 0.813 0.220 0.238 0.228 0.673
LLaVA-NeXT-7B 0.404 0.636 0.233 0.250 0.250 0.726
LLaVA-NeXT-34B 0.487 0.744 0.257 0.289 0.299 0.659
Qwen3-VL-2B 0.650 0.885 0.235 0.265 0.250 0.662
Qwen3-VL-8B 0.675 0.962 0.287 0.294 0.287 0.593

= Qwen3-VL-32B 0.730 0.973 0.242 0.247 0.242 0.572

g InternVL3-2B 0.649 0.840 0.191 0.212 0.215 0.717

5 InternVL3-8B 0.694 0.880 0.186 0.205 0.198 0.713
InternVL3-38B 0.671 0.833 0.162 0.194 0.192 0.680
LLaVA-NeXT-7B 0.484 0.670 0.185 0.210 0.229 0.684
LLaVA-NeXT-34B 0.577 0.798 0.220 0.242 0.255 0.629
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Table 13: Effect of model scale on accuracy, confidence, and calibration (sampling-based
confidence) on VQA-Med-2019. Overconf. Gap = Mean Conf. — Accuracy. 1: higher is
better, |: lower is better.

Type Model Acc. (1) Conf. Gap(]) ECE() ACE(]) AUROC /(1)
Qwen3-VL-2B 0.688 0.973 0.285 0.286 0.286 0.567
Qwen3-VL-8B 0.750 0.980 0.230 0.242 0.242 0.549

- Qwen3-VL-32B 0.703 1.000 0.297 0.296 0.296 0.500

% InternVL3-2B 0.703 0.866 0.162 0.210 0.199 0.739

O InternVL3-8B 0.781 0.905 0.124 0.163 0.179 0.762
InternVL3-38B 0.609 0.848 0.239 0.338 0.312 0.463
LLaVA-NeXT-7B 0.578 0.795 0.217 0.258 0.286 0.556
LLaVA-NeXT-34B 0.609 0.835 0.225 0.291 0.283 0.569
Qwen3-VL-2B 0.328 0.777 0.449 0.461 0.450 0.704
Qwen3-VL-8B 0.413 0.899 0.486 0.488 0.486 0.657

- Qwen3-VL-32B 0.445 0.881 0.436 0.441 0.436 0.704

g, InternVL3-2B 0.319 0.608 0.290 0.294 0.292 0.812

o] InternVL3-8B 0.417 0.619 0.201 0.212 0.226 0.801
InternVL3-38B 0.174 0.618 0.443 0.444 0.443 0.680
LLaVA-NeXT-7B 0.245 0.557 0.311 0.323 0.320 0.625
LLaVA-NeXT-34B 0.259 0.688 0.429 0.436 0.433 0.607
Qwen3-VL-2B 0.374 0.802 0.428 0.438 0.429 0.687
Qwen3-VL-8B 0.456 0.909 0.453 0.457 0.455 0.643

= Qwen3-VL-32B 0478 0.896 0418 0.422 0.418 0.678

5 InternVL3-2B 0.368 0.641 0.273 0.283 0.280 0.803

5 InternVL3-8B 0.464 0.655 0.191 0.206 0.220 0.796
InternVL3-38B 0.230 0.647 0417 0.431 0.426 0.652
LLaVA-NeXT-7B 0.288 0.587 0.299 0.315 0.316 0.617
LLaVA-NeXT-34B 0.304 0.707 0.403 0.417 0.414 0.602
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Table 14: Calibration quality of different confidence prompting strategies (uncalibrated)
across all models. ECE, ACE, and AUROC are reported per dataset and question type,
with Avg computed on the pooled dataset. Dashes indicate degenerate cases where the
model achieved 0% accuracy, making calibration metrics undefined. No single prompting
variant consistently outperforms the base sampling or verbalized methods across all settings,
reconfirming the finding that prompting strategies alone do not reliably improve calibration.
Bold: best, underline: second best per column within each model.

| VQA-RAD | SLAKE | VQA-Med |
| Closed Closed
AUCT AUCT ECE| ACE] AUCTH
Samp. (Base) 0,560 0567 0461 0224 0695
Samp. (CoT) 0.637 0782 0338 0225 0734
Verb. (Vanilla) 0549 0547 0.199 059
Q2B Verb. (Van.+CoT) 0442 0299 0684
Verb. (Punish) 0573 0.206 0616
Verb. (Top-K) 0594 0321 0613
Verb. (Two-Stage) 0.888 0299 0514
Verb. (Linguistic) 0496 0.362 0648
Samp. (Base) 0488 0214 0643
Samp. (CoT) 0354 0210 0.766
Verb. (Vanilla) 0455 0.180 0710
Q8B Verb. (Van+CoT) 0410 0207 0709
) 0469 0195 0672
0.460 0279 0598
0.683 0216 0699
Verb. (Linguistic) 0439 0214 0702
Samp. (Base) 0441 0212 0641
Samp. (CoT) 0294 0.199 0
Verb. (Vanilla) 0417 0166
Q-32B  Verb. (Van.+CoT) 0.335 0173
Verb. (Punish) 0432 0175
Verb. (Top-K) 0405 0272
0903 0.188
s 0402 0.282
Samp. (Base) 0294 0194
Samp. (CoT) 0329 0236
Verb. (Vanilla) 0550 0192
12B  Verb. (Van+CoT) 0.624 0.303
Verb. (Punish) 0.560 0197
Verb. (Top-K) 0517 0213
Verb. (Two-Stage) 0.889 0343
Verb. (Linguistic) - 0.631
Samp. (Base) 0212 0152
Samp. (CoT) 0236 0143
Verb. (Vanilla) 0458 0176
188 Verb. (Van.+CoT) 0439 0.197
Verb. (Punish) 0482 0.167
Verb. (Top-K) 0227 0.155
Verb. (Two-Stage) - 0.200
Verb. (Linguistic) 0480 0512
Samp. (Base) 0444 0122
Samp. (CoT) 0262 0.169
Verb. (Vanilla) 0495 0.164
1388 Verb. (Van.+CoT) 0460 0.184
Verb. (Punish) 0479 0175
Verb. (Top-K) 0454 0.406
Verb. (Two-Stage) 0.901 0.131
Verb. (Linguistic) 0492 0249
Samp. (Base) 0.323 0.165
Samp. (CoT) 0423 0241
Verb. (Vanilla) 0703 0371
L7B  Verb. (Van+CoT) 0633 0.401
Verb. (Punish) 0718 0.363
Verb. (Top-K) 0,655 0425
Verb. (Two-Stage) - 0347
Verb. (Linguistic) 0710 0420
Samp. (Base) 0436 0212
Samp. (CoT) 0482 0277
Verb. (Vanilla) 0.630 0241
L-34B  Verb. (Van+CoT) 0530 0318
Verb. (Punish) 0645 0.249
Verb. (Top-K) 0.366 0.161
Verb. (Two-Stage) - - - - - - 3 - 0299 -
Verb. (Linguistic) 0578 059 0735 | 0445 0632 0450 0449  0.660 | 0296 0339 0.643 0423 0624
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F Full Results on Post-hoc Calibration (Sections 5 and 6)

E1 Predictive Discrimination Gains

Table 15 extends Table 2 to per-dataset and per-model breakdowns. For open-ended ques-
tions, we reconfirmed that HAC consistently improved AUROC. For closed-ended questions,
performance varied across datasets, with the largest gain on VQA-Med. Exploring a more
robust HAC formulation that generalizes across question types remains a meaningful
direction.

Table 15: Post-hoc calibration comparison: AUROC (1) across calibration methods (5-fold
CV). Each cell shows sampling / verbalized confidence. Bold = best per row.

(a) Pooled Medical VQA Datasets (mean =+ std)

‘ Uncalibrated Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. | Samp. Verb. Samp. Verb. Samp. Verb. | Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 0.586 + 0.054 0559 +£0.014 | 0.586 =0.054 0.559 £0.014 | 0577 £0.039 0.557 £0.015 | 0.583 £0.041 0.503 £ 0.005 | 0.653 £0.051 0.644 £0.035 0.654 £ 0.051 0.648 + 0.037
0.551 +£0.031  0.600 + 0.045 0.600 +0.045 | 0.556 +0.031 0.604 =0.044 | 0.544 £0.022 0569 +£0.035 | 0.639 +£0.044 0.608 £0.027 0.639 +0.045 0.608 + 0.030
5 Qwen3-VL-32B 521 £0.021 0596 +0.032 | 0.521 £0.021 0596 +0.032 | 0.509 +0.014 0595 +0.033 | 0.506 =0.018 0522 +0.041 | 0.610 = 0.027 0.651 £0.024  0.610 +0.027  0.651 + 0.023
2 InternVL3-2B 0.693 £ 0.061 0599 +£0.010 | 0.693 £0.061 0.599 £0.010 | 0.691 £0.059 0.599 £0.011 | 0.692+0.048 0.577 £0.014 | 0.702 £ 0.049 0.649 £0.024  0.705 £ 0.052  0.658 + 0.039
< InternVL3-8B 0.663 +0.099 0522 +£0.026 | 0.663 £0.099 0522 +£0.026 | 0.660 +0.102 0.522 £0.026 | 0.632+0.075 0.502 +£0.036 | 0.677 £ 0.088 0.545 £ 0.036  0.678 £ 0.088  0.545 £ 0.036
o InternVL3-38B 0.662 + 0.035  0.626 +0.045 | 0.662 = 0.035 0.626 £ 0.045 | 0.658 +0.040 0.626 £ 0.045 | 0.639 £0.040 0.598 £ 0.055 | 0.661 +£0.033 0.657 £ 0.037 0.660 + 0.034  0.657 - 0.037
LLaVA-NeXT-7B 0.598 4+ 0.051  0.558 +0.043 | 0.598 = 0.051  0.558 £ 0.043 | 0.587 +£0.035 0.562 £ 0.041 | 0.591 £0.018 0.541 £0.059 | 0597 £0.050 0.547 £0.036  0.598 £ 0.051  0.556 =+ 0.051
LLaVA-NeXT-34B 0618 +0.037  0.580 +0.038 | 0.618 +£0.037 0.580 + 0.038 | 0.617 +0.041 0579 +0.038 | 0.608 +0.057 0.576 + 0.031 | 0.620 +0.040 0.574 +0.028 0.619 +0.038  0.574 + 0.028
Qwen3-VL-2B 0.695 £ 0.022 0590 £0.013 | 0.695+0.022 0590 +0.013 | 0.695+0021 0590 +0013 | 0.687 +£0.024 0.558 +0.006 | 0.729 +0.032 0703 £0.023  0.729 £+ 0.032  0.704 + 0.022
Qwen3-VL-8B 0.643 £0.023 0710 £0.014 | 0643 £0.023 0710 £0.014 | 0.642+£0023 0710 +0.013 | 0.628 £0.019 0.674 +0.028 | 0.750 +0.010 0.771 £0.012  0.750 £ 0.009  0.743 + 0.010
Qwen3-VL-32B 0.641 £0.018  0.702 £0.020 | 0.641 £0.018 0702 +£0.020 | 0.641 £0.017 0.698 +£0.022 | 0.634 £0.015 0.656 +0.013 | 0.753 +0.035 0.764 £0.015 0.753 £ 0.035 0.758 + 0.008
£ InternVL3-2B 0782 £0.048 0543 £0.021 | 0782 £0.048 0543 +£0.021 | 0781 £0.048 0560 =0.020 | 0.777 £0.052 0.559 +0.020 | 0.796 +0.045 0.731 £0.045 0.799 £ 0.044 0.731 £ 0.044
8‘ InternVL3-8B 0.764 £0.032  0.614 £0.031 | 0.764 £0.032 0.614 £0.031 | 0763 £0.032 0.620+0.033 | 0749 £0.036 0.619+0.034 | 0.789 0031 0.742 £0.038 0.793 + 0.032  0.736 = 0.037
InternVL3-38B 0.740 £0.036  0.656 +0.028 | 0.740 £0.036  0.656 +0.028 | 0.736 £0.036 0.668 = 0.023 | 0.728 £ 0.043 0.666 + 0.017 | 0.756 + 0.027 0.701 £ 0.044  0.757 £ 0.022  0.692 + 0.043
LLaVA-NeXT-7B 0.706 £+ 0.035  0.603 £ 0.039 | 0.706 £0.035 0.603 +0.039 | 0.703 +£0.031 0599 +0.032 | 0.694 +0.025 0601+ 0034 | 0.725+0.034 0703 £0.022 0721 £0.034 0.702 + 0.023
LLaVA-NeXT-34B  0.645+0.045 0.613£0.030 | 0.645+0.045 0.613+£0.030 | 0.633+0.052 0613 +0.030 | 0.611 +0.038 0611 +0.030 | 0.660 + 0.044 0.727 + 0.058  0.657 + 0.046  0.727 + 0.058
(b) VQA-RAD (mean + std)
‘ Uncalibrated Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. | Samp. Verb. Samp. Verb. Samp. Verb. | Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 0.560 £ 0.114 0518 £0.027 | 0.560 £0.114 0518 £0.027 | 0561 £0.092 0515+ 0.027 | 0.566 +0.064 0.504 +0.009 | 0.621+0.104 0.601 £0.097 0.621 +0.104  0.612 £ 0.104
Qwen3-VL-8B 537 £0.071 0575 +£0.061 | 0537 £0.071 0575+0061 | 0539 +0069 0580 +0.055 | 0546 +0.069 0591 £ 0.012 | 0.566 + 0.077  0.562 £ 0.059  0.534 £+ 0.061  0.592 + 0.068
o Qwen3-VL-32B 0.551 4 0.052 0559 £0.066 | 0.551 £0.052 0559 +£0.066 | 0.522+0037 0554 +0053 | 0.515+0047 051140057 | 0.576 + 0.068 0.588 £ 0.062  0.541 £+ 0.056  0.588 + 0.062
2 InternVL3-2B 0.687 +0.093  0.675 +£0.062 | 0.687 £0.093 0.675+0.062 | 0.697 £0.079 0.670 = 0.065 | 0.702 +0.068 0.643 + 0.074 | 0.680 +0.100 0.663 £ 0.053  0.681 4+ 0.101  0.662 £ 0.071
V_D InternVL3-8B 0.616 £ 0.188  0.503 £ 0.055 | 0.616 £0.188  0.503 £ 0.055 | 0.610 £0.183 0476 +0.027 | 0.570 £0.106 0.449 £ 0.010 | 0.595+0.190 0499 £0.046  0.600 £ 0.186  0.512 + 0.060
Y InternVL3-38B 0.666 £ 0.097  0.598 £ 0.077 | 0.666 £ 0.097 0598 +£0.077 | 0.645+0079 0562 +0.059 | 0.617 0083 0.539 £+ 0.051 | 0.666 + 0.097 0.598 £ 0.077  0.666 + 0.097  0.600 + 0.081
LLaVA-NeXT-7B 0.618 + 0.062  0.549 +0.069 | 0.618 £0.062 0.549 +0.069 | 0.588 +0.065 0.565 = 0.054 | 0.576 +0.055 0.561 +0.066 | 0.618 + 0.062 0482 +0.047 0.618 + 0.062  0.551 + 0.079
LLaVA-NeXT-34B  0.625 + 0.065 0.549 £ 0.034 | 0.625+0.065 0.549 £ 0.034 | 0.600 +0.058 0548 +0.034 | 0.607 +0.102 0538 +0.031 | 0.624 40069 0551 +0.042 0.624 +0.069 0.553 + 0.041
Qwen3-VL-2B 0.666 + 0.050  0.625 + 0.077 | 0.666 +0.050  0.625 + 0.077 | 0.650 +0.049 0.599 + 0.050 | 0.601 +0.077 0.587 +0.046 | 0.67240.031 0.716 +0.027  0.676 + 0.029  0.717 + 0.027
Qwen3-VL-8B 06754 0.075  0.753 £ 0.089 | 0.675+0.075 0.753 £ 0.089 | 0.676 +£0.075 0.753 +0.090 | 0.614 +0.071 0.73540.090 | 0.717 +0.089 0.774 £ 0.085 0.717 + 0.090  0.746 + 0.084
Qwen3-VL-32B 0.577 +0.038 ~ 0.708 £0.103 | 0.578 +£0.038 0.708 £0.103 | 0.579 +0.039 0.698 +0.097 | 0.548 +0.062 0.653 +0.109 | 0.753 + 0.066 0.788 + 0.118  0.745 + 0.066  0.798 + 0.097
§ InternVL3-2B 0727 £0.079 0514 +£0.110 | 0727 £0.079 0514 +£0.110 | 0.705+0.082 0468 +0.055 | 0.663 +0.051 0439 +0.085 | 0.803 +0.047 0.806 +0.095 0.815 + 0.043  0.808 + 0.097
Cc)“ InternVL3-8B 0.654 +0.112  0.616 +0.056 | 0.654 +£0.112  0.616 +0.056 | 0.640 +0.111  0.617 = 0.063 | 0598 +0.116  0.604 + 0.051 | 0.699 + 0.114  0.739 + 0.088  0.704 + 0.107  0.713 + 0.085
InternVL3-38B 0.769 +0.062  0.720 + 0.061 | 0.769 +£0.062 0.720 + 0.061 | 0.768 £ 0.051 0.716 + 0.055 | 0.738 +0.082 0.715+0.056 | 0.796 + 0.074 0.771+0.070  0.794 +0.069  0.726 + 0.060
LLaVA-NeXT-7B 0.745 4+ 0.080 0589 +0.093 | 0.745+0.080 0589 +0.093 | 0.749 £ 0.059 0581 +0.086 | 0.631 +0.087 0.536 + 0.050 | 0.788 4+ 0.062 0.737 +0.094 0.788 +0.063  0.737 + 0.095
LLaVA-NeXT-34B 0713 +0.102 0701 £0.126 | 0.713+0.102 0701 £0.126 | 0.728 +0.083  0.699 + 0.131 | 0.690 +0.060 0.662 + 0.128 | 0.704 +0.120 ~ 0.807 £0.177 0.696 +0.131 ~ 0.819 + 0.202
(c) SLAKE (mean =+ std)
‘ Uncalibrated Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 0.607 4+ 0.044 0586 +0.033 | 0.607 £0.044 0586 +0.033 | 0.607 +0.044 0586 +0.033 | 0566 +0.030 0.500 4+ 0.000 | 0.656 + 0.104 0.657 + 0.067  0.656 + 0.104  0.654 + 0.069
Qwen3-VL-8B 0.560 4 0.047  0.616 + 0.070 | 0.560 + 0.047  0.616 + 0.070 | 0.559 + 0.047  0.603 + 0. 0.557 £0.047 0558 +0.038 | 0.686 +0.046 0.608 £ 0.058  0.686 + 0.046  0.609 + 0.056
o Qwen3-VL-32B 0.500 4+ 0.000  0.618 £ 0.038 | 0.500 £ 0.000 0.618 £ 0.038 | 0.500 +0.000 0.611 +0.033 | 0500 +0.000 0496+ 0.046 | 0.652+ 0.045 0.690 + 0.052  0.652 + 0.045  0.690 + 0.052
2 InternVL3-2B 0.686 4+ 0.125 0554 +0.025 | 0.686 +0.125 0554 +0.025 | 0.685+0.129 0.600 +0.036 | 0.668 +0.089 0.520 4+ 0.033 | 0.7324+0.096 0.699 +0.031 0.732 4+ 0.105 0.696 + 0.033
< InternVL3-8B 0.674 +0.102  0.535+0.056 | 0.674 +£0.102 0535+ 0.056 | 0.675+0.102 0.535 + 0. 0631 £0.082 0509 +0.075 | 0.687 £0.092 0509 +0.068 0.692 +0.097 0.509 + 0.068
Y InternVL3-38B 0.695 4+ 0.057  0.632+0.050 | 0.695+0.057 0.632+0.050 | 0.684 +0.060 0.638 +0.049 | 0.651 +0.049 0.604 + 0.057 | 0.688 + 0.056 0.680 + 0.036  0.700 + 0.058  0.663 + 0.041
LLaVA-NeXT-7B 0.600 4+ 0.075 0566 + 0.095 | 0.600 £ 0.075 0566 + 0.095 | 0576 +0.056 0.568 + 0.097 | 0.567 +0.038 0.525 4 0.106 | 0.602 4+ 0.076 0.536 +0.105  0.605+ 0.079  0.552 + 0.116
LLaVA-NeXT-34B  0.602 +0.044  0.606 £ 0.060 | 0.602 +0.044  0.606 £ 0.060 | 0.605+ 0.044  0.614 £ 0.053 | 0.602 +0.042 0.617 + 0.043 | 0.610 +0.050 0.610 +0.044  0.608 +0.045 0.611 + 0.045
Qwen3-VL-2B 0.690 + 0.046  0.603 + 0.031 0.690 +0.046  0.603 + 0.031 0.692 +0.049  0.600 + 0.032 0.676 +£0.026 0539 +0.020 | 0.721+0.055 0.672 +0.054 0721 +0.055 0.673 + 0.054
Qwen3-VL-8B 0.609 +0.047  0.685 + 0.042 0.609 +0.047  0.685 +0.042 | 0.608 + 0.048  0.685 + 0.042 0.591 +0.040  0.656 +0.033 | 0.720 +0.040  0.742 +0.030  0.721 +0.039  0.724 + 0.025
Qwen3-VL-32B 0.608 +0.042  0.724 + 0.029 0.608 +£0.042 0724 +£0.029 | 0.609 +0.040 0.718 + 0.024 0.602 +0.037  0.639 +0.027 | 0.708 +0.074 0.760 +0.030  0.710 + 0.076  0.754 + 0.021
5 InternVL3-2B 07324+ 0.058 0.613 +0.037 | 0.732+0.058 0.613 +0.037 | 0.728 +0.057 0.621 + 0.036 0.707 £ 0.054  0.614 +£0.027 | 0.744 + 0064 0.684 +0.016 0.745 + 0.066  0.678 + 0.013
8‘ InternVL3-8B 0.733 £ 0.057 0598 +0.033 | 0.733 +£0.057 0.598 +0.033 | 0.734 +0.058 0.609 + 0.033 0.721 £ 0.054  0.609 +0.034 | 0.763 +0.036 0.714 +0.044  0.766 + 0.037  0.708 + 0.044
InternVL3-38B 0.673 £ 0.055  0.655 +0.044 | 0.673 £0.055 0.655 +0.044 | 0.669 +0.063  0.660 + 0.048 0.675+0.063  0.647 +£0.032 | 0.694 +0.042  0.685 + 0.061 0.699 + 0.046  0.663 + 0.046
LLaVA-NeXT-7B 0.726 + 0.019  0.618 + 0.041 0.726 £ 0.019  0.618 + 0.041 0.719 £ 0.022  0.639 + 0.028 07124+ 0.028  0.637 +0.031 0.733 £0.027  0.679 + 0.033 0.734 +£ 0.025  0.681 + 0.033
LLaVA-NeXT-34B 0.659 +0.106  0.608 + 0.025 0.659 = 0.106  0.608 + 0.025 | 0.649 & 0.091 0.608 + 0.026 0.597 £ 0.047  0.608 +0.026 | 0.655+0.107  0.688 = 0.031 0.655+0.112  0.688 + 0.028
(d) VQA-Med (mean =+ std)
| Uncalibrated Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 0.567 + 0.063  0.549 + 0.052 0.567 = 0.063  0.549 + 0.052 | 0.567 £ 0.063  0.560 = 0.059 0.564 = 0.063  0.511 +£0.025 | 0498 £0.079  0.557 = 0.163 0.498 £ 0.079  0.486 + 0.147
Qwen3-VL-8B 0.549 £ 0.093 0518 £0.162 0.549 £0.093 0518 +£0.162 | 0.516 +0.067 0430 +0.057 | 0497 +0.108 0342 +0.064 | 0.786 +0.188 0.780 + 0.137 0.771 £ 0.169 0.773 + 0.144
o Qwen3-VL-32B 0.500 + 0.000  0.607 + 0.155 0.500 = 0.000  0.607 + 0.155 | 0.500 £ 0.000  0.561 + 0.099 0.500 = 0.000 0.402 +0.072 | 0.422+0.077 0.647 =0.205 0422 +0.077 0.633 £ 0.190
2 InternVL3-2B 0.739 +£0.150  0.587 £ 0.196 | 0.739 £0.150 0.587 £ 0.196 | 0.756 +0.093  0.524 + 0.160 0.799 £ 0.041 0547 £0.118 | 0.733 £0.155 0.587 + 0.196 0733 £0.155 0574 +0.210
2 InternVL3-8B 0.762 £0.151  0.491 £ 0.020 | 0.762 = 0.151 0.491 +£0.020 | 0.725£0.146  0.500 = 0.000 0.653 =0.188  0.509 + 0.020 | 0.793 £ 0.167 0.641 = 0.197  0.793 £ 0.167  0.623 £ 0.180
o InternVL3-38B 0.463 + 0.251 0.791 + 0.100 0.463 + 0.251 0791 £0.100 | 0444 +0.140 0777 £0.127 | 0.587 £0.176 0736 £ 0214 | 0423 +0.172 = 0.818 £ 0.140  0.463 + 0.251 0.818 + 0.140
LLaVA-NeXT-7B 0.556 +0.184  0.565 + 0.164 0.556 = 0.184  0.565 + 0.164 | 0.560 + 0.153  0.507 = 0.124 0530 £0.199 0471 £0.121 0.524 +0.147  0.631 £ 0.170 0.559 +0.185  0.637 + 0.170
LLaVA-NeXT-34B 0569 +0.173  0.525 + 0.034 0.569 £0.173  0.525+0.034 | 0481 £0.154  0.536 = 0.033 0518 £0.137 0.525+0.034 | 0461 £0.242 0.431 =0.098 0.571 +£0.162  0.458 + 0.104
Qwen3-VL-2B 0.704 + 0.046 0577 £0.031 | 0.704 =0.046 0.577 £ 0.031 | 0.693 +£0.048 0577 £0.031 | 0.671 £0.049 0.554 +0.024 | 0.688 +0.050 0.696 + 0.065 0.689 + 0.048  0.696 + 0.065
Qwen3-VL-8B 0.657 +0.026  0.737 £0.055 | 0.657 =0.026  0.737 £0.055 | 0.657 +0.026 0.737 £0.055 | 0.650 +0.030 0.675 + 0.044 | 0.760 +0.053 0.793 £0.072 0.759 £ 0.053  0.768 £ 0.053
Qwen3-VL-32B 0.704 +£0.024  0.675+0.059 | 0.704 £0.024 0.675+0.059 | 0.702+0.022 0.690 £ 0.054 | 0.689 £0.014 0.677 £0.038 | 0.784 £0.043 0736 £0.053 0.784 £ 0.044  0.741 £ 0.055
5 InternVL3-2B 0812+ 0070 0447 £0.051 | 0.812£0070 0447 £0.051 | 0.804 £0.069 0.532+0.030 | 0.798 £0.074 0.528 £0.027 | 0.818 £0.060 0.762 £ 0.084 0.821 £ 0.057 0.753 £ 0.084
(%‘ InternVL3-8B 0.801 +£0.061 0.633 £0.029 | 0.801£0.061 0.633 +£0.029 | 0.801 £0.059 0.635+0.028 | 0.785+0.063 0.635+0.028 | 0.821 £0.060 0757 £0.052 0.825 £ 0.063 0.760 £ 0.045
InternVL3-38B 0.680 +0.043  0.629 £0.034 | 0.680 =0.043  0.629 £0.034 | 0.676 £ 0.047 0.677 £0.018 | 0.647 £0.038 0.668 £ 0.019 | 0.751 £0.041 0.696 £ 0.058  0.752 +£0.039  0.720 £ 0.073
LLaVA-NeXT-7B 0.625 +0.084 0565 +0.070 | 0.625+0.084 0.565 + 0.070 | 0.654 +0.049  0.550 = 0.05¢ 0.688 £ 0.020  0.565 +0.043 | 0.648 £0.097 0.675+0.050 0.625+0.085 0.678 + 0.051
LLaVA-NeXT-34B  0.607 +0.049  0.606 + 0.055 | 0.607 +0.049  0.606 + 0.055 | 0.588 +0.055  0.606 + 0. +0.047  0.606 +0.055 | 0.659 +0.045 0.719 £0.085 0.633 +£0.051  0.725 + 0.092
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E2 Calibration Gains

Tables 16 and 17 show the full results comparing post-hoc calibration methods: both stan-
dard post-hoc methods and the proposed HAC variants successfully addressed the miscali-
bration and overconfidence issues. We did not observe a single method that outperformed
all others; their final calibration errors remained in a comparable range.

Table 16: Post-hoc calibration comparison: ACE (]) across calibration methods (5-fold CV).
Each cell shows sampling or verbalized confidence. Bold = best per row.

(a) Pooled Medical VQA Datasets (mean = std)

‘ Uncalibrated Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. | Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 0.224 £ 0.018  0.199 £ 0.003 | 0.104 £0.019  0.104 £0.020 | 0.098 £0.014 0.095+0.020 | 0.113 +£0.014 0.097 £0.019 | 0110+ 0.032 0124 £0.025 011240034 0.114 £ 0.019
Qwen3-VL-8B 0.214 £0.010  0.180 £ 0.006 | 0.108 £0.022  0.109 £ 0.034 | 0.096 +£0.026 0.095 = 0.022 | 0.100 £0.038 010240011 | 0.101£0.021 0108 £0.032  0.101 £0.020  0.115 £ 0.038
5 Qwen3-VL-32B 0.212 4 0.005  0.166 £ 0.010 | 0.096 £0.012  0.111 £0.031 | 0.099 £0.024 0100 +0.013 | 0.098 +£0.024 0.097 £ 0.027 | 0.104 £0.028 0.108 £0.011  0.104 £ 0.028  0.106 + 0.013
2 InternVL3-2B 0.194 £ 0013 0.192 +0.007 | 0.145+0.018 0.110 £0.013 | 0.119+£0.018 0.111 +0.007 | 0.117 +£0.012  0.099 £ 0.018 | 0.135+0.020 0.101 £0.008 0.128 +0.016  0.124 £ 0.016
’_5 InternVL3-8B 0.152 4+ 0.027  0.176 +0.005 | 0.116 £0.014  0.094 £0.019 | 0.102 +£0.023 0.093 +0.020 | 0.110 £ 0.020 0.098 4 0.022 | 0.114 +0.024 0.09 +0.018  0.113 £ 0.025  0.095 + 0.018
Y InternVL3-38B 012240017  0.164 +0.005 | 0.102+0.033 0.117 +£0.011 | 0.095+0.018 0.110 +0.005 | 0.091 +£0.030 0.104 £+ 0.009 | 0.103 +0.026 0.119 £0.013  0.101 £0.020  0.121 + 0.006
LLaVA-NeXT-7B 0.165 4+ 0.016 ~ 0371 £0.030 | 0.127 £0.015 0.123 £0.033 | 0.131 £0.023 0111 +0.018 | 0.116 +0.026 0.129 +0.026 | 0.124 +0.015 0.140 £0.020  0.131 £0.018  0.163 + 0.035
LLaVA-NeXT-34B 0212+ 0016 0241 £0012 | 0128 +0.013 0107 £0.043 | 0123 +0.022 0109 £0.027 | 0133+0.019 0110+£0028 | 012340018 0.128+0018 0119 +0.018 0.124 +0.017
Qwen3-VL-2B 0.345 4 0.020 0411 £0.007 | 0.110+£0.020  0.108 +0.020 | 0.106 +0.017  0.109 +0.014 | 0.120 +0.017 0118 +0.011 | 0.102+0.017 0.089 +0.017  0.106 + 0.019  0.088 + 0.014
Qwen3-VL-8B 0.400 +0.011  0.363 +0.005 | 0.098 +£0.016  0.095+0.019 | 0.094+0.009 0.087 +0.011 | 0.104 +0.018 0.087 +0.015 | 0.086 + 0.025 0.075+0.010  0.086 + 0.019  0.075 + 0.023
Qwen3-VL-32B 0.349 +0.009 0321 +0.007 | 0.111+0.021  0.095+0.017 | 0.103+0.008 0.088 +0.013 | 0.107 +0.017 0.079 4 0.025 | 0.100 +0.019  0.087 +0.022  0.090 + 0.019  0.092 + 0.022
§ InternVL3-2B 0.249 4 0.008 0421 £0.002 | 0.087 +0.015 0.096 +0.017 | 0.090 +0.017 0.104 +0.030 | 0.089 +0.016 0.106 4+ 0.030 | 0.083 +0.010 0.115+0.026  0.085+0.019  0.118 + 0.020
8‘ InternVL3-8B 0.228 +0.004 0352+ 0.003 | 0.094 +£0.017 0.102 +0.025 | 0.090 +0.013 0.094 +0.016 | 0.105+0.018 0.09 4+ 0.022 | 0.094 +0.011 0.087 +0.013  0.097 +0.021  0.091 + 0.021
InternVL3-38B 0.294 £ 0.017 0406 +0.003 | 0.099 £0.017  0.105+0.014 | 0.091 £0.010 0.096 + 0.006 | 0.093 +0.018 0.104 +0.015 | 0.086 + 0.018 0.116 +0.025 0.088 +0.009  0.119 + 0.006
LLaVA-NeXT-7B 0.256 + 0.005 0.082+0.009 0.104 +0.027 | 0.068 + 0.011  0.106 + 0.024 | 0.093 +0.014  0.107 £ 0.008 | 0.096 +0.019 0.083 +0.021 0.077 £0.019 0.084 + 0.018
LLaVA-NeXT-34B  0.360 + 0.027 0133 +£0.025 012440026 | 012040014 0118 £0.022 | 0.112+0.031 0.119 £0.028 | 0.119+£0.016 0.120 +0.034  0.098 £ 0.015  0.116 + 0.020
(b) VQA-RAD (mean = std)
‘ Uncalibrated Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 028140036 0257 £0.019 | 0228 +0.047 0.150 £0.032 | 022340042 0154 +0.032 | 0201 +0.052 0.149 +0.023 | 0.221 +0.041 0.185+0.026  0.220 +0.041  0.196 + 0.024
Qwen3-VL-8B 0.240 +0.023 0250 + 0.034 | 0.200 £ 0.059 0214 +0.059 | 0.194 +0.039 0204 +0.037 | 0.179 +0.023 0.193 +0.039 | 0.183 +0.049 0217 +0.030 0.178 + 0.047  0.207 + 0.030
o Qwen3-VL-32B 021340015 0210+ 0.015 | 0.189 £0.009 0.194 £ 0.036 | 0.183 +0.010 0.186 + 0.040 | 0203 +0.014 0.208 +0.044 | 0.197 +0.025 0.185+0.029  0.194 +0.024  0.182 + 0.027
2 InternVL3-2B 024240035 0264 +0.010 | 0219 +0.055 0.183 +0.040 | 0.177 £ 0.040 0.190 + 0.051 | 0.222+0.019 0199 4+ 0.037 | 0.230 +0.045 0.191 £0.037 0.222 4+ 0.037  0.216 + 0.033
< InternVL3-8B 0.194 +0.043 0233 +0.007 | 0212+40.025 0.157 £0.042 | 023240033 0157 +£0.051 | 0207 +0016 0154+ 0.058 | 0.206 +0.032 0.184 £0.019  0.204 +0.034  0.174 + 0.030
Y InternVL3-38B 017140024 023240017 | 0.182+40.020 0214 +0.058 | 0.190 +0.021 0202 +0.053 | 0.176 +0.018 0216 +0.052 | 0.1824+0.020 0.214+0.058 0179 +0.024  0.205 + 0.051
LLaVA-NeXT-7B 0229 4+0.042 0356 + 0.060 | 0.210 +0.046 0231 +0.063 | 0214 +0.044 0214 +0.052 | 0224 +0.039 024340082 | 0.210 +0.046 0227 +0.029 021240045 0.231 + 0.053
LLaVA-NeXT-34B 0261 +0.022 0303 £0.026 | 0223 +0.056 0210+ 0.041 | 0207 +0.029 0.202+0.050 | 0.228 +0.066 0205+ 0.051 | 0.224 +0.056 0209 +0.044  0.190 +0.046  0.213 + 0.051
Qwen3-VL-2B 0.401 +0.022 0378 + 0.045 0.230 £ 0.038  0.196 +0.025 | 0.237 +0.064 0.198 + 0.011 0240 £0.033  0.192 +0.023 | 0.216 + 0.040  0.215 =+ 0.040 0237 £0.023  0.222 + 0.038
Qwen3-VL-8B 0453 +0.034 0406 + 0.028 0229 +£0.037 0222 4+0.029 | 0.220 £0.012  0.217 + 0.030 0238 £0.032  0.244 + 0.051 0.264 + 0.031 0.227 + 0.032 0261 £0.039  0.264 + 0.057
Qwen3-VL-32B 0459 £ 0.030 0364 + 0.014 0.243 £0.036  0.253 + 0.051 0.240 £0.032  0.236 £ 0.048 0.243 +0.021 0.257 £0.057 | 0.206 +£0.036  0.210 +0.052  0.204 £ 0.035  0.234 & 0.041
gcj InternVL3-2B 0.319 +0.021 = 0.445 + 0.016 0.232+0.039 0241 +£0.033 | 0226 £0.024  0.213 + 0.045 0.245+0.020 0253 £0.064 | 0201 £0.013 0219 = 0.046 0.181 +£ 0.030  0.228 + 0.055
8‘ InternVL3-8B 0.361 +0.033 = 0.458 + 0.020 0259 £0.044 0246 £ 0.078 | 0.209 £ 0.026  0.232 + 0.069 0.246 £ 0.056  0.219 + 0.066 | 0.245+0.040  0.249 = 0.062 0224 £0.030  0.235 £ 0.039
InternVL3-38B 0.261 + 0.020 427 +0.012 02124£0.036  0.195+0.027 | 0.220 £0.039  0.190 + 0.024 0251 +£0.045 0.195+0.030 | 0.208 +0.019 0211 + 0.041 0223 +£0.025 0.230 + 0.024
LLaVA-NeXT-7B 0.305 + 0.052 0229 £0.015  0.220 £ 0.025 | 0.242 £+ 0.011 0.208 £ 0.025 0.246 £0.037  0.236 £ 0.040 | 0.215£0.038  0.195 = 0.038 0.186 + 0.023  0.191 + 0.052
LLaVA-NeXT-34B 0.343 + 0.037 0.193 £0.057  0.200 £ 0.049 | 0.172£0.055 0.201 = 0.051 0201 £0.042  0.185+0.025 | 0.196 £0.056 0.205+0.097 0.184 £0.055 0.209 £ 0.054
(c) SLAKE (mean =+ std)
| Uncalibrated Platt Scaling Tsotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. | Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 0.189 £ 0.011  0.172 £ 0.011 0.133 £0.014  0.125+0.020 | 0.137 £0.012  0.124 = 0.019 0.146 £ 0.026 ~ 0.117 +0.027 | 0.137 £ 0.031 0.131 £ 0.018 0.139 +£0.031  0.138 + 0.013
Qwen3-VL-8B 0.198 +0.006  0.180 +0.006 | 0.130 =0.036  0.138 £ 0.020 | 0.129 +0.034  0.117 £ 0.016 0.127 £ 0.034¢ 0133 +£0.015 | 0.132+0.019 0.148 £0.026  0.132+0.019  0.144 + 0.024
o Qwen3-VL-32B 0.197 +£0.000  0.163 £0.010 | 0.111£0.032 0.137 £0.019 | 0.111 £0.032  0.114 + 0.019 0.111£0.032 0170 £0.025 | 0.137 £0.016 0.166 +0.022  0.137 £0.016  0.166 + 0.022
2 InternVL3-2B 0.181 £0.016  0.194 £0.029 | 0.176 £0.015 0.151 + 0.046 | 0.155+0.024 0.172 = 0.040 0.161 £0.020  0.151 +0.026 | 0.185+0.019  0.156 + 0.031 0.167 £ 0.013  0.157 + 0.041
< InternVL3-8B 0.152+0.013  0.197 £0.006 | 0.156 =0.014  0.152+£0.015 | 0.152+0.020 0.157 £ 0.015 0.164 £0.032 0153 £0.015 | 0.152+0.013  0.136 +0.022  0.148 +0.017  0.141 + 0.015
o InternVL3-38B 0.1204+0.032 0.175+0.009 | 0.128 £0.018 0.146 £0.019 | 0.1124+0.024 0.120 £0.037 | 0.127 £0.025 0.151 £ 0.021 0.112+0.014 0153 +£0.027 0.119 £0.026  0.158 + 0.029
LLaVA-NeXT-7B 0.186 +0.024  0.367 + 0.032 0.162 £ 0.024  0.197 +£0.054 | 0.181 £0.024  0.208 = 0.070 0.188 £0.022  0.171 +0.049 | 0.181 £0.033 0.196 =0.054  0.181 £0.033  0.235 £ 0.082
LLaVA-NeXT-34B 0217 £0.010  0.245+0.027 | 0.153 +0.004 0.169 £0.023 | 0.141 £0.053 0.173 £ 0.029 0.136 = 0.043  0.171 £ 0.046 | 0.170 +£0.022  0.154 + 0.038 0.152 + 0.021 0.158 + 0.038
Qwen3-VL-2B 0.280 +0.024 0337 £0.008 | 0.126 =0.026  0.116 £ 0.039 | 0.117 £0.023 0.117 £0.027 | 0.119 £0.014 0.128 £0.040 | 0.140 £0.022 0.143 £0.040 0.144 £ 0.021 0.138 + 0.038
Qwen3-VL-8B 0.3314+0.019 0299 +0.011 | 0128 +0.023 0.128 £0.018 | 0.125+0.032 0.120 £0.011 | 0.132+0.037 0.104 £0.031 | 0.111+0.035 0.111£0.019 0.114£0.029 0.123 £ 0.026
Qwen3-VL-32B 0.265+0.009 0259 +0.015 | 0.135+0.028 0.114 £0.018 | 0.117 £0.023  0.100 £ 0.020 | 0.132+0.013  0.137 £0.008 | 0.132+0.040 0.104 £0.020 0.121 £0.037 0.109 £ 0.017
5 InternVL3-2B 0.23240.020 0339 £0.002 | 0.116 =0.018 0.124 £0.007 | 0.114 +£0.037 0.113 £0.016 | 0.117 £0.035 0.117 £0.016 | 0.119 £0.039  0.126 £0.008  0.117 £0.023  0.139 £ 0.021
8‘ InternVL3-8B 0220 £ 0.014 0265 +0.006 | 0.117 £0.032  0.123 £0.015 | 0.125+0.035 0.114 £0.025 | 0.124 £0.030 0.115+0.023 | 0.110 £0.020 0.100 £ 0.021  0.113 £0.020  0.105 £ 0.012
InternVL3-38B 0228 £0.016 0351 £0.002 | 0.125+0.032 0.117 £0.018 | 0.130 +£0.029  0.116 £ 0.024 0117 £0.016  0.124 +£0.022 | 0.120 £0.022  0.127 + 0.028 0.110 £+ 0.032  0.139 + 0.019
LLaVA-NeXT-7B 0250 +0.018 = 0.446 £0.026 | 0.111 =0.024 0.140 £0.017 | 0.127 £0.034  0.121 £0.036 | 0.116 £0.025 0.112+0.030 | 0.115+0.027 0.118 £0.014 0.116 £0.031  0.117 £ 0.016
LLaVA-NeXT-34B 0299 +0.035 | 0452 £0016 | 0223 +0065 0.196 +0.033 | 0227 +0.018 0.198 +0.037 | 0239 +0.042 0190+ 0.028 | 0.197 +0.038 0.166 + 0.046  0.200 + 0.059  0.180 + 0.041
(d) VQA-Med (mean =+ std)
‘ Uncalibrated Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. | Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 0286 +0.035 0.325+0.035 | 0.238 +0.033 0243 £0.056 | 0.246 +0.025 0.233 £ 0.064 | 0237 £0.034 0.240 £ 0.059 | 0.169 +0.045 0.237 £0.034  0.152 £ 0.024  0.215 + 0.030
Qwen3-VL-8B 0242 +0.044 0218 £0.031 | 0215+0.069 0224 +0.061 | 0242+ 0.048 0250 £0.053 | 0226 +0.079 0.270 £ 0.032 | 0.236 +0.069 0.214 £0.064 0.200 +0.052  0.197 = 0.060
5 Qwen3-VL-32B 0296 +0.026  0.240 £0.025 | 0.252+0.100 0.233 £0.078 | 0252 +0.100 0242 +0.081 | 0252 +0.100 0.278 £0.067 | 0.219 +0.063 0.262 +0.064  0.219 £ 0.063  0.251 + 0.044
2 InternVL3-2B 0.199 +0.028  0.160 +0.058 | 0.218 =0.031  0.183 £0.029 | 0.192+0.043 0.189 £0.015 | 0.151 +£0.063 0.200 +0.029 | 0218 +0.032 0.183 £0.029 0214 +0.055 0.180 + 0.038
=2 InternVL3-8B 0.179 + 0.069  0.150 +0.026 | 0.218 = 0.047 0.172+0.013 | 0.183+0.079 0.172+0.012 | 0206 +0.065 0.171 £0.014 | 0.215+0.083 0.160 £0.015 0.204 +0.067 0.166 + 0.010
o InternVL3-38B 03124+ 0.085 0.149 £0.033 | 0221 +0.100 0.158 £0.052 | 0.267 +0.122  0.129 £0.051 | 0243 +0.043 0.151 £0.069 | 0.192+0.039 0.140 £0.051 0256 +0.111  0.164 + 0.031
LLaVA-NeXT-7B 0.286 +0.103 | 0456 £0.069 | 0274 +=0.076 0269 +0.104 | 0.228 +0.088 0.282 +0.108 | 0.265+0.086 0.282 +0.122 | 0.274 +0.077 0.223 £0.053 0.261 +0.086  0.256 + 0.035
LLaVA-NeXT-34B 0283 +0.028 0299 +0.047 | 0239 +0039 0.166 +0.099 | 0244 +0.058 0.160 = 0.093 | 0234 +0.063 0171 +0.095 | 0.234 +0.037 0250 +£0.077 0255+ 0.032  0.217 + 0.085
Qwen3-VL-2B 0.450 £ 0.022 0.132+0.027 0145+ 0.023 | 0125+ 0.031 0.145£0.023 | 0170 £0.033 0.173 £0.036 | 0.135£0.018 0.189 £0.035 0.146 £0.023  0.177 + 0.050
Qwen3-VL-8B 0457 £ 0.007 | 0.127 +£0.018 0.160 £ 0.024 | 0.134 £0.013  0.161 £0.022 | 0.145£0.029 0.163 £0.014 | 0.162+£0.040 0137 £0.039 0.166 £ 0.050  0.148 & 0.021
Qwen3-VL-32B 0436 £ 0.013 0420 £0.003 | 0.146 £0.005 0.171 £0.018 | 0.145+0.015 0.152 = 0.037 | 0.155+0.027 0154 £0.035 | 0.166 +0.021  0.157 £0.026  0.167 £ 0.016  0.152 £ 0.023
§ InternVL3-2B 0.292 4 0.008 0130 £0.019 0.181 £0.021 | 01354 0.011 0.152£0.021 | 0.150 £0.018  0.155+£0.021 | 0.130 £0.028 0.167 £ 0.020  0.122 £ 0.007 0.194 + 0.028
OD‘ InternVL3-8B 0.226 4+ 0.023 | 0461 £0.002 | 0.149 £0.033 0.153 £0.017 | 0.139 £0.042 0.150 = 0.016 | 0.145+0.032 0.150 £+ 0.016 | 0.155+0.020 0.182£0.021  0.162 £ 0.038  0.186 + 0.029
InternVL3-38B 0.443 £ 0.041 0117 £0.018  0.201 £ 0.041 | 0.116 4 0.024  0.159 £0.042 | 0.106 £ 0.009 0.175+0.046 | 0.118 £0.005 0.184 £ 0.048 0.118 £0.012  0.206 + 0.022
LLaVA-NeXT-7B 0.320 £ 0.028 0.149 £ 0.024 012540020 | 0128 £0.030 0.124 £0.020 | 0.122£0.015 0.114 £0.014 | 0.176 £0.034  0.139 £0.017  0.141 £0.024  0.148 + 0.016
LLaVA-NeXT-34B | 0433 £ 0.035 0.147 £0.025 014240033 | 0133 +0.056 0.134 £0.028 | 0.152£0.027 0.134 £ 0.028 | 0.146 £ 0.014 0.161 +0.025 0.140 £ 0.033  0.170 + 0.021
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Table 17: Post-hoc calibration comparison: ECE ({) across calibration methods (5-fold CV).
Each cell shows sampling / verbalized confidence. Bold = best per row.

(a) Pooled Medical VQA Datasets (mean =+ std)

| Uncalibrated Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 023540024 0200+ 0.004

Qwen3-VL-8B 021940009 0184 %0005
~ Qwend-VL-32B 021940007 0155+ 0.006
¢ InternVL3-2B 0.181+0.012  0.190 + 0.009
S InternVL3-8B 0151 £0.025 0169+ 0.005
© InternVL3-38B 010640020 0.150 = 0.004
LLaVA-NeXT-7B | 01220015 0376 +0.034
LLaVA-NeXT-34B  0.200 +0.008  0.247 + 0.012
Qwen3-VL-2B 0.356 + 0.016
Qwen3-VL-8B 0.363 + 0.005
Qwen3-VL-32B 0.351 £0.007  0.321 £ 0.007
£ InternVL3-2B 0.250 = 0.009
8‘ InternVL3-8B 0.230 £0.012  0.353 + 0.002
InternVL3-38B 0.294 £+ 0.017 0.097 +0.013
LLaVA-NeXT-7B  0.259 +0.007
LLaVA-NeXT-34B 0355 +0.021
(b) VQA-RAD (mean =+ std)
| Uncali Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 0.288 £0.040  0.245+£0.010 | 0.115 £ 0.040 0.117 £ 0.051 0.118 £ 0.019 0.110 £ 0.021
Qwen3-VL-8B 0.247 £0.020  0.230 £ 0.019
5 Qwen3-VL-32B 0.230 £0.020  0.174 £ 0.016
¢ InternVL3-2B 0.232£0.026  0.232 £0.007 | 0.147 £ 0.062 0.156 + 0.048 0.146 £ 0.065 0.131 £ 0.035
._.3 InternVL3-8B 0.188 +0.048  0.203 £ 0.014 | 0.128 £ 0.044 0.121 + 0.047 0.129 £ 0.044 0.149 £ 0.021
Y IntemVL3-38B 0.124 £0.050  0.183 £ 0.008 | 0.108 £ 0.050 0.103 + 0.043 0.108 £ 0.050 0.119 £ 0.038
LLaVA-NeXT-7B 0.133 £0.027  0.357 £ 0.060 | 0.104 £ 0.023 0.107 £ 0.047 0.120 =+ 0.040 0.104 £+ 0.023 0.118 £0.045  0.112 + 0.050
LLaVA-NeXT-34B 021240016 0270 +0.014 | 0123 +0.048 0.130 £ 0.071 0.117 + 0.071 0.123 + 0.049 0129 +0.034 | 0.049+0017
Qwen3-VL-2B 0.369 + 0.040 | 0.120 + 0.034 0.152 + 0.054 0137 £0.042 0139 £0.025 017240034 0.132 £ 0.050
Qwen3-VL-8B 0.389 +0.029 | 0.117 £0.038 0.153 4 0.026 64 041 | 0.112£0.033 0.116 £ 0.024 | 0.176 £0.059 0.185+0.043 0.163+£0.076 0.172 + 0.029
Qwen3-VL-32B 0.339 + 0.017 0.145 £ 0.075 0.126 4 0.086 | 0.148 +-0.013  0.166 +0.077  0.147 +0.033  0.190 + 0.026
§ InternVL3-2B 0.300 + 0.014 0.177 + 0.054 0.116 + 0.048 0.141 + 0.049 0170 £0.026  0.186 £0.052 0171 £0.019  0.178 + 0.042
OD‘ InternVL3-8B 0.350 = 0.042 0.140 + 0.049 0.123 + 0.058 0.164 + 0.073 0.149 £ 0.058 0199 £0.053  0.178 +0.059  0.140 + 0.030
InternVL3-38B 0.279 4 0.038 0.172 + 0.035 0.117 + 0.056 0.166 + 0.053 0192+ 0.042  0.165+0.036  0.179 £ 0.024  0.186 + 0.033
LLaVA-NeXT-7B 0.297 4 0.043 0.178 + 0.022 0.109 + 0.039 0.210 + 0.060 0.159 +0.040  0.169 +0.054  0.183 +0.022  0.138 + 0.008
LLaVA-NeXT-34B  0.342 + 0.081 0.154 +£0.071  0.146 £ 0.026 | 0.100 £ 0.039  0.149 £0.024 | 0.152+0.020  0.150 + 0.040 | 0.164 £ 0.068 0205+ 0.050  0.137 £ 0.080  0.206 + 0.018
(c) SLAKE (mean =+ std)
| Uncalibrated Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. | Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb. Samp. Verb.
Qwen3-VL-2B 0.199 £ 0.017 ~ 0.150 + 0.006
Qwen3-VL-8B 0.206 4 0.007  0.171 £ 0.009
Qwen3-VL-32B 0.197 £ 0.000  0.143 £ 0.009
T IntenVL3-2B 01750024 0.170  0.010 0156 £0.021 01010022 0.137 0016
< InternVL3-8B 0.158 4+ 0.030  0.165 + 0.012
Y InternVL3-38B 0.107 +0.038  0.154 + 0.007
LLaVA-NeXT-7B 01324 0.036  0.377 + 0.031 0117 +0.028  0.138 + 0.048
LLaVA-NeXT-34B 0202 +0.013  0.234 +0.018
Qwen3-VL-2B 0298 0025 0346 %0011 0101£0031 0.095+0029 0.117+0026
Qwen3-VL-8B 0.339 +0.021  0.299 + 0.011
Qwen3-VL-32B 02724 0.005  0.257 + 0.013 0.095 + 0.037
§ InternVL3-2B 0.230 +0.018 ~ 0.340 + 0.002 0.110 + 0.035
8‘ InternVL3-8B 0.229 +0.019  0.264 + 0.007 0.095 + 0.024
InternVL3-38B 0.238 +0.023
LLaVA-NeXT-7B  0.250 + 0.016 0108£0036 0106+0010 01040020 0107 +0016
LLaVA-NeXT-34B  0.289 + 0.049 ). X ). X 01624+ 0.071  0.146 £0.051  0.161 +0.070 ~ 0.124 + 0.039
(d) VQA-Med (mean =+ std)
| Uncalibrated Platt Scaling Isotonic Regr. Hist. Binning HAC-Platt HAC-Gate
| Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb. | Samp. Verb.
Qwen3-VL-2B 0.286 +0.035  0.297 + 0.040
Qwen3-VL-8B 02424 0.044 0159 £ 0.019
o Qwen3-VL-32B 0.296 4+ 0.026  0.200 + 0.032 5
2 InternVL3-2B 0.210 +0.064  0.136 + 0.056 178 +0.107 0.151 + 0.089 0.154 + 0.064 178 + 0.107 0.107 + 0.051
< InternVL3-8B . X 128 + 0.087 0.113 + 0.076 0.146 + 0.111 0.101 + 0.096 0.102 + 0.077
Y InternVL3-38B £ X 0162 + 0.112 0215+0.088 0109 +0.075 0130 £ 0043  0.178 +0.136
LLaVA-NeXT-7B 018140150 0. X 0.226 +0.135 0.104 -+ 0.080 0.169 + 0.069
LLaVA-NeXT-34B 0. 0.116 + 0.080 0.218 +0.126 0.106 + 0.096 0.185 + 0.098
Qwen3-VL-2B 0,121+ 0.060 0.112+0045
Qwen3-VL-8B 01270014 0132+0039 0135+002 0.118+0024
Qwen3-VL-32B 011740051 0137+0041 0116+0044 0131+0016
£ InternVL3-2B 0294+ 0010 119 = 0.015 0104£0022 01510024 01070009 0.154+0.029
& InternVL3-8B 0212 +0.036 133 = 0.034 0167+£0036 0141+0029 01520032 0.148 +0.037
InternVL3-38B 0.157 0018 0.162 +0.042
LLaVA-NeXT-7B 0323 +0.018 0.142 £ 0.045 X . 0.098 £ 0.042

LLaVA-NeXT-34B 0.099 £ 0.026 L X 0.129 £ 0.029
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G Ablation and Further Analysis of HAC

G.1 Cross-Dataset Calibration Transfer

We evaluate whether HAC-Platt calibration parameters learned on one dataset transfer to
another. Specifically, we tune HAC parameters on each dataset and test on the remaining
ones. Figures 10-12 show transfer matrices for ACE, ECE, and AUROC with both sampling-
based and verbalized confidence. Overall, we observed that HAC is relatively insensitive
to the choice of calibration dataset. Another notable finding is that parameters tuned on
a dataset’s own calibration set do not always yield the best performance, likely due to
overfitting during the calibration stage. Exploring more robust calibration tuning methods
remains an important direction.

G.2 Analysis of Learned HAC-Platt Parameters

Table 18 reports the learned HAC-Platt parameters 4, b, d for the scoring function s(c, 1) =
o(a-c+b-h+d), averaged across 5-fold CV on the pooled dataset. The signs 4 > 0 and

b < 0held across all 160 fits (8 models x 5 folds x 2 confidence types x 2 question types),
confirming that higher base confidence consistently increases and higher hallucination scores
consistently decrease the calibrated output. For sampling-based confidence, parameters

were stable across models (2 ~ 2-5, b~ —0.04 to —1.00), with low cross-fold variance. The
hallucination penalty b was on average stronger for open-ended questions (b = —0.63) than
for closed-ended ones (b = —0.30), consistent with the greater risk of hallucination with

free-form answers. For verbalized confidence, @ and d exhibited larger magnitudes and
higher variance, particularly for closed-ended questions.

Table 18: Learned HAC-Platt parameters 4, b, d for s(c,h) = o(a-c + b - h + d), reported as
mean=std across 5-fold CV on the pooled dataset. 4 > 0 and b < 0 are satisfied in all cases.

Sampling (Closed) Sampling (Open)

Model a b d a b d

Qwen3-VL-2B 4.47+048 —0.49+008 -3.12+045 2.51+010 —0.49+004 -1.81+008
Qwen3-VL-8B 4.62+047 —0.60+006 —3.21+045 3.34+017 —0.94+002 -2.37+017
Qwen3-VL-32B 3.26+063 —0.48+005 —1.90+062 3.51+064 —1.00+003 —2.44+0.63
InternVL3-2B 3.40+042 —0.48+006 —1.78+038 3.70+030 —0.58+007 —2.02+0.30
InternVL3-8B 3.73+055 —0.13+008 —2.00+048 2.65+025 —0.70+007 —1.15+026
InternVL3-38B 3.28+019 —0.07+007 -1.42+016 3.48+022 —0.50+004 —-2.15+022
LLaVA-NeXT-7B  2.50+028 —0.04+003 -1.28+020 2.02+018 —0.52+006 -1.12+0.18
LLaVA-NeXT-34B 2.52+023 —0.08+006 -1.49+016 2.13+022 -0.33+002 -1.60+0.17

Verbalized (Closed) Verbalized (Open)

~ ~ ~ ~

Model a b d a b d

Qwen3-VL-2B 7.32+11.0 —-0.67+007 -5.71+105 2.43+020 —0.76+004 —1.64+022
Qwen3-VL-8B 4.95+098 —0.20+008 -3.43+093 12.9+17 -0.79+003 —11.3+16
Qwen3-VL-32B 9.55+144 —0.40+006 —7.61+136 12.0+10 -0.87+003 —10.3+09
InternVL3-2B 7.44+038 —0.63+006 —5.52+038 1.83+035 —-0.94+005 —0.21+031
InternVL3-8B 11.1434 —0.17+008 -9.22+323 10.5+11 -0.84+004 —8.62+1.04
InternVL3-38B 12.5+12 —0.23+010 -10.2+12 12.9+07 -0.55+005 —11.1+06
LLaVA-NeXT-7B  0.25+016 —0.06+004 0.21+016 1.96+031 -0.69+002 -1.34+032
LLaVA-NeXT-34B 2.62+078 —0.18+007 -1.59+070 2.21+039 —0.85+008 —1.32+044

G.3 Ablation on Hallucination Metrics
We compare three hallucination detection metrics as input to HAC-Platt: VASE, Semantic

Entropy (SE) (Farquhar et al., 2024), and RadFlag (Zhang et al., 2024b). VASE consistently
achieves the highest AUROC, particularly on open-ended questions. On closed-ended
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Figure 9: Ablation on hallucination detection metrics used in HAC-Platt. The pooled dataset

is used.

questions, SE and RadFlag show comparable or slightly better ACE in some cases, but their
AUROC is notably weaker. These results support VASE as the default hallucination metric
for HAC due to its superior discriminative ability across both question types.
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Figure 11: Cross-dataset ECE transfer for HAC-Platt. Same layout as Figure 10.
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Figure 12: Cross-dataset AUROC transfer for HAC-Platt. Same layout as Figure 11.
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G.4 Auxiliary Signal Substitution for Closed-Ended Questions

Section 6.1 attributes HAC's inconsistent closed-ended gains to the weak correlation between
VASE and correctness on yes/no questions. To test whether the limitation lies in the signal
rather than the framework, we replace VASE with the model’s internal yes/no logit margin,
—|Pyes — Pno| (HAC-Logit), keeping all other components fixed. Table 19 confirms this that
HAC-Logit achieves the best closed-ended AUROC on all three models, while HAC-VASE
retains lower ACE on two of three, indicating the logit margin is the stronger discriminative
signal for this format but does not uniformly dominate in calibration error.

Table 19: Auxiliary signal substitution on closed-ended questions on pooled datasets. HAC-
Logit replaces VASE with the model’s internal yes/no logit margin —|pyes — pnol, keeping
all other components fixed.

(a) AUROC (1)

Method Qwen3-VL-8B InternVL3-8B LLaVA-NeXT-7B
Sampling 0.551 0.663 0.598
Verbalized 0.602 0.524 0.560
HAC-VASE 0.639 0.677 0.597
HAC-Logit 0.789 0.740 0.607
(b) ACE (1)
Method Qwen3-VL-8B InternVL3-8B LLaVA-NeXT-7B
Sampling 0.214 0.152 0.165
Verbalized 0.181 0.177 0.364
HAC-VASE 0.101 0.114 0.124
HAC-Logit 0.149 0.134 0.117

G.5 Calibration-Set Size Ablation

We subsample each fold’s calibration partition to N, € {10, 25,50, 100,200,400, Full}, refit-
ting every calibrator on the subsample while holding the test fold fixed, and report AUROC
(Figure 13) and ACE (Figure 14) for both base confidences. HAC remains competitive even
with very small calibration sets—HAC-Platt and HAC-Gate already exceed the uncalibrated
AUROC with only 10 labels, often sufficing by 25-50—and 100-200 samples suffice in most
cases, indicating that HAC requires only modest labeled calibration data.
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Figure 13: AUROC (1) versus calibration-set size N,], per model (rows) and question type

(columns), pooled over the three datasets. Uncalibrated and Platt share the same AUROC,
so their curves coincide and are flat in N,.
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(b) Verbalized base confidence
Figure 14: Adaptive Calibration Error (ACE, |) versus calibration-set size N, per model

(rows) and question type (columns), pooled over the three datasets. The dashed line is the
uncalibrated baseline.
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