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Abstract

As large language models continue to improve, agentic systems are becom-
ing increasingly important, and tools are a key design dimension because
they determine how agents access information and take action in their envi-
ronments. Prior work on agent tooling has primarily focused on expanding
what agents can do, but has paid less systematic attention to how those
capabilities are organized and exposed to the model. We refer to this latter
design dimension as tool architecture. We study tool architecture in cod-
ing agents through controlled experiments on repository-level issue fixing,
comparing six tool architectures that hold the underlying information and
actions similar while varying how they are organized and exposed to the
model, across three actors and a total of 11,700 trajectories. Our experiments
show that, even when tools provide similar capabilities, tool architecture
changes agent behavior: Compared to a basic architecture where the agent
has only the bash tool, more structured low-level interfaces improve con-
sistency across repeated attempts by up to 4.7×; natural-language search
broadens repository exploration and increases access to relevant files by
more than 11%; and Python CodeAct-style interfaces achieve similar task
performance with 41.6% fewer steps and 56.3% lower token usage. By
contrast, lightweight text-based cognitive-scaffolding tools, such as tools
that let the agent record intermediate reasoning, have limited effect on actor
behavior.

1 Introduction

As large language models continue to improve, agentic systems are becoming increasingly
important (Microsoft, 2025; BCG, 2025; McKinsey, 2025b;a). Beyond continued model
scaling, growing attention has turned to harness engineering (Anthropic, 2026a; OpenAI,
2026; Anthropic, 2026b), which studies how the surrounding system enables a model to
interact with external environments and complete complex tasks. Within this broader space,
tool design is a particularly important dimension (Wang et al., 2024a; Yang et al., 2024; Yao
et al., 2024; Wang et al., 2025b) because tools define how an agent accesses information and
interacts with the environment.

Most prior work on agent tools has focused on expanding what the agent can do by giving
it new capabilities. In coding agents, this often means adding components such as program
analysis modules (Zhang et al., 2024; Ruan et al., 2025), mechanisms for rolling out and
comparing multiple candidate solutions (Ma et al., 2024; Gao et al., 2025), or precomputed
semantic embeddings that help the agent retrieve relevant code (Ma et al., 2024; Ouyang
et al., 2024; Liu et al., 2025b). These additions improve performance by giving the agent
access to information or actions that would otherwise be unavailable or difficult to obtain.
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Functionality: specify what the software 
is expected to do.

Software Architecture: specify how the 
software is structurally organized.

Non-functional Properties

Robustness: the software should remain 
functional even when unexpected errors occur.
Adaptability: the software should be easy 
to modify for new environments.

Efficiency: the software should use resources 
and time effectively.

Tool Capability: specify what information 
and actions are available to the agent.

Tool Architecture: specify how tool capabilities 
are organized and exposed to the agent.

Consistency: the agent should behave reliably 
across repeated runs.
Exploration: the agent should effectively 
search for relevant context in the environment.

Efficiency: the agent achieves its goals with 
minimal steps and token usage.

Software Engineering Agent Tool Design

Non-functional Properties

Design Space Design Space

Figure 1: Analogy between software engineering (SE) and agent tool design. In SE, software
architecture is complementary to functionality and shapes non-functional properties such
as robustness (Randell, 1975; Parnas, 1972; Williams & Smith, 1998). Our study focuses on
the analogous question in agent tool design. We find that, for tools with similar capabilities,
different tool architectures, that is, different ways of organizing and exposing information
and actions to the model, can affect consistency, exploration, and efficiency.

However, tool capability is not the whole story (Gloaguen et al., 2026; Garg & Huang,
2026). Even when two agents can access similar information and take similar actions,
the way those capabilities are organized and exposed to the model can still meaningfully
affect behavior (Yang et al., 2024). It can influence how consistently the agent solves
the same task across runs (Rabanser et al., 2026), how broadly or narrowly it explores
a repository (Gloaguen et al., 2026; Li et al., 2026), and how efficiently it uses steps and
tokens (Lulla et al., 2026). We refer to this design dimension as tool architecture.

Figure 1 illustrates our conceptual analogy to software engineering (Parnas, 1972). Tool
capability is analogous to software functionality: it describes what information and actions
are available to the agent. Tool architecture, by contrast, is analogous to software architecture
or interface design (Perry & Wolf, 1992; Kazman & Bass, 1994): it describes how those
capabilities are organized and exposed to the model. Our experiments show that this
distinction matters in practice for agent tools. Even when two tool setups support similar
tasks, they can still lead the model to behave differently because they present similar
underlying capabilities through different interfaces.

In practice, however, capability and architecture are often entangled (Garg & Huang, 2026;
Ouyang et al., 2024). For example, a tool for semantic retrieval over a code repository
both introduces additional capability through embedding-based retrieval and changes the
search architecture by replacing lower-level grep-style interaction with a more abstract
natural-language interface. As a result, if such a tool improves performance, it is unclear
where the gain should be attributed. Our experiments suggest that part of the gain can
arise from architecture alone: even without embeddings, implementing semantic search
through bash operations but exposing it through a more natural-language-oriented retrieval
interface leads agents to explore more than 11% more files in the repository.

To isolate the effect of tool architecture, we design six tool architectures based on commonly
adopted tool designs in existing coding agents (OpenHands, 2026; Anthropic, 2026c; Gao
et al., 2025; Antoniades et al., 2024; Smolagents, 2026; Yang et al., 2024; Code, 2026a) and
implement them so that they expose similar information and similar capability to interact
with the environment. We study two dimensions of architecture. The first is the level of
abstraction: some interfaces expose low-level operations (e.g., file editing) directly, some
provide natural-language search interfaces, and some let the agent write executable code
instead of issuing individual tool calls. The second is cognitive scaffolding: those tools provide
interfaces for recording intermediate reasoning or task-specific assumptions. Here are our
key contributions and findings:
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• We design controlled experiments for tool architecture by implementing six repre-
sentative architectures with similar capabilities.

• We evaluate three actor models over 11,700 coding-agent trajectories in total. The ex-
periments find that when tool capabilities are kept similar, overall task performance
remains broadly similar across architectures.

• More structured low-level interfaces improve repeated-attempt consistency, by up
to 4.7×. Natural-language search interfaces broaden repository exploration and
increase access to plausibly relevant files by more than 11%, but also introduce
additional noise. Code-execution-based interfaces achieve similar task performance
with 41.6% fewer steps and 56.3% lower token cost.

• By contrast, lightweight text-based cognitive-scaffolding tools have limited effect
because they rarely change the actors’ underlying reasoning behavior.

• We release our code and data at https://github.com/XZ-X/tool-arch-study.git.

2 Setups

2.1 Tool Setups

We study six tool architectures that are commonly adopted in existing coding agents; Table 1
summarizes the six setups and representative agents with corresponding design choices.
Our goal is to study tool architecture, so we design these setups to keep their capabilities
as similar as possible. We use BashOnly as the baseline, where the agent interacts with
the repository only through a general-purpose shell. From this baseline, we vary tool
architecture along two dimensions.

The first dimension is the level of abstraction: Atomic exposes common low-level operations
as explicit tools, NLSearch provides a natural-language search interface for repository explo-
ration, and Python lets the agent write executable Python code instead of issuing individual
tool calls.

The second is cognitive scaffolding: HypoTrack lets the agent record and update hypotheses
about the task, while Scratchpad lets the agent write down intermediate reasoning dur-
ing problem solving. Note that we implement these scaffolds as lightweight text-based
tools so that they provide an explicit channel for actor-written intermediate state without
adding retrieval (Ouyang et al., 2024), memory management (Wang et al., 2026a), new task
information (Ruan et al., 2025), or enforcing a different reasoning policy (Antoniades et al.,
2024). This design lets us isolate whether simple cognitive-scaffolding interfaces change
actor behavior under otherwise similar capabilities.

Figure 2 shows concrete examples of the interaction style in each setup.

Baseline: BashOnly. The baseline setup exposes only a general-purpose bash interface. The
agent interacts with the repository through unconstrained shell commands for navigation,
search, file inspection, editing, and execution. This setup offers broad flexibility but little
structure: the model must compose low-level commands to carry out even routine subtasks.
We use it as the reference point because it provides a minimally structured yet widely
used (Xia et al., 2025; Jimenez et al., 2023; Yang et al., 2024) coding-agent environment.

Level of abstraction: Atomic. The Atomic setup augments bash with a small collection
of simple tools for common localized operations, such as repository search, bounded file
viewing, targeted string replacement, and file creation. We include this setup because
prior work (Yang et al., 2024) suggests that clear, simple tool interfaces can improve agent
performance, and such structured high-frequency primitives are common (OpenHands,
2026; Anthropic, 2026c; Yang et al., 2024; Gao et al., 2025) in mainstream coding agents. The
Atomic setup does not extend bash capability; it only repackages common shell actions into
simple tools (see Table 3 in the Appendix for the mapping between atomic tools we adopted
and their bash equivalents).

Level of abstraction: NLSearch. The NLSearch setup augments bash with a tool that takes
a natural-language query as input and returns relevant code snippets. We include this
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Table 1: A taxonomy of the tool architectures studied in this work and representative coding
agents with corresponding tool designs.

Category Tool Arch. Representative Agents

Baseline
BashOnly SWE-Bench bash only leaderboard (Jimenez et al., 2023),

Live-SWE-agent (Xia et al., 2025), Mini-SWE-Agent (Yang et al.,
2024).

Level of Abstraction

Atomic OpenHands (OpenHands, 2026), Claude Code (Anthropic, 2026c),
TRAE (Gao et al., 2025), SWE-Agent (Yang et al., 2024).

NLSearch Augment Code context engine (Code, 2026b).
Python Smolagents (Smolagents, 2026).

Cognitive Scaffolding

HypoTrack Sequential thinking tool (Gao et al., 2025; Anthropic, 2026c;
OpenHands, 2026; Code, 2026a), SWE-Search (Antoniades et al.,
2024).

Scratchpad Sequential thinking tool (Gao et al., 2025; Anthropic, 2026c;
OpenHands, 2026; Code, 2026a).

setup because it captures the interface of commonly used semantic search capabilities (Code,
2026b; Liu et al., 2025b; Ma et al., 2024) in coding agents, which let the model express
retrieval needs at a higher level than raw shell commands. To avoid exceeding the capability
of bash, however, our implementation does not use semantic indexing or embedding-based
retrieval. Instead, we implement NLSearch as a subagent with the same actor model, which
takes a natural-language query and uses bash commands such as grep to iteratively search
for and return potentially relevant snippets.

Level of abstraction: Python. The Python setup replaces explicit tool calls with executable
Python blocks: instead of invoking bash or specialized tools, the agent writes Python code
to traverse the repository, inspect files, edit content, and run checks. We include this setup
because code execution has become a common agent interface, especially in CodeAct-style
systems (Wang et al., 2024b; OpenHands, 2026; Smolagents, 2026). This setup also does not
exceed the capability of bash in practice, since agents with shell access can already write
and execute Python scripts to carry out the same operations; the difference is therefore one
of interaction style rather than underlying capability. Appendix B.5 further validates this
design choice: in a manual inspection of 100 sampled Python actions, 97% correspond to
operations already available in BashOnly, either as direct bash-side operations or as Python
scripts that BashOnly actors commonly create and run from bash.

Cognitive scaffolding: HypoTrack. The HypoTrack setup adds a simple hypothesis-tracking
tool to the bash environment that lets the agent explicitly record a hypothesis and its
confidence, and later update the hypothesis status. We include this tool because mainstream
agents use similar thinking tools to track branches (Gao et al., 2025; Anthropic, 2026c), and
because coding agents often benefit from exploring multiple paths (Gao et al., 2025), though
such behavior is usually induced by broader system design (Antoniades et al., 2024) rather
than a single tool call. We want to isolate whether that lightweight scaffolding alone can
encourage broader exploration. To keep HypoTrack aligned with the capability of bash, the
tool only records a hypothesis and its status, both of which could also be expressed directly
by a bash-only agent in its reasoning text.

Cognitive scaffolding: Scratchpad. The Scratchpad setup adds a simple tool that lets the
agent output free-form thinking content. We include it because similar scratchpad-style
interfaces are common in mainstream agents (Gao et al., 2025; Anthropic, 2026c; OpenHands,
2026; Code, 2026a). To keep Scratchpad aligned with the capability of bash, the tool only
accepts free-form text and returns a confirmation message, adding no capability beyond
what could already be written in the agent’s reasoning text.

2.2 Evaluation Protocol

We evaluate agents on issue-resolution tasks from SWE-bench Live (Zhang et al., 2025), a
contamination-controlled benchmark for repository-level bug fixing. Each instance provides
an issue description and a code repository snapshot, and the agent must generate a patch
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bash(find ... |head -10)

bash(cat target.py << ‘EOF’ 
... EOF)

bash(python -c “...”)

grep(/repo, “set*msg”)

edit(target.py, old, new)

view(target.py, 20, 65)

nl_search(“raise 
CalledProcessError”)

scratchpad(“The issue is 
... The user said not to 
install..., so we need to 
...”)

hypo(“H2: The error is caused by 
...”, confidence=0.6)

hypo(“H2:... Invalidated”, 
confidence=1.0)

Let’s look at the issue closely 
and fix by ...
<python>
for file in os.walk (...):

for line in file:
if ... in line:

new_line = line.replace(…)
#...(write new lines)

</python>

/repo/src/target.py
/repo/test/test_target.py
...

Command succeeds: exit 0.

func@20 output “True”
...(output of py script)

/repo/src/target.py:32: 
def set_input_msg(...

20:def func(...)
21: ...
...
65: return True

...(output of py script)

Here are the files that may 
raise this error:
/repo/src/file1.py
20: ...
21: ...
...

/repo/src/file2.py
...

Replaced old with new.

Hypothesis tracked. Here are 
hypotheses so far:
[Validated]H1:… Conf: 0.9
*[Open]H2:… Conf: 0.6
*: new added

Hypothesis tracked... 
*[Invalidated]H2:…Conf:1.0 
*: changed

Scratchpad updated. 
History length: 2. 
Latest scratchpad length: 
1631 chars

...

(a) Bash only: Bash is the only 
available tool.

(b) Bash+Atomic: Bash augmented 
with simple atomic tools for searching, 
viewing, and editing code.

(c) Bash+HypoTrack: Bash augmented with 
a tool for recording and updating 
intermediate hypotheses.

(d) Bash+Scratchpad: Bash 
augmented with a scratchpad tool for 
recording intermediate reasoning.

(e) Bash+NLSearch: Bash augmented 
with a search subagent for repository 
exploration from NL queries.

(f) Python only: Python is the only 
available tool; the agent writes Python code 
blocks instead of issuing tool calls.

Figure 2: Examples of tool architectures evaluated in this work. The panels illustrate how
similar capabilities are exposed to the agent through different interfaces in each setup.

that resolves the issue. Outputs are evaluated against hidden human-authored test cases,
which are not exposed to the agent.

To make repeated evaluation tractable under our budget, we construct a subset of SWE-
bench Live by randomly sampling 25 of its 100 repositories and retaining at most five issues
per repository, yielding 65 problem instances in total. For every actor–setup pair, we execute
10 independent rollouts per instance (i.e., attempt at solving the task). Using repeated
rollouts lets us measure not only aggregate task performance, but also behavioral properties
such as consistency across reruns and diversity in exploration and final solutions.

We evaluate three actor models: Qwen3Coder-30B (Yang et al., 2025), Kimi K2.5 (Team et al.,
2026), and Claude Sonnet 4.5 (Anthropic, 2026d). We choose them to cover a diverse set of
coding agents, including open-weight and proprietary access, different model scales, and
coding- and agent-oriented training.

We also evaluate whether the main tool-architecture effects extend beyond this SWE-bench
Live subset. Specifically, we consider additional coding tasks covering issue resolving,
feature implementation, and debugging. We use SWE-bench Verified (Jimenez et al., 2023)
for issue resolving and SWE-bench Pro (Deng et al., 2025) for feature implementation. For
debugging, we construct a separate SWE-bench split by selecting instances whose issue
descriptions contain full stack traces. Due to budget constraints, we run this additional
study with the two open-weight actors, Qwen3Coder-30B and Kimi-K2.5, and focus on the
pairwise comparisons most directly tied to our main findings. For each actor–task–setup
combination, we run 5 independent rollouts per instance. Appendix B.6 reports the detailed
results.

2.3 Evaluation Dimensions and Metrics

We evaluate tool architectures along four complementary dimensions: task resolve rate,
consistency, exploration, and efficiency. Below, we describe the motivation and intuition of
each metric, and discuss the formal definitions in Appendix A.
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Task resolve rate. We first report the task resolve rate as the basic measure of whether an
agent solves a task. It captures the fraction of repeated attempts that successfully resolve the
benchmark problem instance, averaged across instances. This metric tells us how effective a
setup is overall.

Consistency. A reliable coding agent should not only solve a task, but should achieve
success consistently across repeated attempts. Consistency matters because users care about
whether the same setup can be trusted to reproduce success, rather than exhibiting success
only intermittently (Gupta, 2026; Rabanser et al., 2026). This is especially important in
longer-horizon coding tasks, where even a small mistake can cascade into later decisions.
We therefore measure consistency by asking how often success remains stable across mul-
tiple repeated attempts of the same problem instance. The metric is typically denoted as
pass^k (Yao et al., 2024). In our experiments, we report this metric for repeated groups of
size k ∈ {5, 7, 9}.

Exploration. Recent work suggests that coding agents often struggle to acquire repository-
level context effectively and may under-explore the codebase on repository-grounded
tasks (Li et al., 2026). Motivated by this observation, we study whether different tool
architectures induce different exploration behavior. In particular, we ask whether some tool
architectures encourage the agent to explore more diverse parts of the repository across
repeated attempts and to produce different candidate solutions. We measure exploration
from two complementary perspectives: how much repeated attempts differ in the files
they read, and how much their final patches differ from one another. Concretely, we use
Jaccard (Jaccard, 1901) distance to measure diversity in file access and CodeBLEU (Ren et al.,
2020) distance to measure diversity in generated solutions; see Appendix A for details.

Efficiency. Besides consistency and exploration, the cost of a coding agent is also important
in real deployment (Bui, 2026; Xiao et al., 2026; Pan et al., 2025; Lulla et al., 2026). We measure
efficiency using three trajectory-level statistics: input tokens, output tokens, and trajectory
length (i.e., the number of interaction steps). We report the average of each quantity for
every actor–setup pair and interpret these measurements jointly with task performance,
since lower token usage and fewer steps are not necessarily preferable if they come at the
cost of substantially worse task resolution.

3 Evaluation Results

3.1 Task Resolve Rate

The overall task resolve rate is similar across tool architectures for a given actor model.
This is expected, since we intentionally design the tool architectures to minimize capability
differences relative to the BashOnly setup, allowing us to isolate the effects of architecture
on non-functional properties. See Appendix B.1 for details.

3.2 Consistency

Table 2 shows a clear consistency result: Atomic is the only setup that improves pass^k
relative to BashOnly for all three actors. Because our goal is to isolate the effect of tool
architecture within each actor, the key comparisons are the changes from BashOnly for the
same actor, rather than the absolute pass^k values alone. We can see that Atomic improves
pass^5, pass^7, and pass^9 for Qwen3Coder-30B, Kimi-K2.5, and Sonnet-4.5, making it the
only setup with a uniformly positive consistency effect.

The magnitude of this gain is also actor-dependent. The improvement is largest for the
weakest actor, Qwen3Coder-30B, where Atomic increases pass^k by 0.059–0.074 depending on
k. The gains are smaller but still positive for the stronger actors: 0.013–0.014 for Kimi-K2.5
and 0.017–0.031 for Sonnet-4.5. This pattern suggests that packaging recurring low-level
repository actions into clearer, more structured primitives is especially helpful for weaker
actors, whose trajectories appear more vulnerable to small execution mistakes that can
accumulate across an attempt. For the two open-weight actors, we additionally evaluate
BashOnly and Atomic in Appendix B.2 using extended repeated evaluation with three times
more attempts, and the results show that these gains remain stable.
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Table 2: Consistency results across actor models. Each cell reports absolute pass^k; paren-
thesized values denote the change relative to BashOnly. Background color indicates change
relative to BashOnly: blue = improvement, orange = decline, gray = baseline.

Actor Setup pass^5 pass^7 pass^9

Qwen3Coder-30B

BashOnly 0.046 0.031 0.020
Atomic 0.106 (+0.059) 0.097 (+0.067) 0.094 (+0.074)
NLSearch 0.051 (+0.005) 0.039 (+0.008) 0.032 (+0.012)
HypoTrack 0.040 (-0.006) 0.032 (+0.002) 0.031 (+0.011)
Scratchpad 0.029 (-0.017) 0.021 (-0.010) 0.017 (-0.003)
Python 0.016 (-0.030) 0.006 (-0.025) 0.002 (-0.018)

Kimi-K2.5

BashOnly 0.290 0.277 0.266
Atomic 0.304 (+0.014) 0.289 (+0.013) 0.280 (+0.014)
NLSearch 0.258 (-0.031) 0.246 (-0.031) 0.235 (-0.031)
HypoTrack 0.282 (-0.008) 0.272 (-0.005) 0.265 (-0.002)
Scratchpad 0.268 (-0.022) 0.257 (-0.020) 0.249 (-0.017)
Python 0.265 (-0.024) 0.256 (-0.021) 0.249 (-0.017)

Sonnet-4.5

BashOnly 0.296 0.270 0.252
Atomic 0.313 (+0.017) 0.297 (+0.027) 0.283 (+0.031)
NLSearch 0.314 (+0.018) 0.303 (+0.033) 0.295 (+0.043)
HypoTrack 0.315 (+0.020) 0.291 (+0.021) 0.271 (+0.018)
Scratchpad 0.279 (-0.017) 0.260 (-0.010) 0.249 (-0.003)
Python 0.283 (-0.013) 0.266 (-0.004) 0.252 (0.000)

The remaining setups do not show the same cross-actor regularity. NLSearch and HypoTrack
improve consistency for some actors but reduce it for others, while Scratchpad and Python
are generally neutral to negative. By comparison, Atomic is the only setup with uniformly
positive pass^k deltas across all three actors, and its gains are largest for Qwen3Coder-30B.

Mechanism: Atomic improves consistency by reducing interaction errors. A plausi-
ble mechanism for Atomic’s consistency gains is that it reduces low-level environment-
interaction errors. This interpretation is motivated by prior work in system reliability and
software dependability, which often analyzes failures through chains linking faults, errors,
and observed failures (Avizienis et al., 2004; Gupta, 2026; Rabanser et al., 2026). In our
experiments, Atomic is associated with fewer such errors than BashOnly, especially for the
weakest actor, and most of the reduction comes from error types that a more structured
interface should directly help avoid, such as malformed commands and broken edits. This
pattern suggests that packaging recurring low-level actions into explicit primitives can im-
prove stability across repeated attempts by reducing execution-level mistakes. Appendix B.3
provides the full error analysis and category breakdown.

Finding 1: Atomic improves consistency across actors.

Compared with BashOnly, Atomic improves consistency for all three actors, with
the largest gain for Qwen3Coder-30B. A plausible mechanism is that Atomic reduces
low-level environment-interaction errors, which are more common in weaker actors
and therefore leave more room for improvement.

3.3 Exploration

Exploration matters because coding agents may under-explore repository-level context (Li
et al., 2026), and tool architectures that broaden exploration may expose them to different
code context and candidate solutions. Figure 3 shows that NLSearch is the only setup that
consistently increases read diversity across all three actors. The gains are substantial for
all models, whereas other setups have smaller or more actor-specific effects. By contrast,
changes in solution diversity are much smaller and less uniform. Across most actor–setup
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Figure 3: Effect of tool architecture on exploration and final-solution diversity. Bars show
the difference from BashOnly for each actor–setup pair. The top row reports read diversity,
measured by pairwise Jaccard distance over files read across repeated attempts of the
same problem instance. The bottom row reports solution diversity, measured by pairwise
CodeBLEU distance between generated patches. NLSearch is the only setup that consistently
increases read diversity across all three actors, whereas effects on solution diversity are
smaller and less uniform.

pairs, repeated attempts under different tool architectures still converge to similar final
patches even when they inspect different parts of the repository. Overall, tool architecture
has a clearer effect on repository traversal than on the diversity of final solutions.

To better understand this effect, we ask two follow-up questions: (1) what drives the broader
exploration under NLSearch, and (2) whether that additional exploration is meaningful for
the given problem instance. Appendix B.4 suggests that the broader exploration is associated
with more diverse early search queries under the natural-language interface than under
raw grep/find-style search. It also shows that the additional exploration improves recall of
high-relevance files across all three actors, though with lower precision than BashOnly.

Finding 2: NLSearch improves exploration but not solution diversity.

NLSearch consistently broadens repository coverage and increases recall of relevant
files, but these gains only weakly translate to more diverse final solution strategies.
The effect appears to come from more diverse early search queries, which broaden
the code context seen during execution.

3.4 Efficiency

Besides consistency and exploration, the cost of a coding agent is also important in deploy-
ment. Figure 4 shows a clear overall pattern: Python is the most efficient setup across all
three actors. Relative to BashOnly, it achieves similar task performance with substantially
lower input-token cost and fewer interaction steps, making it the clearest efficiency win in
our study. By contrast, the effect of Atomic is actor-dependent. Atomic improves efficiency
for Qwen3Coder-30B, but is less efficient for the stronger actors, Kimi-K2.5 and Sonnet-4.5,
where the increase in input tokens is especially pronounced.

Appendix B.5 suggests that these efficiency differences mainly depend on how well each
interface supports compound interaction when tool capabilities are otherwise similar. The
Python interface encourages the actor to bundle multiple operations into a single executable
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Figure 4: Efficiency comparison across tool architectures. Each point represents one actor–
setup pair; points closer to the upper-left of a panel indicate a more favorable efficiency–
performance trade-off, achieving higher resolve rate with lower cost. The three panels
show resolve rate versus average input tokens, output tokens, and interaction steps per
trajectory. Python consistently achieves competitive performance with fewer steps and
lower token cost, whereas the efficiency effect of Atomic depends on the actor: it reduces
cost for Qwen3Coder-30B but increases cost for Kimi-K2.5 and Sonnet-4.5.

block, which helps reduce both trajectory length and cumulative input-token cost. By
contrast, the efficiency effect of Atomic depends on the actor. For stronger actors, it can
fragment work that would otherwise be combined in bash into more turns, increasing
overhead. For Qwen3Coder-30B, this fragmentation is smaller, and Atomic also reduces low-
level interaction errors, which further improves efficiency. Appendix B.5 provides the
detailed analysis.

Finding 3: Tool architectures supporting compound interaction are more efficient.

Python consistently improves efficiency by allowing actors to express more work in
a single interaction. Atomic, by contrast, is beneficial only when the actor already
operates close to an atomic style; otherwise, it fragments compound bash workflows
into more turns and raises cumulative token cost.

3.5 Why Cognitive Scaffolding Has Limited Effects

The two cognitive-scaffolding setups, Scratchpad and HypoTrack, have only limited effects
in our main evaluation. We interpret this result as specific to the lightweight scaffolds
studied here, rather than as a claim about cognitive scaffolding in general. Appendix C
suggests that, in our setting, actors usually do not use these tools in ways that substantially
change their reasoning. Under Scratchpad, actors often produce content that closely matches
reasoning already present in BashOnly. Under HypoTrack, actors rarely maintain multiple
competing hypotheses.

Finding 4: Lightweight cognitive scaffolding has limited effect on actor reasoning.

Although Scratchpad and HypoTrack provide explicit interfaces for recording in-
termediate reasoning, they do not add retrieval, memory management, new task
information, or enforce a different reasoning policy. Actors therefore mostly project
their original reasoning patterns into these lightweight scaffolds, suggesting that
such scaffolds alone have limited effect in our setting.

3.6 Generalization to Additional Coding Tasks

We further validate whether the main tool-architecture effects extend beyond our SWE-
bench Live subset. Appendix B.6 reports results on additional coding tasks, including issue
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resolving, feature implementation, and debugging. The results are directionally consistent
with the main findings: Atomic improves pass^k, NLSearch increases read diversity, and
Python generally reduces input-token cost and trajectory length.

4 Related Work

Empirical studies of coding agents. Recent empirical work studies coding agents from
several perspectives, including task-specific analysis, real-world developer use, planning
behavior, and agent context or configuration (Ceka et al., 2026; Majgaonkar et al., 2025;
Liang et al., 2025; Horikawa et al., 2025; Watanabe et al., 2026; Wang et al., 2025a; Liu et al.,
2025a; Galster et al., 2026; Chatlatanagulchai et al., 2025). These studies provide insights
about how coding agents are used in practice, but they offer limited guidance on how the
organization and exposure of tools shape coding-agent behavior.

Empirical studies of tool design. Another related line of work studies tool use more directly,
especially whether agents can retrieve and invoke the correct tool in large and realistic tool
ecosystems (Wang et al., 2025b; Fan et al., 2025). However, it primarily evaluates whether
an agent can use the right tool rather than how tool architectures affect agent behavior.

Agent non-functional properties. Recent work has also emphasized non-functional prop-
erties of agents, including efficiency, robustness, and reliability (Gao & Peng, 2025; Wang
et al., 2026b; Rabanser et al., 2026). These studies motivate going beyond aggregate task
success, but they do not study which parts of the design space produce these properties.

Tool design in coding agents. Many coding-agent systems propose concrete tool designs
(Pan et al., 2026; Yang et al., 2024; Liu et al., 2025b; Ouyang et al., 2024; Anthropic, 2026c;
Antoniades et al., 2024; OpenHands, 2026). These systems directly inspire the tool architec-
tures we study. However, they typically introduce new tools as part of end-to-end agent
designs, changing capability and interface at the same time. By contrast, our work isolates
tool architecture itself and studies its effect under roughly matched capabilities.

Please refer to Appendix E for detailed discussion of related work.

5 Conclusion

Our work isolates the effect of tool architecture in coding agents under similar capabilities.
We find that architectures with different levels of abstraction can substantially affect consis-
tency, exploration, and efficiency, whereas cognitive-scaffolding architectures have limited
effect in our setting. These results provide practical guidance for coding-agent tool design.
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Appendix

A Formal Definitions of Evaluation Metrics

We evaluate tool architectures along four complementary dimensions: task resolve rate,
consistency, exploration, and efficiency.

Task resolve rate. For benchmark instance i under setup s, let c(i, s) denote the number of
successful attempts out of n total attempts. We define

ResolveRate(i, s) =
c(i, s)

n
. (1)

Aggregating over instances gives the average probability that a randomly sampled attempt
resolves the problem instance under setup s.

Consistency. Our main consistency metric is pass^k, which measures the probability that k
repeated attempts of the same problem instance are all successful. For benchmark instance i
under setup s, let c(i, s) denote the number of passing attempts out of n total attempts. We
define

pass^k(i, s) =
(c(i,s)

k )

(n
k)

. (2)

Equivalently, this is the empirical proportion of all size-k subsets of repeated attempts that
fully pass (Chen et al., 2021). Under i.i.d. repeated attempts, it estimates the probability
that k attempts would all succeed. The metric equals 1 only when all attempts pass, and
decreases as failures appear among reruns. In particular, pass^1 reduces to the empirical
pass rate, while larger k imposes a stricter notion of repeatability by penalizing occasional
failures more strongly. In our experiments, we use k ∈ {5, 7, 9}.

Exploration. We quantify exploration from two complementary perspectives. The first is
file read diversity, which measures how differently repeated attempts traverse the repository.
For each pair of attempts on the same problem instance, we compute the Jaccard distance
between their sets of read files, and then average over attempt pairs and problem instances.
Let Rr(i, s) denote the set of files read in attempt r for instance i under setup s. We define

ReadDiv(i, s) =
1
(n

2)
∑

r1<r2

(
1 − |Rr1(i, s) ∩ Rr2(i, s)|

|Rr1(i, s) ∪ Rr2(i, s)|

)
. (3)

Larger values indicate that repeated attempts tend to inspect more different subsets of the
repository.

The second exploration metric is solution diversity. Even when attempts read different files,
they may still converge to nearly identical outputs. We therefore measure the mean pairwise
CodeBLEU distance between generated solutions across repeated attempts of the same
problem instance. Let CodeBLEU(yr1 , yr2) denote the similarity between two generated
solutions. We define

CodeBLEU-Dist(i, s) =
1
(n

2)
∑

r1<r2

(1 − CodeBLEU(yr1(i, s), yr2(i, s))) . (4)

Larger values indicate that repeated attempts produce more diverse final solutions.

Efficiency. We measure efficiency at the trajectory level. A trajectory τ is a complete
interaction sequence for one attempt on one benchmark instance:

τ = (Q, A1, O1, A2, O2, . . . , AT , OT), (5)

where Q is the initial task prompt, At is the action issued by the actor at step t, Ot is the
resulting environment observation, and T is the total number of interaction steps before
termination.

The trajectory length is the number of interaction steps:

Steps(τ) = T. (6)
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Table 3: Atomic tools and their bash equivalents.
Atomic tool Purpose Equivalent bash command(s)

search Search repository contents grep -R, find, rg
view Read a bounded file region sed -n, head, tail
str replace Replace a targeted string sed -i, perl -0pi -e
create Create a new file cat > file, heredoc, printf > file
bash Execute arbitrary shell commands bash
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Figure 5: Overall resolve rates across actors and tool architectures. Results are broadly simi-
lar across setups, reflecting our design choice to keep tool capability close to the BashOnly
baseline and vary primarily the architecture of the interface.

We define input token cost as the total number of tokens sent to the model across all API
calls in the trajectory. Because each API call includes the original task together with the
accumulated interaction history, this quantity is cumulative across steps:

InputTok(τ) =
T

∑
t=1

|(Q, A1, O1, . . . , At−1, Ot−1)| . (7)

We define output token cost as the total number of tokens generated by the model across all
steps:

OutputTok(τ) =
T

∑
t=1

|At|. (8)

We additionally track observation tokens, defined as the total number of tokens returned by
the environment across all steps:

ObsTok(τ) =
T

∑
t=1

|Ot|. (9)

B Additional Discussions for Evaluation Results

B.1 Performance

Figure 5 shows that overall performance remains in a similar range across tool architectures.
This is expected, since we intentionally control tool capability to stay close to the BashOnly
setup and vary primarily the way those capabilities are organized and exposed.

B.2 Consistency Results with Additional Repeats

Some of the consistency improvements from Atomic in the main paper, especially for
Kimi-K2.5, are numerically modest. To check whether these gains remain stable under

17



Published as a conference paper at COLM 2026

Table 4: Consistency robustness under additional repeats for open-weight actors. We
compare BashOnly and Atomic using 10 and 30 repeated rollouts per instance. For each
metric, ∆ denotes Atomic − BashOnly.

Actor Repeats pass^5 pass^7 pass^9

Bash Atomic ∆ Bash Atomic ∆ Bash Atomic ∆

Qwen3Coder-30B
10 0.046 0.106 +0.059 0.031 0.097 +0.067 0.020 0.094 +0.074
30 0.044 0.111 +0.067 0.033 0.097 +0.064 0.027 0.087 +0.060

Kimi-K2.5
10 0.290 0.304 +0.014 0.277 0.289 +0.013 0.266 0.280 +0.014
30 0.303 0.318 +0.015 0.292 0.307 +0.015 0.283 0.300 +0.016

more repeated sampling, we rerun the BashOnly–Atomic comparison with a larger number
of rollouts per instance and recompute pass^5, pass^7, and pass^9.

Because this analysis substantially increases evaluation cost, we limit it to the two open-
weight actors: Qwen3Coder-30B and Kimi-K2.5. In addition to the main-paper setting with
10 repeats, we also evaluate a 30-repeat variant while keeping the benchmark instances and
protocol otherwise unchanged.

Table 4 shows that the main result is stable. For Qwen3Coder-30B, Atomic improves all three
consistency metrics at both repeat counts, with gains of +0.059, +0.067, and +0.074 at 10
repeats, and +0.067, +0.064, and +0.060 at 30 repeats. For Kimi-K2.5, the effect is smaller
but remains uniformly positive, increasing from +0.014, +0.013, and +0.014 at 10 repeats
to +0.015, +0.015, and +0.016 at 30 repeats. These results suggest that the consistency
advantage of Atomic is robust to substantially more repeated evaluation, rather than a
small-sample fluctuation from the 10-repeat setting.

B.3 Mechanism Analysis: Atomic Reduces Environment-Interaction Errors

To help explain why Atomic yields the clearest consistency gains, we examine environment-
interaction errors as a possible mechanism. This analysis is motivated by prior work in
software dependability Avizienis et al. (2004), which analyzes unreliability through a fault–
error–failure chain, and by recent work on agent reliability Gupta (2026); Rabanser et al.
(2026), which studies repeated execution together with robustness to tool and API failures.
Following this perspective, we treat environment-interaction errors as a plausible lens for
understanding why some tool architectures lead to lower repeated-run reliability than
others.

We focus on the comparison between BashOnly and Atomic, because Atomic is the only setup
that improves pass^k for all three actors and yields the largest gains for Qwen3Coder-30B.
Figure 6 shows that these consistency differences are accompanied by corresponding dif-
ferences in environment-interaction errors. Under BashOnly, Qwen3Coder-30B incurs 3.11
interaction errors per trajectory on average, compared with 0.35 for Kimi-K2.5 and 0.54
for Sonnet-4.5. This ordering mirrors the consistency results in Table 2: the actor with
the lowest pass^k values also exhibits the highest baseline rate of environment-interaction
errors.

To examine this pattern more closely, we divide environment-interaction errors into three
categories (the “Error Categories” subplot in Figure 6). Misaligned-param refers to cases
where the agent applies a tool to the wrong target, such as a nonexistent file path, an incorrect
working directory, or an invalid runtime target. Mis-edit refers to editing mistakes that leave
the program in a broken state, such as introducing SyntaxError, IndentationError, or other
execution-breaking edit failures. Wrong-syntax refers to malformed tool invocations, such as
invalid shell, sed, or awk expressions, or an incorrect binary name.

The category breakdown suggests that the reduction is concentrated in the error types most
directly targeted by a structured interface. For Qwen3Coder-30B, Atomic reduces mis-edit
errors from 1.64 to 0.19 and wrong-syntax errors from 0.96 to 0.01. These are precisely
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Figure 6: Atomic is associated with fewer environment-interaction errors, especially for
weaker actors. The figure shows the average number of environment-interaction errors
per trajectory under BashOnly and Atomic, both in total and broken down by error category
for each actor. The largest reduction appears for Qwen3Coder-30B, which also benefits most
from Atomic in consistency.

the failure modes that should become less common when free-form shell editing and
command construction are replaced by narrower, constrained operations. For Kimi-K2.5
and Sonnet-4.5, the corresponding reductions are smaller, largely because these error
categories are already rare under BashOnly. This is consistent with the smaller consistency
gains of Atomic for the stronger actors.

One exception is misaligned-param. For Qwen3Coder-30B, this category increases under
Atomic, from 0.52 to 0.97. A plausible explanation is that Atomic enforces stricter parameter
validation than unconstrained bash commands. Under this interpretation, some mistakes
that might previously have failed silently, partially applied, or gone unnoticed under
BashOnly are instead surfaced explicitly as parameter-alignment errors. The increase there-
fore does not necessarily imply worse high-level localization; it may instead reflect more
explicit detection and typing of the same underlying mistakes. Even with this increase, the
large reductions in mis-edit and wrong-syntax dominate the overall change in Qwen’s total
error count.

Taken together, the error analysis is consistent with the interpretation that Atomic’s consis-
tency gains arise in part from reducing low-level environment-interaction errors, especially
for actors that are more prone to such errors under BashOnly. Note that this analysis does
not directly test the causal link between environment-interaction errors and task-level in-
consistency. Instead, we follow prior work in software dependability and agent reliability
in treating such errors as a plausible explanatory lens for repeated-run reliability.

B.4 Why NLSearch Broadens Exploration and What It Covers

NLSearch produces the strongest gains in repository exploration, while effects on down-
stream solution diversity remain limited. Figure 3 in the main paper shows that NLSearch
is the only setup that consistently increases read diversity across all three actors. The gains
are substantial for all models, whereas most other setups have smaller or more actor-specific
effects. By contrast, solution diversity changes much less. Across most actor–setup pairs,
repeated attempts under different tool architectures still converge to similar final patches
even when they inspect different parts of the repository. Thus, the effect of tool architecture
is more pronounced on repository traversal than on downstream solution behavior.

A notable exception is Atomic for Qwen3Coder-30B, which sharply reduces solution diversity.
This aligns with the consistency analysis (Section 3.2): Atomic substantially reduces Qwen’s
mis-edit and wrong-syntax errors, removing a major source of accidental patch variation.
With less broken or noisy editing, repeated attempts converge to a narrower set of cleaner
final patches.

A likely reason is that NLSearch induces more diverse early search actions. To better
understand why NLSearch broadens repository exploration, we next examine how search is
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Table 5: Diversity of early search actions under NLSearch and BashOnly. We extract search
actions from the first 20 steps of each rollout and compare them across repeated runs of
the same benchmark instance. For NLSearch, actions are natural-language retrieval queries;
for BashOnly, they are search patterns issued through grep and find. We report Jaccard
distance and normalized Levenshtein distance over these strings. Higher values indicate
more diverse search formulations.

Actor Setup Jaccard Levenshtein

Qwen3Coder-30B
NLSearch 0.850 0.579
BashOnly 0.692 0.486

Kimi-K2.5
NLSearch 0.873 0.563
BashOnly 0.634 0.451

Sonnet-4.5
NLSearch 0.862 0.521
BashOnly 0.681 0.447

Table 6: Manual validation of the high-relevant-file proxy. We compare the proxy label
against human judgments of whether each accessed file is helpful for resolving the issue.

Human Helpful Human Not Helpful

Proxy Relevant 561 33
Proxy Not Relevant 14 11

performed early in a trajectory. It is worth noting that NLSearch is implemented as a search
sub-agent using the same base LLM as the actor. We do not rely on additional program-
analysis structures (Liu et al., 2025b; Ouyang et al., 2024; Ma et al., 2024) or semantic
embeddings (Code, 2026b) to support natural-language search. As a result, the observed
effects are best understood as coming from how the search interface is provided, rather than
from additional underlying information. Qualitatively, actors under BashOnly often repeat
similar grep/find patterns across repeated attempts, whereas under NLSearch they issue
more varied natural-language queries.

To quantify this effect, we compare BashOnly and NLSearch during early exploration. We
extract search actions from the first 20 steps of each rollout as a proxy for initial repository
search. For NLSearch, these actions are natural-language retrieval queries; for BashOnly, they
are the search strings passed to grep and find. Table 5 shows that NLSearch yields higher
diversity under both Jaccard distance and normalized Levenshtein distance for all three
actors. This suggests that NLSearch broadens repository traversal by inducing more diverse
search formulations early in the trajectory.

The additional exploration induced by NLSearch also covers more relevant files, but
with lower precision. Broader exploration is only useful if the additional files accessed
are actually relevant to the problem instance. To assess this, we introduce a conservative
file-level proxy. For each benchmark instance, a file is labeled high-relevant if it is read by at
least three successful trajectories from every setup. This definition focuses on files that recur
across successful resolutions under diverse tool architectures, while reducing bias toward
any single setup.

Manual validation of the high-relevant-file proxy. Because the high-relevant-file set is a
proxy rather than a human-labeled gold standard, we additionally validate it with a small
manual annotation study. We sample 30 trajectories and label 622 file operations according
to whether the accessed file is helpful for resolving the corresponding issue. The annotation
protocol is LLM-assisted: we first use Codex to generate reference reasoning for each file
access, and then ask human annotators to judge the final helpfulness label. We exclude
3 cases where the human judgment and the reference reasoning diverge, leaving 619 file
operations for evaluation.
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Table 7: Quality of explored context under different tool architectures. For each actor–setup
pair, we compare the files read during a rollout against a conservative set of high-relevant
files for that benchmark instance. A file is labeled high-relevant if it is read by at least three
successful trajectories from every setup. Values in parentheses show the difference relative
to BashOnly for the same actor. NLSearch consistently improves recall, but at the cost of
lower precision.

Actor Setup Precision Recall

Qwen3Coder-30B

BashOnly 0.938 0.406
Atomic 0.944 (+0.006) 0.431 (+0.025)
NLSearch 0.891 (-0.046) 0.452 (+0.046)
HypoTrack 0.938 (+0.001) 0.418 (+0.012)
ScratchPad 0.932 (-0.006) 0.410 (+0.004)
Python 0.888 (-0.050) 0.365 (-0.042)

Kimi-K2.5

BashOnly 0.939 0.548
Atomic 0.902 (-0.037) 0.571 (+0.023)
NLSearch 0.844 (-0.095) 0.601 (+0.053)
HypoTrack 0.950 (+0.011) 0.555 (+0.007)
ScratchPad 0.946 (+0.007) 0.549 (+0.001)
Python 0.937 (-0.002) 0.529 (-0.019)

Sonnet-4.5

BashOnly 0.919 0.578
Atomic 0.915 (-0.004) 0.588 (+0.010)
NLSearch 0.816 (-0.104) 0.643 (+0.064)
HypoTrack 0.927 (+0.008) 0.563 (-0.016)
ScratchPad 0.932 (+0.013) 0.564 (-0.014)
Python 0.946 (+0.027) 0.532 (-0.047)

Table 6 shows that the high-relevant-file proxy aligns well with human helpfulness judg-
ments in this sampled validation set. The proxy achieves 94.4% precision and 97.6% recall:

Precision =
561

561 + 33
= 94.4%, Recall =

561
561 + 14

= 97.6%.

This result supports the use of the proxy as a conservative approximation to helpful file
access. In particular, it suggests that the proxy is not merely capturing files that are frequently
read under broader-exploration setups such as NLSearch, but is generally aligned with files
humans judge as useful for resolving the task. At the same time, we treat this validation as
supporting evidence rather than a perfect ground truth, since file usefulness can depend on
trajectory context and may include files that help reasoning without appearing in the final
patch.

Table 7 evaluates the files read under each setup against this high-relevance set. NLSearch
achieves the highest recall for all three actors, indicating that it covers more files plausibly
needed for successful resolution. At the same time, its precision is lower than the BashOnly
baseline. In other words, NLSearch broadens exploration in a meaningful sense by improving
coverage of relevant files, but it also introduces additional context that the actor must filter
and use effectively.

B.5 Detailed Efficiency Analysis and Compound Interaction

The efficiency advantage of Python mainly comes from reducing interaction steps. Com-
pared with BashOnly, Python substantially shortens trajectories for all three actors. At the
same time, its total output tokens and total observation tokens remain broadly similar rather
than uniformly smaller. This suggests that the main efficiency gain does not come from
making each interaction cheaper, but from reducing the number of API calls needed to
complete an attempt.
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Figure 7: Illustration of the token metrics used in Table 8. The decomposition clarifies
why trajectory length strongly affects cumulative input cost: each additional interaction
step requires another API call, which includes both the new action and the cumulative
interaction history. Panel (a) shows a three-step trajectory with an initial query task Q,
actions At, and observations Ot. Panel (b) illustrates cumulative input tokens as the total
tokens sent to the model across API calls, including the repeated query context and the
growing history of prior actions and observations. Panel (c) shows total output tokens,
defined as the sum of all action tokens generated by the model. Panel (d) shows total
observation tokens, defined as the sum of all environment outputs returned to the model.

Table 8: Efficiency comparison between BashOnly and Python. Each cell reports the mean
value of the corresponding trajectory-level metric.

Actor Setup Steps Total-Out Total-Obs Out/Step Obs/Step

Qwen3Coder-30B
BashOnly 77 15,535 15,228 197 230
Python 46 12,854 15,992 315 410

Kimi-K2.5
BashOnly 65 13,087 23,670 196 389
Python 47 11,288 26,298 226 607

Sonnet-4.5
BashOnly 80 27,168 32,707 355 438
Python 55 18,082 28,915 334 561

Figure 7 clarifies this distinction. Total input tokens accumulate across API calls, so longer
trajectories repeatedly pay for the query context together with a growing history of prior
actions and observations. By contrast, total output tokens and total observation tokens mea-
sure the amount of generated action content and returned environment output, respectively.
As a result, an interface can reduce overall cost mainly by shortening the trajectory, even if
the amount of work performed in each individual step stays similar or becomes larger.

Table 8 is consistent with this explanation. Across all three actors, Python reduces interaction
steps substantially relative to BashOnly: from 77 to 46 for Qwen3Coder-30B, from 65 to 47
for Kimi-K2.5, and from 80 to 55 for Sonnet-4.5. For Qwen3Coder-30B and Kimi-K2.5, total
output and total observation tokens remain broadly similar under the two setups, while
per-step output and observation tokens are often larger under Python. This indicates that the
actor is carrying out more work in each interaction. The resulting efficiency gain therefore
comes primarily from step reduction and the associated reduction in cumulative input cost.

For Sonnet-4.5, the efficiency gain of Python comes not only from fewer steps, but also
from reducing speculative full-file rewrites through faster execution feedback. With
BashOnly, we often observe consecutive full-file rewrites to the same file, where the agent
repeatedly revises content before executing or validating it. This resembles a form of
speculative revision: the agent keeps rewriting the file without receiving feedback that would
guide the next change. Under Python, this behavior is much less frequent, likely because
editing and execution are more naturally coupled within a single interaction, so the agent
receives faster feedback and makes more directed modifications.

Figure 8 illustrates this effect. For each trajectory, we measure the number of tokens spent on
consecutive writes to the same file before a validating action, and plot the complementary
cumulative distribution across trajectories. The curve for Python lies consistently below
that of BashOnly, showing that Python produces fewer trajectories with large amounts of
waste from speculative revision. This reduction is especially pronounced in the high-waste
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Figure 8: Wasted tokens from speculative revision under BashOnly and Python for Sonnet-
4.5. For each trajectory, we measure tokens spent on consecutive writes to the same file
before a validating action. The complementary cumulative distribution shows that Python
substantially reduces these wasted tokens, especially in the high-waste tail.

Table 9: Estimated compounding of BashOnly trajectories, measured by parsing each bash
step into atomic-style operations. Higher Ops/Step indicates that a single bash step combines
more underlying operations.

Actor READ SEARCH EDIT WRITE RUN GIT MISC Ops/Step

Qwen3Coder-30B 18.1 14.1 7.6 5.3 17.2 2.0 24.1 1.154
Kimi-K2.5 30.0 10.9 0.5 8.2 20.6 2.5 11.1 1.403
Sonnet-4.5 32.3 18.6 0.5 18.1 30.5 3.4 12.3 1.500

tail, suggesting that part of Python’s efficiency gain for Sonnet-4.5 comes from avoiding
repeated unguided rewrites rather than only shortening the number of steps.

The effect of Atomic depends on how compound the actor’s original bash interaction is.
If an actor already combines multiple low-level operations into a single bash step, then
replacing bash with Atomic can split that work across more turns and increase overhead. If
the actor is already closer to an atomic interaction style under BashOnly, the same interface
imposes less fragmentation and may even improve efficiency.

Table 10 shows that this ordering closely matches the efficiency effect of replacing BashOnly
with Atomic. For Sonnet-4.5 and Kimi-K2.5, which show more compound bash behavior,
Atomic increases both steps and input tokens. By contrast, Qwen3Coder-30B, which is closer
to an atomic interaction style under BashOnly, becomes more efficient under Atomic. For
Qwen3Coder-30B, however, the benefit of reducing low-level interaction errors appears to
outweigh the overhead of a more fine-grained interface; see Appendix B.3. This pattern
suggests that the efficiency effect of tool architecture depends not only on what operations
the interface makes available, but also on whether its granularity matches the actor’s natural
interaction style.

Python does not introduce new action capabilities. Finally, we manually inspect 100
Python actions sampled from different actors and trajectories to check whether the Python
setup changes the available actions, rather than only the interaction style. For each action,
we identify whether the same operation can be carried out in BashOnly, with Codex assisting
the mapping. Table 11 summarizes the result.

Overall, 97 of the 100 inspected Python actions correspond to operations already available
in BashOnly. Note that the 8 test/check scripts do not add new action capabilities, since
BashOnly actors commonly create the same script with a heredoc and execute it with python3.
This supports our interpretation that Python improves efficiency by changing how actors
express compound interactions, rather than by introducing new repository information or
new actions.
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Table 10: Effect of replacing BashOnly with Atomic. Actors with more compound bash
behavior tend to incur more step and token overhead under atomic tools.

Actor Ops/Step Steps Input Tokens Output Tokens
(bash→atomic) (bash→atomic) (bash→atomic)

Qwen3Coder-30B 1.15 64 → 43↓33% 980K → 662K↓32% 11444 → 9672↓15%
Kimi-K2.5 1.40 56 → 59↑5% 950K → 1141K↑20% 9556 → 9659↑1%
Sonnet-4.5 1.50 74 → 80↑8% 2140K → 2576K↑20% 25357 → 25089↓1%

Table 11: Manual inspection of whether Python actions introduce capabilities beyond
BashOnly.

Count BashOnly counterpart

89 Directly correspond to operations available in BashOnly
8 Python test/check scripts that BashOnly commonly create and run from bash
3 Broken-syntax Python code whose intended operation is unclear

B.6 How Tool-Architecture Effects Generalize to More Coding Tasks

We study how the main tool-architecture effects generalize beyond our SWE-bench
Live (Zhang et al., 2025) subset by evaluating additional coding tasks on 72 instances
from 23 repositories across issue resolving, feature implementation, and debugging. Specifi-
cally, we use SWE-bench Verified (Jimenez et al., 2023) for issue resolving and SWE-bench
Pro (Deng et al., 2025) for feature implementation. For debugging, we construct a separate
SWE-bench split by selecting instances that contain full stack traces in the issue description.

Due to budget constraints, we run this study with the two open-weight actors,
Qwen3Coder-30B and Kimi-K2.5. We do not repeat the full main evaluation. Instead, this
validation focuses on the pairwise comparisons most directly tied to our main findings:
Atomic vs. BashOnly for consistency, NLSearch vs. BashOnly for exploration, and Python vs.
BashOnly for efficiency. For each actor, task, and setup, we run 5 independent rollouts per
instance. Tables 12–15 report the results.

Overall, the additional validation supports the main findings beyond the original SWE-
bench Live subset. Table 12 shows that Atomic improves pass^5 for both actors overall.
Table 13 shows that NLSearch increases read diversity across tasks. Tables 14 and 15 show
that Python generally reduces both input-token cost and trajectory length.

C Why Cognitive Scaffolding Tools Have Limited Effects

The two cognitive-scaffolding setups, Scratchpad and HypoTrack, have only limited effects
in our main evaluation. We interpret this result as specific to the lightweight text-based
scaffolds studied here. These tools provide an explicit channel for recording intermediate
reasoning, but they do not add retrieval, memory management, new task information, or
enforce a different reasoning policy. Thus, they mainly test whether a simple text interface
for actor-written intermediate state changes behavior under otherwise similar capabilities.
In our setting, actors usually do not use these tools in ways that substantially change their
reasoning: under Scratchpad, actors often produce content that closely matches reasoning
already present in BashOnly; under HypoTrack, actors rarely maintain multiple competing
hypotheses. Taken together, these results suggest that lightweight text-based cognitive
scaffolding alone is insufficient to reliably alter actor reasoning behavior.

Scratchpad mostly repeats reasoning that already appears under BashOnly. To test whether
Scratchpad introduces genuinely new reasoning, we compare scratchpad content against the
reasoning content produced in the corresponding BashOnly trajectories. For each scratchpad
entry, we compute its BLEU score relative to the original BashOnly reasoning content.
Figure 9 shows that these scores are generally high across all three actors, with many entries

24



Published as a conference paper at COLM 2026

Table 12: Effect of Atomic on consistency across coding tasks. Each cell reports ∆pass^5,
computed as Atomic minus BashOnly, in percentage points. Positive values indicate higher
consistency under Atomic.

Actor SWE-bench Live SWE-bench Verified Feature Impl. Debugging Overall

Qwen3Coder-30B +5.9 +15.6 +8.4 +8.0 +9.5
Kimi-K2.5 +1.4 +4.4 +4.2 +0.0 +2.5

Table 13: Effect of NLSearch on exploration across coding tasks. Each cell reports the relative
change in read diversity, computed as NLSearch relative to BashOnly. Positive values indicate
higher read diversity under NLSearch.

Actor SWE-bench Live SWE-bench Verified Feature Impl. Debugging Overall

Qwen3Coder-30B +18.6% +23.3% +2.7% +7.5% +13.0%
Kimi-K2.5 +21.3% +13.0% +0.6% +2.7% +9.4%

above 0.6. This indicates that scratchpad content is often textually close to reasoning the
model would already have produced without the tool (Lavie, 2010; Chousa & Hirao, 2025;
Scarton et al., 2019). In other words, the scratchpad frequently acts as an explicit channel
for restating existing reasoning, rather than as a tool that elicits substantially different
intermediate thoughts or planning structure.

HypoTrack rarely induces multi-branch reasoning. The intended role of HypoTrack is to
encourage the model to manage alternative debugging hypotheses explicitly. To evaluate
whether this happens in practice, we classify trajectories into three cases: no hypothesis,
where the tool is never called; single hypothesis, where only one hypothesis is recorded
without branching; and branching hypotheses, where the model records multiple alternative
hypotheses for the same problem instance. Figure 10 shows that true branching behavior
is rare. Most trajectories either do not use the tool at all or use it in a single-threaded
way by recording only one hypothesis. Thus, although HypoTrack provides an interface
for structured branch management, actors seldom use it to explore multiple competing
explanations.

D How Actors Use the Provided Tools Across Architectures

Tool usage differs substantially across architectures. Figure 11 shows the number of calls
per trajectory for each tool setup, while Figure 12 shows when those calls occur within a
trajectory, measured as the step of a tool call divided by the total trajectory length. Two
patterns are clear. First, actors adapt strongly to Atomic and Python: these tools are used
frequently across all three actors, indicating that they become part of the main execution
loop rather than serving as occasional auxiliary tools. By contrast, NLSearch is used much
less frequently, which is consistent with its role as an exploration tool rather than a general
interaction interface. The cognitive-scaffolding tools are also used relatively sparingly:
HypoTrack is called fewer than five times in most trajectories, and Scratchpad is called fewer
than ten times in most trajectories for Kimi-K2.5 and Sonnet-4.5.

Figure 12 further shows that Atomic and Python calls are distributed relatively evenly across
the full trajectory, consistent with their role in routine interaction. One exception is that
Atomic calls become slightly less frequent late in the trajectory, likely because actors often
switch back to bash for test execution (which needs to execute the python bash command).
NLSearch concentrates near the beginning of trajectories, which matches its role in repository
exploration. HypoTrack calls cluster near the beginning and the end: the beginning typically
corresponds to recording an initial hypothesis, while the end often corresponds to updating
the status of that same hypothesis. This pattern suggests that actors seldom use HypoTrack
to maintain multiple competing lines of reasoning, which is consistent with the analysis
in Appendix C. Overall, these results suggest that actors do adapt their tool use to the
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Table 14: Effect of Python on input-token efficiency across coding tasks. Each cell reports ∆
input tokens, computed as Python minus BashOnly, in millions. Negative values indicate
lower input-token cost under Python.

Actor SWE-bench Live SWE-bench Verified Feature Impl. Debugging Overall

Qwen3Coder-30B -0.8 -0.6 -1.1 +0.2 -0.6
Kimi-K2.5 -0.3 +0.0 -1.1 -0.2 -0.4

Table 15: Effect of Python on step efficiency across coding tasks. Each cell reports ∆ steps,
computed as Python minus BashOnly. Negative values indicate shorter trajectories under
Python.

Actor SWE-bench Live SWE-bench Verified Feature Impl. Debugging Overall

Qwen3Coder-30B -31.4 -25.0 -40.3 -6.9 -25.9
Kimi-K2.5 -17.7 -8.7 -25.0 -8.8 -15.1

provided architecture, but the degree and manner of adaptation differ substantially across
tools.

E Detailed Discussion of Related Work

Empirical studies of coding agents. A growing body of recent work empirically studies
coding agents, but mostly from perspectives other than tool architecture. One line of work
is problem-focused, analyzing where coding agents succeed or fail on tasks such as issue
resolution, test generation, and patch construction. Prior studies examine agent trajectories
and error patterns on software engineering benchmarks, analyze patch quality and failure
modes, and question whether strong benchmark results always reflect genuine reasoning
rather than memorization (Ceka et al., 2026; Majgaonkar et al., 2025; Liang et al., 2025).
A second line studies how developers use coding agents in practice, including empirical
analyses of agent-assisted refactoring, developer adoption patterns, and broader engineering
practices around agent frameworks (Horikawa et al., 2025; Watanabe et al., 2026; Wang
et al., 2025a). A third line focuses more on planning and failure behavior, for example
by characterizing how agent-based systems break down during automated issue solving
(Liu et al., 2025a). Finally, recent work also studies agent context and configuration, such
as how developers provide contextual instructions, configure coding agents, or maintain
agent-oriented repository files (Galster et al., 2026; Chatlatanagulchai et al., 2025).

Although these studies provide important empirical evidence about coding-agent behavior,
they do not consider tool architecture as a design variable. As a result, they offer limited
guidance on how the organization and exposure of tools themselves shape agent behavior.

Empirical studies of tool design. Another related line of work studies tool use more directly,
especially whether agents can identify and invoke the appropriate tool in complex envi-
ronments. Benchmarks such as MCP-Bench (Wang et al., 2025b) and related work evaluate
tool-using agents under large toolsets, realistic APIs, and multi-step tasks, emphasizing
challenges in tool retrieval, schema interpretation, and invocation accuracy (Fan et al.,
2025). However, this line of work primarily treats tool design as a question of capability and
correct invocation. In contrast, our work asks whether, even when underlying capabilities
are similar, differences in interface architecture, namely how capabilities are organized and
exposed, can systematically influence agent behavior.

Agent non-functional properties. Recent work has also begun to examine non-functional
properties of agents, moving beyond aggregate task success. For example, prior work
studies efficiency, such as how turn-control strategies affect the cost of coding agents (Gao &
Peng, 2025); robustness, such as how tool-using agents behave under noisy or perturbed
environments (Wang et al., 2026b); and reliability, including broader calls for more system-
atic evaluation of consistency and dependability in agentic systems (Rabanser et al., 2026).
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Figure 9: Scratchpad entries are highly similar to reasoning content that already appears in
BashOnly. For each scratchpad entry, we compute its BLEU score against the corresponding
reasoning content from the BashOnly setup. Across all three actors, the distribution is concen-
trated at relatively high scores, indicating that the scratchpad often externalizes reasoning
that the model would have produced anyway rather than introducing substantively new
intermediate state.
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Figure 10: Hypothesis tracking rarely induces genuine branching behavior. We categorize
trajectories into three cases: no hypothesis-tracker use, single-hypothesis use, and branching-
hypothesis use. Across all three actors, most trajectories either never use the tool or record
only a single hypothesis, while true branching over multiple alternative hypotheses is rare.

These works establish the importance of non-functional properties, but they do not connect
them to specific tool-architecture choices. Our study addresses this gap by examining how
tool architecture affects efficiency, repeated-attempt consistency, and exploration.

Tool design in coding agents. A substantial body of work on coding agents proposes
concrete tool designs, including repository navigation tools, structured search interfaces,
semantic retrieval systems, and agent frameworks built around different interaction abstrac-
tions (Pan et al., 2026; Yang et al., 2024; Liu et al., 2025b; Ouyang et al., 2024; Anthropic,
2026c; Antoniades et al., 2024; OpenHands, 2026). These systems are directly relevant to our
work because they motivate the representative tool architectures considered in our study.

However, they typically introduce new tools as part of end-to-end agent designs, often
changing capability and interface at the same time. As a result, although they show that
particular tool designs can improve task performance, they do not systematically isolate
the effect of tool architecture under similar capabilities. Our work instead treats tool
architecture itself as an experimental variable and studies its effect on efficiency, consistency,
and exploration.
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Figure 11: Distribution of tool-call frequency per trajectory under each tool architecture.
Each violin shows the number of calls to the architecture-specific tool within a trajectory.
Actors use Atomic and Python frequently across trajectories, whereas NLSearch, HypoTrack,
and Scratchpad are invoked much less often.
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Figure 12: Distribution of tool-call locations within trajectories. For each tool call, we
compute its normalized location as step/total trajectory length. Atomic and Python calls are
spread broadly across the trajectory, NLSearch calls concentrate near the beginning, and
HypoTrack calls tend to appear near the beginning and the end, consistent with initial
hypothesis recording followed by a final status update.
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