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Abstract

Rubric-based Reinforcement Learning (RL) has emerged as a promising
approach for aligning Large Language Models (LLMs) with complex, open-
domain instruction following tasks. However, existing methods predomi-
nantly rely on response-level rewards, introducing severe reward sparsity
and reward ambiguity problems. To address these issues, we propose
Rubrics to Tokens (RTT), a novel rubric-based RL framework that bridges
coarse response-level scores and fine-grained token-level credit assignment.
RTT introduces a Token-Level Relevance Discriminator to predict which to-
kens in the response are responsible for a specific constraint, and optimizes
the policy model via RTT-GRPO, which integrates response-level and token-
level advantages within a unified framework. Furthermore, we identify
the Group Partitioning Problem when transitioning from one-dimensional,
outcome-level reward to three-dimensional reward space in the token-level
rubric-based RL, and propose a novel group normalization method, called
Intra-sample Token Group Normalization, to accommodate this shift. Ex-
tensive experiments demonstrate that RTT consistently outperforms all
baselines in both instruction-level and rubric-level accuracy across different
models. We open-source our RTT framework to facilitate future research:
https://github.com/TURLEing/Rubrics-To-Tokens.

1 Introduction

In recent years, as Large Language Models (LLMs) tackle open-domain text generation
tasks, such as instruction following (Ouyang et al., 2022; Zhou et al., 2023b; Qin et al.,
2024), Rubric-based Reinforcement Learning (Rubric-based RL) is emerging as a prominent
direction (Gunjal et al., 2025; He et al., 2025; Goel et al., 2025). By defining structured
and interpretable constraints, rubric-based rewards can capture multiple dimensions of
quality beyond binary correctness, enabling effective alignment with nuanced open-domain
objectives (Huang et al., 2025). In this way, they provide a practical alternative to Reinforce-
ment Learning from Verifiable Rewards (RLVR) (Lambert et al., 2024; Guo et al., 2025) for
unstructured, real-world reasoning tasks that inherently lack easily verifiable answers.

However, the efficacy of current Rubric-based RL paradigms is heavily bottlenecked by the
response-level reward design strategies (Zhang et al., 2025). Existing approaches typically
rely on either strict binary rewards (Gunjal et al., 2025; He et al., 2025), where a response is
rewarded only if it perfectly meets every constraint, or aggregated rewards based on the
ratio of satisfied constraints (Huang et al., 2025; Goel et al., 2025). The binary approach
suffers from reward sparsity problem; because RL relies on self-exploration, an initial model
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Figure 1: Architecture of the RTT framework. The policy model gugt generates a response group for
instructions. The top computes the response-level advantage A by normalizing rewards across
the sampled responses. The bottom uses a token-level d1scr1m1nator to map rew. (t(%s to specific
tokens based on rubrics, applying Intra-Sample Group Norma, atlon to calculate A These two
components are merged into the final aggregated advantage Asum to drive the policy update.

with limited capabilities struggles to generate responses that satisfy all constraints, leaving
it without meaningful gradient signals (Zhou et al., 2025). Conversely, while aggregated
rewards can stabilize early training, they introduce reward ambiguity problems; two vastly
different responses can receive identical scores for satisfying disjoint subsets of constraints,
producing coarse credit assignment that confounds training (Zhang et al., 2025).

To resolve these issues, we propose Rubrics to Tokens (RTT), a novel Rubric-based RL train-
ing framework that bridges response-level rubric scores and token-level credit assignment.
This method is grounded in a straightforward hypothesis: For many specific constraints,
only a subset of tokens plays a critical role in their satisfaction or violation. For example,
given a constraint that dictates “Do not provide specific mathematical formulas,” the penalty
should exclusively target the tokens constituting the formula, without affecting the reward
signals for the rest of the well-formed response. By introducing a Rubric-to-Token aligned
reward signal, RTT enables highly precise, fine-grained advantage computation.

Specifically, we first train a Token-Level Relevance Discriminator that predicts which tokens
in a response are responsible for the satisfaction or violation of each constraint, producing
token-level reward signals. Next, we adapt GRPO (Shao et al., 2024) into RTT-GRPO, a train-
ing objective that jointly optimizes over response-level and token-level advantages, as shown
in Figure 1. We further identify a normalization design challenge in the three-dimensional
reward space under token-level rubric-based RL, namely how to define normalization
boundaries across different reward dimensions, which we term the Group Partitioning
Problem; to address it, we propose Intra-sample Token Group Normalization as the solu-
tion. Extensive experiments across multiple models and benchmarks demonstrate that RTT
consistently outperforms all baselines in both instruction-level and rubric-level accuracy.

In summary, our core contributions are as follows:

¢ We propose Rubrics to Tokens (RTT), a Rubric-based RL framework that utilizes a
Token-Level Relevance Discriminator to produce token-level reward signal, and in-
troduces RTT-GRPO to jointly optimize response-level and token-level advantages.

* We identify the Group Partitioning Problem in three-dimensional reward space of
token-level rubric-based RL about how to define normalization boundaries across
different dimensions, and propose Intra-sample Token Group Normalization.

¢ Extensive experiments demonstrate that RTT consistently outperforms all baselines
across instruction-following benchmarks, while preserving general capacities.
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2 Related Work

2.1 Instruction Following Methods

LLM instruction following has progressed from Supervised Fine-Tuning (SFT), which learns
desired behaviors from high-quality data (Zhou et al., 2023a; Lou et al., 2023; Xu et al,,
2023), to alignment methods such as DPO (Rafailov et al., 2023) and Reinforcement Learning
from Human Feedback (RLHF) (Ouyang et al., 2022; Cheng et al., 2024; Dong et al., 2024).
To reduce reliance on human annotation, recent work (Peng et al., 2025; Liu et al., 2025)
explores Reinforcement Learning from Al Feedback (RLAIF) through the LLM-as-a-Judge
paradigm (Zheng et al., 2023; Srivastava & Aggarwal, 2025).

Despite these advancements, complex, multi-constraint instruction following remains a
critical bottleneck (He et al., 2025), as initial models often fail to satisfy all constraints (He
et al., 2024; Wen et al., 2024). For example, Zhang et al. (2025) explores hindsight relabeling
to extract meaningful learning signals from failed attempts.

2.2 Token-level Credit Assignment

In Reinforcement Learning (RL) for LLMs, outcome reward is commonly used as the reward
signal, providing coarse supervision in complex, long-horizon tasks (Zeng et al., 2025; Ping
et al., 2026). On the other side, dense process reward, especially token-level reward, has
been proved to improve credit assignment and training efficiency (Lightman et al., 2023;
Wang et al., 2024a; Cui et al., 2025). Existing token-level methods mainly either use external
discriminators to produce span-level annotations for token credit assignment (Yoon et al.,
2024; Guo et al., 2023; Cao et al., 2024), or incorporate auxiliary signals such as policy entropy
and implicit rewards to reweight tokens during training (Cui et al., 2025; Tan et al., 2025).

2.3 Rubric-based Reinforcement Learning

To extend RLVR beyond verifiable domains like mathematics (Shao et al., 2024) or code
generation (Jiang et al., 2025), the community is generally adopting Rubric-based Reinforce-
ment Learning, by using structured rubrics and LLM judges to provide reward signals
for open-ended tasks (Gunjal et al., 2025; Huang et al., 2025). Prior work applies rubrics
to open-ended RLVR (Gunjal et al., 2025), constructing large-scale rubric systems (Huang
et al., 2025), developing rubric-driven benchmarks (Sharma et al., 2025; He et al., 2025),
and scientific planning (Goel et al., 2025). However, existing approaches predominantly
aggregate rubric satisfaction into a single, scalar response-level reward, which introduces
reward sparsity and ambiguity problems (Zhou et al., 2025; Zhang et al., 2025).

3 Preliminaries and Backgrounds

3.1 Instruction Following

Let g denote an instruction and y ~ 7g(- | ) be a sample response from a model parameter-
ized by 0. Each instruction consists of a task x and a rubric, defined as a set of constraints
C ={c1,c2,...,cn}. Following Peng et al. (2025), we divide C into hard constraints, verifi-
able by rules (e.g., exact length limits or format requirements), and soft constraints, which
require nuanced semantic evaluation (e.g., specific writing styles or tones).

We adopt a hybrid evaluation approach to verify the constraint satisfaction (Peng et al.,
2025; Zhang et al., 2025): hard constraints use deterministic rule-based verifiers, while soft
constraints are evaluated via LLM-as-a-Judge. Formally, we denote this evaluation by the
indicator function I(g,y, c;):

\ _ JRule(c;,y), ifc; € Chara,
1[(‘%3/, Cl) - {LLM(Ci/y)/ if C; € Csoft/ @
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Figure 2: Reward structure under standard GRPO and RTT-GRPO. In GRPO (left), each of G sampled
completions receives one outcome-level reward, advantages are normalized along the sample axis only.
The RTT-GRPO (right) assigns rewards over three dimensions, motivating two group normalization
strategies, inter-sample and intra-sample group normalization.

where Cparq and Cyof denote the sets of hard and soft constraints respectively. The specific
evaluation prompt utilized for the j udge LLM is detailed in Appendix B.2.

While extending individual constraint to the entire set of constraints, there are two ag-
gregation strategies that measure performance from different granularities of instruction
following tasks (He et al., 2025): All-or-Nothing and Constraint Satisfaction Rate.

All-or-Nothing Metric (AON). This metric enforces a strict standard where a response
is deemed correct only if it satisfies every constraint associated with the instruction g. It is
defined as the logical conjunction of all individual evaluations:
Score HH &) 1, ifVe; € C,1(q,y,¢c;) =1, o)
@y (9:y,¢i) = otherwise.

Constraint Satisfaction Rate (CSR). This metric measures the model’s ability to follow
individual constraints, which is calculated as the percentage of satisfied constraints:

Q

Score(q,y) = 1

| ‘ (q/]//Ci)- (3)

HM

These two metrics provide a complementary evaluation framework, however, face their
inherent challenges when employed as reward signals in the reinforcement learning. AON
metric suffers from reward sparsity problems, while CSR metric introduces a severe risk of
reward ambiguity (Peng et al., 2025; Zhang et al., 2025).

3.2 GRPO and Group Partitioning Problem

Group Relative Policy Optimization (GRPO) (Shao et al., 2024) computes policy gradients
through group-relative advantage normalization, eliminating the need for a critic model.
In this paper, we define a group as the minimal unit for computing relative advantages.
In standard GRPO, a group contains G responses {01, ..., 0} sampled from instruction 4.
The response-level rew?lad = Score(q, 0;) is normalized within the group to yield scalar
advantages 7; = “— ="/ which is applied to all tokens in 0;. The group space is therefore
one-dimensional, Varymg along the sample axis.

In Token-level Rubric-Based RL, however, the reward signal spans three axes: sample (which
response), token (which position), and criteria (which constraint). As shown in Figure 2,
the group space is thus expanded to three-dimensional, which raises the question: how to
define group boundaries in multi-dimensions for relative advantages.
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We formalize this as the Group Partitioning Problem. While prior work studied group size
and intra-group sampling (Zhou et al., 2026; Shrivastava et al., 2025; Gu et al., 2025), we are
the first to study group partitioning in high-dimensional reward spaces.

A natural strategy is Inter-Sample Token Group Normalization: for each constraint ci,
compute token-level scores across all G responses, normalize them jointly over all tokens
of all samples to obtain per-criteria advantages, and average them into the final token-
level advantage. However, this strategy suffers from length bias: when response lengths
differ within a group, longer responses dominate joint normalization by contributing more
tokens, inflating mean and variance estimates and suppresses signals from shorter responses.
Formal definition and length bias problem are discussed in Appendix E.

To address this, we propose Intra-sample Token Group Normalization, which normalizes
within individual response rather than jointly. This group normalization strategy eliminates
length-induced bias and decouples token-level advantages from response-level advantages.
The detailed formulation is provided in Section 4.2.2.

4 Rubrics To Tokens

In this section, we introduce the Rubrics to Tokens (RTT) framework. RTT leverages a
Token-Level Relevance Discriminator to project coarse response-level rubric scores into
fine-grained token-level rewards, and optimizes the policy via RTT-GRPO with intra-sample
token group normalization.

4.1 Token-Level Relevance Discriminator

A fundamental limitation of response-level rubric reward is the inability to assign credit to
the specific tokens responsible for the generated response. To align response-level rewards
with token-level behaviors, we introduce a Token-Level Relevance Discriminator.

Formally, given a prompt x (detailed in Appendix C.1), a constraint ¢; € C, and a generated
response y = (y1,Y2,...,yr) of T tokens, the discriminator Dy takes the concatenation
(x,¢;,y) as input and produces a token-level relevance score for each position:

Dy(x,¢i,y) = {p1,p2---. pr} € [0,1]7, 4)
where p; denotes the predicted relevance score of token y; to constraint c;.

Data Collection and Negative Sampling. To train this discriminator, we construct a high-
quality token-level dataset. We collect diverse prompts and constraints from established
instruction-following datasets, including Tulu-3 (Lambert et al., 2024) and HiR-16K (Zhang
et al., 2025). Detailed data sources and construction are provided in Appendix C.2.

A robust discriminator must identify tokens relevant to constraint c;, whether the response
satisfies or violates it. Thus, constructing high-quality negative samples (i.e., responses that
fail the constraint) is essential. We employ two strategies to generate negative samples:

¢ Minimal Modification: we instruct an LLM to rewrite a compliant response to
violate the constraint with minimal modification, forcing the discriminator to learn
fine-grained distinctions.

¢ Constraint Omission: during generation, we intentionally withhold a specific
constraint; the resulting response probably fails the unseen constraint, providing
organic and natural negative examples.

Annotation Strategy. After the response generation, we use a strong LLM to automatically
annotate relevant text segments in response y for constraint c; following a taxonomy strategy.
Each constraint is firstly classified by scope: holistic, non-localizable constraints (e.g., overall
tone, style, or length) are labeled GLOBAL, for which every token is deemed relevant; only
concrete and localized constraints (e.g., a required keyword or a forbidden phrase) are
labeled LOCAL, involving segment selection. Finally, they are mapped into corresponding
tokens. Full details are provided in Appendix C.3.
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Model Architecture and Training Objective. The discriminator Dy, takes the concatenated
prompt with constraint, and response as input. A token-level classification head applied
to the final hidden state at position ¢ outputs an unnormalized logit 3;, from which the
predicted relevance probability is obtained via sigmoid: p; = o(3;) € [0, 1]. We optimize
this token-wise binary classification task via Binary Cross-Entropy (BCE) loss:

Lpcg(p) = |V| Y [lelog(ps) + (1 —1¢) log(1 — p)], @)

teV

where V is the set of valid token indices (excluding prompt tokens and padding), and
It € {0,1} is the ground-truth relevance label derived from our LLM annotator. We validate
the trained token-level discriminator in Appendix D, covering its token-level accuracy,
human agreement, and failure modes..

4.2 Rubric-to-Token RL Training
4.2.1 Rubric-to-Token GRPO

To integrate Rubric to Token into LLM reinforcement learning, we adapt Group Relative
Policy Optimization (GRPO) algorithm (Shao et al., 2024) into Rubric-to-Token GRPO
(RTT-GRPO), an objective function compatible with dense, token-level reward signals.

Specifically, for each instruction g, RTT-GRPO samples a group of outputs {01,0z,...,05}
from the old policy 714, , and a reward model is used to score each output, yielding G
rewards r = {ry,1,...,7g}, consistent with original GRPO in Shao et al. (2024). The policy
model is then optimized by maximizing the following objective:

Jrrr-GrPO(0) = [qN P(q), {0}y ~ qom

G loil . (6)
Z Y, min (10;,(6)Asim, clip(w;s(6),1 =€, 1+€)Aln)
1 |Oz| i=1t=

%ﬂ’;’f)) is the standard importance sampling weight. The combined
1 1 M, <

(i,t)

advantage for the t-th token in the i-th response, denoted as A, integrates both sparse
response-level and dense token-level advantages:

where w; ;(0) =

Al = 0 Al + pAYY), )
where « and f are hyper-parameters controlling the contribution of reward components.
The response-level advantage Aﬁes) is calculated as Aﬁes) =7 = M where r; =

d
Score(q,0;), providing comparative signals across different rollout resp(()nses Depending
on different scoring granularities, we employ either AON or CSR metrics.
The token-level advantage Agﬂ? dynamically maps the constraint satisfaction signals back
to the trajectory, via Intra-sample Token Group Normalization, redistributing&readit within

a single response. Section 4.2.2 below details formulation and derivation of At;’lt( .

4.2.2 Intra-sample Token Group Normalization

Given a constraint ¢ € C and a generated response o; of length T, we first employ the token-
level discriminator to predict the relevance of each token. h1>s yields a sequence of relevance
probabilities for the entire response, denoted as P = {pck |t=1,...,T}. To project the
binary response-level Score(o;, ;) onto individual tokzs}qs we n}ultlply Score(oi, cx) by the
relevance sequence P, p (deucmg token-level r wards R; {rc t=1,...,T} forthespe-
cific constraint, where "’ = Score(o;, ¢k ) - pck , ) and Score(o,,ck) =2 ( (q,0i,¢c) —0.5).

To compute the token-level advantage while decoupling it from the response-level reward,
we apply a localized normalization strategy. Specifically, we define the normalization
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group as the set of all T tokens within a single response ¢;. Thf? ajdvantage for a single
constraint is computed by standardizing the r%wards A (re,” — ur)/0or, where ug
and oy are the mean and standard deviation of R;,’. This intra- -response group normalization
adapts to token distributions by amplifying advantage for relevant tokens, while naturally
neutralizing for those uniformly relevant or irrelevant tokens in the responses.

Finally, for an instruction with multiple constraints, we aggregate the signals by averaging
the normahz?d advantages across the entire constraint set C, yielding the final token-level
advantage Atok \C\ chec Ack .

5 Experimental Settings

5.1 Datasets

We use HiR-16K (Zhang et al., 2025) as our training dataset, which aggregates multiple
sources to ensure broad instruction-following coverage. Specifically, HiR-16K includes
MulDimlIF (Ye et al., 2025) for diverse constraint categories, VerIF (Peng et al., 2025) for
constraint-verifiable examples, IFTrain (Pyatkin et al., 2025) from the IFBench benchmark,
and Chatbot Arena (Zheng et al., 2023) for real-world human queries.

5.2 Benchmarks

We evaluate RTT on two categories of benchmarks. For in-domain instruction-following, we
report results on IFEval (Zhou et al., 2023b), I[FBench (Pyatkin et al., 2025), MulDimIF (Ye
et al., 2025), and AdvancedIF (He et al., 2025). To assess generalization beyond the
instruction-following domain, we additionally evaluate on three out-of-domain bench-
marks: MATH-500 (Lightman et al., 2023), GPQA (Rein et al., 2024), and MMLU-Pro (Wang
et al., 2024b). Detailed benchmark configurations, including evaluation protocols and
prompt formats, are provided in Appendix B.1.

5.3 Models and Configurations

We train two Token-Level Relevance Discriminators, initialized from Qwen3-4B-Base and
Llama3.2-3B-Base, to assess generality across model families. Policy models include Qwen3-
4B-Instruct, Qwen?2.5-7B-Instruct (Qwen et al., 2025; Yang et al., 2025), and Llama3.2-3B-
Instruct. We report results for both RTT-CSR and RTT-AON variants for each policy model,
using CSR and AON metrics as the response-level reward respectively. For the implementa-
tion of RTT-GRPO, we set « = 1, § = 0.5 in Equation (7). All reinforcement learning experi-
ments are conducted within the ROLL framework (Wang et al., 2025). For soft constraints
(Csoft), we employ DeepSeek-V3 (Liu et al., 2024) as the judge LLM. Full hyperparameters
and prompts are provided in Appendix B.3 and B.2.

5.4 Baselines and Evaluation Metrics

We compare RTT against three baselines: 1) Supervised Fine-Tuning (SFT) on Gemini-3-Pro
generated responses of the training data; 2) Direct Preference Optimization (DPO) (Rafailov
et al., 2023) on pairs generated by Gemini-3-Pro (chosen responses) and Qwen2.5-7B-Instruct
(rejected responses); and 3) two RL baselines using All-or-Nothing (RL-AON) and Constraint
Satisfaction Rate (RL-CSR) metric as the response-level rewards.

For each benchmark except MulDimlIF, we report results in two metrics: Instruction-level
Accuracy measures the fraction of test prompts that satisfies all constraints, reflecting holistic
performance for multi-constraint instructions. Rubric-level Accuracy measures the average
constraint satisfaction rate, providing a fine-grained view of per-constraint performance.
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IFEval IFBench MulDimIF AdvancedIF
Model Prompt Instruct Prompt Instruct Acc. Overall Rubric
Qwen3-4B-Instruct’ 83.40 1 0.0 88.1370.0 3095700 32.8370.0 56.0870.0 4431700 79.1770.0
+SFT 8373103 8885107 295914 316412 5650104 4507108 79.23710.1
+DPO 82.62 1 0.8 8777104 299310 3284700 55.83]0.3 4571114 7933102
+RL-CSR 8429109 8921111 3231114 3343106 743871183 46.02117 79.81710.6
+RL-AON 829904 88611705 3299120 3552127 74257182 4729130 79.69710.5

+RTT-CSR (Ours)  85.0311.6 9017120 3401131 3612133 76331203 4839141 8077116
+RTT-AON (Ours) 8521118 887310.6 3469137 3761148 76751207 4748132 80.791 1.6

Qwen2.5-7B-Instructt  69.68 1 0.0 77931700 2585700 2716700 51.0870.0 2948 100 71.3170.0
+SFT 7190 1 2.2 7938115 28237124 3015130 5283118 29.71102 69.61]1.7
+ DPO 7116 1 1.5 7890110 2755717 28967118 51.0870.0 30.82 1713 709004
+ RL-CSR 78.56 1 8.9 8441165 2823124 2985127 66.671156 30911714 72.00710.7
+ RL-AON 79.67110.0 85137172 3197161 331316.0 69411183 3210726 723311.0

+ RTT-CSR (Ours) 81151115 86.33184 32311765 34.63175 69.677118.6 33.74143 73727124
+ RTT-AON (Ours) 82.26 112.6 8729194 3231165 3343163 71.831206 3251130 7270114

Llama3.2-3B-Instruct*  70.61 1 0.0 78307100 21771700 24187100 35.4270.0 3337100 7201700

+ SFT 69.50 | 1.1 7782105 2279110 2478706 36.5071.1 32.89 105 7218710.2
+DPO 70.61 1 0.0 7878105 24157124 2627121 345009 3228 1.1 71.14]09
+ RL-CSR 68.21 | 2.4 7782105 2381120 2597118 569271215 3629129 73477115
+ RL-AON 76.16 1 5.6 83.33 150 2415124 2537112 66831314 3532720 7353115

+RTT-CSR (Ours) 7449139 8177135 2551137 2687127 66331309 3757142 7437124
+RTT-AON (Ours) 79.48 189 853717.1 2619144 2746133 68581332 37.99146 7407121

Table 2: Main results on instruction-following benchmarks. Fine-tuned method rows show scores with
delta (T /| ) relative to the base model. Highlighted rows are our proposed RTT variants. Best results
per model group are bolded and second-best are underlined. ¥ We use discriminator initialized from
Qwen3-4B-Base, * initialized from Llama3.2-3B-Base.

6 Results

6.1 Main Results

RTT achieves the best instruction-level and rubric-level accuracy across all benchmarks.
Table 2 presents the main results across all in-domain instruction-following benchmarks.
Specifically, RTT-CSR and RTT-AON attain the highest scores on both instruction-level
and rubric-level metrics across all benchmarks. Compared to the RL baselines, RTT yields
average gains of 2.50% in instruction-level accuracy and 1.64% in rubric-level accuracy.
Moreover, RTT improves both AON and CSR scores by 1.58% and 2.17% respectively,
demonstrating the generality of the method. These improvements suggest that token-level
credit assignment helps resolve the sparsity and ambiguity of response-level rewards.

RTT generally preserves the

out-of-domain abilities. As
shown in Table 1, although Model Math-500 GPQA MMLU-Pro

instruction-following data, it __ + RTT-AON (Ours) | 91.80 14.6 5201102 66.76 | 2.8

largely preserves or improves  Qwen2.5-7B-Instruct | 74.80 30.80 56.43
the models” OOD perfor- + RTT-AON (Ours) | 73.80 /1.0 31251705 56.12/0.3
mance. These results suggest 71,235 3B Tnstruct | 36.60 25.89 38.96

|
RTT is trained Solely on Qwen3-4B-Instruct ‘ 87.20 51.79 69.60

that RTT regularizes the pol- | RTT.AON (Ours) | 40.00 134 2612102 39.041 0.1

icy toward better constraint
satisfaction without collaps-

- . < Table 1: RTT on out-of-domain benchmarks.
ing general reasoning ability.

6.2 Ablation Study and Analysis
6.2.1 A1l: Group Partitioning Strategies

We conduct a systematic ablation over the group partitioning strategies described in Sec-
tion 3.2, comparing two representative strategies across three model configurations: (1)
Inter-sample Token Group Normalization, where advantage is computed jointly across all
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tokens of all responses in a group; and (2) Intra-sample Token Group Normalization, which
performs per-response normalization independently before aggregating across criteria. As
Table 3 indicates, Intra-sample Token Group Normalization strategy generally achieves the
best performance across all models, confirming that per-response normalization eliminates
length-induced bias in advantage estimation.

IFEval IFBench MulDimIF AdvancedIF

Model / Strategy Prompt Instruct Prompt Instruct Acc. Overall Rubric
Qwen3-4B-Instruct

w/ Inter-sample group normalization ~ 82.99 88.49 30.95 32.84 75.08 44.67 78.73

w/ Intra-sample group normalization  85.21 88.73 34.69 37.61 76.75 47.48 80.79
Qwen2.5-7B-Instruct

w/ Inter-sample group normalization ~ 82.07 86.81 28.57 29.25 69.75 31.61 72.04

w/ Intra-sample group normalization  82.26 87.29 32.31 33.43 71.83 32.51 72.70
Llama3.2-3B-Instruct

w/ Inter-sample group normalization 77.45 84.41 24.49 25.97 69.42 36.05 73.49

w/ Intra-sample group normalization  79.48 85.37 26.19 27.46 68.58 37.99 74.07

Table 3: Ablation on group partitioning strategies across all model configurations. We compare
Inter-sample vs. Intra-sample Token Group Normalization for advantage estimation.

6.2.2 A2: Sensitivity to the Token-Level Weight

We examine the sensitivity of RTT to the token-level weight j in the joint advantage (Equa-
tion 7). Since the response-level signal is indispensable for distinguishing responses across
the rollout group, we fix « = 1 and vary  over {0,0.25,0.5,0.75,1.0} to study the marginal
effect of token-level reward. Figure 3 reports the average score on IFEval, IFBench, and
MulDimIF for RTT-AON and RL-AON trained on Qwen3-4B-Instruct.

According to the results, all nonzero § val- 62.20 ==~ RL-AON (beta=0)
ues remain competitive with or above the = RTT-AON (varying beta)
baseline, confirming that RTT benefits from 61.80
token-level credit assignment and is robust
to the choice of B. The best performance is
achieved at 8 = 0.5; beyond this point, perfor-
mance gradually declines. This is because the
token-level advantage is normalized within
a single response and only captures intra-
sample token importance. As f grows, this
intra-sample signal increasingly dominates
the combined advantage, causing the policy 0.00 0.25 0.50 075 1.00
to over-correct individual token probabilities, Token-level weight beta
and such over-correction impairs overall re-
sponse quality. Figure 3: Sensitivity of RTT to . Baseline g = 0
is shown as a horizontal line.

61.40

61.00

60.60

Average score

60.20

6.2.3 A3: Discriminator Weight Strategy

To validate the benefit of our proposed Token-level Relevance Discriminator, we compare
four token weighting strategies in Table 4: (1) Random, where each token is assigned a
random weight w € [0, 1]; (2) Uniform, where all tokens receive equal weight (equivalent to
RL-AON); (3) Greedy, where a discriminator trained on data annotated by a naive greedy
prompt that directly extracts constraint-related tokens without our structured taxonomy;
and (4) Ours, the discriminator trained with our full annotation strategy. The results confirm
that our annotation strategy provides more reliable token-level supervision than other
methods. The prompts of greedy and full annotation strategy are provided in Appendix C.4.
We also provide qualitative token-attribution case studies in Appendix F.4.
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IFEval IFBench MulDimIF AdvancedIF
Strategy Prompt Instruct Prompt Instruct Acc. Overall Rubric
Base Model: Qwen3-4B-Instruct-2507
Random 70.43 79.50 32.99 35.52 61.75 46.50 78.39
Uniform (RL-AON)  82.99 88.61 32.99 35.52 74.25 47.29 79.69
Greedy 85.03 88.49 30.95 32.84 75.08 46.20 79.82
Ours (RTT-AON) 85.21 88.73 34.69 37.61 76.75 47.48 80.79

Table 4: Ablation on token weighting strategies for RL training.

6.2.4 A4: Training Dynamics

Figure 4 compares the training dynamics of RTT-CSR and the RL-CSR. Model performance
of RTT-CSR improves steadily across these three benchmarks with higher efficiency than RL-
CSR. Meanwhile, RTT-CSR maintains lower response entropy throughout training compared
to RL-CSR, with the gap widening over time. This suggests that RTT-CSR token-level credit
assignment provides denser and more precise reward signals to guide the policy, avoiding
reward ambiguity problem in RL-CSR training.

_o_ RL-CSRQwen3 _g RTT-CSR Qwen3
85.3 348 78.8 0.80

84.8 339 737 0.77

MulDimIF

o 100 200 300 400 500 o 100 200 300 400 500 o 100 200 300 400 500 o 100 200 300 400 500
Training Step Training Step Training Step Training Step

Figure 4: Training dynamics of RTT-CSR vs. RL-CSR baseline. Left side shows model performance on
IFEval, IFBench, and MulDimIF benchmarks, while right side shows response entropy.

We conduct three further analyses: a training-stability comparison between RTT-CSR and
the RL-CSR baseline on Llama3.2-3B-Instruct through entropy and KL loss; a computational-
overhead breakdown of the additional cost introduced by the discriminator; and a study
of how RTT’s gains vary with the local/global constraint composition of each instruction.
Details of these analyses are covered in Appendix F.

7 Conclusion

We present Rubrics to Tokens (RTT), a token-level rubric-based reinforcement learning
framework that addresses the limitations of response-level reward in instruction following
tasks. By training a Token-Level Relevance Discriminator, RTT projects coarse response-level
rubric scores into fine-grained token-level reward signals. We further propose RTT-GRPO,
a policy optimization objective that integrates per-constraint token-level advantages with
response-level signals within a unified GRPO framework, and the intra-sample token group
normalization as a highly effective group partitioning strategy. Extensive experiments
demonstrate that RTT consistently outperforms all baselines in both instruction-level and
rubric-level accuracy. We hope that RTT could be applied in agentic scenarios, where credit
assignment becomes essential for training agents under long-horizon, multi-step constraints.
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A Limitations and Future Work

A.1 Limitations

While we identify the Group Partitioning Problem as a fundamental challenge in high-
dimensional reward spaces and propose Intra-sample Token Group Normalization as the
solution, we only explore two representative strategies (inter-sample vs. intra-sample). The
three-dimensional reward space admits a richer set of partitioning schemes. For example,
Liu et al. (2026) demonstrates that naively normalizing aggregated multi-reward signals can
collapse distinct reward combination on multi-reward RL, compressing the training signal.
This reward signal collapse resonates with our Group Partitioning Problem: normalization
boundaries determine the expressiveness and fidelity of advantage estimates. Exploring
other partitioning strategies, such as how the ordering of normalization and aggregation
across reward dimensions affects advantage fidelity, remains an open direction.

A.2 Future Work

Turn-Level Credit Assignment for Agent Training. As LLM-based agents increasingly
tackle long-horizon, multi-step tasks through tool use and environment interaction (Wang
et al., 2026), credit assignment at the turn level becomes a critical bottleneck. In agentic set-
tings, turn-level rewards in a trajectory can be viewed as token-level rewards in a response:
the agent must determine which turns (actions, tool calls, or reasoning steps) contributed to
eventual task success or failure. RTT’s core idea of bridging coarse outcome-level signals
with fine-grained rewards naturally extends to this setting, where a Turn-Level Relevance
Discriminator identifies which turns satisfy specific sub-goals or constraints. This would
enable more precise policy updates in agent RL training, particularly for tasks with sparse,
delayed rewards across long interaction trajectories.

Structured Group Partitioning in Multi-Dimensional Reward Spaces. The Group Par-
titioning Problem opens a broader research agenda beyond the two strategies explored
here. Future work could investigate other partitioning strategies that partition different
dimensions into groups and optimize the policy jointly. As reward spaces grow in dimen-
sionality (e.g., adding sub-task dimensions in compositional reasoning), principled methods
for high-dimensional group partitioning will become more important. Connections to group
normalization theory (Wu & He, 2018) and multi-objective optimization (Liu et al., 2026)
may provide useful theoretical foundations.

Cross-Domain Extension Beyond Instruction Following. While RTT is evaluated on
instruction-following tasks, its core principle of decomposing holistic evaluation criteria
into token-level credit signals is broadly applicable. Promising extensions include long-form
generation with multi-faceted quality rubrics (e.g., scientific writing), code generation with
multi-dimensional criteria, and creative writing where stylistic and structural constraints
serve as independent rubrics. A key open challenge is training a general discriminator
that transfers across diverse task types and constraint categories without domain-specific
annotation, substantially lowering the barrier to applying RTT in new settings.

B Experimental Details

B.1 Benchmarks and Evaluation Protocols

Datasets. For every benchmark, we evaluate on the full official dataset without subsam-
pling, including in-domain instruction-following benchmarks (IFEval (Zhou et al., 2023b),
IFBench (Pyatkin et al., 2025), MulDimlF (Ye et al., 2025), AdvancedIF (He et al., 2025)) and
out-of-domain reasoning benchmarks (MATH-500 (Lightman et al., 2023), GPQA (Rein et al.,
2024), MMLU-Pro (Wang et al., 2024b)).

Metrics and table columns. Table columns follow the two granularities defined in the
main text (instruction-level vs. rubric-level), but column names differ by benchmark:
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¢ IFEval and IFBench. The Prompt column reports instruction-level accuracy (AON
pass rate over prompts). The Instruct column reports rubric-level accuracy (average
constraint satisfaction rate, CSR). Both benchmarks are reported in the strict mode.

¢ AdvancedIF. The Overall column is instruction-level accuracy; while the Rubric
column is rubric-level accuracy. Following the official evaluation script, we choose
03-mini as the judge model.

¢ MulDimlIE. We report instruction-level accuracy only (single Acc. column), consis-
tent with the standard MulDimIF reporting setup.

Decoding. We follow the evaluation recipe in the Qwen3 Tech Report (Yang et al., 2025)
for generation: sampling with temperature 0.7, top-p 0.8, and top-k 20. We generate five
independent completions per instance and report the averaged score.

Prompt templates. For instruction-following tasks, we use each model’s default prompt
template (chat template / tokenizer formatting) at evaluation time. For OOD tasks (i.e.,
MATH-500, GPQA, and MMLU-Pro), we add the following prompts in Table 5.

Dataset CoT prompt

MATH-500 Question: {}\nPlease reason step by step, and put your final answer
within \boxed{}.

GPQA & MMLU-Pro  Question: {}\nAnswer the multiple choice question. The last line of
your response should be of the following format: ’Answer: $LETTER’
(without quotes) where LETTER is one of choices. Think step by step
before answering.

Table 5: CoT evaluation prompts for out-of-domain benchmarks.

B.2 LLM-as-a-Judge for Soft Constraints

We evaluate Cgof with DeepSeek-V3 (Liu et al., 2024) using the prompt template below.

Judge prompt for soft constraints

Based on the provided Input (if any) and Generated Text, judge whether the generated text
fulfills the Criteria Item with either a YES or NO choice. Your selection should be based on
your judgment as well as the following rules:

- YES: Select “YES” if the generated text entirely fulfills the condition specified in the Criteria
Item. However, note that even minor inaccuracies exclude the text from receiving a “YES’
rating. As an illustration, consider a Criteria Item “Each sentence in the generated text uses a
second person”. If even one sentence does not use the second person, the answer should NOT
be “YES'. To qualify for a “YES’ rating, the generated text must be entirely accurate and satisfy
the criteria.

-NO: Opt for “NO” if the generated text fails to meet the criteria or provides no information
that could be utilized to judge. For instance, the Criteria Item asks “Is the second sentence in
the generated text a compound sentence?” and the generated text only has one sentence. It
offers no relevant information to judge whether this criteria is met. Consequently, the answer
should be “NO”.

Input: {prompt}
Generated Text: {response}
Criteria Item: {rubric}

You only need to judge whether the generated text satisfies the given Criteria Item and do
NOT affect by other requirements in Input (if any). Return either a “YES” or “NO” choice
without any additional text in your response.
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(a) Training configuration of SFT and DPO

Method SFT & DPO

Training per_device_train_batch size =4 & 2,
gradient_accumulation_steps = 64 & 128,

learning rate = 107, Ir_scheduler_type = constant,
cutoff_len = 2048, warmup_steps = 10, epochs = 4

Optimizations deepspeed: z2 & z3, bf16

(b) Training configuration of RL
Method RL-AON, RL-CSR, RTT
Inference top_k =100, top_p = 0.99, temperature = 0.99,

num_return_sequences_in_group = 8§,
prompt_length = 2,048, response_length = 4,096

Training per_device_train_batch_size = 4, gradient_accumulation_steps = 2,

rollout_batch_size = 64, learning_rate = 10-°, max_steps = 500.
For Qwen, use_pg_clip_range=true, pg_clip_low=0.2, pg_clip_high=0.27;
for Llama, use_pg_clip_range=false, pg_clip=0.2

Discriminator flash_attn_2, bfl6

(c) Training configuration of Discriminator
Backbone Qwen3-4B-Base, Llama3.2-3B-Base

Training micro_train_batch_size = 4, train_batch_size = 256,
learning_rate = 9 x 1079, max_epochs = 4, max_len = 4,096

Optimizations zero_stage = 2, bf16

Table 6: Training configurations across methods and model backbones.

B.3 Training and Evaluation Hyperparameters

We use LLaMA-Factory (Zheng et al., 2024) for SFT and DPO training, ROLL (Wang et al.,
2025) for RL training, and OpenRLHF (Hu et al., 2024) for discriminator training. The
detailed training configurations of SFT and DPO are provided in Table 6 (a), the training
configurations of RL are provided in Table 6 (b), and training configurations of the discrimi-
nator are provided in Table 6 (c). Experiments are conducted on NVIDIA H20-96GB GPUs.

C Discriminator Data and Annotation

C.1 Discriminator Prompt

We use the following prompt as the discriminator input during training and inference:

Prompt template for token-level relevance discriminator

Identify which tokens in the response are relevant to the criteria.
Criteria: {criteria}

Response: {response}

C.2 Data Sources and Construction

We build the discriminator corpus in two stages, first constructing an initial instruction-
response dataset, then augmenting it with negative samples. To maximize stylistic and
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structural diversity, we employ multiple frontier LLMs (e.g. Gemini-3-Pro, GPT-5.2, and
DeepSeek-V3) to generate diverse responses.

Specifically, we first draw 22,656 examples from the Tulu-3 SFT corpus (Lambert et al.,
2024), and all 16,969 samples from HiR-16K (Zhang et al., 2025). instructions in HiR-16K are
further paired with responses generated by Gemini-3-Pro and DeepSeek-V3. Constraints for
the Tulu-3 instructions are obtained by prompting Gemini-2.5-Pro to atomically decompose
each instruction into verifiable rubrics, and the corresponding compliant responses are
taken from the dataset’s existing messages.

We then draw instructions from this initial dataset randomly, and synthesize negative
responses with two strategies applied independently: minimal modification and constraint
omission. In our pipeline, minimal modification is executed with GPT-5.2, while constraint
omission uses Qwen3-4B-Instruct. Each strategy produces roughly 12K instruction-level
negatives, contributing 10,873 and 10,162 training pairs respectively after filtering failed
samples. After merging positives and these negatives, the full training set comprises 62,714
samples used for token-level annotation and training, of which roughly 57% are compliant
and 43% are violating.

C.3 Annotation Taxonomy

Motivation. A token-level relevance label is only meaningful when a constraint’s sat-
isfaction can be traced to individual tokens, which is not always the case. Consider a
holistic constraint such as “write in all capital letters” or a length limit: satisfaction is a
property of the whole response, and the rule-based verifier scores it as such, a response
that is only partially uppercased is marked as failed (score = —1) in its entirety. If we
nonetheless attributed such a constraint to specific tokens, the discriminator would assign
high relevance to the uppercase tokens that do comply, and multiplying that by the negative
response-level reward would push down the probability of precisely those compliant tokens.
This motivates a scope-based taxonomy:.

For each constraint-response pair, we categorize constraints into two primary scopes:

Global Scope The constraint applies holistically to the entire response (e.g., overall tone,
count or frequency limits, or formatting structure). In this case, every token in the response
is deemed relevant (marked as all_relevant).

Local Scope The constraint strictly concerns specific elements or spans within the response
(e.g., the inclusion of a specific keyword, or the absence of a certain phrase). Local constraints
are further subdivided based on frequency and polarity:

¢ Positive Polarity: The constraint requires a specific element to be present. If
the requirement is satisfied, the LLM annotator extracts the exact verbatim text
segments fulfilling the constraint (marked as partial_relevant). If it is not satisfied,
the response is marked as all_irrelevant.

¢ Negative Polarity: The constraint requires an element to be absent. If the response
violates this constraint, the specific violating segments are extracted (marked as
partial_relevant). If no violation occurs (the constraint is satisfied), the response
is marked as all_irrelevant.

Once the relevant verbatim text segments are extracted by the LLM annotator, we use the
model’s tokenizer to map these substrings back to the exact token indices in the response y.
Tokens falling within these relevant segments are assigned a binary label I; = 1, while other
tokens receive label I; = 0. For the all_relevant cases, all tokens are labeled I; = 1. For the
all_irrelevant cases, we set I} = O for all tokens. Under this annotation taxonomy, 25,330
(~40%) samples are labeled GLOBAL and 37,384 (~60%) are labeled LOCAL.
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C.4 Annotation Prompts

Response generation. For the normal completion and constraint omission strategy, we use
the following prompt template to generate corresponding responses (note that for constraint
omission, we drop one constraint from rubric):

Prompt for completion and constraint omission

Context & Task: Please answer the following Question with a detailed explanation. Your
response should be a single, cohesive piece of writing that logically leads the reader from the
problem to the solution.

Inputs:

- Question: {question}
- Rubric: {Rubric}
Requirements:

1. Integration: Do not separate the reasoning from the answer. Instead, provide a
thorough narrative that explains the "how” and “why” alongside the final result.

2. Rubric Fulfillment: Every constraint listed in the Rubrics must be strictly followed
within the flow of your detailed response.

3. Depth: Avoid brief or “final-answer-only” responses. Elaborate on the logic and
steps required to reach the conclusion.

Output: {OUTPUT}

For the minimal modification strategy, we use the following prompt to generated negative
response that violates the specific constraint.

Prompt for Minimal modification

You are given a question, an original response that follows a specific criterion.

Question: {question}
Criterion: {constraint}
Original response: {original response}

Task: Rewrite the response with MINIMAL edits so that it VIOLATES this criterion. Keep the
rest of the content, style, and length as unchanged as possible. Only make the smallest change
necessary to break this single rule. Output ONLY the rewritten response text, no explanation.

Token-level annotation. The LLM annotator uses a structured prompt covering GLOBAL
vs. LOCAL branches and positive vs. negative polarity. The Greedy baseline in Table 4
instead uses a single span-extraction template without the taxonomy.

Full annotation prompt

You are a training data annotator for a token-level discriminator model. Your task is to classify
the Criteria and label which tokens in the Response are relevant to it.

Criteria: {criteria}
Response: {response}

Please follow these steps:
Step 1: Scope Classification

Determine whether this criteria is GLOBAL or LOCAL:
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- GLOBAL: The criteria applies to ALL tokens of the response as a whole (e.g., language /writ-
ing style requirement, tone requirement, word count limit, paragraph count limit, overall
format/structure requirement, topic requirement, count, frequency, or numeric threshold)

- LOCAL: The criteria only concerns SPECIFIC parts of the response (e.g., a specific phrase
must appear, a specific section must exist, certain keywords must/must not be used, a
particular element must be included/excluded)

Step 2: Polarity Classification

If criteria is LOCAL, then determine whether this criteria is POSITIVE or NEGATIVE:

- POSITIVE: Requires something to be present or done (e.g., “must include X”, “should start
with Y”, “the first paragraph should be X”)

- NEGATIVE: Requires something to be absent or avoided (e.g., “do not use X”, “must not
include Y”, “exclude the word Z”, “avoid mentioning W”)

Step 3: Output
- If GLOBAL, then output: {“type”: “all_relevant”}

-If LOCAL + POSITIVE:
¢ If relevant text segments EXIST in the response (i.e., the criteria IS satisfied by some

portion of the text), then output: {“type”: “partial_relevant”, “relevant_texts”: [“exact
segment 1”7, “exact segment 27, ...]}

¢ If NO relevant text segments exist (i.e., the criteria is NOT satisfied at all), then

]

output: {"type”: “all_irrelevant”}
-If LOCAL + NEGATIVE:
o If text segments that VIOLATE the criteria EXIST in the response, then output:

7, i i

{“type”: “partial_relevant”, “relevant_texts”: [“exact violating segment 1”, ...]}

¢ If NO violating text exists (i.e., the criteria IS satisfied / not violated), then output:

{"type”: "all irrelevant”}
Important Notes:

1. The text segments in relevant_texts must be exact original text from the Response
(exact match, including punctuation and spaces).

2. Each text segment should be a continuous, complete sentence or phrase.
3. Output only JSON format, without any markdown code block markers or other text.

4. Ensure the JSON format is correct and can be directly parsed.

Greedy baseline prompt

You are a professional text analysis assistant. Your task is to extract text segments from the
Response that are relevant to the given Criteria.

Criteria: {criteria}
Response: {response}

Please carefully analyze the Response and extract the text segments that address or
relate to the Criteria. Even if the entire response seems broadly related, you should iden-
tify and extract the MOST RELEVANT and SPECIFIC segments that directly match the Criteria.

Key Principles:
¢ Just extract the most relevant segments instead of the entire response.

* Focus on segments that specifically address the Criteria, not general context or
background information.

* Be precise: exclude indirect references, examples that don’t directly relate, or sup-
porting information that doesn’t directly address the Criteria.

¢ If no segments are directly relevant, indicate that the response is “all_irrelevant”
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e If you are sure that all contents are relevant, indicate that the response is “all_relevant”

Please strictly follow the JSON format below and do not add any other text:

]

1. If the entire response is relevant to the Criteria, output: {”type”: “all_relevant”}

2. If the entire response is irrelevant to the Criteria, output: {"type”: “all_irrelevant”}

v, Y

3. If partially relevant, output: {“type”: “partial relevant”, “relevant_texts”: ["relevant text
segment 1”7, “relevant text segment 2”, ...]}
Important Notes:

1. The text segments in relevant_texts must be exact original text from the Response
(exact match, including punctuation and spaces).

2. Each text segment should be a continuous, complete sentence or phrase.
3. Output only JSON format, without any markdown code block markers or other text.

4. Ensure the JSON format is correct and can be directly parsed.

D Token-Level Discriminator Validation

We validate the token-level relevance discriminator from three complementary angles: a
quantitative precision/recall evaluation on a held-out set, a human annotation agreement
study, and a systematic failure mode analysis.

D.1 Validation Set Statistics

We evaluate the trained token-level discriminator on a held-out validation set of 1,000 sam-
ples . The discriminator is a Qwen3-4B-Base model fine-tuned with a binary classification
head that predicts, for each response token, whether it is relevant to a given evaluation
criterion. Table 7 summarizes the composition of the validation set. Samples are categorized
into two groups based on their ground-truth token labels.

Statistic Value
Total samples 1,000
Global (all relevant) 407 (40.7%)
Local (partially relevant) 593 (59.3%)
Total tokens 412,476
Positive tokens 204,834 (49.7%)
Negative tokens 207,642 (50.3%)

Table 7: Validation set statistics.

D.2 Token-Level Classification Results

Table 8 reports the token-level classification metrics at a decision threshold of 0.5. We report
results on the GLOBAL subset, the LOCAL subset, and the overall validation set.

Subset Accuracy Precision Recall F1 AUROC
Global 0.9418 1.0000 0.9418 0.9700 -
Local 0.9173 0.7231 0.8043 0.7616 0.9399

Overall 0.9270 09371 09144 0.9256 0.9729

Table 8: Token-level evaluation results (threshold =0.5).

On the GLOBAL subset, the model achieves perfect precision (1.00) since it never falsely
labels an irrelevant token as relevant when the entire response is indeed relevant; the 5.8%
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recall gap indicates that it occasionally under-predicts relevance on a small fraction of tokens.
AUROC is undefined for this subset because all ground-truth labels are positive.

On the LOCAL subset, where the model must distinguish relevant spans from irrelevant
ones within the same response, precision drops to 0.72 and recall to 0.80, yielding an F1
of 0.76. The AUROC of 0.94 indicates that the model’s confidence scores remain highly
discriminative even in these mixed-label cases.

D.3 Human Annotation Agreement Study

To validate the quality of the LLM-generated token-level annotations, we conduct a human
annotation agreement experiment. Three expert annotators independently label the same
100 samples drawn from the discriminator training set, following the annotation taxonomy
described in Appendix C.3. We then compare inter-annotator agreement among humans
and between the LLM annotator and the human consensus.

Setup. Each annotator receives the same 100 constraint-response pairs and assigns binary
token-level labels (I; € {0,1}) using the same tokenizer and annotation guidelines. The 100
samples span both GLOBAL and LOCAL constraint types. To reduce annotation complexity
and ambiguity, LOCAL samples are chosen deliberately so that each contains exactly one
relevant segment for the annotators to mark.

We evaluate agreement at two granularities: 1) Scope-level: Each sample is classified as
GLOBAL or LOCAL, and 2) Token-level: Agreement is computed over all 44,961 individual
token labels across the 100 samples. For multi-annotator consensus, we use majority voting
(2-0f-3) as the human ground truth.

Inter-annotator agreement among human experts. Table 9 reports pairwise and aggregate
agreement among the three human annotators. At the scope level, Fleiss” ¥ = 0.92, indicating
a almost perfect agreement (Landis & Koch, 1977). Only 5 out of 100 samples exhibit any
scope-level disagreement. At the token level, pairwise Cohen’s k ranges from 0.92 to 0.95,
confirming high consistency at fine-grained token granularity.

Scope-Level Token-Level

Annotator Pair Agr. K Agr. K
Alvs. A2 097 093 097 092
Alvs. A3 096 091 097 092
A2vs. A3 097 093 098 095
Fleiss’ x (3 annotators) 0.92 0.93

Table 9: Inter-annotator agreement among three human experts. “Agr.” denotes percent agreement.
is Cohen’s « (pairwise) or Fleiss’ x (aggregate).

LLM annotator vs. human consensus. We treat the human majority vote as ground truth
and evaluate the LLM annotator as a classifier. Table 10 reports accuracy, precision, recall,
and F1 at both granularities.

Granularity Acc. Prec. Recall F1

Scope-level (N = 100) 0.79 098 0.71 0.82
Token-level (N = 44,961) 0.80 0.97 0.77 0.86

Table 10: LLM annotator evaluated against human majority-vote ground truth. For scope-level, the
positive class is all-relevant; for token-level, itis /; = 1.

At both granularities, the LLM annotator achieves high precision (> 0.97) but moderate

recall (0.71 and 0.77), revealing a systematic conservative bias: the model tends to label
tokens as irrelevant when humans unanimously consider the response globally relevant.
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This is reflected in the label distribution gap: the model labels 61.4% of tokens as relevant
compared to 77.3% for human consensus.

However, this conservative tendency is unlikely to introduce erroneous reward signals
during RL training, as tokens incorrectly labeled as irrelevant simply receive attenuated
reward, while the response-level reward still provides the correct gradient direction.

D.4 Failure Mode Analysis of the Token-Level Discriminator

We conduct a failure mode analysis on the token-level discriminator to characterize the
nature of its errors and how they interact with RTT’s training signal. We inspect the
samples the discriminator predicts imperfectly and group them by the structure of the error,
examining for each type how it propagates through intra-sample normalization and the
response-level reward term.

Setup. We use the same held-out set of 1,000 samples described in Appendix D, on which
the discriminator attains an overall token-level accuracy of 0.927 and F1 of 0.926 in Table 8.
Of these, 429 samples are predicted with perfect token-level accuracy. Inspecting the
remaining imperfect samples, we find their errors recur in four patterns:

M1: Marginal Noise (39.9%). Predictions that are near-perfect, differing from the ground
truth by only a few tokens (median 3 per sample) concentrated at the edges of relevant
spans or as isolated misclassifications. Because adjacent tokens share similar hidden rep-
resentations, their advantages after intra-sample normalization are nearly identical, so a
few displaced boundary tokens leave the token-advantage ordering essentially unchanged.
A related sub-case arises when the ground truth is entirely uniform (all-1 or all-0) but the
predictions disagree; with no differential ground-truth signal, normalization flattens all
token values and the sample reduces to the response-level reward term.

7

Example. For the criterion “The function’s return value must be of the string data type,”
the ground truth marks the return statement (tokens 34-60) while the discriminator marks
tokens 47-61; all 15 error tokens sit at the span boundary.

M2: Span Imprecision (10.3%). The discriminator locates the correct region of interest but
predicts imprecise boundaries—over-extended, under-covered, or slightly shifted spans.
Here the direction of the differential signal is preserved: tokens inside the ground-truth
span still receive higher predicted probabilities than tokens outside it, so under intra-sample
normalization the relative ordering of token advantages remains largely intact even when
the magnitudes are attenuated.

Example. For “The theme of the provided quotes must be about inspiring compassion and /or
caregiving,” the ground truth marks 7 quote spans (278/402 tokens) and the discriminator
marks 8 (166/402); it recovers most quote regions but under-covers some quote tails.

M3: Annotation Ambiguity (4.8%). Criteria for which token-level relevance is inherently
ill-defined, so the disagreement reflects ambiguity in the annotation task rather than a
prediction error. These are dominated by criteria describing global properties of the response,
such as tone/style, length/count, language, case, which resist a token-level mapping.

Example. For “The entire text of the email must be written in the Polish language,” the
annotator marked 78/457 tokens (17%) as relevant whereas the discriminator marked all
457; since the criterion applies to every token by definition, the low accuracy (0.17) stems
from the annotation rather than the prediction.

M4: True Misalignment (2.1%). Cases where the predicted span overlaps little with the
ground truth. Manual inspection shows these are typically driven by compound criteria
that bundle several requirements together: the criterion admits more than one defensible
reading, and the discriminator latches onto a different one than the annotator.
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Example. For “The response must have 3 sections; mark the beginning of each section with
Section X,” the ground truth marks 98% of tokens (the entire content within the sections)
while the discriminator marks only 2% (just the “Section X” markers). Both readings are
defensible since the annotator treats the whole sectioned body as relevant, whereas the
discriminator anchors on the section markers, and the low overlap reflects the criterion’s
complexity.

E Inter-Sample Token Group Normalization

We first provide a formal definition of Inter-Sample Token Group Normalization, the
baseline strategy discussed in Section 3.2. Then we give an elaborate analysis of length-bias
problem to formally demonstrate why this group normalization method systematically
suppresses the advantage signals of shorter responses.

Formal Definition. Given a constraint ¢, € C and a group of G sampled responses
{01,...,06} for instruction g, where response 0; has length T;, the token—%exgel discriminator
produces relevance probabilities for each response, denoted as P{) = {pc J t=1,. G tT }.
The token-level reward for o; under constraint ¢ is defined as rck = Score 0j,Ck) - pe, -

In Inter-Sample Token Group Normalization, the normalization group is deﬁned as the all
tokens across all G responses, for each constraint ¢, separately. Let N = Zl 1 T; denote
the total number of tokens in the group. The group mean and standard deviation are:

1 & &E i 1 & &
,uCk N Z rck ’ UCk = N Z Z( - ,uCk) . (8)
i=1t=1 i=1t=1
The per-constraint token-level advantage is then computed as A(i’ ) = (rg( - te,)/0c,. And
the final token-level advantage is averaged across all constraints: AE k) =1 C\ YeeC A(' N,

Length-bias analysis. First we define the per-response mean and variance for response o;
under constraint ¢, as:

(réz” 7). 9)

1 & . , 1
—erS)/ Si_f

[N M:J

Since N = Y. | T;, the inter-sample mean decomposes exactly as:

T; (i) G TZ G Ti G
1 1rck’ = X; N7 Zw, i, where w; = N Z{wi =1. (10)
i=1t= 1= = i=

Thus p, is a length-weighted average of the per-response means, with weight w; « T;
assigned to response 0;. Consequently, longer responses contribute more to the global
centering statistic.

Fix the shortest response 0;, and let w; = T;/N with T; < T; for all i # j. Define the
leave-one-response-out mean by

(=) _ L .
U E 7i. (11)
“ O EN-T

The global mean then satisfies the exact decomposition
wpl? = ul + (7 - 7). (12)

It follows that the contribution of o; to the centering term is linear in w;. In the limit w; — 0,
the mean y, converges to the leave -one-out mean ygk 7 induced by the remaining responses

Hee = w]'?j + (1 -
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By the law of total variance, the inter-sample variance admits the decomposition

2 2 2
o = wisi + Zwisi +w;j (7 — pey) g Y w7 — yck : (13)
i#] i#]
within-response variance between-response variance

Let ((7( )) denote the variance computed from the remaining G-1 responses:

Ck

s —iN2

U’Ck ;N T '—i-ZN_’T.(r,'—ygk])). (14)
j i#] /

Applying the variance formula for a two-component mixture, we can derive:

(72 = w;js; —i—Zws +w yck +Zwl 7 — yck

(15)
= wjs; +(1*w] ot V= Ywi (i = ) 4wy (7= o) + L wi (i — o)
i#] i#]
For item Y; ; w; (F; — yck)z we can derive:
Zwi(’_’i—ﬂck =) wi(F— —|—],t( » yck)z
i#] i#]
= sz i ]"Ck + 2 — Hey sz i .uck JF Zwl .uck D Vck)z
i#] i#] 1#]
=) wil# Vck Tt 2( Vck = pee) (L wifi — szﬂck + 2 wi( Vck 2 #Ck)z
i#] i#] i#] i#]
(16)

As Y zjwit; = (1— wj)llr(:,: = ﬂck Zz;&] wj,

= 2 —j 2
we have: Y w; (Fi — e, )" = Yizj w; (7 — yﬁk ])) + (1 —w;) (yEk n_ pe,) ™
Substituting back into equation (15), we obtain:

i ~ _i\2
U—czk = w'Sz‘ +(1—- wj)(o'c(k j))z - Zi;éjwi (7i - ng ])) +w; (1‘] .uCk + Zz#]wl i .ufk)

— w5+ (1 w)) (0 )2 4wy (7 — ) + (1= w0) (47 = i) W
:w]-s]--i-(l—wj)(tfc(k )) +w(1— )(7]._112;1’))2.

Hence the contribution of o; to the scaling term is likewise controlled by its length weight w;.
. ) (=) 2 . . e .
As wj — 0, one obtains g, — (0c, )", so both normalization statistics are asymptotically

determined by the other responses.

Since p¢, — ygk ) and Oe, — (T(Sk D

level advantage for response 0 is

as w; — 0 (assuming U’C(]: ) > 0), the normalized token-

(1) (i) (=)
lim AGY) = lim fa Fa _Ta " Ha (18)
w;—0 w;—0 Ocy U.C(k_])

Hence, the token-level advantages of the shorter response are normalized by statistics
induced by the remaining responses. The centering and scaling of o; are asymptotically
governed primarily by external group statistics rather than by statistics specific to o; itself.
This is the source of length bias in inter-sample token group normalization.

By contrast, Intra-Sample Token Group Normalization (Section 4.2.2) computes yg and
or within each response independently. The associated normalization statistics therefore
depend only on its own token-level rewards, eliminating the length-bias effect inherent in
inter-sample group normalization.
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F Additional Analysis

FE1 Computational Overhead Analysis

To quantify the additional training cost introduced by the Token-Level Relevance Discrimi-
nator, We report the GPU hour breakdown across different phases during the 500-step RTT
training of Qwen3-4B-Instruct on NVIDIA H20-96GB GPUs. As shown in Table 11, rollout
generation dominates the computational budget at 76.8%, while the forward pass of the
discriminator requires only 117.9 GPU hours (7.8% of the total), introducing 8.5% additional
overhead relative to the RL baseline (i.e., the same pipeline without the discriminator). This
low overhead stems from the forward-only nature of the discriminator, which requires
neither gradient computation nor optimizer state storage, and consequently incurs far less
compute and memory than the policy gradient update phase.

Training Phase GPU hours Fraction
Rollout Generation 1,160.7 76.8%
Policy Gradient Update 131.6 8.7%
Others (e.g., Communication) 101.1 6.7%
Discriminator Forward 117.9 7.8%
RTT Total 1,511.3 100%
RL Baseline (w /o Discriminator) 1,393.4 —

Table 11: GPU-hour breakdown for 500-step RL training with Qwen3-4B-Instruct. The first three
rows constitute the shared RL pipeline, while the discriminator forward pass is the additional cost
introduced by RTT.

F2 RTT Performance vs. Local/Global Constraint Composition

A question is whether RTT’s token-level credit assignment becomes less effective when
instructions are dominated by GLOBAL constraints, where all tokens are equally relevant,
versus LOCAL constraints where only specific tokens carry the constraint-relevant signal.

Setup. Following the annotation taxonomy in Appendix C.3, each constraint in the
MulDimIF benchmark is classified as GLOBAL or LOCAL. Among the 4,180 constraints in
MulDimIF’s 1,200 test instances, 1,797 (43.0%) are GLOBAL and 2,383 (57.0%) are LOCAL;
ambiguous cases are conservatively classified as LOCAL.

For each test instance we compute the local ratio r|,.,; = #Local/#total, and partition the
1,200 instances into four groups. For each group we report instruction-level accuracy for the
RL baseline and RTT, averaged over all six model-method pairs (Qwen3-4B / Qwen2.5-7B /
Llama-3.2-3B x AON / CSR), and the gap A = Accrrt — ACCRyL.
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Local Ratio Count RL RTT A

(0%, 25%] 199 832 855 +23
(25%, 50%] 392 604 653 +49
(50%, 75%)| 348 621 643 +23
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Table 12: Instruction-level accuracy (%) on
MulDimlIF by local constraint ratio, averaged

Fi 5: RTT vs. RL baseline instruction-level ac-
over all six model-method pairs. sure Ve ase e MSHeiens eve 4

curacy across local-ratio groups on MulDimIF (av-
eraged over six model-method pairs). RTT yields
positive gains in every group.
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Analysis. As shown in Table 12 and Figure 5, RTT yields positive gains in every group,
ranging from +2.1% to 4+4.9%, with an overall improvement of 43.1% across all 1,200
instances, confirming that token-level credit assignment is effective regardless of the local/-
global composition. The largest gain appears in the (25%, 50%] group (+4.9%): when local
constraints are relatively sparse, each one provides a distinctive, high-contrast token-level
reward signal. Overall, the consistent gains across all local-ratio groups demonstrate the
robustness of RTT’s design.

E3 Training Stability on Llama3.2-3B-Instruct

Figure 6 further analyzes training dynamics on Llama3.2-3B-Instruct through rollout ac-
curacy, entropy, KL loss, and clip fraction. During RL-CSR training, we observe severe
instability: rollout accuracy drops sharply, while entropy, KL loss, and clip fraction rise
rapidly, leading to poorer performance on IFEval and MulDimIF compared to RL-AON in
Table 2. By contrast, RTT-CSR does not exhibit these behaviors and remains stable through-
out training. This contrast is consistent with the reward ambiguity issue discussed in the
Introduction, suggesting that token-level credit assignment in RTT-CSR can mitigate reward
ambiguity and improve training stability.

—— RL-CSR —— RTT-CSR
Rollout Accuracy Entropy KL Loss ClipFrac

0.40 10 0.0030 0.012

035 0.0025 0.010
0.30
0.0020 0.008
3025 6
g 020 0.0015 0.006

0.15 4 0.0010 0.004
0.10 2 0.0005 0.002
0.05

0.0000 0.000

Step Step Step Step

Figure 6: Training stability comparison between RTT-CSR and RL-CSR on Llama3.2-3B-Instruct. We
report rollout accuracy, entropy, KL loss, and clip fraction over training. RL-CSR exhibits severe
instability, while RTT-CSR remains stable across all four metrics.

F4 Token Attribution Case Studies

Table 13 presents representative case studies visualizing the token-level relevance scores
assigned by the discriminator for a given constraint. For a response that satisfies the
constraint, the discriminator assigns high relevance scores to the tokens that constitute the
compliant content. For a response that violates the constraint, high relevance scores are
concentrated around the specific tokens responsible for the violation. This visualization
directly illustrates how RTT localizes the reward signal and resolves the ambiguity inherent
in response-level scoring: two responses with the same CSR score can receive different
token-level gradients, enabling the policy to distinguish which tokens require correction.
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Constraint

Token Attribution

Make sure your response
in all capital letters.

Explanation: Since the constraint applies globally, the discriminator assigns high
relevance to every token in both the satisfying and violating responses. Even when
the violating response switches to lowercase mid-sentence, the dense attribution
reflects that the entire output is implicated in the constraint.

Your response should
start with “My Answer:”

v Ex.1 Starts with "My Answer:" (satisfying)

[y IASWERE Astronomical suffering is a hypothetical or metaphorical concept that
does not correspond to any established scientific or philosophical framework. My
Conclusion: The term "astronomical suffering" is not a valid or meaningful
descriptor within science or philosophy due to its lack of definable criteria.

X Ex.2 Starts with "Answer:" — missing "My" (violating)

Answer: Astronomical suffering is a hypothetical or metaphorical concept that
does not correspond to any established scientific or philosophical framework.
Conclusion: The term "astronomical suffering" is not a valid or meaningful
descriptor within science or philosophy due to its lack of definable criteria.

Explanation: The discriminator concentrates high relevance on the opening
tokens “My” and “Answer:” in the satisfying response. In the violating response,
which begins with “Answer:” (missing “My”), relevance scores collapse across
the entire output, as the pattern match fails from the first token.

Do notinclude word ‘ride’
in your response.

v Ex.1 Forbidden words absent (satisfying)

The rain fell in steady sheets that morning, turning the city into a watercolor
blur of gray and silver. Maya stood at the edge of her apartment balcony, staring
at the street below, where a delivery van idled.

X Ex.2 Contains forbidden word '"ride" (violating)

She brought her bike to the park and let it roll gently down a soft hill. The
wind blew her hair, and the grass waved beneath her. And from that day on, Lila
didn't just |ilid8 & PiKe= she learned to trust herself, one wobble at a time.

Explanation: All tokens receive near-zero relevance in the first response, confirm-
ing the constraint is met. In the violating response, relevance spikes sharply at the
forbidden word “ride” and its neighbors, localizing the violation site.

State that recent global
warming is primarily
caused by human green-
house gas emissions.

v Ex.1 Human emissions cause warming (satisfying)

Global warming has become a severe problem for humanity . REGEnt GUGHaN Wakming
is primarily driven by human activities| , especially the release of lgreenhouse
Gases| [Such &S [canbon dEoXide [fiom Burniig FosSil fusls | These gases trap more

heat in the atmosphere , which raises the Earth average temperature over time .

X Ex.2 Natural changes cause warming (violating)

Global warming has become a severe problem for humanity . REcent GUOBEN Walming
is mainly {the [result of| natural changes in solar rather [than human

activity
[@GEHGRAS| |- When the Sun energy output shifts , the Earth receives more heat ,
which can explain most of the warming trend .

Explanation: The discriminator also captures semantic content. In the satisfying
response, it assigns high relevance to the statement directly expressing the correct
claim. In the violating response, relevance concentrates on the misattributing
statement, so the corresponding tokens can receive negative reward signals.

Table 13: Token attribution visualization for different constraint types. Darker shading indicates
higher discriminator relevance score.
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