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Abstract

Coding agents are increasingly deployed to autonomously maintain soft-
ware, including to resolve user-reported issues: a bug report comes in and
the agent creates a patch to address it. However, in any real-world deploy-
ment, they will encounter stale bug reports about issues that have already
been resolved. Agents should recognize this and abstain from modifying
the code to avoid accumulating technical debt. To systematically evaluate
whether current agents do so, we introduce FIXEDBENCH, a code bench-
mark with 200 human-verified coding tasks in which no code changes are
required, testing five recent models across four agent harnesses. We find
that even state-of-the-art models fail, proposing undesirable changes (ex-
cluding tests and documentation) in 35 to 65% of cases. Explicit instruc-
tions to reproduce the issue before patching partially address this issue
but introduce a new failure mode: when an issue is partially fixed, they
abstain even though a patch would still be needed. More broadly, our re-
sults indicate that LLMs fall prey to an action bias: they choose to act even
if inaction would be appropriate. To break this pattern, inaction needs to
be explicitly framed as a path to success, which highlights an overreliance
on human guidance implicit in current training objectives.

1 Introduction

Coding agents are increasingly deployed for autonomous software maintenance. In pro-
duction settings, teams now routinely delegate issue resolution, code review, security
scanning, and code editing to agents that operate with minimal supervision (Anthropic,
2025; OpenAI, 2025; Google, 2025; Wang et al., 2025), and sometimes under full automa-
tion (Anysphere, Inc., 2026). A typical maintenance workflow involves an agent that re-
ceives a bug report, investigates the issue, writes a patch, and then submits it under full
automation without any human review. As this level of delegation transitions from indi-
vidual tasks to continuous, event-driven pipelines, the quality of agent judgment becomes
critical for long-term software maintenance.

A key aspect of this judgment involves knowing when not to act. In any real codebase,
agents routinely encounter outdated bug reports, issues already fixed in a parallel pull
request, or tickets that reference behavior that has since been patched. Such duplicate
reports can make up to 49% of all bug reports (Cavalcanti et al., 2013). A competent agent
should recognize such situations, confirm that no code change is required, and move on
without introducing technical debt. This ability to abstain from undesirable changes is a
prerequisite for autonomous maintenance, yet it has never been evaluated systematically.

Assessing Model Abstention Rates. This work directly measures whether current cod-
ing agents can recognize when the code is already correct and abstain from making any
meaningful changes. To this end, we introduce FIXEDBENCH, a random subset of 200 SWE-
Bench Verified instances (Jimenez et al., 2024) in which the changes resolving the issue are
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Figure 1: Overview of the main FIXEDBENCH task (RESOLVED): The agent is tasked to
resolve the user issue after it has already been resolved. Any (unnecessary) change to
executable code is counted as failure.

already applied. The expected behavior is simple: submit an empty patch, editing at most
tests and documentation. We evaluate five recent models across five agent harnesses and
conduct thorough ablations to investigate failure modes and remediation strategies.

Models Fail to Abstain. Our results show that even frontier agents and models fall prey
to an action bias, incorrectly applying undesirable changes in 35 − 65% of instances. Man-
ual trace analysis reveals two key factors: (i) models often never attempt to reproduce the
reported bug before patching it, and (ii) even after realizing the issue is already fixed, the
agent often feels compelled to modify the code.

Prompting Bias. System prompts have a strong effect on this failure mode. Specifically,
instructing the agent to edit the codebase exacerbates the problem, for example, almost
halving the abstention rate of GPT-5.4 MINI from 60.5% to 36.5%. In contrast, instructing
it to first reproduce the problem and to abstain if it is already resolved alleviates the is-
sue, for example, increasing the abstention rate for GPT-5.4 MINI to 88.5%. Interestingly,
prompting the model only to reproduce the problem, without explicitly framing absten-
tion as a successful outcome, has no effect or even an adverse effect, for example, reducing
the abstention rate for GPT-5.4 MINI to 47.5%. However, this prompting strategy is brittle:
when the issue is only partially or incorrectly resolved, the same prompt causes models to
over-abstain and, as a result, fail to fix code that genuinely needs repair.

Action Bias. More broadly, our findings point to a gap between how agents are trained
and what autonomous maintenance may require. Current models are trained to act, e.g., ,
to produce patches, rather than to decide whether action is required. This behavior likely
stems from the reinforcement learning post-training procedure of models, which is domi-
nated by tasks that require a change (Badertdinov et al., 2025; Mohamadi et al., 2025; Cam-
bronero et al., 2025). However, we argue that if agents that process thousands of changes
per week systematically fail to recognize when code is already correct, the result is a steady
accumulation of undesirable modifications to the codebase and increased technical debt.

Contributions. The core contributions of our paper are as follows:

• A framework for generating benchmarks evaluating whether coding agents recognize
that code is already correct, applied to SWE-BENCH VERIFIED.

• A thorough evaluation of multiple models and agent harnesses showing that none reli-
ably abstain from making undesirable changes across a range of settings.

• An analysis of prompt-based remediation, showing that a verify-then-abstain prompt
substantially improves abstention rates but introduces a complementary failure mode
of over-abstention in the presence of incorrect prior patches.

• A large-scale trace analysis, identifying that agents feel compelled to edit the code even
after realizing the issue is already resolved, suggesting that training objectives should
reward verification, not just patch generation.

2



Published as a conference paper at COLM 2026

2 Benchmark

In this section, we outline the structure of our benchmark FIXEDBENCH and how we lever-
age it to assess the capabilities of LLMs and coding agents to determine when a given issue
is already resolved versus when it needs further work.

2.1 Notation and Definitions

We first introduce the notation to describe codebases, their test suites, and changes to these
codebases in the form of patches. A codebase R is a set of files f . A patch X is a set of tuples
( f , c) of a file and a changed, inserted, or removed line of content. |X| counts the number
of lines touched by a patch. A patch can be applied to a codebase. We denote a codebase R
after applying patch X as R ◦ X. Several patches can be applied sequentially, i.e. R ◦ X ◦ Y
is the codebase R after applying a first patch X and then a second one Y. A set of tests T
can be used to check the correctness of a given codebase.

A single test s can either pass (P) or fail (F) after we execute it within the context of codebase
R. If an error is thrown during a test’s execution (either due to unexpected failure or explicit
failed assertions), we consider it to have failed. Conversely, if the test executes without
raising an error, we consider it to have passed. We define this process as an execution
function: exec(s, R) ∈ {P, F}.

2.2 Benchmark Overview

Our evaluation is based on human-validated, real-world GitHub issues, in the style of
SWE-Bench (Jimenez et al., 2024). For ease of overview, we briefly outline the construction
process of SWE-BENCH VERIFIED (Chowdhury et al., 2024). The construction consists of
four key steps.

1. Scrape pull requests (PRs) from open-source Python repositories on GitHub.

2. Filter PRs to only include those that were merged, resolved a GitHub issue, and
made changes to at least one test file.

3. Filter PRs to feature at least one test that fails in the pre-PR state R and passes in
the merged state R ◦ X∗, removing PRs that result in installation or runtime errors.

4. Filter instances with underspecified issues and overly restrictive test cases using
manual annotation by human software engineers.

This results in task instances consisting of a GitHub issue I, a pre-patch repository state R,
a golden patch X∗ fixing the issue, and a set of golden reference tests T∗.

2.3 Tasks

We consider three tasks that each represent a stage in software development: NOVEL: re-
solve a novel issue, PARTIAL: resolve an issue that was already partially or incorrectly
addressed, and RESOLVED: process a stale issue that was already resolved.

Concretely, we initialize the coding agent in the following repository states for each task,
given the pre-patch repository state R, a partial patch XP, and the golden patch X∗.

• RNOVEL = R: The standard pre-patch repository state is used. This corresponds to
the setup of standard SWE-Bench-like benchmarks. The golden test suite fails.

• RPARTIAL = R ◦ XP: An incorrect or insufficient patch generated by a weaker agent
is applied to the pre-patch codebase. The golden test suite fails.

• RRESOLVED = R ◦ X∗: In the RESOLVED setting, the golden patch is applied to the
pre-patch codebase. The golden test suite passes.
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2.4 Scenarios

For all tasks, we consider two settings: a best-case scenario (BEST), and a worst-case sce-
nario (WORST):

BEST In the best-case scenario, the Git history is available with the last commit resolving
the issue, and the agent operates in a fully set up execution environment (e.g., environment
variables, packages). There is no friction in running the repository test suite, and there are
clear indications whether the bug is already fixed. The BEST scenario represents a realistic
setting where the agent is part of a deployment pipeline, for example, being automatically
provided with submitted GitHub issues. In §C we also consider a best-case scenario in
which the repository already contains a correct test file for the fixed issue.

WORST In the WORST scenario, the .git folder is removed and the environment is not
set up, i.e., the agent needs to install the required packages on its own if it wants to run
tests. It allows us to assess the agent’s performance under adverse conditions.

2.5 Metrics

In order to successfully maintain code over long horizons, coding agents should produce
patches X̂ that are both minimal and correct. We introduce two metrics to assess this:

Resolution Rate measures whether the produced patch resolves the issue. Concretely, we
apply the patch X̂ to the base repository of the task RX and execute the golden reference
tests T∗. The task resolution metric PASS is 1 exactly when all golden reference tests pass,
i.e., PASS = exec(T∗, RX ◦ X̂) = P. The Resolution Rate is its average across instances.

Abstention measures whether a submitted patch makes no meaningful changes to the
codebase. We ignore changes that modify comments, documentation, or test cases and
provide more detail on our filtering in §A. The metric ABSTENTION is 1 exactly when the
predicted patch (net comments and tests) is empty, i.e., |X̂| = 0. We then compute the
Abstention Rate as its average. Depending on the task, we clarify the desired behavior by
denoting it the Correct (RESOLVED) or Incorrect (PARTIAL, NOVEL) abstention rate.

3 Experimental Evaluation

3.1 Setup

Datasets While our benchmark applies to arbitrary SWE-Bench-like tasks, we construct
FIXEDBENCH from 200 randomly sampled SWE-BENCH VERIFIED (Chowdhury et al.,
2024) instances. Unless noted, we evaluate the RESOLVED setting, automatically commit-
ting the golden PR patch so that the reported issue is resolved.

Metrics We report the Resolution Rate, the percentage of correctly resolved issues, and
the Abstention Rate, the percentage of patches without undesirable edits, as defined in §2.5.
Error bars show 95% confidence intervals; statistical tests use McNemar’s test on the Ab-
stention Rate.

Agent Instructions We prompt the agent with four different instructions:

1. ISSUE: The instance description alone, serving as the default baseline.

2. EDIT: An explicit instruction to edit the codebase, reinforcing the action bias.

3. REPRODUCE: First, reproduce the issue and then address it.

4. ABSTAIN OR FIX: First, reproduce the issue, and then either address the issue or
abstain if there is nothing to fix.
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Table 1: The abstention rate (Abs.) and SWE-bench resolution rate (Res.) across tasks,
scenarios, and prompts for selected models. The accuracy columns use the same raw SWE-
bench accuracy for the corresponding prompt. All values are means ± 95% binomial CIs.

Task Scenario Prompt SONNET-4.6 GPT-5.4 MINI

Abs. [%] Res. [%] Abs. [%] Res. [%]

RESOLVED

BEST

ISSUE 65.0±6.6 72.0±6.2 60.5±6.8 60.8±6.8

EDIT 56.5±6.9 70.0±6.4 36.5±6.7 69.0±6.4

REPRODUCE 65.5±6.6 71.5±6.3 47.5±6.9 67.5±6.5

ABSTAIN OR FIX 80.5±5.5 72.5±6.2 88.5±4.4 65.5±6.6

WORST

ISSUE 50.0±7.0 72.0±6.2 52.5±6.9 60.8±6.8

EDIT 42.5±7.3 70.0±6.4 30.5±6.4 69.0±6.4

REPRODUCE 45.5±7.2 71.5±6.3 47.0±7.2 67.5±6.5

ABSTAIN OR FIX 72.9±6.2 72.5±6.2 85.0±4.9 65.5±6.6

PARTIAL BEST
ISSUE 70.7±7.3 8.7±4.5 77.3±6.7 5.3±3.6

ABSTAIN OR FIX 81.3±6.2 6.0±3.8 93.6±4.3 2.9±2.8

For the exact prompt templates, see §E.

Models For our main results, we use 4 closed
models and 1 open-source model, SONNET-4.6,
GPT-5.3 CODEX (with xhigh thinking), GPT-5.4
MINI (with xhigh thinking), GEMINI-3 PRO, and
QWEN3.5-122B, with their corresponding agen-
tic harnesses (i.e., Claude-code for SONNET-4.6,
Codex for GPT-5.4 MINI and GPT-5.3 CODEX,
Gemini-CLI for GEMINI-3 PRO, and Qwen-Code
for QWEN3.5-122B). We also use the SORCAR
harness with GPT-5.3 CODEX to evaluate open-
source agentic frameworks. For our ablations
(e.g., system prompt, scenario, and PARTIAL), we
use SONNET-4.6 and GPT-5.4 MINI only for cost
reasons. We defer details to §B.

Sonnet 4.6
Claude GPT-5.3

Codex
GPT-5.4 Mini

Codex
Gemini 3 Pro

Gemini Qwen 3.5
Qwen GPT-5.3

SORCAR
0

20

40

60

80

100
Correct Abstention Rate [%] 

Figure 2: Correct abstention by
model on RESOLVED under ISSUE.

3.2 Main Results

Agents Fall Victim to Action Bias Even under
favorable conditions, i.e., with access to the full
git history, a working execution environment, and
the ISSUE prompt, coding agents struggle to rec-
ognize when code is already correct. Across mod-
els and harnesses, agents apply unnecessary ed-
its to already-fixed code in 35 to 65% of cases (see
Figure 2 and Table 1). Even the best-performing
models SONNET-4.6, GPT-5.4 MINI and GPT-5.3
CODEX do not achieve correct abstention rates
above 67%, meaning that at least one in three stale
issue reports results in spurious edits to working
code.

0 20 40 60 80 100
Task Resolution Rate [%] 
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40
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80

100
Correct Abstention Rate [%] 

Edit
Issue
Reproduce
Abstain or Fix
Sonnet 4.6
GPT-5.4 Mini

Figure 3: Correct abstention versus
SWE-Bench resolution.

5



Published as a conference paper at COLM 2026

Better Instructions Help We compare four prompts and find strong effects on this failure
mode (Figure 3 and Table 1).

Explicitly instructing the agent to edit the codebase to fix the issue (EDIT) significantly
exacerbates the action bias, reducing the (correct) abstention rate to 56.5% and 36.5% for
SONNET-4.6 and GPT-5.4 MINI, respectively, down from 65.0% and 60.5%. In contrast,
prompting the agents to first verify the issue is still present and abstain if it is not (ABSTAIN
OR FIX) improves correct-abstention rates significantly to 80.5% and 88.5%, an uplift of 15.5
(p = 9.5 × 10−3) and 28.0 (p = 2.3 × 10−8) percentage points over their respective ISSUE
baselines. The SORCAR run with GPT-5.3 CODEX shows a similar improvement, from
57.6%±6.9% under ISSUE to 83.5%±5.1% under ABSTAIN OR FIX (Table 3).

Interestingly, prompting for reproduction without the explicit option to abstain is insuffi-
cient. The REPRODUCE variant yields only a negligible change for SONNET-4.6 (65.0% →
65.5%, p = 1.0) and even a notable degradation for GPT-5.4 MINI (60.5% → 47.5%,
p = 6.5 × 10−5), suggesting that reproduction steps alone do not help agents decide to
hold back. Framing abstention as a successful outcome is what drives the improvement.

Importantly, these prompts do not compromise the agents’ ability to resolve genuine bugs.
Across all four variants, SWE-Bench Verified resolution rates for both models remain
within each other’s confidence intervals, even improving performance in some cases (Fig-
ure 3).

Harness System Prompts Do Not Explain Action Bias We manually inspect the sys-
tem prompts of all evaluated harnesses and find that they mostly describe the available
tools, without encouraging unnecessary edits. As a direct comparison, we run GPT-
5.3 CODEX with both Codex and the open-source SORCAR harness. Under the ISSUE

prompt, its correct-abstention rate is lower with SORCAR than with Codex (57.6%±6.9% vs.
68.0%±6.5%), even though the SORCAR system prompt explicitly states: “Be precise, avoid
unnecessary work, and finish only when the task is complete.” The action bias therefore
cannot be explained by harness prompts alone.

Unnecessary Edits Are Rarely Benign To assess whether our abstention metric over-
penalizes benign improvements, we evaluate the unnecessary modifications in the BEST
scenario functionally and qualitatively. Functionally, 12 of 599 modified patches (2.0%)
cause golden tests to fail, with per-condition failure rates between 0% and 5.1% (Table 4).
Qualitatively, we use GPT-5.4 with access to the full repository as an agent-as-a-judge to
assess whether each patch is useful or harmful and to classify its maintenance purpose.
Across all evaluated settings, fewer than half of the patches are useful (11.8–42.9%), while
47.9–78.3% are harmful. We defer additional details and results to §C.1.

No Env.
No Git History

With Env.
Git History

40

60

80

100
Correct Abstention Rate [%]

Abstain or Fix
Issue

Sonnet 4.6
GPT-5.4 Mini

Figure 4: Correct abstention by prompt
and scenario.

Adverse conditions. So far we have consid-
ered a best-case scenario, where agents had ac-
cess to the git history, with the most recent com-
mit addressing the issue at hand, and an al-
ready set up environment. We now evaluate
the effect of removing both the git history and
the environment, visualizing results in Figure 4
with details in Table 1. We observe that with-
out an easy way to confirm task resolution, the
correct abstention rate decreases from 65.0% to
50.0% and from 60.5% to 52.5% for SONNET-
4.6 and GPT-5.4 MINI, respectively. As in the
BEST scenario, prompting only for reproduc-
tion is insufficient, yielding correct-abstention
rates of 45.5% and 47.0% for SONNET-4.6 and
GPT-5.4 MINI, respectively. However, the AB-
STAIN OR FIX prompt remains effective, im-
proving the non-edit rate from 50.0% to 72.9%
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(p = 1.1 × 10−8) and from 52.5% to 85.0% (p = 5.5 × 10−25) for SONNET-4.6 and GPT-5.4
MINI, respectively. This almost matches the abstention rate in the BEST scenario, indicating
that agents are capable of performing the necessary verification even under unfavorable
conditions, provided they are explicitly instructed to do so.

0 10 20 30
Task Resolution Rate [%] 

60

70

80

90

100
Incorrect Abstention Rate [%] 

Issue
Abstain or Fix
Sonnet 4.6
GPT-5.4 Mini

Figure 5: Incorrect abstention (higher
is worse) versus resolution on PARTIAL,
where the agent should fix a partial
patch rather than abstain.

The Problem with Instruction Changes.
While our ABSTAIN OR FIX instruction reduces
unnecessary edits on already-fixed code with-
out reducing the success rate on unmodified
code, it introduces a symmetric failure mode:
over-abstention on incorrect code that gen-
uinely requires fixing. We measure this with
the PARTIAL task on 150 instances where an
incorrect patch (generated with GPT-5 NANO)
is applied and the agent should modify the
codebase (see Figure 5 with details in Table 1).
We report the incorrect abstention rate, the frac-
tion of instances where the agent incorrectly
makes no changes, as our primary metric.
Higher values indicate worse performance on
this task.

Under the baseline ISSUE prompt, agents al-
ready exhibit a troubling degree of incorrect abstention: SONNET-4.6 and GPT-5.4 MINI

only make any meaningful edit in 29.3%±7.3% and 23.7%±6.7% of cases, resolving the issue
only in 8.7%±4.5% and 5.3%±3.6% of cases, respectively. This shows a concerning lack of
ability to differentiate working from broken code, as resolution rates on the unmodified
versions of the same subset of instances are much higher at 27.3%±7.9% and 24.4%±6.4%,
respectively. Critically, the ABSTAIN OR FIX prompt, which most effectively suppresses
unnecessary edits on fixed code, increases this incorrect abstention rate even further such
that edits are only made in 18.7%±6.2% and 6.4%±4.3% of cases for SONNET-4.6 and GPT-5.4
MINI.

Prompt engineering thus trades one failure mode for another: it can suppress action bias
on fixed code at the cost of inducing passivity on broken code.

High Low Medium Extra High
0

20

40

60

80

100
Correct Abstention Rate [%] 

Figure 6: Abstention rate of GPT-
5.4 MINI across thinking efforts.

The (Lacking) Effect of Reasoning Effort. To in-
vestigate whether more reasoning helps agents
avoid unnecessary edits, we vary the thinking ef-
fort of GPT-5.4 MINI across four levels under the IS-
SUE prompt, finding no significant effect (Figure 6).
While correct-abstention rates increase from 61.5%
to 63.3%, 64.3%, and 65.8% for Low, Medium, High,
and Extra High effort, respectively, this change
(Spearman rank correlation of r = 1.0 at p = 0.083)
is notably smaller than the confidence intervals of
∼ ±7.0% and the uplift resulting from a change of
prompt. This suggests that action bias is not a failure
of deliberation that more compute can overcome,
but rather a failure of task framing: agents need to
be told that abstaining is a valid outcome and not
just told to think harder. This also suggests that they
have not been trained to discern cases where the instructions (here fixing a non-existent
bug) are wrong.

3.3 Case Studies

In this subsection, we analyze the traces of SONNET-4.6 across various settings.
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0% 25% 50% 75% 100%

Check Git History
Realizes Bug Already Fixed

Reproduced in Historic Codebase
Reproduced Before Edit

Reproduced After Edit

Add Defense in Depth
Add Test

Unrelated Fix
No-Op Edit

Backtracks on Fix

Check for Fixes

Reproduction

Codebase Edits

Issue: Unnecessary Edit Issue: Abstained

Figure 7: Comparison between traces leading to abstention vs. unnecessary edits in the
best-case scenario. Green solid lines indicate higher frequency in the successful group; red
dashed lines the reverse.
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Reproduction

Codebase Edits

Issue Abstain or Fix

Figure 8: Comparison between the ISSUE
and the ABSTAIN OR FIX prompt. Green
solid lines indicate behaviors more frequent
in the ABSTAIN OR FIX group; red dashed
lines indicate the reverse.
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Check Git History
Realizes Bug Already Fixed

Reproduced in Historic Codebase
Reproduced Before Edit

Reproduced After Edit

Add Defense in Depth
Add Test

Unrelated Fix
No-Op Edit

Backtracks on Fix

Check for Fixes

Reproduction

Codebase Edits

Reproduce Abstain or Fix

Figure 9: Comparison between the REPRO-
DUCE and the ABSTAIN OR FIX prompt.
Green solid lines indicate behaviors more
frequent in the ABSTAIN OR FIX group; red
dashed lines indicate the reverse.

Experimental Design Manual inspection of 50 traces yields 10 non-exclusive categories
of agent behavior (e.g., checking Git history or implementing a fix), detailed in §D. We use
GPT-5.4 to assign them from tool calls and outputs, excluding thinking traces because they
misled the judge in manual review. Against human annotations, the judge achieves 80.5%
precision and 75.0% recall (§C).

Why Agents (Don’t) Abstain We examine what separates traces leading to correct ab-
stention from those leading to unnecessary edits under the ISSUE prompt in the BEST sce-
nario in Figure 7. We observe the two strongest predictors of correct abstention to be check-
ing the git history (63.8% vs. 31.4%) and attempting to reproduce the issue before making
any edits (49.2% vs. 30.0%): agents that pause to gather evidence are far more likely to
recognize that the code is already correct (90.8 % vs 25.7%).

Interestingly, agents that correctly abstained more frequently added a test (69.2% vs. 41.4%),
suggesting that they channel their action bias into verification rather than modification.
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In contrast, unsuccessful traces are overwhelmingly characterized by agents modifying
code unrelated to the issue they were supposed to resolve (87.1%) or applying changes
that do not meaningfully change behavior (47.1%).

Why Prompting Helps Visualizing the behavioral differences between the ISSUE, REPRO-
DUCE, and ABSTAIN OR FIX prompts in Figures 8 and 9, we observe the most significant
difference to be whether the agent attempts to reproduce the issue before making any edits
(81.5% (ABSTAIN OR FIX) and 70.0% (REPRODUCE) vs 42.5% ISSUE), leading the agent to
realize the issue is already fixed far more frequently (81.0% and 79.5% vs 68.0%). However,
realizing a bug is fixed alone does not prevent the agent from making undesirable edits,
e.g., ABSTAIN OR FIX and REPRODUCE realize this at almost the same rate of 81.0% and
79.5%, respectively, while the correct abstention rate varies significantly (80.5% vs 65.5%).
Instead, the framing of abstention as successful task resolution drives a significant reduc-
tion in all forms of edits, both targeted fixes and broader refactors. This suggests the key
issue is not the agent’s ability to reproduce an issue and, as a result, realize it is already
resolved, but what it believes its success criteria are.

Conditioning directly on whether the trace judge observes an explicit acknowledgment
further supports this distinction (Table 6). Across all settings, acknowledging that the is-
sue is fixed reduces the rate of meaningful edits to 6.8–29.0%, compared with 57.1–87.8%
without acknowledgment. Agents nevertheless make some edit after acknowledgment in
25.9–95.3% of cases, predominantly modifying tests, comments, or other content ignored
by our abstention metric. Action bias therefore arises both from failures to recognize the
repository state and, to a lesser extent, from continuing to act after recognizing it correctly.

Directly Asking Whether to Act To separate the
urge to act from the model ability to recognize
when acting is needed, we ask GPT-5.4 MINI to
classify whether each task is already solved. It
identifies most RESOLVED tasks but labels almost
every PARTIAL task solved (Table 2). This means
that an explicit inaction option does not reliably
solve the issue: in cases where acting is needed, it
would prevent the model from doing so.

Table 2: Percentage of tasks classified
as already solved by GPT-5.4 MINI.

Task Scenario Solved [%]

RESOLVED BEST 83.8%±5.9% ↑
RESOLVED WORST 77.0%±6.5% ↑
PARTIAL BEST 98.7%±3.4% ↓

4 Related Work

Our work connects several active research areas: software engineering benchmarks, LLM-
based coding agents, and LLM topics like sycophancy and hallucinations.

Code generation benchmarks Early code generation benchmarks such as Hu-
manEval (Chen et al., 2021) and MBPP (Odena et al., 2021) focus on isolated function syn-
thesis. SWE-BENCH VERIFIED (Jimenez et al., 2024) moved to software engineering tasks
that edit an existing codebase, drawing tasks from real GitHub issues and pull requests.
More recent benchmarks (Badertdinov et al., 2025; Vergopoulos et al., 2025; Gloaguen et al.,
2026) create tasks from more diverse, niche repositories where data contamination is less
likely. Our work directly builds on SWE-BENCH VERIFIED, but inverts the standard eval-
uation setup: rather than presenting a codebase with an unresolved bug, we present one
where a fix is already applied and measure whether agents recognize that the fix is correct
and abstain.

Code generation benchmarks are sensitive to language and repository distribution, con-
tamination, and test adequacy. Riddell et al. (2024) found substantial overlap between Hu-
manEval/MBPP and open pretraining corpora. Temporally-aware benchmarks address
these concerns: LiveCodeBench (Jain et al., 2024) collects post-training-cutoff problems,
while SWE-rebench (Badertdinov et al., 2025) reports a nearly 20 percentage point gap
between SWE-BENCH VERIFIED and temporally-filtered tasks. Our Python-only setup
sidesteps contamination: even memorizing the correct patch should lead to no patch, be-
cause it is already applied.

9
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Automated program repair and test quality Bug-fixing software engineering tasks were
previously known in the literature as automated program repair (APR) (Zhang et al., 2023;
Jiang et al., 2026), and were often defined as fixing buggy code given a failing test suite.
However, even outside of LLM-based approaches, a central concern in APR is patch overfit-
ting, i.e. generating patches that pass the tests but are semantically incorrect. Wang et al.
(2021) found that most APR-generated patches overfit on some benchmarks, and Mündler
et al. (2024) showed that agent-generated fail-to-pass tests can substantially increase patch
precision by serving as effective filters. SWE-bench+ (Aleithan et al., 2024) revealed a re-
lated issue: many SWE-bench instances were incorrectly marked passing due to weak test
cases. Our benchmark requires LLMs to perform reasoning on whether a repair is correct
and sufficient, a task strongly related to validating program repairs.

Abstention and sycophancy Sharma et al. (2023) demonstrated that RLHF-trained as-
sistants systematically exhibit sycophantic behavior, preferring responses that match user
beliefs over truthful ones. Code agents exhibit what might be termed task-level sycophancy:
they comply with the implicit premise of the bug report rather than questioning whether
that premise holds in the codebase. The abstention literature provides frameworks (Feng
et al., 2024) for deciding whether to act based on the knowledge ingested by the model.
As part of such a broad benchmark, Kirichenko et al. (2025) found that strategic prompt-
ing can enhance abstention ability, but model reasoning does not improve abstention rates.
These broader benchmarks mirror our findings, but we quantify these effects in the context
of code reasoning and bug-fixing tasks.

5 Limitations and Future Work

We highlight three limitations of our work that present opportunities for future work: First,
our evaluation focuses on Python code from popular repositories. Future work may in-
vestigate repositories of different popularity (Gloaguen et al., 2026) and languages (Yang
et al., 2025). Second, our benchmark does not capture the complexity of necessary patches.
Third, it remains open how to address the action bias failure mode without exacerbating
the over-abstention failure mode in the presence of partial fixes.

6 Conclusion

We introduced FIXEDBENCH, a benchmark measuring whether coding agents recognize
when an issue is already resolved and does not require any edits. Across recent models and
agent harnesses, we find this capability to be lacking: even strong agents frequently modify
already-correct code, revealing an action bias that is a critical failure mode in autonomous
software maintenance, yet not captured by current coding benchmarks. While we find
that agent instructions that explicitly highlight the possibility to abstain can mitigate this
failure mode, this comes at the cost of over-abstention on partially fixed code that still
requires repair.

More generally, we argue that current agents are overreliant on the exact task framing
and do not apply “common sense” by default, a gap that is critical for higher-autonomy
applications. We hope that FIXEDBENCH raises awareness of this issue and helps shift
evaluation and training toward this more realistic setting.
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Reproducibility Statement

To ensure reproducibility of our results, we detail all our hyperparameters and additional
configuration details in §B and §3.1. We will release the code used to conduct the presented
experiments. In the code, we pin requirements and evaluated LLM versions and coding
agent harnesses. We report all used prompts in §E. To ensure replicability, we focus on
significant results and report all outcomes with a confidence interval at 95%.
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Figure 10: Overview of the PARTIAL task and its construction: During construction, an
agent is tasked with attempting to solve the issue, resulting in a patch that does not pass
the golden test suite. During evaluation, an agent is tasked with resolving the user issue
after the incorrect patch has been applied. If the model does not recognize the shortcoming
of this patch, it counts as failure.

A Additional Method Details

Constructing PARTIAL We provide a visualization of the process to construct the PAR-
TIAL task for our benchmark in Figure 10. Given the base repository state R and the user
issue I, we task a weak model (GPT-5 NANO) to produce a patch for this issue. We then
filter out instances in which the produced patch X̂ passes the repository test suite. In the
PARTIAL task setting, we then apply X̂ to the repository state R before initializing the agent.

Non-Meaningful Changes When assessing emptiness of patches, we explicitly filter out
any changes to non-code and tests. This allows coding agents to modify function docu-
mentation or add and remove comments in code without being penalized, e.g., to remark
that a certain issue has been resolved, or to add test cases validating the issue resolution.

Concretely, we preprocess each patch to filter out any patch lines where the modified file
f does not have a code suffix (e.g., .py, .c) or the path contains a test marker (e.g., test_).
Further, we remove all modified code lines c starting with a comment marker (e.g., #, //)
or that we determine to be inside multi-line docstrings.

B Additional Experimental Details

Models and Harness As explained in §3.1, we use 4 closed models, SONNET-4.6, GPT-
5.3 CODEX (with xhigh thinking), GPT-5.4 MINI (with xhigh thinking), GEMINI-3 PRO,
and 1 open-source model, QWEN3.5-122B, with their corresponding agentic harnesses (i.e.,
Claude-code for SONNET-4.6, Codex for GPT-5.4 MINI and GPT-5.3 CODEX, Gemini-CLI
for GEMINI-3 PRO, and Qwen-Code for QWEN3.5-122B). We additionally evaluate GPT-
5.3 CODEX with the open-source SORCAR harness. In particular, we use the Anthropic
API for SONNET-4.6 with Claude Code 2.1.81, the OpenAI API for GPT-5.3 CODEX and
GPT-5.4 MINI with Codex 0.116.0, the Gemini API for GEMINI-3 PRO with Gemini-CLI
0.34.0, and OpenRouter for QWEN3.5-122B with Qwen-Code 0.12.6.
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Table 3: Complete GPT-5.3 CODEX results used to compare the Codex and SORCAR har-
nesses in the RESOLVED task under the BEST scenario.

Harness Prompt n Correct Abstention [%]

Codex ISSUE 200 68.0±6.5

SORCAR ISSUE 198 57.6±6.9

SORCAR ABSTAIN OR FIX 200 83.5±5.1

C Extended Evaluation

Sonnet 4.6 GPT-5.4 Mini
50

60

70

80
Correct Abstention Rate [%]

With Test
Without Test

Figure 11: Effect of adding an already-
existing correct test in the BEST sce-
nario under the ISSUE prompt.

Effects of Already Existing Correct Test Files
We additionally consider a BEST scenario in
which the repository already contains a correct
test file for the fixed issue. This provides the
agent with an even more direct verification sig-
nal: running the issue-specific test should indi-
cate that the reported bug is already resolved.
As shown in Figure 11, this does improve per-
formance under the ISSUE prompt, increasing the
correct-abstention rate from 65.0% to 72.7% for
SONNET-4.6 and from 60.5% to 70.0% for GPT-
5.4 MINI. However, the effect is not sufficient
to solve the failure mode: even when a test for
the already-fixed issue is present, both agents still
fall substantially short of 100% correct abstention
and continue to make unnecessary edits in a large
fraction of cases.

C.1 Effect of Unnecessary Edits

Functional Effect of Unnecessary Edits For each agent that makes a meaningful code
modification in the BEST scenario, we apply its patch and run the golden test suite. The
conditional failure rates are shown in Table 4.

Table 4: Golden-test failures after unnecessary meaningful code modifications in the RE-
SOLVED task under the BEST scenario. The denominator is the number of modified patches.

Prompt SONNET-4.6 GPT-5.4 MINI

ISSUE 3/70 (4.29%) 0/79 (0.00%)
EDIT 0/87 (0.00%) 2/127 (1.57%)
REPRODUCE 3/69 (4.35%) 2/105 (1.90%)
ABSTAIN OR FIX 2/39 (5.13%) 0/23 (0.00%)

Patch-Quality Evaluation We use GPT-5.4 with high reasoning effort as an agent-as-a-
judge to evaluate the unnecessary patches along three axes: whether they are useful for
the reported task, whether they are harmful, and which maintenance categories apply.
The judge has access to the full repository and the generated patch. As shown in Table 5,
the dominant category is corrective maintenance, indicating that agents generally attempt
another fix for the already-resolved issue rather than performing unrelated improvements.
The maintenance categories are non-exclusive.
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Table 5: Agent-as-a-judge evaluation of unnecessary patches on the RESOLVED task. Useful
and Harmful are independent judgments. Maintenance categories are Adaptive (Adap.),
Additive (Add.), Corrective (Corr.), Perfective (Perf.), and Preventive (Prev.). All values
except n are percentages.

Scenario Prompt Model n Useful Harmful Adap. Add. Corr. Perf. Prev.

BEST

ISSUE
SONNET-4.6 71 39.4 47.9 1.4 2.8 71.8 15.5 8.5
GPT-5.4 MINI 77 32.5 58.4 0.0 3.9 72.7 16.9 6.5

REPRODUCE
SONNET-4.6 70 25.7 60.0 0.0 5.7 75.7 10.0 8.6
GPT-5.4 MINI 17 11.8 70.6 0.0 0.0 64.7 17.6 17.6

ABSTAIN OR FIX
SONNET-4.6 39 35.9 48.7 0.0 0.0 87.2 12.8 0.0
GPT-5.4 MINI 23 30.4 78.3 0.0 0.0 91.3 8.7 0.0

WORST

ISSUE
SONNET-4.6 97 25.8 53.6 3.1 3.1 73.2 11.3 9.3
GPT-5.4 MINI 95 27.4 57.9 0.0 2.1 71.6 17.9 8.4

REPRODUCE
SONNET-4.6 16 25.0 56.2 25.0 12.5 56.2 0.0 6.2
GPT-5.4 MINI 106 23.6 59.4 0.0 0.9 72.6 18.9 7.5

ABSTAIN OR FIX
SONNET-4.6 53 26.4 58.5 13.2 5.7 71.7 3.8 5.7
GPT-5.4 MINI 28 42.9 60.7 3.6 0.0 78.6 14.3 3.6

We use the following prompt for the patch-quality judge:

Patch-quality judge

1 A developer was given the task {task} in the current state of the repo (where
the task had allegedly already been solved). They nonetheless wrote the
patch ./patch.diff.

2

3 Your goal is to assess the patch along three axes:
4 1. Whether it is useful with respect to the task. It could be that the task

was not fully solved, or that the patch improves the solution in some
way.

5 2. Which maintenance categories apply.
6 3. Whether the patch is harmful in any way (e.g., it breaks something that

was working before, is unnecessarily complex, degrades performance,
creates vulnerabilities, or makes the code harder to maintain).

7

8 Allowed categories:
9 - Corrective: Fix existing faults.

10 - Adaptive: Adjust to a changed environment.
11 - Perfective: Improve usefulness, performance, or maintainability.
12 - Preventive: Reduce future risk or cost.
13 - Additive: Add a new capability.
14

15 Write your decision in EXPLANATION.json at the root of the repo with exactly
four fields:

16 - "reasoning": why you made this judgment.
17 - "categories": a JSON array containing one or more allowed categories.
18 - "is_useful": a boolean.
19 - "is_harmful": a boolean.

Acknowledgment and Subsequent Edits We cross-tabulate the trace judge’s Realizes Bug
Already Fixed label with patch statistics. Table 6 reports the rate of any edit and of mean-
ingful edits after filtering tests, comments, and non-code files as described in §A.
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Table 6: Editing behavior conditional on whether SONNET-4.6 explicitly acknowledges that
the issue is already fixed. All rates are conditional on the corresponding acknowledgment
group.

Acknowledges Fixed Does Not Acknowledge Fixed

Scenario Prompt n Any Edit [%] Meaningful Edit [%] n Any Edit [%] Meaningful Edit [%]

BEST ISSUE 136 77.9 13.2 64 93.8 81.2
BEST REPRODUCE 159 81.8 20.8 41 97.6 87.8
BEST ABSTAIN OR FIX 162 25.9 6.8 38 78.9 73.7
WORST ISSUE 107 95.3 29.0 93 83.9 71.0
WORST ABSTAIN OR FIX 151 33.1 17.9 49 61.2 57.1

Behavioral Differences Across Scenarios Figures 12 and 13 compare agent behavior be-
tween the BEST and WORST scenarios for the ISSUE and ABSTAIN OR FIX prompts, respec-
tively. Under ABSTAIN OR FIX, the scenario has little effect on agent behavior: among traces
that correctly abstained, the rate of git history checks remains stable (63.4% vs. 60.7%), and
the rate of reproducing the issue before editing barely changes (81.4% vs. 82.8%). The AB-
STAIN OR FIX prompt therefore elicits the same verification strategy regardless of whether
git history and the environment are set up. In contrast, under the baseline ISSUE prompt,
removing git history and not setting up the environment has a much more pronounced
effect: agents check the git history and attempt to reproduce the issue before editing sub-
stantially less often. This suggests that under the ISSUE prompt, agents rely heavily on
the availability of explicit signals (git history, passing tests) to recognize that the code is
already correct, and when those signals are stripped away, the verification behaviors that
drive correct abstention largely disappear.

Evaluation of Trace Analysis Judge The trace analysis in §3 uses GPT-5.4 as a multi-
label judge over tool calls and tool outputs only, with the category definitions in §D. To
validate this setup, we compare the judge against manual annotations on 50 SONNET-4.6
traces from the BEST scenario under the EDIT prompt and show the results in Figure 14. The
overall patterns are similar, and pooling decisions across these categories gives a precision
of 80.5%, a recall of 75.0%, and an F1 score of 77.6% for the judge relative to the human
annotations. The largest disagreements come from the No-Op Edit category (i.e., , assessing
whether the proposed fix is useless), which the judge assigns more often than humans
do. Such categories are indeed harder to classify, as they require some knowledge of the
codebase to determine whether a given fix is useful.

D Behavioral Categories

In this section, we list the category descriptions. We give these descriptions to the judge
exactly.

1. Check Git History: the agent looks at the git history to determine whether a fix
already exists.

2. Realizes Bug Already Fixed: the agent explicitly acknowledges that the reported
bug is already completely fixed.

3. Reproduced in Historic Codebase: the agent checks out or runs prior code to
verify that the bug existed in an earlier version of the codebase.

4. Reproduced Before Edit: the agent reproduces the issue before changing the main
codebase file. Edits to tests or support code do not count against this category, and
if main-code edits are reverted before reproduction, it still counts.

5. Reproduced After Edit: the agent reproduces the issue only after changing the
main codebase.

6. Add Defense in Depth: the agent adds an additional fallback mechanism intended
to catch the described problem.
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Figure 12: Behavioral comparison between
the BEST and WORST scenarios under the
ISSUE prompt, restricted to traces that cor-
rectly abstained from editing.
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Figure 13: Behavioral comparison between
the BEST and WORST scenarios under the
ABSTAIN OR FIX prompt, restricted to
traces that correctly abstained from editing.
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Figure 14: Comparison of per-category classification rates between manual annotations
and the GPT-5.4 judge on the 50 matched SONNET-4.6 traces in the BEST scenario under
the EDIT prompt.

7. Add Test: the agent adds a test case for the issue.
8. Unrelated Fix: the agent proposes and implements a fix to a similar issue rather

than the one described in the problem.
9. No-Op Edit: the agent implements a useless fix, i.e., the functionality of the code

before and after the edit is the same.
10. Backtracks on Fix: the agent backtracks and cancels its changes.
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E Task-Variant Prompt Templates

For all task variants, we instantiate the prompt from a template where {task} is replaced
with the original task description. The ISSUE variant uses the task description verbatim,
while the other variants prepend or append additional instructions as shown below.

Issue

1 {task}

Edit

1 Please edit the codebase to address the following task:
2

3 {task}

Reproduce

1 {task}
2

3 Tackle the task like this:
4 First, reproduce the issue described above.
5 Then fix the issue and verify the reproduction now fails.

Abstain or Fix

1 {task}
2

3 Tackle the task like this:
4 First, reproduce the issue described above.
5 If the issue is not present (anymore), report that and don't make changes.
6 Otherwise fix the issue and verify the reproduction now fails.
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