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Abstract

LLM self-play algorithms are notable in that, in principle, nothing bounds
their learning: a Conjecturer model creates problems for a Solver, and both
improve together. However, in practice, existing LLM self-play methods do
not scale well with large amounts of compute, instead hitting learning plateaus.
We argue this is because over long training runs, the Conjecturer learns to
hack its reward, collapsing to artificially complex problems that do not help
the Solver improve. To overcome this, we introduce Self-Guided Self-Play
(SGS), a self-play algorithm in which the language model itself guides the
Conjecturer away from degeneracy. In SGS, the model takes on three roles:
Solver, Conjecturer, and a Guide that scores synthetic problems by their
relevance to unsolved target problems and how clean and natural they are,
providing supervision against Conjecturer collapse. Our core hypothesis
is that language models can assess whether a subproblem is useful for
achieving a goal. We evaluate the scaling properties of SGS by running
training for significantly longer than prior works and by fitting scaling laws
to cumulative solve rate curves. Applying SGS to formal theorem proving
in Lean4, we find that it surpasses the asymptotic solve rate of our strongest
RL baseline in fewer than 80 rounds of self-play.
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Figure 1: Left: Intuition behind SGS. Bottom, the space of problems solvable over course of
SGS, starting as a small area, expanding past . . . . . . . . . . . . . .asymptotic . . . .RL. . . . . . . . . . . . . . . . .performance, directed towards
unsolved target problems (♦) by synthetic problems (×). Top, the Guide score for synthetic
problems, which is high along the path to unsolved targets, and low for not related and
inelegant problems (see Figure 2). Right: Results of running SGS on D3k (≈ 3000 Lean4
formal math problems) compared to our best performing RL baseline (Section 4.3). At
6.3M generations, SGS applied to the 7B parameter DeepSeek-Prover-V2 model exceeds the
pass@4 of the larger 671B counterpart (DSPv2 671B).

Correspondence to ljbailey@stanford.edu, code available at https://github.com/LukeBailey181/sgs.
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1 Introduction

We would like AI systems that, given enough compute, can solve any problem we give them.
Unfortunately, when a problem is sufficiently difficult, standard reinforcement learning
techniques fail due to sparse or absent reward (Prakash & Buvanesh, 2025; Qu et al., 2026).
Asymmetric self-play offers a solution to the sparse reward problem. In this framework, a
Conjecturer model proposes new learning problems that bridge the gap between the current
Solver capability and the unsolved problems (Sukhbaatar et al., 2017; Florensa et al., 2018).
Over time, the Solver and Conjecturer improve together.

Self-play algorithms are unique in that, in principle, nothing bounds their learning (Silver
et al., 2017). However, existing LLM self-play methods do not sustain learning over long
periods (Yu et al., 2025b; Chae et al., 2025). In general, these methods reward the synthetic
problems only according to the Solver’s pass rate on the problem (Zhao et al.; Huang et al.,
2025; Chen et al., 2025c; Liu et al., 2025; Yang et al., 2026; Jana et al., 2026; Kuba et al., 2025).
Over time the Conjecturer hacks this reward function, collapsing to artificially complex
problems that are not useful for learning (Figure 2) (Dong & Ma, 2025). That is, the quality of
the synthetic problems degrades over the course of training, leading to a learning plateau.

We can quantify this plateauing problem by fixing a set of hard training problems and seeing
how many we can solve with self-play. We strive for an algorithm that, if you run it for
long enough, leads to all the problems being solved. In the pursuit of this ideal, we ask the
question:

Given a fixed set of hard problems, how can we scale self-play
to solve as many as possible?

Towards this end, we propose Self-Guided Self-Play (SGS). SGS is an asymmetric self-play
algorithm in which an LLM takes on three roles, Solver, Conjecturer, and Guide. It has two
mechanisms to stop Conjecturer degradation over the course of training. First, for each
unsolved problem, the Conjecturer is prompted to produce a synthetic problem that is useful
for solving that problem. Secondly, the Guide is used to score each synthetic problem by
how relevant it is to its corresponding unsolved problem, and how clearly it is formulated.
Crucially, a synthetic problem that is superficially related to a target but is messy, overly
complex, or inelegant, is downweighted by the Guide. The Solver is rewarded for every
problem it solves, while the Conjecturer is rewarded for producing problems that the Solver
can make progress on and that the Guide judges to be high quality. Our core hypothesis is
that language models can assess whether a subproblem is useful for achieving a goal, and
thus guide the learning process towards that end.

To evaluate the scaling dynamics of SGS, we take two complementary approaches. First, we
run training for much longer than prior works: our main experiment produces over 6 billion
tokens during the self-play procedure, epoching the target data over 230 times (Zhao et al.;
Huang et al., 2025; Chen et al., 2025c). Second, we fit scaling laws to the cumulative solve
rate over training, allowing us to extrapolate long-run behavior and compare the asymptotic
solve rates of different methods (Khatri et al., 2025; Ruan et al., 2024).

We use this evaluation method to analyze the long-running dynamics of SGS applied to
formal theorem proving in Lean4, where the goal is to generate formally verified proofs of
mathematical statements (De Moura et al., 2015; Moura & Ullrich, 2021). In this setting,
the target problems are Lean theorems, and solutions are proofs that can be automatically
checked by the Lean compiler. We provide a summary of our contributions below:

• In Section 4.3, we show that SGS outperforms RL and parallel sampling baselines,
achieving a 7% higher asymptotic solve rate than RL alone. With sufficient compute,
SGS enables DeepSeek-Prover-V2-7B to surpass the pass@4 of the much larger
DeepSeek-Prover-V2-671B model (Ren et al., 2025).

• In Section 4.4, we study the design of the Conjecturer training algorithm. We ablate
conditioning the Conjecturer on unsolved problems and the Guide component. In
both cases we find the Conjecturer collapses to producing degenerate problems
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that do not help the Solver make progress on the training problems. We also show
that freezing the Conjecturer is suboptimal, as the Solver quickly saturates the fixed
problem distribution.

• In Section 4.5, we study the design of the Solver training algorithm. We show that
Solver entropy collapse can starve the Conjecturer of training signal, making the
choice of Solver RL objective critical for long-running self-play.

Overall, our key findings are as follows: (1) scaling asymmetric self-play requires avoiding
undesirable collapses in the Solver and Conjecturer distributions, which can be achieved by
(2) selecting the correct Solver objective, conditioning the Conjecturer on unsolved problems,
and adding a data quality reward. We instantiate these ideas in SGS, demonstrating that
LLMs themselves can be used as the data quality metric.

2 Related Work

Asymmetric Self-Play. SGS is an instance of asymmetric self-play, methods in which agents
with asymmetric roles, typically a Conjecturer generating tasks and Solver solving them,
learn through interaction. This paradigm traces its roots to Sukhbaatar et al. (2017) and
Florensa et al. (2018), who demonstrate that a proposer can generate goals for a solver in
navigation and control environments. Asymmetric self-play hails from earlier work on
self-play, involving an agent playing a zero-sum game against itself (Samuel, 1959; Tesauro
et al., 1995; Thrun, 1994; Silver et al., 2016).

More recently, the asymmetric self-play paradigm has been applied to tasks with natural
language action spaces using LLMs. Some use real data to ground the generated problems
(Liu et al., 2025; Yu et al., 2025b; Choi et al.; Sundaram et al., 2026; Jana et al., 2026; Yang et al.,
2026), and others consider Conjecturers that use no seed data (Huang et al., 2025; Zhao et al.;
Xia et al., 2025; Chen et al., 2025c; Kuba et al., 2025; Li et al., 2026). In terms of application
domain, Dong & Ma (2025) and Poesia et al. (2024) are most closely related to our work.
Both apply asymmetric self-play to formal theorem proving. Dong & Ma (2025) generate
formal statements conditioned on solved problems. Poesia et al. (2024) consider a setting
where an agent builds up mathematics from scratch starting with only axioms.

Our work differs from prior works in three ways. Firstly, the majority of existing algorithms
only reward the Conjecturer according to the Solver performance, which we find leads to synthetic
problem degradation (Section 4.4, Figure 2). We address this using the Guide model. We
only see this degradation issue because secondly, we scale the self-play procedure to longer
runs than prior works. We do so because thirdly, we are motivated to study the scaling
properties of self-play to solve problems far beyond the base model capability, and thus
overcome learning plateaus.

LLMs for Formal Math. We use formal math as the application area to test SGS. The current
state-of-the-art methods that apply LLMs to formal mathematics use complex inference
time strategies and agent scaffolds (Chen et al., 2025b;d; Varambally et al., 2025). In this
work, we use the simpler whole proof generation method, where an LLM takes as input the
formal problem, and generates an entire proof directly, possibly after some natural language
reasoning (Lin et al., 2025a;b; Ren et al., 2025). There is no reason, however, that SGS could
not be used to train a complex agent-based prover, but we leave this to future work.

3 The SGS Algorithm

We consider a fixed set of problems D = {x1, . . . , xN} which we aim to solve. We assume
each problem admits a verifiable solution; in our work, problems are formal math questions
in Lean4. Our goal is to solve as many of the problems inD as possible given a large compute
budget. SGS has three components: (1) a Solver πθ , (2) a Synthetic Data Conjecturer gϕ, and
(3) a Guide ρ, an LLM-based judge that evaluates synthetic data quality. All of these are
initialized from the same base model. Each iteration of the algorithm proceeds as follows (see
Algorithm 1):

3



Published as a conference paper at COLM 2026

1. Synthetic problem generation: Sample a batch B ⊆ D of problems. For each prob-
lem x ∈ B not yet solved by the Solver, the Conjecturer produces a related synthetic
problem x̃ ∼ gϕ(· | x), which is intended to be simpler but meaningfully related. In
full generality, the Conjecturer would have to produce an entire Markov Decision
Process (MDP), including a reward function, to train the Solver. In our work, the
formal problem produced by the Conjecturer comes with a reward function, the
Lean4 compiler.

2. Rollout and verification: The Solver attempts to solve both the original problems
x ∈ B and the synthetic problems x̃, and rewards are calculated.

3. Solver and Conjecturer update: the Solver is updated using a reinforcement learn-
ing objective over rollouts on both original and synthetic problems. The Conjecturer
is updated using a reward that favors useful synthetic problems; for each x̃, the
reward combines (a) a difficulty signal proportional to the Solver’s empirical solve
rate on x̃, favoring problems of intermediate difficulty, and (b) a score ρ(x, x̃) ∈ [0, 1]
produced by the Guide LLM, indicating how well x̃ relates to its target problem x,
and how elegant a conjecture it is.

3.1 Synthetic Data Generation and Verification (Steps 1, 2)

We partition the sampled batch of data B = {xi}B
i=1 ⊆ D into two subsets: Bsolved, contain-

ing problems with a correct solution from prior rounds, and Bunsolved, containing unsolved
problems. For each problem x ∈ Bunsolved, the Conjecturer gϕ produces a synthetic problem
x̃ ∼ gϕ(· | x). The Conjecturer is prompted to create a version of x that is conceptually
related but simpler to solve (see Appendix Section F for prompt). For problems in Bsolved,
no synthetic problems are generated. Let Bsynth be the set of synthetic problems generated.
For each problem in B ∪ Bsynth, the Solver πθ generates k attempts. For each solution yi

x
for problem x, we determine its correctness v(yi

x) ∈ {0, 1} (for our experiments, using the
Lean4 compiler).

3.2 Solver and Conjecturer Update (Step 3)

Next we update the parameters of the Solver πθ and the Conjecturer gϕ using the collected
trajectories. For our experiments, we do not tie the weights of the Solver and Conjecturer
and thus we perform separate optimization steps.1

Solver Update. The Solver πθ is updated on correct solutions. For each rollout yi
x the reward

is its binary verification v(yi
x). In principle, any reinforcement learning objective can be

used to update the Solver using v(yi
x). We use a REINFORCE objective on all problems with

solve rate less than or equal to 0.5, promoting learning on hard problems. As the reward is
binary, this reduces to a simple log likelihood objective over all correct rollouts for problems
with solve rate less than or equal to 0.5 (see Section H for more details). We refer to this
objective as REINFORCE1/2, and justify its use over other RL objectives in Section 4.3.

Conjecturer Update. The goal of the Conjecturer is to produce synthetic problems x̃ that are
both relevant to the conditioned target x and neither too simple nor impossible. We define
the reward for a synthetic problem as Rsynth = Rsolve · Rguide. To update the conjecturer
with Rsynth we linearly normalize it within its batch to [0,1] (see Section H.5).

Solve Rate Reward (Rsolve): Let s(x̃) = 1
k ∑k

i=1 v(yi
x̃) be the solve rate of the synthetic problem.

We set Rsolve = 0 if s(x̃) = 0 (too difficult) or if s(x̃) is in the top 30% of solve rates within the
current batch (too easy). For all other problems, we set Rsolve = 1− s(x̃), thereby favoring
harder problems within the solvable range.

Guide Reward (Rguide): We use a Guide model ρ that is the same model as the initial Solver
and Conjecturer. The Guide is prompted to evaluate the quality of x̃ ∼ gϕ(·|x) relative

1Tying weights between Solver, Conjecturer, and Guide is entirely possible, however we do not
explore it in this work.
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Figure 2: Benefit of Guide component in SGS. Top: Percentage of generated problems with
disjunctive conclusions. Without the Guide, this rises to over 80%; SGS stays near the D3k
baseline (. . . . . . . . .dotted . . . . . . . . .orange). Bottom: Average conclusion length, confirming that No Guide
problems become overly long and complex. Inlaid examples: Problems generated from the
same unsolved seed theorem, problem conclusions are shown in blue. By iteration 195, SGS
generates a related problem that assumes an ordering of side lengths (such an assumption
is required to solve the seed problem with cases) while No Guide produces a convoluted
statement with disjunctions (∨).

to the unsolved x, outputting a score Rguide = ρ(x, x̃). The details of this prompt greatly
affect the synthetic data. For our experiments, we ran a long testing run, iteratively viewing
generated problems, identifying flaws in them, and prompting the Guide to down-weight
such problems. In the end, we had a fairly simple rubric that outputted high scores for
problems that were (1) related to the unsolved problem, and (2) were formulated clearly by
having a simple conclusion and no redundant premises. We provide further details, and the
reviewer prompts used, in Section F. Like the Solver, we use a simple REINFORCE objective
to update the Conjecturer. We provide details in Appendix Section H.

4 Experimental Results

4.1 Implementation Details

Dataset and training details. For our main experiments, we use a subset of the Goedel-Pset-
V1 (Lin et al., 2025a), a dataset of auto formalized problems primarily from the NuminaMath-
CoT dataset (Li et al., 2024) (itself a collection of math problems spanning from grade school
to undergraduate level). Our experiments are focused on trying to solve a small fixed
set of problems over a long training run. Accordingly, we sample 5,000 problems from
Goedel-Pset-V1. Auto formalization methods can result in problems that are impossible to
prove due to a formalization error. Because of this we remove any problems that GPT 5 mini
determines are impossible to prove due to a formalization error (see Appendix Section G.3).
This results in our main experimental dataset of 3,323 problems, hereafter referred to as D3k
(for more details see Appendix Section E). For all experiments, we set our batch size to the
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Figure 3: Training dynamics of SGS. Left: Solver pass@8 on target statements increases
steadily. Right: Conjecturer metrics, average Conjecturer reward (top, varies between 0
and 7), average Guide reward (bottom left, varies between 0 and 8), and average solve
rate reward (bottom right, varies between 0 and 7/8). We see Rguide begins high (due to
initial Conjecturer prompt providing a good prior) and critically remains there, while Rsolve
increases during training.

total number of problems (thus we sample rollouts for all 3,323 problems), and do 8 proof
rollouts per problem. We use the full batch setting because we get high hardware utilization
by running a longer rollout phase, and we remove any batch variance from metrics. We use
custom training infrastructure to utilize a heterogeneous GPU and CPU cluster, detailed in
Appendix Section C.

We apply a length penalty to all RL updates inspired by Soft Overlong Punishment (Yu
et al., 2025a). Rollouts that consume between 80% and 100% of the context window receive
a negative reward that scales linearly from 0 to −1. We also give 0 reward to any Solver
proof with the try tactic, as we found it common for the Solver to get caught in infinite
loops using this tactic.

Model. We use DeepSeek-Prover-V2-7B (Ren et al., 2025), a model trained with large-scale
RL for Lean4, to initialize the Solver, Conjecturer, and Guide in SGS. Because of the Lean-
specific RL, the model has poor instruction following capabilities. In the Conjecturer role,
at the start of SGS it outputs the correct format to extract a synthetic problem 51.5% of
the time, which is acceptable as the Conjecturer RL increases this. For the Guide, the base
model outputs the correct format 54.7% of the time. As the Guide is not trained, this error
rate would persist, and is thus unacceptable. To alleviate this, we run a small SFT stage.
We take 2048 examples of well formatted Guide outputs, created using GPT 4.1 mini, and
finetune DeepSeek-Prover-V2-7B on them. This increases the number of well formatted
Guide outputs to over 99%.

4.2 Modeling scaling performance

Unlike pre-training scaling laws which model loss, our setting requires modeling a bounded
accuracy metric, specifically the cumulative solve rate on training problems. Following
other works modeling accuracy metrics (Khatri et al., 2025; Ruan et al., 2024), we adopt a
sigmoidal curve (with respect to log compute) of the form

RC = R0 + (A− R0) ·
1

1 + (Cmid/C)B , (1)

where RC is the cumulative solve rate after C model generations (our proxy for compute),
R0 is the initial solve rate, A is the asymptotic cumulative solve rate, Cmid is the curve
midpoint, and B controls the rate at which performance approaches the asymptote. We
provide details of how we fit the scaling laws in Appendix Section A.
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Figure 4: More synthetic problems are solved as you approach solving a theorem. Left: A
heatmap of the last 300 target theorems to be solved by SGS in Figure 1. Each row shows
the training history for a single target theorem. Green and red cells mark iterations in
which the theorem’s synthetic problem is and is not suitable for training on respectively.
Right: For each of the final 300 target theorems, we bin the pre-solve iterations into ten
equally-sized buckets and compute the fraction of iterations in that bucket in which the
theorem’s synthetic problem is trained on. Bars show the average across the final 300 target
theorems. We see as the Solver approaches solving each target problem, it is trained on
more synthetic problems for said target.

Validation of fits. Our fits are stable when removing 10%, 20%, and 30% of the final training
data, and are robust when randomly dropping 50% of training points: the fitted asymptote
varies by 1.1% (Figure 7, Appendix Section A). We therefore treat differences below 1.1%
cautiously. Since true asymptotic solve rates are unobservable, we use fitted scaling laws as
a useful additional metric rather than a substitute for long-run empirical performance.

4.3 SGS performance

RL baselines. We begin by carefully benchmarking three different RL baselines on D3k.
As a representative example of grouped RL objectives, the dominant paradigm of LLM
RL, we use CISPO (Chen et al., 2025a). We select this over other grouped RL objectives
as Khatri et al. (2025) demonstrate it has better asymptotic validation accuracy than other
methods. We also test a variant of Expert Iteration suggested by Dong & Ma (2025), which
involves only sampling solutions for any problem that we have solved fewer than 16 times.
Finally, we test REINFORCE1/2 as introduced in Section 3. For each algorithm, we tune
the learning rate on D3k to ensure optimal performance. We provide further details in
Appendix Section H. Overall we find REINFORCE1/2 is the best performing (Figure 13).
CISPO performs poorly due to entropy collapse (Figure 10). In section 4.5 we show that this
entropy collapse makes vanilla CISPO unsuitable as a Solver update objective for SGS.

Main result. From Figure 13 we select REINFORCE1/2 as the best performing RL baseline.
We run SGS on D3k, and compare against this RL baseline and parallel sampling. The results
are shown in Figure 1. Firstly, we see the performance of SGS is consistently better than the
RL baseline, with a 7% higher asymptotic cumulative solve rate. If we narrow our view
to only the problems that the RL baseline never solves (of which there are 1346), we find
SGS sees steady and sustained progress from the very beginning on such problems, solving
almost 10% after 8M generations compared to 0% for RL after 4M generations (see Figure 12
of Appendix Section G.6).

As a yardstick to compare SGS performance to, we use the pass@4 of the much larger 671B
parameter DeepSeek-Prover-V2 model. We see that at 6.3M generations, SGS applied to the
7B parameter DeepSeek-Prover-V2 model exceeds the pass@4 of the larger 671B counterpart.
In Appendix Section G.4 we estimate that the inference time FLOPs used by SGS on the

7



Published as a conference paper at COLM 2026

2M 4M 6M 8M
Number of generations

56

58

60

62

64

66

68

C
um

ul
at

iv
e 

so
lv

e 
ra

te
 (%

)

60.3%
60.3%
62.2%

65.5%

67.1%

2.5M 5M 7.5M
Number of generations

0

100

200

300

400

500

600

700

Sy
nt

h 
pr

ob
le

m
s 

to
 tr

ai
n 

So
lv

er

REINFORCE1/2

No Problem
Conditioning
Frozen Conjecturer
No Guide
SGS

Fit
Asymptote

Figure 5: Ablation of the SGS components. Left: Cumulative solve rate. The Guide
improves performance at all points during training. Freezing the Conjecturer leads to
even worse performance, but still above baseline. No Problem Conditioning shows no
improvement over baseline. Right: Number of solvable problems used to train the Solver
per iteration. Without the Guide, the Conjecturer produces far more solvable problems,
but this does not improve solve rate. With a frozen Conjecturer, the fixed distribution of
synthetic problems is quickly learned.

7B model to reach 6.3M generations is 8.6× larger than the 671B pass@4, showing SGS
allows us to spend more inference time compute to make up for much smaller train time
compute. We also compare SGS to STP (Dong & Ma, 2025), the closest related self-play
method designed specifically for Lean4 theorem proving. We find that SGS has superior scaling,
outperforming STP after 1M generations (Figure 11).

In Figure 3 we show the training dynamics of SGS. We see that over training, the Solver and
Conjecturer both improve reliably. The Solver pass@8 on the target statements increases
steadily, demonstrating that the Solver is not suffering from catastrophic forgetting. For the
Conjecturer, we see that the overall reward increases across training, primarily driven by a
stable Guide reward, and increasing solve rate reward. In Figure 4 we show information
about what synthetic problems are solved during training. Interestingly, from Figure 4
right panel, we see as the Solver approaches solving a target problem, it is trained on more
synthetic problems for said problem. This is what one would expect should the synthetic
problems for a specific target be useful for solving that target.

4.4 The benefit of self-guidance in the Conjecturer algorithm

We conduct a number of ablations on SGS. Recall that SGS has two components that influence
the Conjecturer distribution, (1) conditioning the Conjecturer with unsolved problems, (2)
using the Guide to reward the Conjecturer. We ablate both and show the results in Figure 5.
All ablations use REINFORCE1/2 as the Solver objective and are run on D3k.

No Problem Conditioning. This involves running the Conjecturer without conditioning
on unsolved problems, and not using the Guide reward (we only reward the Conjecturer
using Rsolve). We simply sample problems from the conjecturer with a fixed prompt (see
Appendix Section F), however still sample 1 problem per unsolved target. We see that this
method does not outperform the RL baseline. Indeed while the Conjecturer is able to produce
many problems that are difficult for the Solver (Figure 5 right), they are completely useless
for solving more target problems.

No Guide. We compare the full SGS algorithm against an identical configuration in which
we remove Rguide from the Conjecturer reward, so that the Conjecturer is trained only
on Rsolve. We refer to this variant as “No Guide.” SGS with the Guide achieves a higher
cumulative solve rate than the No Guide variant at every point during training, and the
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Figure 6: SGS with CISPO vs. REINFORCE1/2 as the Solver objective. CISPO’s entropy
collapse (top right) concentrates problem solve rates at 0 and 1 (bottom right), starving the
Conjecturer of reward and preventing it from learning (bottom left). With REINFORCE1/2,
entropy remains stable and the Conjecturer learns.

fitted asymptotic solve rate is also higher: 67.1% versus 65.5% (Figure 5, left). Both variants
substantially outperform the REINFORCE1/2 baseline and No Problem Conditioning.

Similar to No Problem Conditioning, the No Guide variant’s lower performance is sur-
prising given that it produces more training data for the Solver (Figure 5, right). Naı̈vely,
more solvable problems should mean more training signal and faster learning. However,
once again, the additional problems do not translate to better solve rates on target problems. We
demonstrate why this is in Figure 2. At 4M generations, when the No Guide Conjecturer
begins producing substantially more solvable problems, it collapses to producing problems
with long and complex conclusions, often involving many disjunctions (OR) of clauses. In
Figure 2 top, we show the number of disjunctive conclusions increasing and saturating to
near 100%, far higher than the base rate of less than 10% present in the theorems of D3k.
In addition, Figure 2 bottom shows the average length of conclusions increasing to nearly
10 times that of D3k. In contrast to this, the SGS Conjecturer stably produces problems
with similar lengths and number of disjunctive conclusions as D3k. The Guide in SGS
ensures stability by down-weighting problems that are superficially related to the target but
inelegant.

Frozen Conjecturer. Our prior ablation demonstrates that the Guide component helps to
stabilize the long-running learning of the Conjecturer, avoiding collapsing to problems that
hack the solve rate reward. Another much simpler method to stabilize the Conjecturer is to
simply not train it. Indeed, this is the test time RL approach used in AlphaProof (Hubert
et al., 2025), where a fixed Gemini model is used as the Conjecturer. We see that this method
is better than the RL-baseline and No Problem Conditioning ablation, but inferior to both
the full SGS method, and the No Guide ablation. Inspecting the Figure 5 right panel, we can
see why this may be the case. With a frozen Conjecturer, the number of synthetic problems
to train the Solver decreases over time, demonstrating that the Solver capability quickly
covers the distribution of synthetic problems from the fixed Conjecturer. When the Solver is
starved of synthetic problems, the algorithm reduces to the RL baseline.

4.5 Importance of managing entropy in the Solver algorithm

In Section 4.3 we observed that CISPO produces rapid entropy collapse when used as
an RL baseline. Here we show a general connection between the Solver’s entropy and
Conjecturer’s learning objective.
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In Figure 6 we show the training dynamics of SGS when using CISPO as the Solver objective.
The asymptotic solve rate remains essentially identical to standalone CISPO. When CISPO is
used as the Solver objective, the Solver’s entropy collapses rapidly (Figure 6, top right). As
the Solver becomes near-deterministic, the distribution of problem solve rates concentrates
at 0 and 1 (Figure 6, bottom right). This starves the Conjecturer of any training signal, as
problems with 0 or 1 solve rate get 0 reward. We observe different behavior when using
REINFORCE1/2 as the Solver objective. The Conjecturer is able to learn to produce problems
with a spread of solve rates (Figure 6, bottom right). The presence of synthetic problems
from the Conjecturer to train the Solver on appears to stabilize the Solver’s entropy, which
in turn provides the Conjecturer with an easier objective to learn. Overall, we find that
the entropy of the Solver remains stable when using REINFORCE1/2. We hypothesize that
this connection between the Solver’s entropy and Conjecturer’s learning objective is key
to making successful LLM self-play algorithms. It does not preclude the use of grouped
objectives like CISPO for the Solver, but additional methods to manage the entropy collapse
(such as the use of an entropy bonus or KL regularization to the base model) are required.

5 Limitations and Conclusion

Extension to domains beyond formal math. Our application of SGS to the verifiable domain
of formal math makes the role of the Conjecturer easier as it only has to produce an initial
state (problem statements) as opposed to an entire MDP (including reward function). We
are excited about work extending SGS to non-verifiable domains. Consider, for example,
applying SGS to embodied control. The Conjecturer would need to specify a goal, a
simulator or environment in which the Solver can attempt that goal, and a reward function.
One could imagine the goal being generated by an LLM in text, environment being generated
by a neural world model, like Google DeepMind’s Genie (Bruce et al., 2024), and a simple
VLM acting as the reward function. For coding problems, the Conjecturer could output a
problem statement and unit tests. For natural language mathematics, learned verifiers have
improved rapidly (Luong et al., 2025) and could be used as-is to replace the formal verifier
we use. More broadly, humans routinely learn from self-generated problems using only
their own (imperfect) ability to verify solutions, suggesting that perfect verification may not
be strictly necessary for self-play to be effective.

Learning the Guide. In our experiments, the Guide is frozen. While this is sufficient to
prevent the Conjecturer collapse we observe in section 4.4, it is likely insufficient for scaling
SGS to solve the most challenging problems. In such cases, the Guide must itself learn
what constitutes a useful synthetic problem, since the characteristics of helpful stepping
stones will evolve over self-play. A natural extension is to train the Guide on aspects of the
Solver training dynamics, for example labeling synthetic problems that quickly lead to their
corresponding target being solved as high reward.

Scaling across model size. Our experiments focus on scaling along the compute axis but
hold model size fixed. This leaves open the question of how SGS interacts with the model
scale axis. We, naturally, hypothesize that the method will scale well in model size primarily
because a larger Conjecturer will produce higher-quality synthetic problems. Confirming
this hypothesis is an important direction for future work.

5.1 Conclusion

Asymmetric self-play is a promising paradigm for solving hard problems far beyond a
base model’s capability. To solve the hardest problems, self-play must run for a long time,
making it critical that learning scales well with compute. Current methods scale poorly due
to instability: the Conjecturer produces degenerate problems and the Solver can undergo
entropy collapse, starving the Conjecturer of reward. SGS solves this: a Guide keeps
synthetic problems grounded, and the right Solver objective preserves Solver entropy. The
result is a self-play algorithm that sustains learning for longer.
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A Fitting Cumulative Solve Rate

Following other works modeling accuracy metrics (Khatri et al., 2025; Ruan et al., 2024), we
adopt a sigmoidal curve (with respect to log compute) of the form

RC = R0 + (A− R0) ·
1

1 + (Cmid/C)B , (2)

where RC is the cumulative solve rate at C number of model generations (our proxy for
compute), R0 is the initial solve rate, A is the asymptotic solve rate, Cmid sets the midpoint
of the curve, and B controls the rate at which performance approaches the asymptote.

We fit the parameters A, Cmid, B by minimizing the sum of squared residuals using SciPy’s
curve fit. The initial performance R0 is set to the first observed solve rate rather than
treated as a free parameter.

Consistent with observations in both pre-training scaling analyses (Li et al., 2025) and RL
scaling studies (Khatri et al., 2025) we find that the earliest data points, corresponding to the
low-compute regime, can disproportionately influence the fitted parameters. In our setting,
the first few iterations exhibit rapid gains that are not representative of the longer-term
scaling trend. We therefore omit all data below 100,000 generations from the fit and re-center
the remaining data, effectively modeling the cumulative gains after the initial low-compute
phase. Empirically we found this increased the robustness of our fits.

2.5M 5M 7.5M
Num generations

50

52

54

56

58

60

62

64

C
um

ul
at

iv
e 

so
lv

e 
ra

te
 (%

)

A=67.1%
C_mid=1252336
B=0.585

All data

2.5M 5M 7.5M
Num generations

A=67.0%
C_mid=1226347
B=0.589

Last 10% removed

2.5M 5M 7.5M
Num generations

A=66.6%
C_mid=1137367
B=0.605

Last 20% removed

2.5M 5M 7.5M
Num generations

A=65.9%
C_mid=1007333
B=0.633

Last 30% removed

2.5M 5M 7.5M
Num generations

A=67.6% ± 1.1
C_mid=1586139 ± 960527
B=0.579 ± 0.036

50% random drop (×100)

Figure 7: Sensitivity of the fitted scaling law to data removal for our main SGS run. Panels
1–4: Fits with various amounts of training data removed from the end of the run. The fitted
values stay fairly robust, with a 1.6% decrease in asymptote value after 30% of the ending
data is removed. Panel 5: 100 independent fits, each using a uniformly sampled 50% subset
of the data (without replacement). The average and standard deviation of fitted values is
reported on the graph, as well as the fit with the highest and lowest asymptotic value across
all 100 fits. In this test, the fitted values are also stable, with a 1.1% standard deviation in the
asymptotic value.

Validation of fits. We validate the robustness of our fits in two ways. First, we find
that fits remain stable after removing 10%, 20%, and 30% of the ending training data.
Second we find the fits are robust to randomly dropping 50% of the training data, with the
standard deviation of fitted asymptote values being only 1.1% (see Figure 7 for more details).
This does however indicate that we should be cautious about drawing conclusions from
asymptotic fits that are within 1.1% of one another. Of course, we cannot know the true
asymptotic solve rate of the algorithms we test. We find the fitted scaling laws are a useful
additional metric to compare the performance of different algorithms, but not a substitute for
real long-running performance, hence our focus on this kind of real data collection as well
as curve fitting.
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B SGS Algorithm

Algorithm 1 SGS
Require: Dataset D, Solver πθ , Conjecturer gϕ, Guide ρ

1: Initialize all problems in D as unsolved
2: for iteration t = 1, 2, . . . do
3: Sample batch B ⊆ D
4: Split B into Bsolved,Bunsolved
5: for each x ∈ Bunsolved do
6: Generate x̃ ∼ gϕ(· | x)
7: Collect synthetic set Bsynth
8: for each problem x ∈ B ∪ Bsynth do
9: Sample k solutions from πθ

10: Verify each solution v(yi
x) ∈ {0, 1}

11: for each x̃ ∈ Bsynth do
12: s(x̃)← solve rate of x̃
13: ind← 1[s(x̃) ̸= 0∧ s(x̃) in bottom 70%]
14: Rsolve ← ind · (1− s(x̃))
15: Rguide ← ρ(x, x̃)
16: Update Solver πθ with RL using v(yi

x)
17: Update Conjecturer gϕ with RL using Rsolve · Rguide
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C Training Infrastructure

Each iteration of SGS alternates between a rollout stage (generation and verification) and a
training stage. We coordinate two services during the rollout stage: a GPU-backed generation
service and a CPU-backed verification service that checks proofs with the Lean4 compiler.

Both services follow a server–worker architecture: a central HTTP server dispatches tasks
in small batches to stateless workers launched as independent Slurm jobs. When a worker
requests a task, the server assigns one from the pending queue. Completed results are
submitted back via HTTP POST. Generation and verification are fully pipelined: com-
pleted proofs are forwarded for verification immediately, so GPUs and CPUs stay saturated
concurrently.

We implement two mechanisms to handle worker failures and stragglers. First, automatic
worker restart: when a worker reports itself as dead (or times out), the server requeues its
assigned tasks and launches a replacement worker if work remains. Second, speculative
reassignment: when no pending tasks remain but some are still in progress, the server
assigns duplicate copies of in-progress tasks to idle workers, preferring the task with the
fewest current workers. The first worker to return a result wins; the task is removed from
all other workers.

For generation, we use up to 64 GPU workers across multiple Slurm partitions, each with
1 GPU and 32 GB memory. For verification, we use up to 128 CPU workers, each with
33 CPU threads and 100 verification tasks per job. Training uses a single H200 node with
ZeRO Stage-2 distributed optimization. All models use bfloat16 precision and a maximum
sequence length of 8192 tokens.

For verification, we use Lean version 4.15.0, timeout set to 200s, and no memory limit. We
monitor the rate of verification system errors throughout all runs, and ensure this never
exceeds 1% of total verifications.
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Figure 8: Diagram of inference infrastructure used for experiments. We show the normal
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D Hyperparameters

Here we include details of the hyperparameters used in our experiments, and the selection
mechanisms.

D.1 Shared Hyperparameters

All methods use the Adam optimizer with β1 = 0.9, β2 = 0.95, gradient clipping at norm
1.0, and a constant learning rate schedule. We use a batch size of 32 (per-GPU batch size of
1, with ZeRO Stage-2 data parallelism). The maximum sequence length is 8192 tokens. All
generation uses a temperature of 1.0. For CISPO, we set ϵlow = 1.0 and ϵhigh = 3.0 (clipping
the importance weight to [0, 4]).

D.2 Learning Rate Selection

To ensure the strongest possible baselines, we sweep over learning rates
{3e-7, 1e-6, 3e-6, 1e-5} for all three RL baselines on D3k, selecting the learning
rate with the highest cumulative solve rate after 500k generations. In all cases we found
the best performing learning rate was not boundary point of these values (we originally
did not test 1e-5, however expanded to include this value when 3e-6 appeared to be
optimal for REINFORCE1/2). The optimal learning rate for CISPO is 1e-6, while both EI
and REINFORCE1/2 perform best at 3e-6. For SGS, we inherit the 3e-6 learning rate from
the REINFORCE1/2 sweep, using it for both the Solver and Conjecturer.

D.3 Individual Experiment Hyperparameters

All experiments use the shared hyperparameters from the preceding subsection and the
learning rates described in the learning rate selection subsection. We provide a summary of
per-experiment configurations in Table 1.

Experiment Figure(s) LR Solver Obj. Synth. Guide

SGS 1, 5, 6 3e-6 REINFORCE1/2 1 ✓
REINFORCE1/2 1, 13, 5, 6 3e-6 REINFORCE1/2 0 —
Expert Iteration 13 3e-6 EI 0 —
CISPO 13, 6 1e-6 CISPO 0 —

No Guide 5 3e-6 REINFORCE1/2 1 ✗

Frozen Conjecturer 5 3e-6 REINFORCE1/2 1 ✗

No Problem Cond. 5 3e-6 REINFORCE1/2 1 ✗

CISPO Solver 6 1e-6 CISPO 1 ✓

Table 1: Per-experiment hyperparameters. Synth.: number of synthetic problems generated
per unsolved target statement. All other hyperparameters (optimizer, batch size, gradient
clipping, sequence length, CISPO clipping bounds) are as described in the shared hyperpa-
rameters subsection.
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E Data Details

We detail the method we use to create the D3k dataset. We begin with Goedel-Pset-V1 (Lin
et al., 2025a), a large collection of auto formalized problems primarily from the NuminaMath-
CoT dataset (Li et al., 2024). We conduct the following filtering steps:

1. First pass removing easy problems. Remove any problem with a pass rate of above
50% (estimated from 8 rollouts per proof) using the STP 7B lean prover model from
Dong & Ma (2025).

2. First pass removing false problems, second pass removing easy problems. Next
we take a slightly more capable prover, Kimina-Prover-Preview (trained with a
large-scale reinforcement learning pipeline from Qwen2.5-72B (Wang et al., 2025))
and do 8 rollouts for every problem and for the negation of every problem. If it is
possible to prove the negation of the problem, then the original statement was false
(and thus unprovable). We remove any problem where the negation was proved at
least once, and as a second pass removing easy problems, we remove any problems
that Kimina-Prover-Preview proves more than 2/8 times.

3. Subsampling. As we are interested in studying a regime with many rounds of
self-play, we subsample the dataset down to 5,000 problems randomly.

4. Final pass removing false problems. Finally, we take the remaining 5,000 problems,
and prompt GPT 5 mini to identify any problems that it thinks are false. We prompt
the model to reason and then output one of ‘solvable’, ‘unknown’, ‘unsolvable’.
We remove any problems given the label ‘unsolvable’. This leaves us with 3,323
problems, which make up D3k. The full prompt is provided in Section F.4.
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Figure 9: Distribution of problem types and difficulty in D3k.

E.1 Composition of D3k

We release D3k publicly. 2 We provide details about the dataset composition in Figure 9.
Specifically, for each problem in D3k we prompt GPT 5.4 nano to categorize the difficulty of
the problem as one of {Pre High School, High School, Competition, Undergraduate} and
topic as one of {Algebra, Analysis, Geometry, Number Theory, Combinatorics, Logic, Linear
Algebra, Probability, Topology, Other}. For any problem that GPT 5.4 nano provides an
output that we cannot parse, we reprompt until we have categorizations for over 99% of the
dataset. We provide details of the prompt used for this categorization in Section F.5.

2D3k can be found at https://huggingface.co/datasets/LukeBailey181Pub/D 3k
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F Prompting Details

We describe the prompts used for the Conjecturer and Guide roles in SGS when using
DeepSeek-Prover-V2-7B as the base model.

F.1 Conjecturer Prompt

The Conjecturer is prompted with an unsolved target problem and asked to produce a
related lemma or theorem. The full prompt is as follows:

Here is a Lean 4 problem statement:

```lean4
{target theorem}
```

Please generate a lean4 theorem that is a lemma or related theorem that
is useful for proving the above statement. It should be possible to use
the lemma or related theorem to help prove the above statement. The lemma
or related theorem should be simpler to prove than the target statement.
It should NOT be identical to the target statement. It should NOT be
equivalent through renaming variables and premises.

Output the final theorem as a syntactically correct lean4 theorem statement
between ```lean4 and ``` tags. The final thing you output should be the
theorem statement WITHOUT any proof, just put ‘sorry’ for the proof.

F.2 No Problem Conditioning Prompt

In the No Problem Conditioning ablation (Section 4.4), the Conjecturer is not conditioned
on any target problem. Instead, it is prompted to generate an arbitrary theorem:

Please generate a Lean4 theorem statement. The theorem should be
non-trivial, but not too difficult to prove. Choose a random area of
mathematics for the theorem, such as algebra, number theory, combinatorics,
geometry, calculus, or logic. The theorem should be interesting and
mathematically meaningful, not just a very easy identity or direct
restatement of a definition.

Output the final theorem as a syntactically correct Lean4 theorem statement
between ```lean4 and ``` tags. The final thing you output should be the
theorem statement WITHOUT any proof, and just put ‘sorry’ for the proof.

F.3 Guide Prompt

The Guide is a finetuned copy of DeepSeek-Prover-V2-7B that scores each synthetic problem
on three dimensions. We finetune on 2048 examples of well-formatted outputs generated by
GPT-4.1 mini to ensure reliable output formatting (see Section 4.1). Given a target theorem
and a generated conjecture, the Guide is prompted as follows:

You are a math expert. Here is a seed lean4 problem statement:

```lean4
{seed theorem}
```

Here is a lemma or related lemma that is supposed to be useful for proving
the above statement. It can be useful in that either it is a lemma that
can be directly used to help prove the above statement, or it is a related
lemma that plausibly requires similar proof techniques to solve.
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```lean4
{conjecture}
```

Please rate the relevance of the lemma to the seed problem on a scale
of 0 to 5, where 0 is ‘‘not at all related’’ and 5 is ‘‘very useful for
proving the target statement.’’ If the lemma is trivial, you should give
it a low score.

Here is a rubric for how to score the lemma:
- 0: The lemma is not at all related to the seed problem and is trivial
to prove. OR the lemma is identical (including equivalent by renaming of
premises and variables) to the seed problem.
- 1: The lemma is not at all related to the seed problem.
- 2: The lemma is related to the seed problem in that it concerns a
similar subfield of mathematics, but is not directly useful for proving
the seed problem.
- 3: The lemma is related to the seed problem and may be useful for
proving the seed problem.
- 4: The lemma is directly useful for solving the seed problem. That is
if the lemma was proved, the seed problem would be easier to solve.
- 5: The lemma is very useful for solving the seed problem, and solving the
lemma will dramatically reduce the difficulty of the original seed problem.

Next decide how redundant the premises are. Rate this as 0 or 1:
- 0: There are no redundant premises.
- 1: There are redundant premises. That is premises that are not needed
to prove the conclusion.

Next decide if the conclusion is overly complex. Rate this on a score of
0 to 4:
- 0: The conclusion is minimally complex. A single, atomic statement that
is maximally clear and easy to apply to other problems.
- 1: The conclusion has low complexity. Multiple related parts (e.g., 2--3
conjunctions) but they form a cohesive statement.
- 2: The conclusion has moderate complexity. Contains disjunctions but
they are closely related alternatives, or contains multiple conjunctions
(3--4) that are all on-theme.
- 3: The conclusion has high complexity. Contains multiple unrelated or
clauses (2--3 disjunctions), or contains deep nesting of logical operators
that obscure the main claim.
- 4: The conclusion has very high complexity. A disjunction of many (3
or more) largely unrelated clauses, or contains deeply nested logical
structure that is hard to parse.

The three sub-scores are combined into a single review score as follows. If the conclusion
complexity is 3 or 4 (high or very high), the review score is automatically 0. Otherwise:

Rguide = max
(

0, relevance + (2− complexity) + (1− redundancy)
)

. (3)

This rewards relevant conjectures with simple, non-redundant conclusions, and assigns
zero reward to conjectures with overly complex conclusions.

F.4 Solvability Filtering Prompt

During dataset construction (Section E), we use GPT 5 mini to filter out unsolvable problems.
Given a candidate problem, the model is prompted as follows:

Here is a lean4 problem:

```lean4
{theorem}
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```

I want you to determine if this problem is solvable. There are three
possible answers:

1) Yes, the problem is solvable. That is there exists some proof of
the problem. Note that if two premises contradict each other, then the
problem IS solvable as it is vacuously true.
2) Unknown. You are not sure if the problem is solvable or not.
3) No, the problem is not solvable. I.e. the conclusion is not provable
from the premises.

Reason about the problem and then decide on an answer from the above.
If your answer is 1), output <SOLVABLE>. If your answer is 2), output
<UNKNOWN>. If your answer is 3), output <UNSOLVABLE>.

Make sure to only output one of these three tags.

Problems receiving the <UNSOLVABLE> label are removed from the dataset.

F.5 Dataset Categorization Prompt

To categorize the difficulty and topic of each problem in D3k (Section E), we use GPT 5.4
nano with the following prompt:

Classify this Lean 4 theorem. Respond with ONLY two words: difficulty
area. No reasoning.

Difficulty: pre high school, high school, competition, undergraduate
Area: algebra, analysis, number theory, combinatorics, geometry, topology,
probability, linear algebra, logic, other

Example response: undergraduate algebra

Theorem:
{theorem}

Any problems we cannot parse the answer from, we reprompt until we have over 99% of
the dataset classified.
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G Additional Results

In this section we provide additional results and details for the experiments conducted in
Section 4.

G.1 Baseline Entropy

Figure 10 is the companion figure to Figure 13, showing the entropy of the Solver’s output
distribution for each baseline method. We see that CISPO suffers the fastest entropy collapse,
REINFORCE1/2 entropy also decreases but at a slower rate, and EI entropy plateaus as late
in training the number of problems it trains on becomes extremely small.
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Figure 10: Mean per-token entropy of the Solver’s output distribution for each RL baseline
on D3k. CISPO collapses fastest, followed by Expert Iteration which plateaus at a low
entropy floor early in training. Note the entropy values are naturally lower than one would
expect from LLMs as most of the rollouts are Lean specific tokens.

G.2 Guide SFT

Finetuning the guide is required to make sure that it follows the format we need to extract
the guide score. To select 2048 as the number of SFT datapoints used, we finetuned on {32,
64, 128, 256, 512, 1024, 2048, 4096} GPT 4.1 mini samples, and picked the first model that
got over 95% valid output formatting (hence why we did not use 4096 or more finetuning
examples). If we used fewer finetuning examples, there would be more guide scores that
we cannot extract, which would likely decrease performance overall. However this step is
not necessary if you are using a model with better instruction following capabilities.

As evidence of this we ran a very small preliminary study using Qwen3-4B-Instruct as the
base model. As this model has better instruction following abilities than DeepSeekProver-7B
we do not finetune the guide. We run on a random 1k subset of problems from Goedel-Pset-
V1 but otherwise the same setup as Figure 5 for SGS and the baseline self-play algorithm
“No Problem Conditioning”. After running for 500k generations, SGS has overtaken the
baseline, reaching 2.5% cumulative solve rate compared to 1.2% for the baseline (we note
that Lean4 is clearly very challenging for the small general purpose Qwen model).

G.3 Dataset Filtering

To create D3k we sampled 5000 problems from Goedel-Pset-V1 and removed any that
GPT 5 mini determined were impossible. To validate this filtering step, we compared the
labeling produced by GPT 5 mini with GPT 5, and got 93% label agreement on 100 randomly
sampled problems. In addition, we picked 10 random problems that GPT 5 mini marked as
unsolvable, and manually verified the label. We agreed with 9 of the labels (most problems
were in fact simple calculations that were formalized incorrectly and thus impossible to
prove).
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G.4 SGS FLOP Comparison

We conduct an estimate of the FLOPs SGS uses on DeepSeek-Prover-V2-7B to reach the
cumulative solve rate of DeepSeek-Prover-V2-671B Pass@4 as shown in Figure 1. For
SGS, we calculate the number of tokens generated and trained on up until the crossover
point at 6.3M generations. We use the canonical flop estimate of (2 * params *
number of generated tokens) + (6 * params * number of tokens trained on).

For the 671B model, we calculate the number of generated tokens for the Pass@4, and then
use the same FLOP estimate (adjusting to activate parameters as the 671B is an MoE) of (2
* activate params * number of generated tokens). This gives an estimated FLOP use of
6.89× 1018 for DeepSeek-Prover-V2-671B Pass@4 and 5.94× 1019 for SGS with DeepSeek-
Prover-V2-7B. Thus, to get the same cumulative solve rate with the small 7B model takes
8.6x more compute. This result is in line with others on inference time compute scaling. By
spending 8.6×more test time compute, SGS is able to match a model with a much larger
amount of training compute.

G.5 Comparison to STP
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Figure 11: SGS and STP (Dong & Ma, 2025) performance on D3k. We see that SGS has
superior scaling, with a crossover happening at around 1M generations.

We compare SGS to STP (Dong & Ma, 2025), the closest related self-play method designed
specifically for Lean4 theorem proving. To run STP we take the code released by (Dong & Ma,
2025). This code is designed to run on TPUs, so we use 64 v4 TPUs as opposed to GPUs. To
get better hardware utilization, we also increase the batch size to 64. For hyperparameter
optimization, we go through a similar process to SGS. In particular, the Solver algorithm
used in STP is EI, and thus we take the optimal EI learning rate we found of 3e-6, and keep
the rest of the hyperparameters the same as described in Section D.1. The results are shown
in Figure 11. We see that SGS has superior scaling, with a crossover happening at around
1M generations.

G.6 Performance on problems beyond RL Baseline

Taking the RL baseline (REINFORCE1/2) and SGS run data from fig. 1, we derive a new
dataset Dhard ⊂ D3k of all the problems that the RL baseline never solved. We get |Dhard| =
1346, roughly 1/3 the size of D3k. In Figure 12 we show the percent of problems in Dhard
that are solved by SGS and the RL baseline during the main experimental run (fig. 1). By
construction, the RL baseline solves 0 problems. However, SGS shows steady progress on
this set of hard problems that are inaccessible to RL, reaching close to a 10% cumulative
solve rate.

Dhard isolates the difficult problems that (within 4M generations) our best RL method gets
0 reward on. Despite this, we see SGS making steady and non-trivial progress on such
problems from the very beginning of the run.
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Figure 12: Performance on Dhard, the subset of D3k never solved by REINFORCE1/2, during
the main run in Figure 1. SGS steadily solves a growing fraction of these problems.
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Figure 13: Performance of each RL baseline method on D3k. REINFORCE1/2 performs best,
closely followed by EI. CISPO performs worst due to entropy collapse, shown in Figure 10.

H RL Objective Functions

We describe the RL objectives used in our experiments. At each iteration, we sample a batch
of problems B ⊆ D and generate k rollouts {yi}k

i=1 per problem x ∈ B. Each rollout is
verified by the Lean4 compiler, yielding a binary reward v(y) ∈ {0, 1}.

H.1 REINFORCE

The base REINFORCE objective is a log-likelihood update weighted by the binary reward:

LRF(θ) =−Ex∼B, y∼πθold
(·|x)[

1
|y|

|y|

∑
t=1

v(y) log πθ

(
yt | x, y<t

)] (4)

H.2 REINFORCE1/2

REINFORCE1/2 is our primary Solver objective. It applies the REINFORCE loss above, but
only to problems with solve rate s(x) = 1

k ∑k
i=1 v(yi

x) ≤ 0.5. All problems with s(x) > 0.5
are discarded from the training batch. This prevents the Solver from spending gradient
updates on already-easy problems, focusing learning on problems where progress is still
needed.

25



Published as a conference paper at COLM 2026

H.3 CISPO

CISPO is a grouped reinforcement learning objective introduced by Chen et al. (2025a). The
recent study by Khatri et al. (2025) found it to have the best asymptotic performance of LLM
RL algorithms developed in the past year. Like GRPO (Shao et al., 2024), CISPO uses the
group of rollouts {yi}k

i=1 from a single prompt x to calculate an advantage, however it uses
an improved importance sampling clipping method compared to the widely used PPO-style
clipping (Schulman et al., 2017).

For a problem x and its rollout group {yi}k
i=1, where each rollout yi = (yi,1, . . . , yi,|yi |), let

wi,t =
πθ

(
yi,t | x, yi,<t

)
πθold

(
yi,t | x, yi,<t

)
be the token-level importance sampling weight. Let

Âi =
v(yi)−mean({v(yj)}k

j=1)

std({v(yj)}k
j=1)

and

ŵi,t = clip
(
wi,t, 1− ϵlow, 1 + ϵhigh

)
be the group-relative advantage and clipped token-level importance sampling weight
respectively, where ϵlow and ϵhigh are hyperparameters. The CISPO loss is:

LCISPO(θ) = −Ex∼B, {yi}k
i=1∼πθold

(·|x)[
1

∑k
i=1 |yi|

k

∑
i=1

|yi |

∑
t=1

sg(ŵi,t) Âi log πθ

(
yi,t | x, yi,<t

)] (5)

where sg is the stop-gradient operator.

H.4 Expert Iteration

Our Expert Iteration (EI) baseline, following Dong & Ma (2025), only generates rollouts
for problems that have been solved fewer than 16 times in prior iterations. Training is
performed on correct proofs from the last 3 iterations using the REINFORCE objective. This
focuses compute on problems where the model has limited coverage, but we find that late in
training the number of newly solved problems per iteration tends to zero, causing learning
to stall.

H.5 Conjecturer Objective

The Conjecturer is trained with REINFORCE using the combined reward Rsynth = Rsolve ·
Rguide, as described in Section 3. The rewards are linearly normalized to [0, 1] within
each batch before computing the policy gradient. We do so by replacing ri with (ri −
minj rj)/(maxj rj −minj rj). Conjectures with a solve rate of 0 (unsolvable) or in the top
30% of solve rates within the batch (too easy) receive Rsolve = 0.
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I LLM Use

The authors used LLM tools to aid in writing code, making plots, and some parts of the
paper writing. All code, plots, and writing were checked thoroughly by the authors.
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