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Abstract

Reinforcement Learning with Verifiable Rewards (RLVR) has emerged as
an effective paradigm for improving the reasoning capabilities of large lan-
guage models. However, RLVR training is often hindered by sparse binary
rewards and weak credit assignment, resulting in ambiguous optimiza-
tion signals and underutilization of the useful information embedded in
failed trajectories. To address this challenge, we propose Correction-Orlented
Policy Optimization (CIPO), a simple and effective extension to RLVR that
converts on-policy failed trajectories into correction-oriented supervision,
without relying on any external signals. By jointly optimizing correction
samples derived from the model’s own failed attempts together with the
standard RLVR objective, CIPO improves learning effectiveness while ex-
plicitly enhancing the model’s ability to correct its own errors. Extensive
experiments across 11 benchmarks spanning mathematical reasoning and
code generation demonstrate that CIPO consistently and significantly out-
performs strong baselines in both reasoning and correction performance.
Moreover, CIPO yields stronger pass@K gains, indicating that it improves
the model’s intrinsic reasoning capacity rather than merely redistributing
probability mass over existing correct answers.

1 Introduction

Reinforcement Learning with Verifiable Rewards (RLVR) has emerged as a core paradigm
for enhancing the reasoning capabilities of large language models (LLMs), with notable
success in mathematical reasoning and code generation (OpenAl et al., 2024; Guo et al., 2025;
Team et al., 2025). By leveraging automatically verifiable reward signals from on-policy
rollouts, RLVR enables scalable training without requiring additional human annotations.

Despite the success, existing RLVR algo-

rithms such as Group Relative Policy Opti- o <
mization (GRPO) (Shao et al., 2024) are fun- @) o Stte ® s
damentally built upon a reinforce—suppress Near-miss Nearmiss 07
paradigm, where successful trajectories are e e
reinforced while failed ones are uniformly it O Fundamenal it

penalized, regardless of their logical prox- ® sue @ e
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Due to the binary and sparse nature of ver-
ifiable rewards, training signals often pro-
vide ambiguous optimization guidance and

Figure 1: Comparison of how standard RLVR
and CIPO exploit failed trajectories. CIPO pro-
vides more directional and informative learn-
*Corresponding author ing signals.
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fail to capture the heterogeneous nature of

failures, particularly in long-horizon reason-

ing. As illustrated in Figure 1(a), failed roll-

outs may arise from fundamentally different error modes, ranging from critical logical flaws
and intermediate inconsistencies to minor final-step miscalculations. By treating all failures
as identical negative signals, existing approaches merely suppress the likelihood of entire
trajectories, without offering explicit guidance on how specific errors can be corrected (Yue
et al., 2025). Moreover, failed trajectories often contain partially correct reasoning steps
that constitute valuable learning signals. Discarding such intermediate structures not only
wastes useful supervision but may also limit the available optimization paths and lead to
suboptimal generalization (Wang et al., 2024b; Yuan et al., 2026; Yue et al., 2025).

Previous studies have sought to address these challenges through the integration of addi-
tional process reward models (Cui et al., 2025; Wang et al., 2024a) or LLM-based critics (Xie
et al., 2025). Nevertheless, rollout-based process supervision such as Math-Shepherd incurs
substantial computational overhead from estimating step-level rewards through multiple
continuations, while the learned auxiliary reward models used by Math-Shepherd and
PRIME may introduce noise and exhibit limited generalization beyond their training dis-
tributions (Yuan et al., 2026; Wen et al., 2024; Gao et al., 2023). More recently, such as
SDPO (Hiibotter et al., 2026), leverages environmental feedback or self-generated trajecto-
ries to construct a feedback-conditioned teacher and derive fine-grained supervision from
distributional discrepancies. However, these methods rely on reliable feedback signals and
reflective capabilities that are often limited in weaker models. Moreover, its generalization
has been criticized for suppressing epistemic uncertainty, thereby undermining robust rea-
soning (Kim et al., 2026). Consequently, there is an urgent need for a task-agnostic solution
that addresses these challenges without requiring additional external supervision signals.

To this end, we propose Correction-Orlented Policy Optimization (CIPO), a systematic ex-
tension within the RLVR paradigm without requiring any external information. The core
idea of CIPO is to transform on-policy failed trajectories from mere objects of penalty into
exploitable supervisory signals. Specifically, in figure 2, during each policy update, we
construct correction pairs from failed trajectories by conditioning the model on the original
prompt together with its own erroneous output, and then sampling refined solutions. This
correction objective is then jointly optimized with the standard GRPO objective. Since all
correction samples are derived from the model’s own on-policy failures without additional
human annotation, CIPO ensures strict consistency between the training and inference
distributions. Furthermore, to prevent policy degradation caused by naively incorporating
all failed trajectories into training, we integrate a adaptive mechanism that dynamically
balances the proportion of successful versus failed trajectories, along with risk-aversion
reward shaping. Moreover, we design a rollout preference strategy based on on-policy sam-
pling accuracy to ensure a sustained and informative training signal. These designs enable
CIPO to effectively exploit the information contained in failed samples while preserving the
original advantages of RLVR.

Intuitively, as illustrated in Figure 1,CIPO improves RLVR from two complementary per-
spectives. First, the correction objective provides learning signals with stronger directionality.
Crucially, this process differentiates failure modes by sampling in the local neighborhood
of erroneous trajectories: a “near-miss” attempt (e.g., simple final-step calculation errors)
has a much higher probability of yielding correct solutions during refinement sampling
than a fundamentally flawed one (see Appendix C for empirical validation). By naturally
leveraging these varying rectification probabilities, CIPO extracts richer, denser signals from
failures, reducing gradient ambiguity. Second, CIPO explicitly trains the model’s correction
capability, generating correct solutions conditioned on its own erroneous attempts. This
enables our trained model not only to improve its reasoning ability but also to acquire
stronger error-correction skills, thereby extending its practical applicability to scenarios
such as debugging and refinement.

We conduct extensive experiments across 11 representative benchmarks spanning math-
ematical reasoning and code generation. Results show that CIPO consistently improves
both reasoning and error-correction performance over strong baselines. For correction, Seed-
Coder-8B (Seed et al., 2025) trained with CIPO achieves a 7.63% gain on DebugBench (Tian
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et al., 2024), reaching performance comparable to Claude-4-sonnet (Anthropic, 2025) and
surpassing GRPO. For reasoning, Qwen-3-4B (Yang et al., 2025) trained with CIPO im-
proves average accuracy by 17.56% across six mathematical benchmarks, outperforming
GRPO by 4.55%. Additionally, CIPO yields higher pass@K, suggesting that it goes beyond
simple probability concentration, thereby enhancing intrinsic reasoning (Yue et al., 2025). In
summary, our contributions are:!

¢ We revisit the role of failed trajectories in RLVR and investigate how they can be trans-
formed from sparse negative feedback into useful correction-oriented supervision.

* We propose CIPO, a correction-oriented extension for RLVR that constructs correction
samples from on-policy failed trajectories without additional annotations.

¢ Extensive experiments across 11 benchmarks demonstrate that CIPO consistently out-
performs strong baselines in both reasoning and correction tasks, with further gains
in pass@K metrics indicating genuine expansion of reasoning capabilities rather than
probability redistribution.

2 Preliminary

In this section, we briefly introduce RLVR and review GRPO, a representative algorithm in
this paradigm.

2.1 Reinforcement Learning with Verifiable Rewards

RLVRis a paradigm tailored for LLM reasoning tasks where the validity of generated outputs
can be automatically verified—for instance, checking the final answer in mathematical
reasoning or functional execution in code generation.

Given a prompt x ~ D, a policy 7y generates a rollout y autoregressively and receives a
binary reward R(x,y) € {0,1}. The objective of RLVR is to maximize the expected reward:

max By p,yorm () [R(+)].

Due to the sparse and sequence-level nature of verifiable rewards, policy optimization in
RLVR typically relies on sampling-based gradient estimators.

2.2 Group Relative Policy Optimization

GRPO is designed to stabilize training under sparse binary rewards without requiring a
value model. For each prompt x, GRPO samples a group of N trajectories {y;} Y, from the

current policy and evaluates their rewards {r;}}¥ ;. GRPO computes a normalized relative
advantage within each group:

L 1 N
Ai = i Vr = Z T’j,
j=1

o @ TN L

where 0; denotes the standard deviation of rewards in the group. The policy is updated
by reinforcing trajectories with positive advantages and suppressing those with negative
advantages.

Under this formulation, successful trajectories are reinforced relative to the group mean.
However, failed trajectories receive uniformly negative advantages whenever successful
trajectories exist in the group, regardless of their specific error modes or potential partial
correctness.

3 Correction-Oriented Policy Optimization

To address the aforementioned limitations of current RLVR methods, we propose CIPO,
which transforms on-policy failed trajectories from mere objects of penalty into exploitable

1The code and data are publicly available at https://github.com/renmengjie7/CIPO.
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Figure 2: The overall framework of CIPO. First, we generate rollouts for the curated data via
the policy model and verify their correctness. Subsequently, we construct replayed samples
using a template governed by an adaptive mechanism, which dynamically adjusts the ratio
of successful to failed rollouts in the replay. We then generate and verify rollouts for this
replayed data. Finally, we perform RL on the rollouts from both the replayed and original
samples.

supervisory signals. In this section, we first introduce the overall procedure of CIPO
(83.1), then describe two key strategies designed to enhance training stability and efficiency:
adaptive replay with risk-averse shaping (§3.2) and difficulty-aware trajectory preference
(83.3). The core algorithm is outlined in Appendix A.

3.1 Overall Procedure

The overall framework of CIPO, illustrated in Figure 2, extends standard RLVR by establish-
ing an iterative cycle of generation and correction-oriented replay. At each training step t, we
optimize the policy 7ty using two data streams:(1) Base Stream: Standard on-policy rollouts
y; generated from original queries x ~ D; (2) Correction Stream: Refinement rollouts y/
generated by conditioning the policy on the original query and a previous trajectory v (i.e.,
prompts xrep = Concat(x,y)). We present successful and failed candidates in a unified
correctness-unknown format, enabling the model to learn both discrimination and correction
abilities (see Appendix A.3 for the prompt template and further discussion).

From Suppression to Directional Guidance. Standard RLVR methods (e.g., GRPO) ineffi-
ciently treat all failures with uniform negative suppression, providing no information on
how to improve. CIPO transforms these failures into informative anchors. By successfully
refining a specific error y ¢, into a correct solution ', the model establishes a distinct gradi-
ent path connecting the failure mode to the goal state as shown in Figure 1(b). This converts
ambiguous suppression signals into precise directional guidance. However, indiscrimi-
nately training on all failed trajectories introduces severe distribution shift and learning
inefficiencies. To mitigate these risks, we introduce two main strategic mechanisms.

3.2 Adaptive Replay with Risk-Averse Shaping

To prevent policy degradation caused by naively incorporating all failed trajectories into
training, we propose two complementary mechanisms for stable and efficient learning: adap-
tive replay ratio, which dynamically adjusts the mixture of successful and failed trajectories,
and risk-averse reward shaping, which explicitly penalizes capability regressions.

Adaptive Replay Ratio. To balance learning from failed trajectories with retaining previ-
ously acquired capabilities, we maintain a dynamic replay ratio p; € [Omin, Pmax] for mixing
successful and failed trajectories. This ratio is adjusted according to the model’s recent reten-
tion performance on recycled successful samples: when performance degrades or continues
to decline, we increase the replay fraction of successful trajectories; when performance
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remains stable and high, we allow more emphasis on failed trajectories. This yields a simple
feedback-based replay mechanism, with the full update rule deferred to Appendix A.2.

Risk-Averse Reward Shaping. Inspired by risk-sensitive reinforcement learning (Mihatsch
& Neuneier, 2002), we introduce an asymmetric penalty mechanism to impose a stronger
constraint against capability regressions. Although adaptive mixing can adjust the correct-
ness distribution of replayed rollouts, it does not directly penalize the following failure
mode: the model is conditioned on a correct trajectory yet generates an incorrect response.
To mitigate this issue, we impose an additional penalty on “correct — incorrect” transitions:

Reisk(%,1,y") = R(x,¥) = Arigke - T[R(x,y) = TAR(x,y") = 0] ey
where y denotes the conditioning trajectory and y’ is the new response. This penalty is
activated when the conditioning trajectory is correct but the new response is incorrect. In this
way, the objective explicitly suppresses capability regressions, prioritizing the preservation
of existing correct behaviors while still enabling the acquisition of new ones.

The combination of adaptive replay and risk-averse reward shaping creates a self-regulating
training system: the adaptive controller manages the curriculum at a macro level by ad-
justing trajectory composition, while the shaped reward provides micro-level guidance by
penalizing individual regressions. Together, these mechanisms enable stable learning from
failure while preserving the model’s ability to reproduce correct solutions when conditioned
on them.

3.3 Difficulty-aware Trajectories Preference

To improve learning efficiency, we propose a Difficulty-aware Trajectories Preference mech-
anism that prioritizes replaying prompts with moderate pass rates, thereby ensuring the
model focuses on the effective learning window. Previous studies (Yu et al., 2025; Cui
et al., 2025; Li et al., 2025a) indicate that prompts that are consistently solved (too easy) or
consistently failed (too hard) may hinder the learning process or contribute zero gradient
signals. Replaying such samples wastes computational resources.

Specifically, we target the medium-difficulty regime. We define the set of prioritized prompts
Xmed as:

Ximed = {x €D | dow < P(x) < 5high} 2)
where P(x) represents the empirical pass rate, and djoy, Onigh are thresholds. When insuffi-

cient medium-difficulty prompts are available, we adopt a fallback strategy that samples
from the full distribution D (see Algorithm 2 in Appendix A).

3.4 Training Objective

The joint objective combines base and correction rollouts:

1M .
Jcrro(0) = Exwp p ) AW log ey | x)]
i—1

18 . .
+ /\IE(x/yc/rC)NXrec [7’1 Z A/(l) log n-g(yl(l) | X, yc)] (3)
i=1
where advantages are computed separately within each group, and correction rewards
incorporate risk-averse shaping. m and n denote the numbers of sampled responses for

base and correction rollouts, respectively, while A > 0 controls the relative importance of
correction rollouts. The core algorithm is summarized in Algorithm 1.

4 Experiments

4.1 Setup

Training Dataset For mathematical reasoning, following previous works (Li et al., 2025b),
we utilize DeepScaleR (Luo et al., 2025), which consists of approximately 40,000 unique
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Table 1: Main results on mathematical reasoning and code generation benchmarks. Mathe-
matical reasoning is evaluated on Qwen3-4B, and code generation on Seed-Coder-8B.

Math Code
Method  AIME24 AIME25 AMC23 MATH500 Minerva Olympiad Ave LCBV6 LeetCode ,
Avg@32 Avg@32 Avg@32 Avg@l Avg@l Avg@l V8 Avg@l0 Avg@l 8
Initial 2354 21.04 66.02 82.20 40.44 47.70 46.82 24.12 69.16 46.64

PRIME 48.65 4042 85.31 91.20 54.04 57.63 62.88 26.65 69.43 48.04

GRPOgs_1s 42.08 3573  85.55 90.02 47.79 57.63 59.83 29.45 76.23 52.84
GRPOgs_pss 4042 3344  84.06 90.00 51.10 58.96 59.66 29.32 7593 52.63

GRPO!=16 4438 3740 85.70 89.00 53.68 5644 61.10 29.01 71.08  50.05
CIPO 4750 4490 89.61 92.00 52.57 59.70 64.38 30.33 78.21 54.27

mathematics problem-answer pairs. For code generation, we curate verifiable prompts
from AM-DeepSeek-Distilled-40M (Tian et al., 2025) with a primary focus on Python code
generation and obtain approximately 370,000 unique items that can be verified by our
sandbox server (Bytedance-Seed-Foundation-Code-Team et al., 2025).

Baselines and Variants CIPO is orthogonal to existing open-source RL training recipes
and can be integrated with various base algorithms. In this work, we instantiate CIPO on
top of GRPO and compare against vanilla GRPO under different training budgets as the
baseline. We also compare with PRIME (Cui et al., 2025) under RLOO (Ahmadian et al.,
2024), which adheres to its official implementation. Further baseline results and training
details for GSPO (Zheng et al., 2025a), PRIME, and SDPO are provided in Appendix B. To
isolate the contribution of online replay, we additionally report an offline variant that only
replays trajectories collected at initialization rather than continuously during training.

Implementation We use the instruct mode of Qwen3-4B (Yang et al., 2025) for math experi-
ments and Seed-Coder-8B (Seed et al., 2025) for code experiments. We implement our RL
training pipeline with the VERL framework (Sheng et al., 2024). Each batch contains 128
questions, and we generate 8 responses per question during rollout. For rollout sampling,
we use temperature = 1.0, top-p = 1.0, and a maximum of 4096 tokens. We set the learning
rate to 1 x 107% and KL-loss coefficient to 1 x 10~%. All models are trained for 500 steps,
and we report results on the final step 2. For CIPO, we set A = 1 and use a base batch
size of 128 and a correction batch size of 128, with 8 rollouts per question in each stream.
Thus, after an initial 20-step base-only warm-up, CIPO and the compute-matched GRPO
baseline (BS= 256, n = 8) both use 2,048 rollouts per step. We report a detailed efficiency
comparison in Appendix E.

Benchmarks We evaluate our method on diverse reasoning benchmarks with a maximum
generation length of 8192 tokens. Math. We evaluate on AIME24 /25 (Zhang & Math-AlI, 2024;
2025), AMC23, MATH500 (?), Minerva (Lewkowycz et al., 2022), and OlympiadBench (He
et al.,, 2024). For math datasets with fewer than 100 problems, we use temperature sampling
(temperature=0.7) with 32 samples per problem and report pass@1. For larger datasets, we
use greedy decoding. Coding. We evaluate on LiveCodeBench v6 (2024.8-2025.5) (Jain et al.,
2024), and LeetCode problems collected by DebugBench (Tian et al., 2024), with unit tests
from (Xia et al., 2025) due to the unavailability of automated official submission. Following
the official setting, we run LiveCodeBench 10 times with temperature=0.2, and use greedy
decoding for LeetCode. Correction. We evaluate on CriticBench (Lin et al., 2024) under three
completeness settings using greedy decoding. For DebugBench (Tian et al., 2024), we use
temperature=0.2 and run 8 times.
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Table 2: Pass@K results of competition-level o= awo
mathematical reasoning on Qwen3-4B and code orro _—
. _ mprovement
it - S o—"°
generation on Seed-Coder-8B. g T _—
% 344
Math Code &
Model AIME24 AIME25 AMC23 , ~ LCBv6 -
pass@32 pass@32 pass@32 8 pass@8 30 ! ! ! ! !
Initial 60.00 5333 9750 7028 3197 ‘ Y e ™
GRPOgs_12s  76.67 63.33 95.00 78.33 32.33
GRPOgs—p5s  73.33 70.00 95.00 79.44 3298 . . .. .
GRPOI-16 6333  60.00 05 7194 3261 Figure 3: Pass@8 training dynamics on
CIPO 86.67 7000 100.00 8556 37.53 LiveCodeBench vé.

Table 3: Qwen3-4B trained with CIPO demonstrate improved correction and critique
capabilities on CriticBench in-domain, with effective generalization to out-of-domain tasks.
Comm.: Commonsense; Symb.: Symbolic; Algo.: Algorithmic.

In-Domain Out-of-Domain

Model Math Comm. Symb. Algo. Avg
Correction

Qwen2.5-72B-Instruct 73.93 55.27 9226 77.30 74.69

Qwen3-32B 74.23 55.00 97.21 76.95 75.85

Initial 67.64 49.07 86.69 71.63 68.75

+GRPO 70.71 1307 48.89 89.78 7234 7043

+CIPO 75.38 1774 48.72  92.72 74.47 72.82
Critique

Qwen2.5-72B-Instruct 89.81 6494 9199 63.58 7758

Qwen3-32B 94.10 67.36 9441 56.12 78.00

Initial 92.82 58.22  83.68 50.72 71.36

+GRPO 93.87 +105 6155 90.51 54.79 75.18

+CIPO 94.00 1118 61.74 9042 55.94 75.53

Table 4: Seed-Coder-8B trained with CIPO achieves consistent improvements in code
debugging performance on DebugBench under different completeness settings.

Metric w/ Intent w/ Full Intentw /o Intent Avg
Claude-Sonnet-4 66.04 68.17 62.52 65.58
Qwen2.5-72B-Instruct 61.65 61.59 60.80 61.35
Qwen3-32B 57.49 57.00 54.38 56.29
Initial 61.88 63.99 56.51 60.79
+GRPO 63.25 66.16 57.97 62.46
+CIPO 65.33 1345 68.82 1483 60.82 1431 64.99 1420

4.2 Main Results

CIPO yields significant improvements in model reasoning performance. To validate the
effectiveness of CIPO in reasoning tasks, we conduct a systematic comparison between
CIPO and the strong baseline GRPO on mathematical reasoning and code generation bench-
marks. As shown in Table 1, CIPO consistently outperforms GRPO across all reasoning tasks.
Specifically, our method achieves an overall accuracy of 64.38% on mathematical reasoning,
surpassing GRPO by 4.55%, with even larger gains on the more challenging AIME24 and
AIME?25 datasets, while also delivering stable improvements in code generation. Notably,
under a matched steady-state rollout budget, CIPO still outperforms GRPO (BS=256) by
4.72%, showing that the gain cannot be explained solely by the number of sampled trajec-
tories (Appendix E). To further control for backbone specialization, we additionally train
Qwen3-4B on code generation; without domain-specific retuning, CIPO also achieves a
modest improvement over GRPO (Appendix D).

2PRIME exhibits early training instability and fails to maintain stable optimization up to 500 steps.
We therefore report its best-performing checkpoint for comparison.
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Table 5: Ablation study of key components of CIPO on Qwen3-4B. Each row shows perfor-
mance when one component is removed. “w /o on-policy replay” corresponds to the offline
variant (CIPO-OFFLINE) described in Section 4.

Model AIME24 AIME25 AMC23 MATHS500 Minerva Olympiad Avg
Initial 2354 21.04 66.02 82.20 40.44 4770  46.82
CIPO 47.50 4490 89.61 92.00 52.57 59.70 64.38

w /o on-policy replayps—128 4250 38.54 84.45 88.80 52.21 56.30 60.47
w /o on-policy replayps—25¢ 46.67 35.73 84.77 90.00 50.37 55.11 60.44
w /o Adaptive-control 4198 3479 85.00 91.00 51.47 56.89 60.19
w /o risk-aversion 38.23 34.17 82.34 88.80 46.69 5422 5741
w/o difficulty-aware preference 44.90 39.06 86.95 90.00 48.53 56.44 60.98

CIPO successfully expands the model’s intrinsic reasoning capabilities, which vanilla
GRPO struggles to achieve. To validate the advantage of CIPO in expanding intrinsic
reasoning ability, we evaluate the pass@32 metric on competition-style mathematical bench-
marks and analyze the training dynamics on code generation tasks. The results demonstrate
that CIPO genuinely expands the model’s intrinsic capacity rather than merely reshuffling
solutions via sampling. Specifically, under a fixed budget of 32 samples, CIPO outperforms
vanilla GRPO by 6.12% on mathematical tasks. Furthermore, on code generation, CIPO
maintains a robust, monotonic upward trajectory throughout training, effectively prevent-
ing the performance saturation and fluctuation observed in the GRPO baseline, which
further indicates that CIPO continuously explores diverse solutions to substantially enhance
reasoning capacity.

CIPO substantially enhances the model’s correction ability. To validate CIPO’s effec-
tiveness in error correction, we evaluate it on CriticBench and DebugBench. As shown in
Table 3 and Table 4, CIPO consistently improves error detection and rectification, signifi-
cantly outperforming GRPO. Specifically, on CriticBench (Math), CIPO boosts the correction
rate by 7.74%, surpassing GRPO by 4.67%. On DebugBench, CIPO achieves a 4.20% gain,
outperforming GRPO (+2.53%) and even surpassing Qwen2.5-72B-Instruct while matching
Claude-Sonnet-4 (Anthropic, 2025), with consistent gains across all settings. These results
demonstrate that CIPO effectively enhances the model’s ability to repair errors.

The error correction capabilities acquired through CIPO training demonstrate robust
cross-scenario generalization to diverse reasoning tasks. To assess the transferability of
the learned capabilities, we evaluate the math-trained model on out-of-domain tasks. The
results indicate that, despite being trained solely on mathematical data, CIPO generalizes
effectively to unseen scenarios. Specifically, as shown in Table 3, the model achieves
substantial correction gains in symbolic and algorithmic reasoning. Furthermore, CIPO
enhances critique performance across all out-of-domain categories, which further suggests
that it fosters general critique and correction capabilities rather than task-specific overfitting,
enabling effective transfer to new reasoning environments.

4.3 Ablation Study

We conduct ablation studies to isolate the contributions of CIPO’s design choices: (i) the
effect of on-policy correction versus offline replay, and (ii) the necessity of each proposed
strategy: adaptive-control, risk-aversion reward shaping and difficulty-aware preference.

On-policy replay drives substantial gains over offline replay. To disentangle the benefit of
on-policy correction from merely adding offline data, we compare CIPO against a “step-0
replay” variant that utilizes offline trajectories. As shown in Table 1, CIPO significantly
outperforms the variant relying solely on offline data, establishing on-policy replay as a
key driver of performance improvement. Specifically, CIPO outperforms the offline variant
by an additional 3.91% with consistent gains across all benchmarks, confirming that the
improvements stem from the on-policy mechanism’s ability to dynamically correct errors
and implicit credit assignment within the current policy distribution, rather than simple
data augmentation.
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Adaptive-control dynamic replaying balances exploration and exploitation. To demon-
strate the importance of adaptively regulating the ratio of successful to failed trajectories in
balancing exploration and exploitation, we compare the adaptive-control strategy against a
fixed 1:1 replay ratio. The results show that the fixed ratio strategy lags behind the full CIPO
model by 4.19%. Specifically, the adaptive mechanism dynamically balances the proportion
of successful versus failed trajectories—leveraging failed trajectories for correction learning
in early stages while adjusting the proportion later to prevent policy degradation. This
ensures a sustained and informative training signal, effectively exploiting the information
in failed trajectories without the risk of over-correction associated with fixed ratios.

Risk-averse reward shaping prevents over-correction and capability regression. To vali-
date the necessity of risk-averse reward shaping for model stability, we conduct an ablation
study by removing this component. The results reveal that this removal causes the most
severe performance degradation, with overall accuracy plummeting by 6.97%. Specifically,
performance drops are significant across all datasets (ranging from -3.20% to -10.73%), indi-
cating that the asymmetric reward mechanism effectively balances preventing overfitting
with avoiding capability regression, thereby maintaining robust reasoning capabilities while
exploring correction strategies.

Difficulty-aware preference improves training efficiency. To verify the role of difficulty-
aware preference in optimizing training efficiency, we remove this component and observe
model performance. The results show that removing this component leads to consistent
performance declines relative to full CIPO across all benchmarks. This validates the “zone of
proximal development” theory: by prioritizing samples at the edge of the model’s capability,
the strategy avoids inefficient computation on overly simple or difficult samples.

5 Related Work

Process Supervision To address the ambiguous optimization signals caused by sparse
binary rewards in RLVR, prior work introduces process supervision to provide denser
feedback by evaluating intermediate steps (Lightman et al., 2023; Uesato et al., 2022). A
common approach trains a process reward model (PRM) to assess step-level correctness for
reinforcement learning or search guidance (Wang et al., 2024a; Luo et al., 2024). Other meth-
ods employ LLM critics for corrective feedback (Xie et al., 2025; Shinn et al., 2023) or leverage
environment feedback to guide credit assignment via teacher model distributions (Hiibotter
et al., 2026). Recent work such as SDPO further constructs feedback-conditioned teachers
from environmental feedback or self-generated trajectories. However, rollout-based process
supervision can incur substantial computational overhead, while learned auxiliary reward
or critic models may introduce biases and exhibit limited generalization beyond their train-
ing distributions (Yuan et al., 2026; Gao et al., 2023; Wen et al., 2024; Kim et al., 2026). In
contrast, CIPO derives directional signals directly from failed trajectories through correction
sampling, eliminating the need for external models or human annotations while preserving
the simplicity of the RLVR paradigm.

Learning from Failure. Failed trajectories often contain richer signals than uniform suppres-
sion can capture. In reinforcement learning, hindsight experience replay (HER) (Andrychow-
icz et al., 2017) alleviates sparse rewards by replacing intended goals with achieved out-
comes. This idea has been extended to LLMs by converting failed interactions into training
data via post-hoc rewriting, often using internal, external, or rule-based rewriting mech-
anisms to transform invalid responses into useful training examples (Zhang et al., 2025).
Another line of work studies correction-oriented supervised fine-tuning (SFT), where mod-
els are trained on critique-and-revise data to improve reasoning (An et al., 2023; Zheng et al.,
2025b; Wang et al., 2025). In contrast, CIPO removes the need for relabeling or external
rewriters, and integrates correction learning directly into an on-policy RLVR framework,
avoiding the distribution shift issues of offline methods.

Self-refinement. Recent work improves self-refinement in language models via reinforce-
ment learning, often using multi-turn generation where models iteratively refine their own
outputs (Kumar et al., 2024). These approaches treat failed trajectories as context for subse-
quent attempts and primarily optimize refined outputs, sometimes at the cost of first-pass
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performance. Other methods incorporate external feedback to guide correction (Gehring
et al., 2024; Chen et al., 2023). However, most operate on a single refinement trajectory per
failure, without exploring nearby alternatives. In contrast, CIPO samples around failed
trajectories and integrates the resulting signals directly into policy optimization, enabling
more informative supervision without requiring multi-turn inference at test time.

6 Conclusion

We introduce CIPO, which transforms on-policy failed trajectories into exploitable supervi-
sory signals for RLVR training. The key insight is that correction naturally differentiates
failure modes: near-miss attempts are more likely to yield correct solutions during refine-
ment, enabling richer learning signals from failures. Experiments across 11 benchmarks
demonstrate that CIPO achieves significant improvements on both reasoning and correction
tasks, with pass@K gains indicating genuine expansion of intrinsic reasoning capabilities.
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A Details about Method

A1l Algorithm of CIPO

Algorithm 1 outlines the core workflow of CIPO. In practice, to improve training efficiency,
correction rollouts are based on the previous step, enabling parallel sampling instead of
sequentially waiting for the base rollout to complete and be rewarded.

Algorithm 1 Correction-Oriented Policy Optimization

Require: Initial policy 7y, prompt set D, reward function R(-)
1: Hyperparams: group size G, replay fraction 1, difficulty range [0, Onigh], risk penalty
Asisk, target reward R*
2: Initialize p < po, ¢ <= 0, Rprey <~ None
3: for training stept =1,2,... do
4: // Base rollouts
Sample prompts {xj}]B:l from D; for each x, sample G responses and compute

S1

rewards
6 Collect base trajectories Bpase = { (%, ¥4, i) }
7: // Correction rollouts
8: Sreplay < ROLLOUTREPLAY (Bpase, [d1ow. Shighl, [YBJ, p) as in Algorithm 2
9 for each (x,yc, 7¢) € Sreplay do

10 Construct x’ < AUGMENT(x, y.); sample G responses {y/}¢
11: Compute shaped rewards 7; < Ry (X, yc, y}) via Eq. 1

12: end for

13:  Collect correction trajectories Beor = { (¥, ¥/, 7i)}

14: // Policy update

15: Update 71y on Bpase U Beor

16: // Adaptive ratio update

17: Sy« {(x,y},7i) € Beor : 7 = 1}

18: // corrections conditioned on successful trajectories

19: Ry + |317+\ Z(x’,y’,f)68+ 7

20:  p,c < UPDATERATIO(p, R, Rprev, ¢; R*) as in Algorithm 3
21: Rprev <— Rt

22: end for

23: Return: 71y

A.2 Algorithm of RolloutReplay and UpdateRatio

This section presents detailed descriptions of the two sub-algorithms employed in Algo-
rithm 1.

RolloutReplay (Algorithm 2) selects trajectories for correction rollouts. It first prioritizes
prompts within the medium-difficulty range [djow, Shigh] based on their empirical pass
rates, then falls back to remaining prompts if needed. The selected trajectories are split
into successful and failed groups, with the ratio p controlling their mixture. The detailed
hyperparameter settings are provided in Appendix F.

16



Published as a conference paper at COLM 2026

Algorithm 2 ROLLOUTREPLAY(B, [Siow, Shighl, N, p)

1: Input: base rollouts B = {(x,y, )}, difficulty range [J1ow, Onigh], target size N, positive
ratio p

Compute per-prompt pass rate P(x) = m Y(xyr)eBt

Bmed < {(x,y,7) € B: o < P(x) < Onigh } // medium-difficulty

B’ +— SHUFFLE(Bedq) ® SHUFFLE(B \ Bueq) // prioritize medium, fallback to rest

Split B/ into By = {(x,y,r) :r =1} and B_ = {(x,y,r) : r = 0}

N; < min(|pN], |B+]), N- <+ min(N — N4,|B_|)

Backfill from By if Ny + N_ < N

Return: B [1: Ny | UB_[1:N_]

UpdateRatio. As shown in Algorithm 3, we adapt the replay ratio pt € [Pmin, Pmax] accord-
ing to the model’s retention performance on replayed successful samples. Let R; denote the
average shaped reward on corrections replayed from successful trajectories at iteration ¢,
and let R* denote the target retention level. The replay ratio is updated using three signals:
the current performance gap to the target, the recent performance deterioration relative to
the previous step, and a capped consecutive-underperformance term:

pr+1 = clip[pt (1 4+ w1 (R* — R¢) + wy max(0, Ry—1 — R¢) + w3 min(ct, 3)) , Pmin, Pmax) - (4)

Here, c¢; denotes the consecutive-underperformance counter, which is incremented when
Ry < R* and reset otherwise. The first term increases the replay fraction of successful
trajectories when the current retention performance falls below the target. The second
term further increases this fraction when retention performance deteriorates relative to the
previous iteration. The third term makes the update more conservative under persistent
underperformance, while capping its contribution to avoid dominating the overall update.
Detailed hyperparameter settings are provided in Appendix F.

Algorithm 3 UPDATERATIO(p¢, Ry, Ry—1, ct—1; R¥)

1: Input: current replay ratio p;, current average shaped reward R;, previous average
shaped reward R;_1, previous underperformance counter c;_1, target reward R*
2: Hyperparameters: wq, Wy, W3, Pmin, Pmax
3: if R; < R* then
4: crc1+1
5: else
6: ¢+ 0
7: end if
8: f1 — R* — Ry
9: if R;_q is available then
10: f2 — max(O, Ry_1— Rt)
11: else
12: fz 0
13: end if
14: f3 < min(cy, 3)
15: pg41 = CLIP(pof - (1 + wy fi + wafo + W3f3), Pmins Pmax)
16: return p; 1, ¢y

A.3 Correction Prompt Construction

After selecting a subset of rollouts R (containing both correct and incorrect candidates),
we construct correction prompts that condition on the original problem and the model’s
previous attempt. Specifically, for a selected rollout (X, Ycang, ¥), We create:
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Table 6: Pass@1 and pass@32 comparison with GSPO on Qwen3-4B mathematical reasoning.
GSPO uses the standard BS= 128, n = 8 setting.

pass@1 pass@32
Method AIME24 AIME25 AMC23 MATHS500 Minerva Olympiad Avg. AIME24 AIME25 AMC23 Avg.

GRPO  42.08 35.73 85.55 90.02 47.79 57.63 59.83  76.67 63.33 95.00 78.33
GSPO 46.20 41.40 88.00 90.60 52.60 58.40 62.87  73.30 70.00 95.00 79.43
CIPO 47.50 44.90 89.61 92.00 52.57 59.70 64.38  86.67 70.00 100.00 85.56

{Original Prompt x}
Below is a candidate solution from a large language model (correctness unknown):

<candidate_solution>

{y-cand}
</candidate_solution>

Please refer to this solution and provide your solution.

The prompt does not expose the verifier outcome, and correct and incorrect candidates
are presented in the same format. The policy must therefore assess the candidate from
its content and decide whether to preserve or revise it, supporting the acquisition of both
discrimination and correction abilities.

Training only on failed candidates would teach the model to revise every candidate rather
than first assess its correctness. This removes the learning signal for recognizing and pre-
serving correct solutions and may encourage unnecessary modifications or over-correction.
By presenting correct and incorrect candidates in the same format, our prompt instead
requires the model to learn when correction is needed as well as how to perform it. We
do not isolate the effect of prompt wording through a controlled ablation. A systematic
comparison of alternative correction-prompt designs is left for future work.

B Additional Baseline Comparisons

We additionally evaluate GSPO (Zheng et al., 2025a) on the Qwen3-4B mathematical reason-
ing setting using the standard BS= 128, n = 8 configuration. As shown in Table 6, CIPO
improves the average pass@1 over GSPO from 62.87 to 64.38 and the average pass@32 from
79.43 to 85.56.

Unlike GSPO, PRIME and SDPO exhibit substantial training instability in our experiments.
PRIME is reported at its best checkpoint: training collapses around step 300 and does not
recover, while CIPO is evaluated at the fixed step 500. With the official SDPO implementa-
tion, accuracy rises only briefly before collapsing early in both math and code, preventing
a comparable checkpoint. The original SDPO paper reports no math experiments, and
its LiveCodeBench results are obtained by training on the same prompts later used for
evaluation, with half of each problem’s tests provided as training feedback. In contrast, our
training and evaluation prompts are disjoint.

C Refinement Success across Initial Candidate Quality

To provide additional evidence for the intuition that near-miss attempts are easier to cor-
rect than fundamentally flawed ones, we conduct a separate diagnostic analysis on Live-
CodeBench. This analysis is separate from the CIPO training runs reported in the main
experiments. Using Seed-Coder-8B-Instruct, we sample 10 initial candidates for each of 454
problems and then independently sample 10 refinements conditioned on each candidate,
yielding 4,540 initial generations and 45,400 refinements in total. Both initial generation
and refinement sampling use a temperature of 0.2 and top-p of 0.95. The analysis includes
both initially correct and incorrect candidates; an initially correct candidate represents the
zero-distance endpoint of the candidate-quality spectrum.
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We use the fraction of test cases passed as a proxy for a candidate’s functional proximity
to correctness. For each candidate, the initial test-case pass rate is the fraction of test cases
passed, while the initial correctness indicator is one only if the candidate passes all test
cases. Refinement success is the fraction of the candidate’s 10 refinements that pass all
test cases. Accordingly, Table 7 reports, for each group, the mean initial test-case pass rate,
the proportion of initially correct candidates, and the proportion of successful refinements.
Within each problem, we rank the 10 candidates by their initial test-case pass rate and split
them into five equal-sized groups of two candidates each. D1 and D5 therefore denote
the highest- and lowest-ranked candidates within each problem, respectively; ties retain
their original sampling order. This within-problem grouping reduces confounding from
differences in absolute problem difficulty.

As shown in Table 7, refinement success increases monotonically from 17.19% in D5 to 28.46%
in D1, a 1.66 x difference. Across all 4,540 candidates, the initial test-case pass rate is strongly
correlated with refinement success (Spearman p = 0.799, Pearson r = 0.791, p < 10~19).
Together, these results provide empirical validation for our hypothesis that candidates closer
to correctness are more likely to yield successful refinements, supporting the central intuition
that correction sampling naturally differentiates heterogeneous candidate trajectories.

Table 7: Candidate quality and refinement success in a separate diagnostic analysis on
LiveCodeBench. Mean initial pass rate is the average fraction of test cases passed by the
initial candidates. Initially correct is the proportion of initial candidates that pass all test
cases, and refinement success is the proportion of sampled refinements that pass all test
cases. Groups are formed by ranking candidates within each problem.

Mean fraction of Initial candidates Refinements

Group # of candidates tests passed  passing all tests passing all tests
D1 (highest-ranked) 908 0.4951 31.17% 28.46%
D2 908 0.4071 26.43% 24.70%
D3 908 0.3436 23.35% 22.30%
D4 908 0.2964 21.70% 20.88%
D5 (lowest-ranked) 908 0.2352 17.95% 17.19%

D Same-Backbone Evaluation on Code Generation

To control for the potential effect of domain-specialized backbones, we additionally train
Qwen3-4B on the code-generation task. The training prompts are selected based on rollouts
from the initial Qwen3-4B policy, and the same selected training set is used for both GRPO
and CIPO. The GRPO baseline uses the same setting as in our main experiments (BS= 128,
n = 8), while CIPO uses the same configuration as the mathematical reasoning experiments
without domain-specific hyperparameter tuning. Evaluation follows the LiveCodeBench
protocol described in Section 4: we independently sample 10 responses per problem, and
report their average accuracy.

Table 8: Additional LiveCodeBench results using Qwen3-4B as the shared backbone. Results
are reported at the final training checkpoint.

Method LiveCodeBench
GRPO 31.06
CIPO 31.30

Using the same general-purpose backbone, training data, and evaluation protocol, CIPO
achieves a modest improvement over GRPO on code generation. Together with the Qwen3-
4B mathematical reasoning results, this experiment provides additional evidence that the
applicability of CIPO is not restricted to a domain-specialized backbone and that the same
configuration can transfer across domains without domain-specific retuning.
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E Training Cost Analysis

Table 9 compares the instrumented main training-loop time over the first 500 steps of the
Seed-Coder-8B code experiment on 16 H100 GPUs. CIPO uses a steady-state budget of 1,024
base and 1,024 correction rollouts, matching the 2,048-rollout budget of GRPO (BS= 256,
n=23).

Table 9: Instrumented main training-loop cost over the first 500 steps of the Seed-Coder-8B
code experiment on 16 H100 GPUs.

Method Step time (s)  500-step time (h) GPU-hours Relative cost
GRPO (BS= 128, n = 8) 82.1 11.40 182 1.00x
GRPO (BS= 256, n = 8) 133.8 18.58 297 1.63 %
CIPO (BS= 128 128, n = 8) 131.4 18.25 292 1.60x

Relative to GRPO (BS= 128), CIPO incurs 1.60x training cost, comparable to the 1.63 x
cost of compute-matched GRPO (BS= 256), while achieving better performance. This result
shows that CIPO provides a favorable performance—cost trade-off and that its gains cannot
be explained solely by increased compute.

F Hyperparameters
Table 10 details the full hyperparameters configuration for CIPO.

Table 10: Hyperparameter configuration of CIPO.

Module Hyperparameter ~ Value
Adaptive Replay Ratio 00 0.3
Pmins Pmax 0.2,0.8
w1, Wy, W3 0.8,0.3,0.05
R* 0.80
Risk-Averse Reward Shaping Arisk 1
Difficulty-aware Trajectory Preference  djow, high %, g
Replay Sampling n 8
Joint Optimization A 1
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