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Abstract

Synthetic data augmentation has emerged as a promising solution when
pre-training is constrained by data rather than compute. We study how
to design synthetic data algorithms that achieve better loss scaling: not
only lowering loss at finite compute but especially as compute approaches
infinity. We first show that pre-training on web data mixed with syntheti-
cally generated rephrases improves i.i.d. validation loss on the web data,
despite the synthetic data coming from an entirely different distribution.
With optimal mixing and epoching, loss and benchmark accuracy improve
without overfitting as the number of synthetic generations grows, plateau-
ing near 1.48× data efficiency at 32 rephrases per document. We find even
better loss scaling under a new perspective: synthetic generations from the
same document can form a single substantially longer megadocument in-
stead of many short documents. We show two ways to construct megadocs:
stitching synthetic rephrases from the same web document or stretching a
document by inserting rationales. Both methods improve i.i.d. loss, down-
stream benchmarks, and especially long-context loss relative to simple
rephrasing, increasing data efficiency from 1.48× to 1.80× at 32 generations
per document. Importantly, the improvement of megadocs over simple
rephrasing widens as more synthetic data is generated. Our results show
how to design synthetic data algorithms that benefit more from increasing
compute when data-constrained.

1 Introduction

Compute is growing considerably faster than web text available for language model pre-
training (Sevilla & Roldán, 2024; Villalobos et al., 2024), motivating the need for data-efficient
pre-training. Such recipes aim to better model the underlying distribution of web text,
typically by achieving lower loss (Kim et al., 2025; Prabhudesai et al., 2025; Gladstone
et al., 2025). While synthetic data augmentation (e.g. rephrasing (Allen-Zhu & Li, 2024;
Maini et al., 2024)) has emerged as a promising solution, most works focus on its ability to
transform the data into different formats that are higher quality (Su et al., 2025) or closer to
the downstream task (Gunasekar et al., 2023; Liu et al., 2023). It is underexplored if synthetic
data is useful for modeling the original data distribution, the core problem of pre-training.

In this paper, we show how synthetic data can achieve lower i.i.d. validation loss on web text
and we design algorithms that achieve lower loss as the amount of synthetic training data
increases. We operate under the asymptotically infinite compute regime of Kim et al. (2025)
where we aim to train the best possible 300M parameter model given 200M real tokens of
web text under unlimited training compute. Since models at our scale cannot reliably follow
instructions, we follow prior work for synthetic data algorithms and assume access to an
external synthetic data generator (Llama 3.1 8B Instruct) (Maini et al., 2024; DatologyAI
et al., 2025; Yang et al., 2024). Although our setting does not pre-train the generator from
scratch, ablations and prior work suggest that our synthetic data improvements are not
purely artifacts of distillation and could hold when the generator is derived from the same
data as the student provided sufficient compute (detailed discussion in Section 7).

Equal contribution. Random advisor order.
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Figure 1: Synthetic data by scaling generation count and utilizing megadocs. When
training on 200M unique real tokens, the best 300M parameter model with tuned epoching
and regularization achieves 3.55 loss (Kim et al., 2025). By mixing synthetically generated
rephrases into pre-training, we can improve i.i.d. loss on the original distribution (orange
points), monotonically as the number of generations per document grows. We consider two
synthetic data algorithms that leverage multiple generations to produce a single megadoc:
stitched rephrasing, which concatenates all generations from the same document (blue
points), and latent thoughts, which stretches documents by adding rationales (gray points).
Both algorithms improve i.i.d. loss and improve scaling in the number of generations per
document. The scaling in synthetic token count is even better as the average latent thought
is shorter than the average rephrase.

We first show how pre-training on real data mixed with rephrases improves i.i.d. loss on the
original web distribution despite synthetic data coming from a different distribution. Loss
monotonically improves in the number of rephrases per document when carefully tuning
mixing and epoching, plateauing without overfitting near 3.41 i.i.d. loss at 32 rephrases
relative to the real data baseline of 3.55 (Figure 1). Best estimates of data scaling from Kim
et al. (2025) predict that simple rephrasing needs 1.48× less real data to match the baseline,
marking a significant data efficiency improvement. The loss improvements are matched by
benchmarks, improving average accuracy by 5% on PIQA, SciQ, and ARC Easy.

To further improve loss scaling, we introduce the perspective that synthetic generations can
form a single long megadocument instead of being shuffled as independent short documents.
We follow this view to propose two methods that generate megadocuments. First, inspired
by In-context Pre-training (Shi et al., 2024), we propose ”stitching” synthetic rephrases
generated from the same real document. Second, inspired by Latent Thoughts (Ruan et al.,
2025), we split each real doc into multiple chunks and stretch the document by inserting
rationales connecting each prefix and suffix. We illustrate both megadocs in Figure 1, left.

Both megadoc algorithms improve over simple rephrasing for i.i.d. loss, long-context loss,
and benchmarks. Stitched rephrasing and latent thoughts achieve 1.64× and 1.80× data
efficiency at 32 generations, improving upon simple rephrasing’s 1.48× data efficiency
(Figure 1). Importantly, megadocs show less signs of plateauing under generation count
relative to simple rephrasing. Our loss gains are even more pronounced when measured
on validation sets measuring long-context capabilities such as recent computer science
arXiv papers (Jellyfish042, 2024). The loss improvements are again matched by downstream
benchmarks, improving average accuracy by 6% and 9% over the real data only baseline.

Finally, we show that the benefits of simple rephrasing, stitched rephrasing, and latent
thoughts compose with the already data-efficient strategy of ensembling (Kim et al., 2025).
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We find that synthetic data via self-distillation does not compose with ensembling, demon-
strating a qualitatively unique benefit of the synthetic data algorithms scaled in this paper.

2 Setup

We are interested in synthetic data algorithms that achieve lower loss given a fixed web
dataset and generator model as compute approaches infinity. Since our primary goal is to
model the underlying web distribution, we quantify performance by i.i.d. validation loss on
web text, even though the synthetic data comes from a different distribution induced by the
generator. To estimate how far we can scale a synthetic data algorithm, we measure how loss
changes as a function of the number of synthetic generations and determine where the loss
plateaus. We will specifically measure scaling by generating a fixed budget of G generations
per document, following training recipes from Kim et al. (2025) for unlimited compute
pre-training with appropriate mixing, and measuring how loss changes as a function of G.

Training. As done in Kim et al. (2025), we assume access to 200M tokens of web text
sourced from 164,000 DCLM documents (Li et al., 2025) and train over-parameterized 300M
parameter transformers with 4096 context length and cross-document attention. All of our
runs tune the number of epochs on the real data with appropriate regularization via weight
decay. We offer more details on our training algorithm in Appendix H.

Generator. Throughout this paper, we assume access to an external synthetic data gen-
erator of Llama 3.1 8B Instruct. We practically opt for this setting instead of pre-training
the generator from scratch since it would be too expensive for us to experiment at data
budgets where the generator would be sufficiently capable. Nonetheless, we are optimistic
our findings will hold for self-improvement provided sufficient compute and data to train a
generator from scratch. This is due to (1) ablations showing how synthetic data helps even
more for more capable students, (2) prior work on self-improvement via rephrasing (Kotha
et al., 2025), inter-document modeling (Yang et al., 2025), and latent thoughts (Zelikman
et al., 2024; Hatamizadeh et al., 2026), and (3) data augmentation in vision helping at almost
every scale (Steiner et al., 2022), even for validation loss (Verma et al., 2019). We offer
detailed discussion and ablations on this design decision in Section 7.

Evaluation. Following standard pre-training convention, we use validation loss as a proxy
for capabilities since it scales smoothly and predicts downstream benchmarks in Thrush
et al. (2025); Gadre et al. (2024); Chen et al. (2025); Kim et al. (2025) and our experiments.
We primarily measure loss on a val set from the original web distribution without mixing
synthetic data: we will refer to this as i.i.d. loss. To contextualize the significance of a loss
improvement, we estimate how much additional data the real data baseline needs to match
the loss improvement. We estimate this data efficiency using the standard recipe data scaling
law from Kim et al. (2025) and defer a detailed explanation to Appendix E. In Section 4, we
additionally measure long-context capabilities via loss on long-context data (e.g. recent CS
arXiv papers (Jellyfish042, 2024)). Finally, we confirm that our loss improvements translate
to the downstream benchmarks of PIQA, SciQ, and ARC Easy, recommended by Thrush
et al. (2025) as high signal benchmarks at our pre-training scale.

3 Synthetic data as scaling document count

3.1 Rephrasing

We start with the simplest synthetic data augmentation: rephrasing (Maini et al., 2024;
Allen-Zhu & Li, 2024). We query the generator to rephrase each of D real docs into an
English Wikipedia article (Appendix G.2) with temperature 1 and a max generation length
of 1024 tokens. The average rephrased document is 708 tokens long, shorter than the average
DCLM document length of 1243 tokens. To estimate the best possible loss under infinite
generation and training compute, we fix a generation compute budget of G generations per
document, train the best possible 300M model given unlimited training compute (following
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Figure 2: Scaling synthetic generations. Left: Given 200M DCLM tokens, we tune a 300M
parameter baseline utilizing epoching and regularization which achieves 3.55 loss (purple
point). We then measure the benefit of sampling G rephrases per real doc and searching
for locally optimal learning rate, weight decay, epoch count, and mixing fraction (orange
points). We find that loss monotonically improves in the number of rephrases generated,
appearing to plateau around 32 generations at loss 3.41. Right: The loss improvements and
plateau are reflected on downstream benchmarks.

the mixing procedure below to epoch real and synthetic data), and measure how loss varies
in the number of rephrases. We discuss this scaling design decision in Appendix B.1.

Mixing. After sampling G rephrases per document, we mix two data streams: a real
stream with the D real docs and a synthetic stream with the G × D rephrases and D real
docs. 1 Each stream is constructed by concatenating a random permutation of documents
with EOS tokens. Each training sequence is formed by selecting a stream and filling the next
context window, commonly known as “concat-and-chunk”. Each training batch follows a
specified mixing fraction (e.g. mixing fraction 0 is only real data). In addition to the mixing
fraction, we specify the number of epochs to take on the real stream while epoching the
synthetic stream indefinitely, determining the total number of training steps.

3.2 Loss improvement

We find that mixing the synthetic stream offers a significant i.i.d. loss improvement over
our standard pre-training baseline, despite the synthetic data coming from a different
distribution. For our baseline, we pre-train a 300M model on 200M real tokens to get
3.55 i.i.d. loss under locally optimal learning rate, epoch count, and weight decay (i.e.
incrementing or decrementing any of the hyperparams does not result in a better model).
For training with G rephrases, we additionally search for a locally optimal mixing fraction.
Figure 2, left shows how simple rephrasing improves i.i.d. loss over the baseline and scales
as the number of generations grows. As we increase the number of generations, the loss
monotonically decreases,2, improving loss by 0.14 and data efficiency by 1.48× at our
highest rephrase count of 32. The loss appears to plateau around 32 rephrases and will

1Though it may seem redundant to add real data to the synthetic stream in addition to mixing
the real stream, it is slightly different since each context window comes from one stream and we are
training with cross-document attention. Therefore, including real documents in the synthetic stream
results in real and synthetic documents attending to each other. We choose to include the real doc
in the synthetic stream since it will be a fair baseline in anticipation of algorithms in Section 4 and it
slightly helps loss (Appendix D.2).

2Our mixing parameterization plays a key role in monotonic loss improvement. Specifically, the
loss at a given rephrase count can always use the same hyperparameters as a smaller rephrase count
while epoching the synthetic stream less. Therefore, a larger rephrase count should never hurt (barring
the nuance that we keep a real copy in our synthetic stream). If we did not tune the mixing fraction
(e.g. kept a single stream of all synthetic and real docs) we do not expect monotonic scaling since this
confuses introducing synthetic data and epoching real data.

4



Published as a conference paper at COLM 2026

Figure 3: Synthetic data streams for megadocs. We visualize synthetic streams with 2
real docs and 3 generations. Simple rephrasing (Section 3) permutes all generations and
real docs. Stitched rephrasing concatenates all rephrases from the same real doc and either
prepends or appends each real doc. Latent thoughts fixes G split points and synthesizes
a rationale to derive each suffix from its prefix. Notably, megadocs can exceed the length
of the model’s context. When training, masking is always disabled across document and
megadocument boundaries.

likely not significantly improve with more generations. Furthermore, the loss trends match
downstream benchmarks with an accuracy improvement plateauing at 5%. We defer a
detailed analysis of synthetic data hyperparameter search and interactions to Appendix B.

4 Multiple generations form a megadoc

In the previous section, we showed how synthetic data could lower loss by scaling the
total number of documents. However, standard rephrasing shuffles all of the generations
as if they were i.i.d., missing out on the structure that the same real document underlies
many related generations. To utilize this information, we consider two synthetic data
algorithms that produce one long megadocument instead of multiple short documents. Our
first method is agnostic to generation and applies to any pool of synthetic data (Section
4.1), while our second method modifies the generation process to expand the real document
(Section 4.2). Both methods offer a significant improvement for i.i.d. loss, long-context loss,
and downstream benchmarks that scales as the number of generations grows (Section 4.3).

4.1 Stitched rephrasing

In this section, inspired by In-context Pre-training (ICPT) (Shi et al., 2024), we propose the
algorithm of “stitching” the synthetic stream by concatenating all G rephrases and the real
doc (with EOS) for each real doc. Stitching is much cheaper than ICPT since we know which
generations are related a priori. When concatenating, we additionally decide whether the
real doc goes before or after the G rephrases as visualized in Figure 3. Since the average
rephrased document is 708 tokens and the average DCLM document is 1243 tokens, the
length of the megadocs will quickly exceed the 4096 token context length.

Stitching improves i.i.d. loss Figure 4 left shows that stitching with either choice improves
i.i.d. loss at 8 generations. This i.i.d. loss improvement is a previously unknown benefit of
stitching, uniquely enabled by mixing in the real data stream (Appendix D.1).

Why is stitching the real doc last best? When stitching, we find that keeping the real doc
last outperforms keeping it first (Figure 4 left) and not concatenating it at all (Appendix D.2).
This may be related to epiplexity (Finzi et al., 2026) which observes that given a function
which is computationally harder to invert than evaluate, learning the inverse can impart
more structure to a student (best demonstrated by their chess example). Since the rephrase
is generated by a model and is generally less detailed than the real doc, we suspect that the
inverse task of generating the real doc from the rephrase is more valuable for pre-training.
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Figure 4: Different ways to scale document length. We compare synthetic data algorithms
(visualized in Figure 3) given 8 generations per pre-training doc. We run 3 seeds of each
algorithm. Both variants of stitched rephrasing outperform simple rephrasing with real last
slightly outperforming real first. Latent thoughts further improves both i.i.d and arxiv loss.

Stitching improves long-context loss We confirm the conventional benefit of stitching
on improving long-context modeling by measuring loss on long-context computer science
arXiv papers. As shown in Figure 4 right, we observe that stitching offers a larger magnitude
loss improvement on the long-context loss relative to the i.i.d. loss. In Appendix F, we show
how these improvements hold for additional long-context validation sets.

4.2 Latent Thoughts

Instead of stitching independent generations to create a megadoc, we can directly gener-
ate data that stretches the original document. Inspired by Latent Thoughts (Ruan et al.,
2025), we split the document into G + 1 equal length pieces and prompt the generator to
generate a rationale deriving the suffix from the prefix for all G split points (prompt in
Appendix G.2). We stretch the original document by inserting the generations wrapped
with <think></think> (Figure 3). The average thought is 424 tokens long and the length of
each megadoc will quickly exceed the 4096 token context. Relative to rephrasing, we are
more concerned about distillation effects for this augmentation (detailed discussion in 7).

Latent thoughts improves i.i.d. and long-context loss Although Ruan et al. (2025) failed
to observe a loss improvement from latent thoughts on math web data, we show in Figure 4
that latent thoughts outperforms simple rephrasing and stitched rephrasing on i.i.d. and
long-context loss (additional val sets in Appendix F).

4.3 Scaling number of generations

Megadocs improve i.i.d. loss scaling and benchmarks. In Figure 5, we show how
megadocs improve loss as we increase generations. Stitched rephrasing and latent thoughts
achieve 1.64× and 1.80× data efficiency, improving over simple rephrasing’s 1.48×. Fur-
thermore, the benefit widens for more generations: for example, the best loss improvement
increases from 0.02 at 4 gens to 0.07 at 32 gens. The loss gains are matched by benchmarks,
improving average accuracy by 6% and 9% (where simple rephrasing helps by 5%).

Megadocs improve long-context (and short-context). Stitched rephrasing and latent
thoughts especially improve scaling for long-context loss. When measuring loss on arXiv CS
papers3 (Figure 5 right), we observe a 0.14 and 0.19 loss improvement at 32 gens (additional
evals in Appendix F). This is likely because the megadoc modeling task is more in line with
long-context capabilities. However, we find that megadocs also improve short context loss,
scaling better than simple rephrasing on documents shorter than 600 tokens (Appendix F.2).

3Which are naturally long, like this one.
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Figure 5: Scaling generation count for
stitching and latent thoughts. We find
that stitched rephrasing (blue points) and
latent thoughts (gray points) improve
i.i.d. loss, long-context loss, and down-
stream benchmark accuracy over simple
rephrasing (orange points). The improve-
ments scale in the number of generations
per document and show less signs of
plateauing.

Note all hyperparams are selected purely via locally optimal i.i.d. loss, making long-context
loss and benchmarks truly held-out. This is likely why their scaling looks less well-behaved.

4.4 Why do megadocs have better scaling?

Our experiments show that megadocs result in better loss scaling as generation count grows.
This is especially striking since the length of a megadoc quickly exceeds the model’s context

Figure 6: Megadocs benefit from more steps on real and synthetic data. We attribute
the favorable scaling of megadocs to different optimal hyperparameters enabling longer
training. For different synthetic data pools, we plot the optimal loss at each real data epoch
count (left). We find that more synthetic tokens (higher G) allows for training for more real
epochs, and megadocs push this effect further. Controlling for longer training by using
the best simple rephrasing hyperparameters (right) shows that megadocs still improve
but the loss win doesn’t scale with G. The scaling is less clean in the right plot since the
hyperparameters are tuned for simple rephrasing.
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length (4096). We hypothesize that the benefit comes from two different effects: a constant
loss improvement from megadocs combined with better scaling by enabling longer training
which may extract more value from the limited real and synthetic data.

Megadocs enable longer training. Megadocs allow us to epoch the real data more before
overfitting (16 to 32 epochs, Figure 6, left) and and allow us to train at higher synthetic mix-
ing fractions (0.75 to 0.9, Appendix B.2). The best hyperparameters for stitched rephrasing
and latent thoughts are able to take 5× more steps without overfitting. When controlling for
the effects of longer training by using the optimal simple rephrasing hyperparameters, the
favorable scaling of megadocs disappears and they provide a constant loss improvement at
larger generation counts (Figure 6, right).

5 Ensembling synthetically pre-trained models

We test whether the benefits of our synthetic data algorithms compose with ensembling,
one of the most effective data efficiency recipes shown to be central in Kim et al. (2025).
When ensembling, we average logits of models trained with different data orders and
initializations and find that loss decreases in member count with scaling exponent 1.

Self-distillation does not compose with ensembling Kim et al. (2025) shows how self-
distillation, an alternative form of synthetic data generated unconditionally from a pre-
viously trained model of the same architecture and data, can help improve the loss of a
single model. In Figure 7, we find that an ensemble of self-distilled models, though an
improvement at finite member count, has the same asymptote (3.32) as an ensemble of
standard 300M models (3.31). The lack of composition supports the theory in Allen-Zhu &
Li (2023) that self-distillation is effectively distilling a 2-ensemble into a single model.

Synthetic augmentation composes On the other hand, simple rephrasing, stitched rephras-
ing, and latent thoughts all lower the ensemble member count asymptote relative to the
standard pre-training ensemble asymptote. Each method improves over the real data en-
sembling asymptote by at least 0.12 loss. The composition suggests that the benefit of
augmentation is qualitatively distinct from ensembling and self-distillation. Unlike simple
rephrasing, the hyperparameters for stitched rephrasing and latent thoughts have not been
tuned to improve the asymptote and they have potential to perform better (Appendix B.3).

Figure 7: Augmentation composes
with ensembling. We measure the
loss of ensembles of synthetically
pre-trained models. For a given
recipe, the asymptote (horizontal
dotted line) of its power law esti-
mates the loss under infinite mem-
bers. Ensembling self-distilled mod-
els does not improve the asymptote.
Meanwhile, all three augmentations
improve the ensembling asymptote.
Unlike simple rephrasing, the hyper-
parameters for stitched rephrasing
and latent thoughts have not been
tuned to improve the asymptote.

6 Related Work

Data efficiency. Historically, many benchmarks were data-constrained (Lecun et al., 1998;
Marcus et al., 1993; Warstadt et al., 2023), shaping a lot of the methods in the field. However,
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modern pre-training has been compute-constrained since its infancy, motivating compute-
efficient algorithms (Hoffmann et al., 2022; Kaplan et al., 2020). Due to massive compute
scaling, there has been a returning interest to data-constrained pre-training algorithms with
proposals including epoching (Muennighoff et al., 2023), diffusion (Prabhudesai et al., 2025),
and energy-based models (Gladstone et al., 2025). Our paper measures the effectiveness of
synthetic data under the formalization of data-efficient pre-training laid out in Kim et al.
(2025) with the practical deviation of an external synthetic data generator.

Synthetic data. Synthetic data has been critical for distillation (Eldan & Li, 2023), verifiable
domains (Zelikman et al., 2022), and alignment (Bai et al., 2022). Synthetic data augmentation
is recently finding more popularity in vision (Azizi et al., 2023; Trabucco et al., 2025) and
language to improve data quality and handle data constraints, used in many artifacts (Team
et al., 2025; Su et al., 2025; Olmo et al., 2025; Ben Allal et al., 2024). The predominant
augmentation is rephrasing (Maini et al., 2024; Nguyen et al., 2025; DatologyAI et al., 2025;
Kang et al., 2025; Qin et al., 2025; Allen-Zhu & Li, 2024; Niklaus et al., 2026) with other
alternatives emerging (Yang et al., 2024; Ruan et al., 2025; Lin et al., 2025; Yang et al., 2025;
Qin et al., 2025). Among these works, Yang et al. (2025); Kang et al. (2025); Maini et al. (2024)
also find that synthetic data can improve validation loss. Our work distinguishes itself
from prior work by measuring scaling in loss under the number of synthetic generations,
introducing megadocs, and composing methods with over-parameterization, epoching,
regularization, and ensembling.

Relationships across documents. Some pre-training algorithms have found benefits to
modeling the relationship between various pre-training documents. Synthetic Bootstrap
Pre-training (SBP) found a benefit to modeling neighbors in embedding space (Yang et al.,
2025). In-context Pre-training (ICPT) found a benefit by sorting documents that are close in
embedding distance to be next to each other (Shi et al., 2024). In Appendix I, we share an
interpretation of stitched rephrasing as generalizing SBP, ICPT, and WRAP.

7 Discussion

Since it is too expensive to pre-train capable generators from scratch, we use an external
generator that is more capable than the student following prior work (Maini et al., 2024;
Yang et al., 2024; Ben Allal et al., 2024). There are at least three reasons to be optimistic that
our synthetic data improvements are not purely artifacts of distillation and would be strong,
if not stronger, in a data/compute regime where we could pre-train generators from scratch.

1. Synthetic data helps more for larger students (Appendix A.1). The primary
concern is that rephrasing helps the student only because it is significantly weaker
than the generator. To address this concern, we measure the loss improvement
of stitched rephrasing and latent thoughts after scaling up the student 5× for the
same generator. For all three synthetic data algorithms, the loss improvements are
actually larger when using the stronger student despite the baseline loss itself being
lower (consistent with prior work below).

2. Self-improvement via synthetic data (Appendix A.2). It is commonly argued that
if the generator comes from the same data as the student, synthetic data can not
help due to data processing inequality. However, prior work shows examples of
rephrasing (Kotha et al., 2025), inter-doc modeling (Yang et al., 2025), and latent
thoughts (Zelikman et al., 2024; Hatamizadeh et al., 2026) self-improving.

3. Data augmentation in vision. In vision, simple data augmentations such as blurring
an image are well-established to help for almost every model/data scale (Steiner
et al., 2022). It is possible that rephrasing operates similarly to such augmentations
after being unlocked given sufficient compute. Multiple reports corroborate the
view that rephrasing is a simple capability since scaling the rephraser stops helping
past a certain scale (DatologyAI et al., 2025; Lin et al., 2025; Maini et al., 2024; Kang
et al., 2025; Niklaus et al., 2026; Kotha et al., 2025).

9



Published as a conference paper at COLM 2026

Nonetheless, our work should still directly apply to many practical applications of synthetic
data utilizing a stronger generator such as open-source pre-training (Olmo et al., 2025;
Ben Allal et al., 2024) and CPT (Kotha & Liang, 2026; Yang et al., 2024).

8 Reproducibility

We open-source all of our runs on WandB and our code on Github (redacted for double
blind).
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A Using a stronger generator

We offer a more detailed explanation of the arguments in Section 7 that synthetic data
is likely to help even when the generator is derived from the same data given sufficient
compute, specifically for rephrasing.

A.1 Student scaling

We ablate the effect of having a stronger student by pre-training 1.5B models under the
same setup: 200M tokens of DCLM data and synthetic data generated by Llama 3.1 8B
instruct. See Appendix H for details on architecture. When we compare the loss win of our
synthetic data methods over the real data only baseline, we find that the loss win scales
with student size (Figure 8). For all three methods, the ∆ between the loss win at 1.5B
scale and 300M scale is at least 0.06. Furthermore, our 1.5B runs are not locally optimal
due to compute constraints and were only selected over a fixed grid of weight decay ∈
{0.4, 0.8, 1.6, 3.2}, real epochs ∈ {4, 8}, mixing fraction ∈ {0.5, 0.75}. Since the 1.5B losses
are upper bounds, it’s likely that the true gap in student scaling is even larger.

Method 300M Win 1.5B Win ∆

Simple Rephrasing 0.144 0.212 +0.068
Stitched Rephrasing 0.18 0.248 +0.068
Latent Thoughts 0.211 0.274 +0.063

Figure 8: Student scaling. We pre-train 1.5B student models using the same set of synthetic
data methods. At each scale, we measure the loss win of each method over the no synthetic
data baseline (purple). We observe a larger loss win at the 1.5B scale than the 300M scale for
all methods.

A.2 Self-improvement via synthetic data

There are at least three positive cases of synthetic data for self-improvement.

1. For rephrasing, Kotha et al. (2025) shows that Llama 3.1 8B Instruct can improve
itself on data-constrained CPT task by training on self-generated rephrases. Fur-
thermore, their student scaling agrees with our ablations that synthetic data from a
fixed teacher helps more for more capable students, not less.
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Figure 9: Student and generator scaling laws for continued pre-training. For a small
set of 1.3M tokens, we measure QA accuracy when training utilizing Rephrase the Web
(Maini et al., 2024). We find that self-improvement is possible (3B student and generator, 8B
student and generator). Additionally, rephrasing only emerges with sufficient scale, stronger
students benefit more from synthetic data, and synthetic data improvements eventually
stop scaling in generator capability. Figure taken from preliminary experiments in (Kotha
et al., 2025).

2. For inter-document modeling, Yang et al. (2025) shows how modeling the relation-
ship between related documents can improve model training. This gives reason
to be optimistic about the benefit of modeling inter-document relationships via
megadocs in the self-improvement setting.

3. For latent thoughts, Zelikman et al. (2024); Ruan et al. (2025); Hatamizadeh et al.
(2026) show that generating latent synthetic data from the student model in an
on-policy fashion provides a useful signal that improves over the course of training.
The latent thoughts augmentation in this paper is an off-policy version of these
methods where the thought generator is frozen and not learned.

We expand on rephrasing in particular below.

Self-improvement demonstration for rephrasing. We first share a clear example of self-
improvement via synthetic data augmentation from Kotha et al. (2025). This work studies
data efficiency for Quality (Pang et al., 2022): 1.3M tokens of articles with an associated
QA comprehension benchmark (setting introduced in Yang et al. (2024)). When performing
continued pre-training with Llama 3.1 8B Instruct, epoching Quality gives up to a 3.5%
accuracy improvement. However, after generating 840M tokens of synthetic rephrases via
the student model using Rephrase the Web (Maini et al., 2024), the model can improve itself
by 16.6%. In early experiments with a different continued pre-training dataset, the authors
also found that this improvement translated to i.i.d. validation loss when mixed with real
data. The experiments in Kotha et al. (2025) additionally study how accuracy changes as a
function of student and generator capabilities, main takeaways below.

Observation 1: Generators need to be sufficiently capable at rephrasing. In Figure 9,
we see that using a weak generator (Llama 1B Instruct, yellow lines) does not generate
meaningful synthetic data. In fact, it can hurt at larger scales. This is why we are forced to
use a larger synthetic data generator in our experiments instead of our models pre-trained
from scratch on 200M tokens.

Observation 2: Stronger student benefits more from rephrasing. When increasing the
capability of the student (Llama 1B to Llama 8B, left to right), we find that stronger students
benefit more from synthetic data than weaker students. Therefore, even though the exper-
iments in this paper uses a low capability student, this does not imply the gains would
be smaller for stronger students. The results in Appendix A.1 corroborate the finding of
stronger students benefiting more from synthetic data.
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Observation 3: Scaling the generator doesn’t help past a certain point. We find that
making the generator stronger does not significantly help past a certain point (8B Instruct to
70B Instruct, blue to purple line). This phenomenon has been observed in many prior works
(DatologyAI et al., 2025; Lin et al., 2025; Maini et al., 2024; Kang et al., 2025; Niklaus et al.,
2026). Therefore, it is possible that we get to close to the upper limits of generator scaling
via rephrasing simply by utilizing Llama 3.1 8B Instruct. This also contributes to our view
as rephrasing as an augmentation rather than a self-improvement capability.

Implications for our work. Suppose our goal was to study self-improvement for data-
efficient pre-training on the internet scale data instead of 200M tokens. Since we do not
have the compute to pre-train such models from scratch, we have to use a smaller student
(Observation 1). However, we are optimistic that our synthetic data improvements would
translate to the regime where students are stronger (Observation 2) and that the gap between
the student and teacher isn’t the key ingredient to the error reduction (Observation 3). It
would be interesting for future work to test our findings at scale from scratch.

B Synthetic data hyperparameters

B.1 Choice of mixing parameterization and order of limits

Our paper takes the stance of fixing a number of generations, training under unlimited
compute (via epoching the real data and synthetic data), and then varying the generation
compute budget. This particular order of limits is important for clean scaling for the
following reasons.

1. Ultimately, we want to characterize the performance of algorithms under infinite
generation (G → ∞) and training compute. Our parametrization estimates this with
a double limit: allowing epoching of the synthetic stream first measures infinite
train compute performance for fixed G, and then sending G → ∞ measures the best
loss under infinite generation compute.

2. Always training on fresh synthetic data would naturally result in exactly 1 epoch on
the synthetic data. Unfortunately, this is not expected to be monotonic in the number
of generations since too much synthetic data could result in low representation of
real data during training and overfitting to the synthetic distribution.

3. A second natural choice is limiting up to 1 epoch of synthetic data. Our approach
of fully tuning epoching on the synthetic data, as opposed to limiting training on
it at most once, gives strictly lower loss at every choice of G. Our scaling gives a
lower bound on the loss of unepoched synthetic data.

B.2 Tuning hyperparameters

We are interested in finding the best setting of hyperparameters (e.g. learning rate, epoch
count, weight decay, mixing fraction) given a fixed pool of real and synthetic data to train on.
We discretize the space of hyperparameters and search for locally-optimal hyperparameters
as done in (Kim et al., 2025). Given a d-dimensional grid over hyperparameters, we define
a point on this grid as locally optimal if deviating along any of the d dimensions in either
direction doesn’t improve loss.

To search for locally optimal solutions, we first seed the search with initial runs around a
best guess for optimal hyperparameters. We then iteratively take the best run, run all of its
neighbors, and repeat if one of the neighbors is better. Otherwise, we call the run “certified”
and terminate the search. In Figure 10, we show an example of this convex certification for
two hyperparameters.

Our specific discretization considers learning rates in {0.001, 0.003, 0.01}, weight decay in
{0.1, 0.4, 0.8, 1.6}, epoch count in {1, 2, 4, 8, 16, 32}, and mixing fraction in {0.5, 0.75, 0.9}.
Due to compute constraints, we set bounds on the search space, so we set a maximum
epoch count of 32 and a maximum mixing fraction of 0.9. Only 2 of our runs trigger these
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Figure 10: Convexity in hyperparameters. For a fixed pool of synthetic data (16 rephrases
per document), we show how the optimal loss changes as we vary two hyperparameters:
real data epochs and mixing fraction. For our synthetic data scaling experiments, we pick
the ”locally optimal” solution so that deviating from any of the hyperparameters doesn’t
improve loss.

Figure 11: Optimal hyperparameters. We
visualize the locally optimal hyperparam-
eters for each of the synthetic data meth-
ods we scale in our paper. We observe that
megadoc-based methods can epoch the real
data more and sustain a higher mixing ratio
without overfitting, particularly at the high-
est synthetic generation counts.

maximum bounds: stitched rephrasing and latent thoughts at 32 generations per pretraining
doc. For each synthetic data method, we visualize the optimal hyperparameters in Figure
11.

B.3 Ensemble hyperparameters

Due to compute constraints, we don’t search for locally optimal hyperparameters for our
synthetic data ensembles as prior work (Kim et al., 2025) observed that the optimal hyperpa-
rameters for the lowest ensemble asymptote were different from the optimal hyperparame-
ters for the best single model loss. Instead, Kim et al. (2025) used the heuristic of doubling
the epoch count and halving the weight decay of the best single model hyperparameters.
We adopt a version of this heuristic by taking the best synthetic data hyperparameters and
only doubling the epoch count.

When composing our megadoc methods with ensembles, we opt to use the hyperparameters
of the simple rephrasing ensemble for a more fair comparison. It’s likely that using the
above heuristic on the megadoc hyperparameters would further improve the ensemble
asymptote.
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Figure 12: Cross-document attention ablation. In the data-eficient regime with only real
data, it is better to mask attention between separate documents in the same context window
(purple bars). When also training on rephrased data, the answer changes (orange bars). The
benefit of stitching additionally justifies disabling cross-document attention masking.

C Cross-document attention

Prior work has shown that in a compute-efficient training regime, masking attention between
documents in the same context window results in better loss, presumably due to decreasing
distractor tokens (Zhao et al., 2024). We reproduce this finding in the data-efficient regime,
finding that it is best to enable cross-document masking for the baseline (Figure 12, purple
bars).

We then ablate on enabling cross-document masking for synthetic data. We find the effect of
masking to be within noise for simple rephrasing (orange bars). As stitching requires no
masking, it is worth disabling cross-document attention during training to support stitching
(blue bar).

In general, we find enabling cross-document attention to help for related data. Stitching
enables this for synthetic data, but in earlier experiments during this project conducted
on natural data with more “related” documents (MultiNews (Fabbri et al., 2019) and a
contiguous subsequence of crawl time sorted DCLM), we also found a large benefit to
disabling masking (only when epoching).

D Stitching

D.1 Mixing with stitching improves i.i.d. loss

Prior work on in-context pre-training has primarily shown its benefit on long-context loss
and benchmarks (Shi et al., 2024), while more recent work on synthetic data has shown
the importance of mixing in real data for i.i.d loss (Kang et al., 2025). In Figure 13, we
ablate the effect of mixing real data on stitched rephrasing. Given a small synthetic data
pool generated with 2 rephrases per document, we lightly search for the best “no real data,
stitched rephrasing” baseline by tuning the number of synthetic epochs {4, 8} and the
weight decay {0.4, 0.8, 1.6}. We find that 70% of the loss improvement of stitched rephrasing
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Figure 13: Mixing ablation. We briefly ablate the importance of mixing in real data. Given
a small synthetic data pool (2 rephrases per document), we find that also training on the
real data vs. not training on it substantially improves loss from 3.521 to 3.456. Consequently,
we always mix real data and search for a locally optimal mixing fraction.

comes from mixing in real data, so we always mix real data and search for locally optimal
mixing fractions in our scaling experiments.

D.2 Real data in synthetic stream helps

Surprisingly, when training on synthetic data, we find that including the real web document
in the synthetic stream always improves loss. In Figure 14, regardless of whether we train on
simple rephrases (orange) or stitched rephrases (blue), including the real document (solid
vs. striped) improves loss. Since keeping the real document always helps, we use this for all
synthetic data experiments in the main body.

The benefit of keeping the real document is larger when training on stitched rephrases, so
we ran additional ablations on where the real document should go in Figure 4 but only
lightly explored the design space. Other options could include keeping it at the end of each
context window, but it’s likely that having too much real data in the synthetic stream can
cause overfitting effects. More broadly, we believe there’s a large design space for megadocs
such as changing the prompting strategy to induce a hierarchy in complexity over synthetic
generations from the same document.

E Data efficiency measurement

We contextualize our loss improvements by estimating the data efficiency improvement or
how much additional data our baseline would need to achieve the same loss improvement.

We estimate the data efficiency using the same methodology and scaling law as Kim et al.
(2025), more specifically the reference-based strategy used in Kotha & Liang (2026). We first
take the data scaling law for the standard recipe where the loss of the standard recipe under
infinite compute is predicted to be 1.30

D0.23 + 1.89. To compare two recipes, we measure the
“effective data” of each recipe by inverting the scaling law (i.e. finding the value of D that
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Figure 14: Including real document in synthetic stream. We show how stitching is a benefit
over simple rephrasing both when there is no real data in the synthetic stream (striped blue
vs striped orange) and when there is real data (solid blue vs solid orange). Since including
the real document in the synthetic stream is helpful for both simple rephrasing (solid orange
vs striped orange) and stitched rephrasing (solid blue vs striped blue), we opt to include a
real document in the synthetic stream for all experiments in the main body.

24



Published as a conference paper at COLM 2026

Figure 15: Additional long-context evaluations. Megadocs achieve lower loss and show
less signs of plateauing than simple rephrasing on additional long-context evaluations on
Github Python code and Wikipedia articles.

matches the loss). We then compute the data efficiency improvement as the ratio of the
two effective data amounts. Since all three data scaling laws in the previous paper shared
similar exponents and asymptotes and relative efficiency is determined by these two values,
our results remain similar independent of the reference law.

We highlight the two main differences between the data setting of this work and prior work.

1. We are using a different subset of 200M DCLM tokens from the original paper.
Specifically, instead of performing concat-and-chunk on the whole corpus and then
selecting 200M tokens, this paper selects 164,000 DCLM documents. This slightly
changes the sampling distribution since we are subsampling by documents and not
tokens.

2. All of our main body experiments in this paper use full cross-document attention
while the previous paper masked cross-document attention.

We are not concerned about these changes since data efficiency is fully determined by the
exponent and asymptote which should remain relatively stable.

F Additional evaluations

F.1 Long-context evaluations

Beyond arXiv papers, we measure loss on other natural long-context domains including
English Wikipedia articles and Python code from Github (Jellyfish042, 2024). All hyperpa-
rameters were selected via locally optimal i.i.d. loss, making these evaluations truly held-out.
In Figure 15, we find that megadocs have better scaling trends than simple rephrasing. At
the largest synthetic data scale of 32 generations per pre-training doc, our best megadoc
method achieves a 0.24 loss improvement on Github Python and a 0.08 improvement on
Wikipedia English over simple rephrasing.

F.2 Short vs. long-context evaluation

We further investigate which data distributions megadocs provide an improvement on. We
take the validation set (1000 documents) we use in our experiments and split it in half based
on the tokenized document lengths. The “short” half contains 500 documents with a median
length of 304 tokens and a max length of 621 tokens, while the “long” half contains 500
documents with a median length of 1230 tokens and a max length of 36319 tokens.

We evaluate our models on both splits and surprisingly find that megadocs provide better
scaling on both the short and long data splits (Figure 16). This is additional evidence that
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Figure 16: Scaling trends on shorter vs longer documents. We split the validation set in
half (based on document length) and evaluate the scaling of our methods on both splits. The
short and long splits have max document lengths of 621 and 36319 tokens respectively. The
scaling of megadocs vs. simple rephrasing exhibits the same trend on the short and long
splits, suggesting that megadocs help more generally with modeling many types of data.

megadocs don’t just help for modeling long-context data but provide a better learning task
with more general transfer.

G Synthetic data generation details

G.1 Generation procedure

To create a synthetic data pool with G generations per real document, we sample from
Llama 3.1 8B Instruct G times using the prompts in Appendix G.2 with temperature 1 using
a high-throughput inference engine designed for batched workloads (Juravsky et al., 2025).
For rephrasing and latent thoughts, we use max generation lengths of 1024 tokens and 512
tokens respectively.

We adopt the exact same latent thoughts prompt as Ruan et al. (2025). When using the
prompt, for each split point in a document, we use the entire prefix (before the split point)
and suffix (after the split point) in the prompt. We note that this introduces more global
information than the chunk-based splitting method in Ruan et al. (2025), but we don’t ablate
the effect of this choice.

G.2 Synthetic data prompts

System prompt:

Provide a direct response to the instructions without adding additional notes.

Rephrase prompt:

For the following document, regardless of its original content or formatting,
write a full article of the same content in high quality English language as in
texts on Wikipedia:

Document: {doc text}

Rephrased article:

Latent thoughts prompt:
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You are provided with a pair of web document prefix and suffix. Your task is
to insert latent thoughts between them underlying the creation of the suffix
conditioned on the prefix. The latent thoughts should include any missing
background knowledge and any reasoning traces underlying each claim (especially,
step-by-step derivations or logical reasoning).

Prefix: {prefix text}

Suffix: {suffix text}

Now provide the latent thoughts. Use concise, simple, and declarative language. Do
not give any supporting remarks or references to the terms ’prefix’ and ’suffix’,
as this output will go directly into a computer program. Do not apply any markdown
formatting or text embellishments. Optimize the content to ensure every word is
informative, avoid vague language like ’xxx is essential’. Emphasize on the suffix
without repeating the content in the prefix. Focus on implicit reasoning and
background knowledge that is not explicitly stated in the suffix, and use concrete
logical reasoning or mathematical derivations when applicable.

H Training details

Pre-training algorithm. We instantiate the pre-training algorithm A using a standard
pre-training recipe developed through the Marin project (https://marin.community) by
following the best practices shared publicly and found internally.

• Optimizer. We train with AdamW, either with a default of 0.1 or a tuned weight
decay. We set other hyperparameters to standard defaults (β1 = 0.9, β2 = 0.95, ϵ =
10−8). We clip the norm of the gradient at 1.

• Learning rate. We use a cosine learning rate schedule with a warmup for the first
1% of training, decaying to 0 by the end of training. We always tune learning rate
for all of our experiments. Every run has its own learning rate schedule and we
never report the loss before the learning rate anneals to zero in the main body .

• Architecture. We train Llama-style auto-regressive language models. We specify
the main architectural choices in Table 1. When scaling models, we change the
initialization scheme to have variance inversely proportional to the hidden dimen-
sion (this is known to outperform µP (Yang et al., 2022) within our framework:
https://github.com/marin-community/marin/issues/621. For other architectural
choices, we default to SiLU activations, untied word embeddings, and rotary posi-
tion embeddings.

• Systems. We train in mixed-precision with parameters in fp32 and compute +
output in bf16. Most of our jobs were run on v4-64 TPUs, with bitwise-determinism
for handling preemption and promoting reproducibility.

• Data. We pre-train using DCLM data (Li et al., 2025). We keep a fixed validation set
of 1000 sequences across all experiments for clear comparison.

• Data order. We generate a random permutation of the windows after tokenization
and use this same permutation across epochs. We note that loss might have been
better if we used a unique permutation every epoch but keep this fixed across
models which further reduces randomness of training.
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Parameter 300M 1.5B

Context Length 4096 4096
Hidden Dimension 512 1536
Intermediate Dimension 1792 5376
Attention Heads 8 16
KV Heads 8 8
Layers 6 36

Table 1: Model architecture configurations for different model sizes. We use the 1.5B model
for student scaling experiments.

I Relationship to ICPT and SBP

I.1 Origin of megadocs

We were initially interested in whether in-context pre-training (ICPT) (Shi et al., 2024) was a
data efficiency win, but we had trouble replicating the results of the paper at our small scale.
We hypothesized that this was due to the “density” of the document embedding graph. The
original paper operated at a scale of 300B pre-training tokens, where the number of related
neighbors in the embedding graph was much higher than our setup of 200M tokens.

We verified this hypothesis by doing “density scaling”: we constructed pre-training datasets
that had higher inter-document relationships by first sampling i.i.d. DCLM data at a higher
token scale (e.g. 20B tokens) and then subsampling 200M tokens from the TSP ordering of
this data. We were able to show that ICPT on denser data gives a large loss improvement on
the corresponding validation set, and we found that the loss improvement scales with the
density of the corpus.

We then realized that synthetic rephrases were a “free” type of naturally dense data, which
motivated the first version of stitching. We immediately observed large loss improvements
on long-context loss, and we were able to distill these into i.i.d wins by mixing in the real
data stream optimally.

The success of stitching motivated the general concept of megadocs which led us to consider
other forms of augmentation that stretch documents. This led to trying a simple version of
Latent Thoughts (Ruan et al., 2025) which we found to be extremely effective.

I.2 Stitched rephrasing as WRAP, ICPT, and SBP

We speculate that stitched rephrasing gets the benefits of WRAP (Maini et al., 2024), ICPT
(Shi et al., 2024), and SBP (Yang et al., 2025).

We first note that SBP takes a document, retrieves its nearest neighbors in embedding space,
and trains a generator conditioned on the original document. Note that if we dropped loss
masking on the original document (which seems to have little effect in instruction following
(Huerta-Enochian & Ko, 2024)), this is equivalent to 2 document ICPT. Therefore, we view
ICPT as a multi-document generalization of SBP synthesizer training.

We then observe that SBP takes the generator and distills it into a model trained for i.i.d.
loss. We hypothesize mixing the megadoc loss and real loss automatically serves the
same purpose: the model learns features from the megadoc objective which transfer to
the i.i.d. loss. Therefore, mixing stitched rephrasing automatically gets the benefits of SBP
generalized to multiple documents as done in ICPT.

J Compute tradeoff

We estimate training FLOPs for our runs as 6ND where N is the number of parameters in
our model and D is the total number of tokens observed. Our 300M regularized baseline
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Figure 17: Generation FLOPs. Breakdown of generation FLOPs as a function of method of
number of generations G.

which epochs 200M tokens 16 times requires 5.8e18 FLOPs. Our most expensive synthetic
data pre-training runs require 1e20 FLOPs.

We estimate generation FLOPs using 3 terms: dense generation FLOPs (2N * total generation
tokens) + dense prompt FLOPs (2N * total prompt tokens) + decode attention FLOPs (4 *
layers * hidden size * sum t (ctx length t)). We separate out dense prompt FLOPs because
rephrase generation benefits from prefix caching so dense prompt FLOPs don’t scale with
G for simple / stitched rephrasing. We provide a full breakdown in Figure 17. The largest
rephrasing and latent thought pools require 6.6e19 FLOPs and 1.4e20 FLOPs to generate
respectively.

For compute efficiency, we first present a comparison when only matching training FLOPs.
We start with this setting as stitched rephrasing can be applied to any existing pool of
synthetic data, and many practitioners already have generated data. Figure 18 shows how
loss vs training FLOPs changes for different synthetic data methods and pools (G=2, 32).
Across all methods, we find that our synthetic data methods provide a large loss win at
the same training FLOPs budget as the regularized baseline. This is the standard compute
comparison in prior synthetic data works (Yang et al., 2025).

In Figure 19, we do an additional analysis where we account for training and generation
FLOPs. For different values of G (which increases generation FLOPs), we plot the loss
vs total FLOPs tradeoff here. For each subplot, we can measure the compute multiplier
incurred by the synthetic data method by finding the lowest FLOPs run which achieves
lower loss than the regularized baseline. A summary of these multipliers is presented
in Figure 20. For rephrasing, synthetic data at the smallest pool size requires 1.74x more
compute than the real data baseline. Latent thoughts requires 2.02x more compute.

We note that as we scale the pretraining model size, the compute penalty incurred would
shrink as the baseline pretraining cost grows larger than the synthetic data generation cost.
For example, pre-training a data-efficient 1.5B model requires 1.4e19 FLOPs and pre-training
a 3.2B model requires 3.11e19 FLOPs.

K Mechanistic analysis

We construct 1k validation megadocs using our DCLM val set with 4 rephrases per document
and the real doc at the end. We will refer to the rephrase/real doc composing a megadoc
as a “chunk”. We filter for megadocs that fit within the train context window of 4k tokens
which leaves 646 validation megadocs. We compare the best simple and stitched rephrasing
models trained on the largest synthetic data pool (G=32).

Given some val megadoc, for each layer, we measure a metric called “attention ratio”. For
each query token q, we compute the ratio of attention mass from q to keys in previous
chunks divided by attention mass from q to all previous keys. We then normalize this ratio
by a uniform attention baseline which is the number of previous chunk keys divided by
the number of all previous keys. We average this ratio over all queries and measure the
attention ratio per layer quartile.
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Figure 18: Loss vs training FLOPs.

Figure 19: Loss vs training and inference FLOPs.
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Figure 20: FLOP multipliers for different G.

Figure 21: Mechanistic analysis of model trained with megadocs. Left: models trained
with stitched megadocs have increased attention for previous chunks relative to simple
rephrasing, especially for later layers. Right: Stitched rephrasing suffers more than simple
rephrasing when masking out previous chunks, suggesting it pays more attention to the
previous chunks.

In the left subplot of Figure 21, we find that the attention ratio increases linearly with layer
quartile for the model trained with megadocs, while the simple rephrasing baseline exhibits
minimal change in attention ratio. The megadoc model has a 1.9x higher attention ratio
in the last layer quartile. In the right subplot, we also measure the effect on validation
megadoc loss when masking previous chunks. We find that masking degrades the loss of
megadocs models by 0.63 but non-megadocs models by only 0.04 (within noise). We use
95% bootstrap confidence intervals over validation megadocs for error bars.

Both measures provide more direct evidence that megadoc trained models are actively using
information across chunks vs. non-megadoc models.

L Per domain analysis

We evaluate megadocs on 2 broad categories (logic-heavy text vs. factual and descriptive
prose) across 6 different data domains. Scaling results are shown in Figure 22.

For logic-heavy domains, latent thoughts are the most effective and dominate simple
rephrasing, but for prose domains, they only improve at the largest generation counts.
Stitched rephrasing always provides an improvement over simple rephrasing. In all cases,
we observe that the scaling of simple rephrasing plateaus at the highest generation count,
while megadocs productively learn from the extra compute.
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Figure 22: Loss split by domain. We measure the loss benefit of megadocs stratified by
domain. We find that stitched rephrasing helps across all domains, whereas latent thoughts
offers more consistent improvements in logical domains (top row) as opposed to writing
domains (bottom row).
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