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Abstract

When posed with prompts that permit a large number of valid answers,
comprehensively generating them is the first step towards satisfying a wide
range of users. In this paper, we study methods to elicit a comprehensive
set of valid responses. To evaluate this, we introduce diversity coverage,
a metric that measures the total quality scores assigned to each unique
answer in the predicted answer set relative to the best possible answer
set with the same number of answers. Using this metric, we evaluate 18
LLMs, finding no single model dominates at generating diverse responses
to a wide range of open-ended prompts. Yet, per each prompt, there
exists a model that outperforms all other models significantly at generating
a diverse answer set. Motivated by this finding, we introduce a router
that predicts the best model for each query. On NB-WildChat, our trained
router outperforms the single best model baseline (26.3% vs 23.8%). We
further show generalization to an out-of-domain dataset (NB-Curated) as
well as different answer-generation prompting strategies. Our work lays
foundation for studying generating comprehensive answers when we have
access to a suite of models.

1 Introduction

Various tasks require language models (LMs) to generate diverse high-quality responses.
These range from creative writing (Padmakumar & He, 2023; Chung et al., 2025), dialogues
(Lin & Tomlin), code (Wu et al., 2026), math (Wu et al., 2025), scientific discovery (Novikov
et al., 2025; Gottweis et al., 2025), survey response simulation (Meister et al., 2024) to
synthetic data generation (Honovich et al., 2022). Evaluation on these tasks thus should
move beyond the quality of a single output to the diversity and quality of a set of outputs.
However, existing metrics fall short in quantifying the coverage of open-ended answer space.
In this work, we introduce diversity coverage, a metric that measures the total quality scores
assigned to all unique answers in the predicted answer set, relative to the best possible
answer set with the same number of answers.

Prior works focused on methods for improving the diversity of generations from a single
LLM, such as changing the inference hyperparameters (Holtzman et al., 2019; Kambhatla
et al.,, 2022; Santurkar et al., 2023; Nguyen et al., 2024) or prompt (Lu et al., 2024b; Zhang
et al., 2025a). In this paper, we ask the question of whether diversity coverage can be further
improved by taking advantage of bountiful LMs, each with differing behaviours towards
the same prompt. We hypothesize that heterogeneous LLMs can be effectively ensembled
in order to leverage their complementary strengths. Through a pilot study, we identify that
no single LLM dominates in generating a diverse and high-quality output set, and different
LLMs excel at answering different open-ended questions (Section 3). If we can pick the
optimal model for each example, 33.0% diversity coverage can be achieved on NB-WildChat,
revealing a large gap compared to using the overall best model in the ensemble (23.8%).
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Figure 1: Left: LLMs exhibit different diversity coverage. Right: There is no universal
best model on NB-WildChat. A model is only considered to be the best model if its diversity
scores are 5% higher than the second-best candidate. Queries without a model satisfying
this margin are labeled as “No dominant single models”. On Simple Questions, all models
perform similarly, resulting in 100% of “No dominant single models”. On NB-WildChat,
there is no model that consistently dominates all queries. In Appendix A, we take a look on
frontier versions of GPT, Claude and Gemini and find no dominant LLM either.

However, determining the optimal model for a question can be challenging, as optimizing
diversity involves analyzing the joint effect of all sampled answers. Although many previous
works have proposed routing to select the best LLM (Jiang et al., 2023; Zhang et al., 2026;
Lu et al,, 2024a), candidates are ranked based on a single response to the ground truth.
This problem becomes exponentially more challenging when comparing answer sets as
it is expensive to sample and compare multiple outputs for each example. The difficulty
is further increased for open-ended questions as there are no gold answer sets available.
Lastly, one might expect that simple heuristics based on model metadata (e.g., family or size)
could help predict diversity. In fact, we show in Figure 1 that models of different families
and sizes generate the most diverse outputs for a disjoint set of queries.

Motivated by this, we propose a simple approach to predict the best model to respond to
any given query. We train a router that scores the diversity and quality of each candidate
model in the routing pool and routes to the best LLM to generate the answers. We frame it
as a classification task and create a training dataset of queries and model scores. Our router
outperforms top overall baselines on the NB-WildChat and also generalizes to NB-Curated.
Using the same trained router, we explore further ensembling outputs from two models per
query, which brings further performance gains. Our key contributions are:

1. We propose a new metric, diversity coverage, to jointly measure the diversity and quality
of an answer set to open-ended questions with diverse output space.

2. Motivated by the finding that no single model excels at generating diverse outputs to
all queries, we propose to train a router which predicts the best model for generation
given an input query. We evaluate our method comprehensively on multiple datasets,
demonstrating competitive performance on both in-domain (NB-WildChat) and out-of-
domain (NB-Curated) settings.

3. We further investigate the effect of training data size, prompting strategies as well as
inference efficiency of using a diversity router. More broadly, our findings highlight
the potential of multi-LLM systems, where models with complementary strengths are
combined to produce more diverse and high-quality solutions.
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Example

Question Possible Valid Answers
(delimited with “/)

Dataset #Q

Simple Questions O PIEETE

(Zhang et al., 2024) 23 CAOIEZECyam North United States/ Canada/ Mexico / ...
Who is Adam and why he is
L 1 ¥
B Copied (el 92  Tell me a funny joke. optimizing my code? / “Pick a lane”
et al., 2025b) “Who's Elaine?”
NB-WildChat (Zhang 1k Sg;etglfe;‘g;}ézr?ﬁée Tangent = gﬂ;ﬂiﬁ / Draw a unit
cal, 202510) formula for tangent. circle ...

”... I'm just like my country—I'm
young, scrappy, and hungry, and
I'm not throwin” away my shot!”
said Hamilton./ America was born
in the streets.

Infinity-Chat (Jiang 26Kk Write a story about
et al., 2026) America.

Table 1: Dataset statistics. # Q denotes the number of total questions. Simple Questions has

a fixed, finite answer set; all other datasets have open-ended answer sets.

2 Task Formulation

Many queries admit multiple valid responses rather than a single correct answer. We
summarize datasets containing such queries in Table 1. Depending on the number of
possible answers, we categorize the datasets into two types:

* Fixed answer set. Each query has a finite ground truth answer set A*. The predicted
answer is correct if it belongs to A*. We match model outputs to A* using exact string
match.

* Open-ended answer set. Queries admit infinitely many valid answers, and listing them
comprehensively is infeasible. The validity of the predicted answer can be evaluated
based on quality and assigned a scalar value. We use a semantic equivalence classifier to
determine whether two generated answers preserve the same meaning.

2.1 Task definition

Given a query g and generation budget B (i.e., the number of answers produced by model),
the task is to derive an answer set A = {aj,...,ap} that covers as many distinct and
high-quality answers as possible. Our task definition assumes two functions:

* uniq(g, A): Given a query 4 and an answer set A, it outputs a subset of A, consisting of
distinct answers only (i.e., no two answers in A are equivalent to each other). We follow
prior work (Zhang et al., 2025b) to derive A;. We iterate over answers in A and greedily
add a new answer to A if the current answer a is not equivalent to any answer already in
Aj. The equivalence of two answers is determined by exact string match for queries with

a fixed answer set and an equivalence classifier for open-ended questions.? The process is
described in Appendix D.

* quality(q, 4;): Given an individual answer a; for query g, it outputs a scalar value rep-
resenting the quality of the answer 4;. For fixed-answer queries, this is computed
by comparing against the ground-truth answer set; for open-ended queries, we use
Skywork-Reward-Gemma-2-27B-v@.2 (Liu et al., 2024) as the reward model, following
Zhang et al. (2025b). Details are provided in Appendix D.

IThe original released dataset has 100 questions. We filter out 4 questions that ask for multiple
answers (violating our hypothesis) and 4 questions that do not have multiple correct answers.

2The classifier from Zhang et al. (2025b) achieves 79% accuracy and 0.811 F1 against human labels
on their held-out test set. We additionally evaluate it on 100 manually annotated Infinity-Chat answer
pairs and observe 88% accuracy and 0.735 F1.
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2.2 New Evaluation Metric: Diversity Coverage

Given a predicted set of answers A = {ay,...,ap} to query g, we introduce a new metric,
diversity coverage (div-cov) as follows:

1

div-cov(g, 4) = max-unig-sum(q, B) aEuniZq:(q A) aualitya )

We define max-unig-sum(g, B) as the maximum score that one can reach by generating an
answer set of size B where each answer in the set is distinct and achieves maximum quality.

For questions with a fixed answer set A*, assuming B > |A*|, this measures the proportion
of unique ground-truth answers covered by the answer set, equivalent to the coverage rate
metric proposed by Zhang et al. (2024).

Prior works measure diversity by the number of unique, valid outputs for questions with a
fixed answer set (Zhang et al., 2024); or via pairwise embedding-based similarity (Zhang
et al., 2025a; Jiang et al., 2026). Such metrics either do not work for questions with an
open-ended answer space, or do not account for the quality of the answers. Zhang et al.
(2025b) proposes a unified metric for quality and diversity considering an ordered answer list,
which penalizes answers generated later to account for user patience. This paper focuses
on evaluating the quality and diversity of a set of answers, regardless of generation order,
making diversity coverage better suited to our purpose.

3 A pilot study on ensembling models to maximize diversity coverage

In this section, we first study whether a strong LLM can dominate other models in diversity
coverage for a range of questions (Section 3). We found no single model dominates, moti-
vating us to explore the upper bound of gains if we use a pool of LLMs instead of a single
LLM (Section 3.2). We compare several ensembling strategies under oracle model selection
setting. We find that picking the best LLM per question is the most promising, which leads
us to develop model router in later sections.

3.1 No single model is best at diversity coverage for all questions

Model sets We study 18 models from four open-source model families with different pa-
rameter counts: Llama (Llama-3.2-1B, Llama-3.2-3B, Llama-3.1-8B, Llama-3.3-70B),
Qwen (Qwen3-0.6B, Qwen3-1.7B, Qwen3-4B, Qwen3-8B, Qwen3-14B, Qwen2.5-72B),
OLMo (OLMo-2-0425-1B, OLMo-2-1124-7B8, OLMo-2-1124-13B, OLMo-2-0325-32B),
Gemma(gemma-3-1b, gemma-3-4b, gemma-3-12b, gemma-3-27b).

Settings For each model and query, we sample N answers with a prompt which instructs
the model to enumerate as many valid answers as possible (see Appendix C for the full
template). This prompt encourages models to explore the space of possible responses rather
than produce a single canonical answer.> We keep the decoding method fixed throughout
the paper (described in Appendix E). For each query, we define the “dominant” model by
the following two criteria: (1) the model achieves the highest diversity coverage, and (2) the
score is at least 5% higher than that of the answer sets generated by any other models.

Results On Simple Questions, we find no dominant model for any query. For NB-WildChat
queries, this remains true for 30% of queries, and more than 5 models are dominant at least
on 5% of queries, suggesting optimizing model choices per question can be fruitful. Figure
1 compares per-model frequency of achieving the best diversity coverage on NB-WildChat.

3Prior work Zhang et al. (2025a) has found that this method elicits more diverse answer set
compared to sampling multiple single answer. We further compare different prompt templates (e.g.
generate one or two answers in a single generation) in Appendix ]J.1, finding that generating all
answers in a single prompt elicits the most diverse answer set.
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3.2 Oracle experiment: how much does picking the best model(s) per query improve?

Motivated by the finding that different models can generate diverse outputs for different
queries, can we ensemble outputs from models to achieve diverse outputs? We assume an
oracle setting, where we have access to the diversity coverage scores of all LLMs on all

queries. We compare three strategies to ensemble models with a fixed generation budget B*:

¢ Top overall model. We select the single model with the best average diversity coverage
per dataset, representing the best possible performance without ensembling. The selected
top models are respectively: L1ama-3.1-8B, Qwen3-14B and OLMo-2-0425-1B.

¢ Top two overall models. We select two models with the highest average diversity
coverage score per the dataset, then ensemble their outputs, generating B/2 answers
per model. The selected model pairs are respectively: (Llama-3.1-8B, Llama-3.3-70B),
(Qwen3-14B, L1lama-3.1-8B), (OLMo-2-0425-1B, OLMo-2-1124-7B).

¢ Top model per query. For each query, we select the model with highest diversity coverage.
This represents the oracle performance of always choosing the best LLM per given query.
We also report the performance of randomly choosing a model per query (Random model
per query) as a baseline method.

We first show, in Table 2, that
model ensembling does improve

SQ Curated WildChat

output diversity, but the gains  Top overall model 96.9%  47.0% 23.8%
vary by task type: Simple Ques-  Toptwooverallmodels 97.1%  45.6% 25.6%
tions sees near-saturated diversity Random model / query  92.7% 37.5% 18.1%
coverage, with Top model per query Top model / query 97.9%  59.6% 33.0%

only slightly better than fixing a
single model (97.9% vs. 96.9%). Table 2: Diversity coverage scores for ensembling mul-

Open_ended questions show sub- tlple LLMs on Slmple Questions (SQ), NB-Curated (Cu-
stantlally larger gaps: on NB_ rated) and NB'WlldChllt (WlldChat)

Curated, selecting the top model

per query reaches 59.6%, a 27% relative improvement over the best single-model baseline
(47.0%), and on NB-WildChat it improves over the best single-model baseline by 39% (33.0%
vs. 23.8%). We therefore focus the rest of our paper on open-ended datasets. We then
observe that query-level model selection, under oracle access, achieves the best diversity
coverage. This motivates us to train a router for diversity in the next section.

4 Learning to ensemble multiple models for diverse outputs

Oracle routing significantly improves diversity coverage, but it is costly as we need to
sample and evaluate outputs from all candidate LLMs. This motivates us to train a router to
predict the most promising model without sampling the entire answer sets from all models.

4.1 Router

Problem setting Given a query g and a suite of models M = {mq,my, - - - m,}, a router
ranks them, by div-cov(q, A;) where A; is the generated answer set from m; for query g for

some budget B. The oracle model index for g is defined as i* = arg max; div-cov(g, AW),
Such index i for each query g; consist of the router training data D = {(q;,7)}.

Classification Objectives We compare two classification formulation for the router:

* | M|-way classification: the router is a single classifier ry : Q@ — {1,...,| M|} which

predicts the oracle best model index i]’-‘ for each query g;. Let r9(q); denote the predicted

probability of selecting model m;, we train the router with cross-entropy loss: L1 =

E(g;in~p [— log Te(ﬂj)i;] :

4In our experiments, we fix B to be 50 answers per question if not otherwise stated.
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e Binary classification: For each LLM m;, we derive a binary training dataset D) =

{(q;, y](.l) )} from D, where y](.i) = 1[i = i;] indicates whether m; is the oracle best model

for query g;. We then train a binary classifier réi) : @ — [0,1] to predict this label using
binary cross-entropy loss. At inference time, the router evaluates all binary classifiers

{rél) (9) }Z‘/:\/il and selects the model with the highest predicted score: arg maxlﬁ' rél) ().
Query encoding We experiment with two input featurizations: (1) infly/inf-retriever-
vl (Yang et al., 2025), a retriever fine-tuned from Qwen-2-7B for information retrieval tasks.
We refer to it as model-agnostic encodings (agn). (2) Model hidden states: we encode the
query using each model m; and extract the representation from the final layer’s last hidden
state. We hypothesize that this representation encodes rich information on how the model
decodes its outputs. We refer to it as model-specific encodings (spec).

4.2 Experiment settings

Training and evaluation data We split the 1,000 NB-WildChat prompts from (Zhang
et al., 2025b) into train, validation and test sets containing 70%, 10% and 20% of the data
respectively. We conduct out-of-domain evaluation on NB-Curated questions.

Evaluation metrics Diversity coverage jointly measures the diversity and quality of the
generated answer set. To disentangle the effect, we additionally report metrics that mea-
sure each aspect. Quality (Qual) measures the average quality score across all sampled

answers: ‘17‘ Y sc 4 quality(g,a). Uniqueness (Unq) measures the number of semantically

non-equivalent answers: |A;|. Unique Quality (Unq Qual) measures the average quality
score over unique answers only: ﬁ Lacuniq(q,4) quality (g, a). Together, these metrics reveal

whether improvements in cumulative diversity arise from generating more distinct answers,
improving answer quality, or both.

Baselines We consider several non-routing baselines. For a fair comparison with our
trained routers, we restrict these methods to access only training-set labels and evaluate
them on the test set. We implement baselines from Section 3.2: Top overall, Top two overall,
Random model per query. We also include a Frequency baseline, where models are sampled
proportional to their frequency of reaching highest diversity coverage. We additionally
compute Top model per query and Top two models per query as oracle performance on diversity
coverage, using ground-truth labels on the test set. Specifically, Top model per query is
implemented by selecting the best model per query. Top two models per query are the best
pair over all model combinations. If two models are selected, we take half from each model.

Router Models We implement three types of router models, and describe their implemen-
tation details in Appendix F.

* KNN (Fix, 1985) This is a simple, non-parametric classifier, where the predictions are
obtained from K nearest neighbours from the training data, K € 1,5.

¢ BERT (Devlin et al., 2019) Following other routing literature (Ong et al., 2025; Zhang
et al., 2026), we fine-tune BERT with a classification head which makes a selection over
the | M| models.’

e MLP We report results for training | M| binary MLP classifiers and training one MLP
classifier for | M|-way classification. We report results for (1) using inf-retriever to encode
the query for all classifiers: Binary MLP (agn) and M-way MLP (agn), (2) using the
candidate model m;’s last layer hidden states to encode the query for the respective
classifier: Binary MLP (spec) and M-way MLP (spec).

5We did not experiment with implementing | M| BERT models for binary classification given that
fine-tuning BERT is computationally more expensive than fine-tuning the 2-layer MLP router.
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Method NB-WildChat NB-Curated (OOD)
#Unq Qual UnqQual Cov. #Unq Qual UnqQual Cow.

Top overall 426 3.0 2.9 23.8% 354 6.0 57 38.6%
Frequency 331 38 3.6 21.0% 282 72 7.1 39.6%
Random model per query 278 37 3.6 181% 278 7.2 7.0 37.5%
Top model per query (oracle) 38.8 4.5 4.4 33.0% 303 7.6 7.4 59.6%
KNN (N=1) 343 37 3.6 23.1% 282 73 7.1 39.7%
KNN (N=5) 349 38 3.7 241% 298 7.3 7.1 40.2%
M-way BERT 403 33 3.2 244% 350 6.3 6.2 40.3%
M-way MLP (agn) 351 39 3.8 253% 301 7.6 7.5 40.3%
M-way MLP (spec) 393 35 34 259% 346 6.3 6.1 40.2%
Binary MLP (agn) 384 35 3.4 25.7%** 328 7.1 7.0 40.7%**
Binary MLP (spec) 381 36 35 26.3%** 308 7.0 6.8 39.3%"5

Table 3: A per-query router selects among 18 models to maximize diversity coverage (Cov.).
We train our best MLP router for 5 runs with random seeds to compute statistical significance
for our best system (bolded) against Top overall, ** indicating significantly better and "
indicating not significant.

Method NB-WildChat NB-Curated (OOD)

#Unq Qual UnqQual Cov. #Unq Qual UnqQual Cow
Top 2 overall 39.1 34 3.2 23.8% 316 6.7 6.3 38.3%
Top 2 per query 40.7 4.5 4.5 358% 413 77 7.6 62.6%
Router 384 38 3.6 26.7%** 323 7.1 6.8 42.2%**

Table 4: Performance of ensembling two models per query. We report the performance of
the best single model router (Binary MLP (spec)) in Table 3 by ensembling the top 2 models
ranked by the prediction scores. ** indicating significantly better compared to Top 2 overall.

5 Results

5.1 Performance Evaluation

We report performances in Table 3.° Top overall is the best-performing non-routing baseline
for in-domain evaluation on NB-WildChat. This indicates that the LLM chosen from training
labels maintains strong diversity coverage on the test set. Frequency baseline generalizes
better to out-of-domain NB-Curated questions. KNN routers yield only marginal improve-
ment. MLP-based routers outperform other baselines. Specifically, binary routers with
model-specific query encodings bring the greatest gains (26.3%), surpassing the Top overall
baseline (23.8%). On MLP classifiers, model-specific query encodings (spec) provide more
useful information than model-agnostic encoding (agn), but show worse generalization.

Router trained to select single model can be used to ensemble outputs from two models
which provides further gains. We observe consistent gains when using our trained router
(Binary MLP(spec)) to select two models, as presented in Table 4 both in-domain (26.7%
vs. 23.8%) and out-of-domain (42.2% vs. 38.3%). Moving from Top overall to Top 2 overall,
the best diversity coverage of the non-routing baseline does not improve. But the oracle
(Top per query) stably increases from one to two models. We show that our best routers are
significantly better than Top overall and Top two overall baselines across 5 checkpoints trained
under different random seeds. We further discuss how the number of models selected affect
the answer diversity in Section ].2.

%We also report accuracy (i.e., how frequently it predicted ground truth best model) in Table 10 in
Appendix.
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Scaling training data size consistently pro-
duces a better router. Would training on
a larger data set improve performance?
On Infinity-Chat, we show in Figure 2 that
router performance increases steadily with
training data sizes varying from 500, 1k to
2k. We further find that training also scales
on NB-WildChat and can incur generaliza-
tion across the two datasets in Appendix
G.

Answer quality distribution. Diversity
coverage provides an aggregate measure
of the quality and uniqueness of an answer
set. We further examine how the quality
scores of unique answers are distributed
within each set. The oracle router achieves
the highest mean quality (@ = 4.2) while
maintaining moderate variability (o = 2.2).
Among the non-oracle methods, the learned
router achieves a mean quality of 3.6, ty-
ing with the Frequency and Random base-
lines, while exhibiting the second-lowest
standard deviation (¢ = 2.1). This suggests
that the learned router produces answers
with relatively high and consistent quality.
In Appendix I, we additionally include raw

25% 1

23.54%

23.78%
24% ,

3 23%
e
2 22%
21% 1 ---- Top overall
° 4 Router
20% T T
500 1K 2K

# Training Examples
Figure 2: Scaling training data improves
router performance on Infinity-Chat.

a)mA Mean
5 91 +10 (value shown)
O 84
wn
> 71
b
T %
S 51
v 41
=]
g 34
5 2
5 24
N 4 A1 T

Top OverallFrequency Random  Oracle Best Router

Figure 3: Distribution of quality scores for
unique answers on the WildChat dataset
across different routing methods. The ora-
cle router achieves the highest mean quality,
while the learned router attains relatively high
mean quality with low variability.

answer quality distribution and a comparison among different routers and different models.

5.2 Efficiency Evaluation

In Figure 4, we show the inference
time efficiency of generating an an- 10001

swer set of various methods on -
NB-WildChat. We use 2H200 GPUs & 899]
for answer sampling” and 1 H200 & 600
GPU for diversity coverage calcu-  » 200
lation. We compare the latency of §
three methods: Top (Top overall), & 2001

Router, which is the Binary MLP ol
classifier (spec), and Oracle (Top
model per query).

Routing
B Sampling 382.7
18
Routing (Score X 18) Routing (Score X < 2 ))
Sampleg, X 18 696.1 Sample,s x 18

Routing Routing

Samples, Sample,s X 2

Samples, Sample,s X 2

48.9

45.0

17.9 20.0

Top Router Oracle Top 2 Router Oracle
NS
One Model / Query Two Models / Query

Inferencing with our router is Figure 4: Efficiency analysis comparing the time (sec-
about 2-3x slower than the Top onds per query) across routing (Router), Top overall
baseline. The routing itself is (Top) and Top model per query (Oracle). We include rout-
not very costly, yet sampling be- ing to one model per query and routing to 2 models
comes more expensive as the per query. Sample, denotes sample n answers. Oracle
router often directs to a bigger incurs the highest cost, as the routing requires exhaus-
LLM than the top baseline model tively comparing all candidate models or model pairs.

(OLMo-2-0425-1B).

Oracle setting, while showing the strongest performance, is also much more expensive,
introducing up to 19x computation overhead compared to our router. This is because its

"We assume no parallelization in sampling generations. If two models are selected, the process
is performed sequentially (i.e. model by model). If multiple selected models are served in parallel,
wall-clock latency may be lower than our sequential estimate, but this requires additional serving
resources such as keeping multiple models loaded simultaneously. We leave a fuller analysis of

parallel multi-model serving to future work.
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routing involves brute-force computing diversity coverage for all models to find the best
candidate per query. In contrast, our router introduces only a fixed overhead that does not
scale with the number of selected models.

6 Discussions: Different Prompt Templates

Prompt Template Large amount of work in diversity has

Method G . . .
enl Gen2 GenAll focused on improving the prompt, while
Top overall 185% 19.7%  23.8% throughout this paper we used a fixed
Random 99%  132%  18.1% prompt templatg to sample answers and
Frequency 15.6% 17.1%  21.0% compute diversity coverage. In this sec-

tion, we explore two alternative prompt
templates, with the exact prompts provided
in Appendix C:

Oracle (G-1) | 25.6% 22.3%  20.4%
Oracle (G-2)  195% 28.3%  21.0%
Oracle (G-All) 14.7% 18.8%  33.0%

Router (G-1) 19.1% 204%  14.4% ). _
Router (G-2)  19.7% 21.6%  19.0% ¢ Generate one (G-1): to produce one ran

] o o o dom answer for the given question.
Router (G-AIll) T148% 181% NEGHH * Generate two (G-2): to provide two dif-
ferent answers for given question.
* Generate all (G-All): to list all possible
answers sequentially. This is our default.

Table 5: Div-Cov (%) results on NB-WildChat
with various prompting strategies. Training
the router under each prompting strategy

(in domain and out-of-domain evaluation). Table 5 summarizes the results. We use the

same baselines as in Table 3 in the first block.
Comparing across three prompts, we find our default prompt (G-All) overall achieves the
highest performance, as shown by the diversity scores (Cov.) in the first block.

In the second and third block, we report the oracle (Top model per query) and router results.
We use our best router (Binary MLP(spec)) for the experiment. Router (X) is a router trained
under prompt type X. Oracle (X) denotes that we always use ground truth labels derived
by sampling with prompt X as predictions. Training a router improves diversity for all
prompts, as all routers beat their Top overall baselines. However, we see little generalization
in both oracle and trained router across prompts. For instance, when generating with G-1
prompt, Oracle model chosen for the G-All prompt performs worse than baselines under
G-1 prompt. Moreover, larger gains are observed when routing under better prompts. You
can find more detailed comparison in Appendix J.1.

Degrading Answer Quality While
Listing Multiple Answers Should
we always use G-All prompt? Figure 5 | s O T T TP E T I T PP
plots average answer quality under

<9

>7

two prompt strategies (G-1 and G-All). 3
For the gene]_‘ate-all prompt’ We plot gﬁ ..........................................................
the quality of answers at different loca- & | _ Moo
tions within the same generation. For 5| . [ama3s
the generate-one prompt, which pro- Llama 88 Strategy

. 4 Llama 70B —— Generate All
duces one answer per generation, the ariao | | | | - Genoraele
quallty 15 pIOtted as one daShed llne 0% 10% 20% 30% 40% 50% 60% 70% 80% 90%
We find two trends: (1) G-1 prompt Relative Position Within Generation (%)

consistently generates answers with
higher average answer quality than G-
All prompt and (2) In G-All prompt, as
the generation continues, the answer
quality decreases and the variance of
quality scores increases. Therefore, when individual answer quality is more important, G-1
prompt, while harder to elicit diverse answers, can be more appropriate.

Figure 5: Generate-one prompt has higher answer
quality. Under the generate-all prompts, as more
answers are listed, the quality decreases with large
variations if using generate-all prompt.
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7 Related Work

Improving output diversity Concerns about the output diversity of LLMs (Padmakumar
& He, 2023; Anderson et al., 2024; West & Potts, 2025) promoted two categories of solutions:
methods that modify model weights (Lanchantin et al., 2025; Chung et al., 2025; Sorensen
et al., 2025; Puri et al., 2026) and inference methods (Welleck et al., 2024; Levy et al., 2023;
Meister et al., 2024; Xiao et al., 2025; Kambhatla et al., 2022; Santurkar et al., 2023; Hayati
et al., 2024; Wang et al., 2025). A suite of work proposes advanced prompting strategies,
such as denial prompting (Lu et al., 2024b), probabilistic prompting (Wong et al., 2024), and
verbalized sampling (Zhang et al., 2025a). All of these methods focus on improving the
diversity of a single model, whereas we study a multi-LLM setting. MMR-style relevance-
diversity reranking (Goldstein & Carbonell, 1998) iteratively selects candidates that are both
relevant to the query and dissimilar to already selected candidates. Such methods assume
that a candidate pool has already been generated. In contrast, our router decides which
model to sample from before generation under a fixed budget. Combining model routing
with MMR-style reranking after generation is an interesting direction for future work.

Routers for LLMs Researchers find that looping in multiple models is often better than
sticking to one (Jiang et al., 2023; Feng et al., 2024; 2025a;b; 2026a;b). Building on this
insight, many works train a router that selects among multiple LLMs to achieve better
task performance (Jiang et al., 2023; Zhang et al., 2026; Lu et al., 2024a) or efficiency (Chen
et al., 2024; Ding et al., 2024; Ong et al., 2025; Zhang et al., 2026). Simple methods (Ding
et al., 2024; Ong et al., 2025) demonstrate the effectiveness of routing by switching between
a stronger and a weaker model, which balances cost and quality. Other works (Jiang
et al., 2023; Lu et al., 2024a) train routers with many top performing LLMs to leverage
their complementary expertise. All existing methods are proposed to enhance the end
performance measured within a single generation per question. However, none of the above
discusses how routing can benefit the diversity and quality of a set of derived answers. To
the best of our knowledge, we are the first to propose a router to promote diversity coverage
by harnessing the complementary efforts from heterogeneous models.

8 Conclusion

In this paper, we study mixing outputs from multiple LLMs as a strategy to improve
response diversity. We first formalize diversity as the coverage of high-quality responses
and propose unified evaluation metrics that apply to both finite and open-ended answer
spaces. To optimize these metrics, we introduce a router that dynamically selects the most
suitable LLM(s) for each query, showing improved performance. Further scaling the training
data consistently improves the router. We make a few simplifying assumptions: (1) when
two models are selected, their outputs are mixed in equal proportions; and (2) only one or
two models are used per query. Future research is encouraged to relax these limitations and
explore efficiency-aware routing.
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A The distribution of most diverse models

We attach in Figure 6 the frequency of each model being the best model if the threshold set
to 10%.

OLMo 7B
3.8%
OLMo 13B
3.3%
Gemma 4B
2.9%
Union (6 models)
2.8%
Qwen 14B
2.7%
Gemma 1B
1.4%

Qwen 0.6B
1.2%

Figure 6: Frequency(%) of each LLM being the most diverse model. A model is only con-
sidered to be the best model if its diversity coverage is 10% higher than the second best
candidate. Queries with no meaningful gap are labeled as “No dominant single models”.
On NB-WildChat, there is no model that consistently dominates all queries. On Simple
Questions, all models have similar diversity coverage.

g9eminj-3,1., ro
9.5% P

Figure 7: Frequency(%) of each frontier LLM being the most diverse model. The threshold
for deciding dominance is 5%.

What does this dominance look like when using closed-source frontier LLMs?
We study five models on the test split of NB-WildChat: claude-sonnet-4-6,
gemini-3.1-flash-lite-preview, gemini-3.1-pro-preview, gpt-4o-mini and gpt-5.4. We
adhere to the same inference setups. Figure 7 shows that even comparing among frontier
models, we could not find an LLM that is dominantly more diverse than others for all
queries. This further strengthens our argument that maximizing sample diversity requires
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Model Cov. Qual #Unq Avg#Ans/Gen Avg Ans. Len
Closed Source
claude-sonnet-4-6 20.83% 5.0 242 7.2 220.4
gemini-3.1-flash-lite-preview 21.48% 4.4 275 6.6 62.1
gemini-3.1-pro-preview 19.78% 44 237 6.7 162.1
gpt-40-mini 18.79% 39 28.1 8.7 444
gpt-5.4 21.06% 4.7 27.0 74 262.2
Open Source
llama-3.2-1b 9.72% 24 208 7.3 43.5
llama-3.2-3b 10.17% 33 17.7 10.3 38.1
llama-3.1-8b 11.52% 34 189 12.0 36.6
llama-3.3-70b 12.02% 42 164 12.5 422
qwen2.5-72b-instruct 19.49% 45 252 5.8 83.8
qwen3-0.6b 16.73% 3.0 314 44 30.1
qwen3-1.7b 16.37% 39 255 8.3 46.3
qwen3-4b 17.50% 4.2 25.0 10.7 50.4
qwen3-8b 17.23% 4.0 26.0 11.5 38.0
qwen3-14b 20.42% 41 297 14.0 47.6
gemma-3-1b-it 18.74% 3.3 315 6.8 79.2
gemma-3-4b-it 19.57% 3.5 319 11.7 56.9
gemma-3-12b-it 23.39% 3.9 339 11.7 88.0
gemma-3-27b-it 22.17% 43 292 10.4 123.9
olmo-2-0425-1b 23.83% 3.0 426 5.9 86.8
olmo-2-1124-7b 22.34% 3.7 338 7.5 53.4
olmo-2-1124-13b 21.82% 42 294 6.3 73.2
0lmo-2-0325-32b 23.24% 43 304 5.8 74.7

Table 6: Comparing 5 frontier models with 18 open models in our routing pool. Performance
is calculated on test split of NB-WildChat.

ensembling from multiple models. However, looping in these SOTA models could be
challenging for router training since it’s difficult to probe hidden states.

One might ask: how different are these frontier models from the set of open models in our
routing pool? In Table 6 we find that they have similar diversity coverage scores, lower
uniqueness, higher answer length and quality.

B Is there a dominant model on non-diversity questions?

For the 18 models compared in the pilot study in Section 3, we check their benchmark scores
on general knowledge, math and reasoning questions, namely MMLU (Hendrycks et al.,
2020) and GSMS8K (Cobbe et al., 2021). In addition to the standard accuracy scores, we
also report the soft measure of log likelihood of the correct answers. We implement the
evaluation with Im-evaluation-harness (Gao et al., 2024).

Specifically, we follow the original evaluation setting of MMLU where each option’s log
likelihood is measured after the question prompt and use the most likely answer as model’s
prediction. For GSM8K, we conducted two forward passes. In the first pass, the model
generates the reasoning process followed by the final answer at the end, by which we
calculate the accuracy. In the second pass, we concatenate the question and the model’s
reasoning trajectory as prompt and measure the log likelihood of the ground truth answer
as the output. A model is considered to be dominant if its log likelihood of the correct
answer is at least 5% higher than the second best.

The results are presented in Table 7 and Table 8. We don’t find a dominant model on either
benchmarks. But on MMLU we do see that using Qwen2.5-72B-Instruct dominates roughly
56% questions.
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Model Mean LL.  %Best %Dom. Raw Performance (Acc)
gemma-3-1b-it —2.553 2.14% 2.05% 38.66%
Qwen3-0.6B —2.553 0.28% 0.26% 40.34%
OLMOo0-2-0425-1B-Instruct ~ —1.489  1.05% 0.93% 40.61%
Llama-3.2-1B-Instruct —1.245 0.80% 0.67% 48.40%
Qwen3-1.7B —2.089 1.67% 1.58% 55.44%
gemma-3-4b-it —2495  4.70% 4.50% 57.57%
OLMo-2-1124-7B-Instruct ~ —1.485  4.65% 4.37% 59.22%
Llama-3.2-3B-Instruct —0.957 0.68% 0.55% 62.18%
OLMo0-2-1124-13B-Instruct  —1.167 0.32%  0.30% 64.40%
Llama-3.1-8B-Instruct —0.811 0.46% 0.39% 68.31%
Qwen3-4B —-1.123 2.88% 2.61% 68.38%
gemma-3-12b-it —1.493 3.97% 3.70% 71.44%
Qwen3-8B —1.081 6.88% 6.44% 73.02%
OLMo-2-0325-32B-Instruct —0.840 0.73%  0.68% 73.39%
gemma-3-27b-it —1.555  2.57%  2.44% 76.48%
Qwen3-14B —0.810 5.46%  5.09% 77.10%
Llama-3.3-70B-Instruct —0.642  3.75% 3.50% 82.28%
Qwen2.5-72B-Instruct —0.933 57.00% 56.14% 83.35%

Table 7: MMLU performance for the 18 open source models.%Best denotes percentage of
queries with highest log likelihood. %Dom. denotes percentage of queries it dominates.

Model Mean LL  %Best %Dom. Raw Performance (Acc)
Llama-3.2-1B-Instruct —9.752  0.15%  0.15% 16.38%
gemma-3-1b-it —11.766 0.15% 0.15% 24.49%
Qwen3-0.6B —8.773  0.15%  0.08% 32.83%
Llama-3.2-3B-Instruct —7.343  0.23% 0.23% 37.76%
Llama-3.1-8B-Instruct —7.059 0.08%  0.08% 47.76%
OLMo0-2-0425-1B-Instruct  —8.811  0.08%  0.08% 50.80%
Qwen3-1.7B —6.964 394% 3.87% 68.84%
gemma-3-4b-it —4.643 0.83% 0.83% 72.25%
OLMo-2-1124-7B-Instruct —5577  0.61% 0.61% 73.01%
Llama-3.3-70B-Instruct —1.385 2.05% 1.82% 77.41%
OLMo-2-1124-13B-Instruct —4.801 1.14% 1.14% 79.53%
gemma-3-12b-it —3.203 1.14% 1.06% 79.61%
OLMo0-2-0325-32B-Instruct —3.681 0.30% 0.30% 80.52%
Qwen3-4B —2599 1.21% 1.21% 86.96%
gemma-3-27b-it —2.699 20.39% 20.02% 87.26%
Qwen3-8B —2.421 29.72% 28.81% 88.93%
Qwen3-14B —1.403 5.69% 5.61% 92.49%
Qwen2.5-72B-Instruct —1.816 32.15% 30.17% 93.25%

Table 8: GSM8K performance for the 18 open source models.

C Prompts

Prompt for generate one, simple questions

Output a randomly selected day of the week.

Output only the day between two curly braces,
like this: {day}.
Don't output code.

Figure 8: Prompt, generate one, simple questions
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Prompt for generate two, simple questions

Output two different randomly selected days of the week.

Output only the days between curly braces separated by a comma,
like this: {answer_1,answer_2}.
Don't output code.

Figure 9: Prompt, generate two, simple questions

Prompt for generate all, simple questions

Output all days of the week.

Output only the days between two curly braces,
like this: {day_1, day_2, ...}.
Don't output code.

Figure 10: Prompt, generate all, simple questions

Prompt for generate one, open-ended questions

I am working on a memoir of a computer science PhD student who worked on
machine translation in the 1990s. Suggest a single title and nothing else.

Please use the following format:

{
"answer-id": 1,
"content”: "Your answer here”

b

Figure 11: Prompt, generate one, open-ended questions
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Prompt for generate two, open-ended questions

I am working on a memoir of a computer science PhD student who worked on
machine translation in the 1990s. Suggest a single title and nothing else. Give me
two different suggestions.

Please use the following format:

{
"answer-id": 1,
"content”: "Your answer here”
3
{ "answer-id": 2,
"content”: "Your answer here”
3
3

Figure 12: Prompt, generate two, open-ended questions

Prompt for generate all, open-ended questions

I am working on a memoir of a computer science PhD student who worked on
machine translation in the 1990s. Suggest a single title and nothing else. List all the
possible answers you can think of.

Please use the following format:

{
{ "answer-id": 1,
"content”: "Your answer here”
}’
{ "answer-id": 2,
"content”: "Your answer here”
}’
3

Figure 13: Prompt, generate all, open-ended questions

Prompt_verbalized_all, simple questions

Output all days of the week.

For each output, also provide a numeric probability of sampling that output.
Please sample at random from the full distribution.

Output only the days and probabilities between two curly braces, like this:
{(day_1,probability_1), (day_2,probability_2) ...}. Don't output code.”

Figure 14: Prompt_verbalized_all, simple questions
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Prompt_verbalized_all, open-ended questions

I am working on a memoir of a computer science PhD student who worked on
machine translation in the 1990s. List all the possible answers you can think of. For
each answer, also provide a numeric probability of sampling that answer.
Please use the following format:
{
{
\"answer-id\": 1,
\"content\": \"Your answer here\”,
\"probability\": \"The probability of this answer\”
}’
{
\"answer-id\": 2,
\"content\": \"Your answer here\”,
\"probability\": \"The probability of this answer\”
})
}

Figure 15: Prompt_verbalized_all, open-ended questions

System prompt for system_vanilla, simple questions and open-ended questions

You are a helpful assistant. For each query, please generate all possible responses,
each within a separate <response> tag. Responses should each include a <text>.

Figure 16: System_vanilla, simple questions and open-ended questions

System prompt for system_verbalized_all, simple questions and open-ended ques-

tions

You are a helpful assistant. For each query, please generate all possible responses,
each within a separate <response> tag. Responses should each include a <text>
and a numeric <probability>. Please sample at random from the full distribution.

Figure 17: System_verbalized_all, simple questions and open-ended questions

D Diversity coverage calculation details on open-ended questions

Here we discuss the details of how we evaluate the quality and diversity of answers to
open-ended questions. We follow the exact procedure to partition the answer set and
calculate. the quality scores in Zhang et al. (2025b). To determine semantic equivalence,
we apply their equivalence classifier (used in line 5 in algorithm below) to all pairs of
generations and retain a subset with no mutually equivalent pairs (see Algorithm 1 below).
This classifier is finetuned with 1100 pairs of human annotated generations conditioned
on prompts sampled from NB-Curated and NB-WildChat. We then score the quality of each
answer a’ € Ay, following their process: the score is first derived by a reward model and
later mapped to {1,...,10}8. Their mapping is calibrated by aligning the distribution of
reward model scores (from 2,400 MT-Bench generations) with GPT-4-judged quality scores,
using thresholds to map reward values to the 1-10 scale.

8We use Skywork-Reward-Gemma-2-27B-v@.2 model (Liu et al., 2024) as the reward model and
the equivalence classifier released by Zhang et al. (2025b) at https://huggingface.co/yimingzhang/
deberta-v3-large-generation-similarity.
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Algorithm 1 Extract semantically nonequivalent generations

Require: Sampled generations A = {ay,...,ap}
Require: Equivalence classifier EQ(-, -)
Ensure: Set of semantically nonequivalent generations A,
1. Ay« @
2: fori=1toBdo
is_duplicate < False
foreacha’' € A; do
s < EQ(a;, a") > Similarity score
if s > 7 then
is_duplicate < True
break
9: end if
10: end for
11: if not is_duplicate then

W

12: Ay + Az U{a;}
13: end if
14: end for

15: return Ay

E Decoding settings

We set target number (N) of answers to 50 if not otherwise stated. The temperature and
top—p are fixed to be 1.0 and 1.0 respectively. The max tokens is set to be 4096. We use 2
H200 GPUs for all models. The batch size is 64. We repeat the sampling process until N
answers are collected. The inference time varies by model sizes and families. We disable the
thinking mode for Qwen models.

F Router implementation details

We use Adam optimizer, a learning rate of le — 3. For BERT classifier, we use the AdamW
optimizer with a learning rate of 2¢ — 5. During training, we perform a grid search over
options of {soft, one-hot} labels, weight decay and hidden dimensions. Routers are selected
based on the best scores on the validation set. We experiment with soft labels and one-hot
labels to provide the training signals. The soft labels are drawn by normalizing the diversity
coverage scores against the most diverse model for this query. One-hot labels are derived
by 1[m; = m]*] We find that soft labels work best with M-way MLP classifier while one-hot

labels are best for Binary MLP classifier.

G Scaling router training data

Specifically, we experiment with training the router on 500 and 1K samples from NB-
WildChat , and 500, 1K, and 2K samples from Infinity-Chat (Jiang et al., 2026). The results are
shown in Table 9. Increasing NB-WildChat training data from 500 to 1K improves diversity
coverage on the NB-WildChat test set, though it does not transfer to Infinity-Chat. In contrast,
scaling Infinity-Chat data from 500 to 2K steadily improves performance on both the Infinity-
Chat test set and the NB-WildChat test set, indicating stronger generalization. Finally, jointly
training on a combination of NB-WildChat and Infinity-Chat further improves performance,
slightly surpassing the best router (26.4% vs. 26.3%) trained on 1K NB-WildChat data in
Table 3.
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Evaluation Data

Method NB-WildChat  Infinity-Chat
Random 18.13% 18.24%
Top Overall 23.83% 23.13%
Oracle 33.04% 30.50%
Training Data Size

Router NB-WildChat 500 25.28% +0.28%  22.58% +0.30%
Router NB-WildChat 1K 26.27% +0.13%  22.58% +0.39%
Router Infinity-Chat 500 23.98% +0.67%  22.54% +0.60%
Router Infinity-Chat 1K 24.95% +0.28%  23.54% +0.12%
Router Infinity-Chat 2K 25.13% +0.36%  23.78% +0.16%
Router NB-WildChat and Infinity-Chat 1K and 1K = 26.05% +0.32%  23.36% +0.23%
Router NB-WildChat and Infinity-Chat 1K and 2K = 26.40% +021%  23.55% +0.10%

Table 9: Router performance (diversity coverage) steadily improves with more training data.
We report the average and variance of 5 training runs with different random seeds.

H Router Performance

NB-WildChat NB-Curated (OOD)

Method
Acc #U Q UQ Cow. Acc #U Q UQ Cow.

Top Overall 19.5% 426 30 29 23.8% 34% 354 60 5.7 38.6%
Random M / Q 59% 278 37 3.6 18.1% 56% 278 72 70 37.5%
Frequency 12.0% 331 38 36 21.0% 9.0% 282 72 71 39.6%
TopM / Q (oracle) 100% 388 45 4.4 33.0% 100% 303 7.6 7.4 59.6%
INN 16.5% 343 3.7 36 23.1% 56% 282 73 71 39.7%
5NN 175% 349 38 37 241%  124% 298 73 7.1 40.2%
M-way BERT 22.0% 403 33 32 244%  112% 350 63 6.2 40.3%
M-way MLP(agn)  24.0% 35.1 39 38 253% 124% 301 76 75 40.3%
M-way MLP(spec) 27.0% 393 35 3.4 25.9% 56% 346 63 6.1 40.2%
Binary MLP (agn) 23.9% 384 35 34 257%* 108% 328 71 70 40.7%"*
Binary MLP (spec) 23.9% 381 3.6 35 263%" 133% 308 70 68 393%™

Table 10: A per-query router selecting over 18 models to maximize diversity coverage
(Cov.).#U denotes number of unique outputs, Q denotes average quality, and UQ denotes
quality of unique outputs. Accuracy(Acc) measures how frequently the router predicts the
oracle model(ground truth target). Random M / Q denotes random model per query, and
Top M / Q denotes top model per query.

I Distribution of Quality Scores for All and Unique Answers

107 Mean

+10 (value shown)
|

Raw answer quality distribution Figure 18
reports quality scores over all generated an-
swers before deduplication. The trend is sim-
ilar to the unique-answer quality distribution
in Figure 3: the learned router maintains com-
petitive mean quality with relatively low vari-
ance among non-oracle methods.

T
1

Top OverallFrequency Random

Quality Score
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Raw and unique answer quality by model.
Figures 19 and 20 compare the distributions
of quality scores across the 18 individual mod-
els on NB-WildChat. For raw answers, larger

Figure 18: Distribution of quality scores
for all generated answers on NB-WildChat
across different routing methods.
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models generally achieve higher mean qual-

ity, accompanied by greater variability. For example, Llama-70B reaches y = 4.0 and o = 3.1,
compared with u = 2.5 and ¢ = 2.4 for Llama-1B. This overall trend is visible across all four
model families, although it is not strictly monotonic for every model size.

A similar pattern persists after deduplication. Within each model family, the mean quality
and standard deviation of unique answers generally increase with model size. For example,
Qwen-0.6B has ¢ = 2.7 and ¢ = 1.9, whereas Qwen-72B reaches y = 4.1 and ¢ = 2.7.
Similarly, OLMo-1B has y = 2.8 and ¢ = 1.8, compared with 4 = 4.0 and ¢ = 2.5 for
OLMo-32B. These results suggest that larger models tend to produce higher-quality unique
answers, but also a broader range of answer quality.

B [ 11 |1 11

=

Quality Score
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1B 38 8B 70B 0.6B 1.7B 4B 8B 14B 72B 1B 4B 12B 27B 1B 7B 13B 32B
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Figure 19: Distribution of raw answer quality scores across the 18 models on NB-WildChat.
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Figure 20: Distribution of unique-answer quality scores across the 18 models on NB-
WildChat.

J Discussion

J.1 Different Prompt Templates

Prompting methods affect generation diversity (Zhang et al., 2025a). We show that model
ensembling is effective for answers generated by sequential prompting: models are asked to
generate as many distinct answers in one generation, where the latter answers are dependent
on previous answers. Does it also work for other prompting methods? We extend the study

in section 3 to compare three different prompt types’:

* Generate one: The model is prompted to produce one random answer for the given
question.

¢ Generate two: The model is prompted to provide two possible and different answers for
given question.

* Generate all (our default setting): The model is prompted to list out all possible answers
sequentially.

9Please refer to Appendix C for the exact prompts.
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Gen1l Gen 2 Gen All
Method
#Unq Quality Cov. #Unq Quality Cov. #Unq Quality Cow
Random 13.7 4.9 9.9% 183 4.5 13.2%  27.8 3.7 18.1%
Frequency 254 3.9 15.6%  25.2 4.1 17.1%  33.1 3.8 21.0%

Top Overall 31.8 32 18.5%  34.8 3.1 19.7%  42.6 3.0 23.8%

Oracle (G-1) 32.8 41 25.6% 321 3.7 22.3%  31.0 3.3 20.4%
Oracle (G-2) 241 43 19.5% 323 4.7 28.3% 31.6 3.3 21.0%
Oracle (G-All) 164 5.0 14.7%  23.1 4.6 18.8%  38.8 45 33.0%

Router (G-1) 33.1 3.2 19.1% 333 33 20.4%  25.8 2.8 14.4%
Router (G-2) 26.5 42 19.7%  30.5 3.9 21.6% 29.2 3.2 19.0%
Router (G-All) 183 47 14.8% 244 43 18.1%  37.5 3.7 26.2%

Table 11: Training the router under different prompting strategies (in domain and

out-of-domain evaluation) on NB-WildChat. Router (X) is a router trained under prompt
type X. Oracle (X) denotes that we always use ground truth labels of prompt X as predictions.
Training a router improves diversity for all prompts, as all routers beat their Top Overall
baselines. However, different prompt templates seem to elicit different levels of diversity in
LLMs, as the oracle predictions don’t generalize across prompts.

Routing improves diversity for all prompts, yet a router trained on one prompt does not
generalize to others. We ablate the prompting strategies, retrain routers, and evaluate
them on all types of prompts. The performance is presented in Table 11. We find that
generate all prompt incurs most diversity coverage, as shown by the diversity scores (Cov.)
of the random/ oracle baselines. Training a router in-domain consistently improves diversity
coverage, yet neither oracle labels nor routers generalize across prompts. Finally, larger
gains are observed when routing under better prompts.

Gen1 Gen 2 Gen All
Cov. Len Covw. Len Cow. Len
Random 16.7% 493 224% 370 375% 17.1
Top model 33.5% 47.7 354% 38.8 47.0% 226
Top 2 models 32.7% 316 361% 342 45.6% 24.0

Top model per query 43.6% 37.8 46.6% 303 59.6% 219

Table 12: Oracle diversity coverage (Cov.) and answer lengths (Len) for different prompt
templates on NB-Curated Questions.

Tradeoff of the generate all prompt. Despite being the best method, there is a trade-off
between diversity and quality for generate all. Under the routing setting, we observe in
Table 12 that the length of the answers decreases from generate one, generate two to generate
all, up to 66% (from 49.3 to 17.1). Besides, as shown in Table 11, though the number of
unique answers sampled increases, the average answer quality deteriorates from generate
one, generate two to generate all. This claim is further supported by comparing average
answer quality among different prompting methods in Figure 21. It shows that generate
all has the lowest answer quality while generate one has the highest. These findings hold
for models across different sizes and families. Interestingly, a closer look into the answer
generation process suggests that answers generated at later positions have worse quality
under the sequential generate all prompt in Figure 5.

J.2 Discussions: Other configurations/hyperparameters that we can vary
More flexible proportions of sampling per model In the previous setting of routing to

two models, we fix the sampled answers to be split equally (i.e., if there are two models
selected to generate 50 answers, each would contribute to 25 answers). Will a more flexible
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Figure 21: Average answer quality for responses generated from different prompts on

NB-Curated questions.
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Ratio #Ung Qual UnqQual Cov.
Oracle model pair
0:50 4250 4.16 3.95 35.40%
545 4390 4.11 3.94 36.82%
10:40 45.00 4.13 3.99 37.56%
15:35 4550 4.09 3.88 37.10%
20:30 4630 3.93 3.80 36.46%
25:25 4530 4.00 3.87 36.40%
Top 2 model pair
0:50 3670 3.74 3.53 24.36%
545  38.10 3.73 3.46 25.58%
10:40 39.20 3.58 3.34 25.60%
15:35 40.50 3.40 3.20 25.34%
20:30 4210 3.33 3.15 26.28%
25:25 43.60 3.26 3.12 26.98%
30:20 4430 3.12 3.04 26.54%
35:15 45.60 3.06 3.02 27.48%
40:10 4620 299 2.98 27.62%
455 4670 291 2.90 27.10%
50:0 4720 285 2.88 27.10%
avg 4275 3.27 3.15 26.36%
Random model pair

0:50 3593 3.24 3.23 20.86%
545  36.56 3.26 3.24 21.51%
10:40 3719 323 3.21 21.72%
15:35 3749 3.22 3.20 21.79%
20:30 37.73 3.23 3.20 21.86%
2525 3772 322 3.19 21.89%

Table 13: Exploring different ratios while varying models per question. Performance is
reported on 10 questions sampled from NB-WildChat. Top 2 models are olmo-2-0425-1b and
0lmo-2-0325-32b.

proportion lead to more diversity? Under the same setting of sampling 50 answers from
two models, we experiment with a set of possible ratios 0.0:1.0, 0.1:0.9, 0.2:0.8, 0.3:0.7, 0.4:0.6,
0.5:0.5(original) to assign the budget between two models. We conduct two experiments: (1)
pick a ratio for all the questions, vary model choices (2) fix two models to ensemble (top 2
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Strategy #Unq Qual UnqQual Cow.

Oracle ratio 4480 3.66 3.55 32.58%
Overall best (40:10) 46.20 2.99 2.98 27.62%
Half/half 43.60 3.26 3.12 26.98%

Table 14: Always use top 2 models ( 01mo-2-0425-1b and olmo-2-0325-32b), while varying
ratios per question.

by individual performance), varying ratios for each question. We present the results in table
13 and table 14 respectively. We find that for oracle/random/top 2 model pairs, different
global ratios don’t have much difference in output diversity. If we fix 2 models to ensemble
and optimize ratios for each question, the score can be improved over rigid half/half mixing
(32.58% vs 26.98%).

#Unq Qual UnqQual Cow

4250 4.16 3.95 35.40%
4530 4.00 3.87 36.08%
44.00 4.04 3.86 35.72%
4420 4.13 3.79 35.96%
43.80 4.13 3.79 35.74%
4430 3.93 3.58 35.04%
43.40 4.08 3.76 35.12%
4330 394 3.70 34.02%
4290 4.02 3.73 34.00%
10 43.10 3.92 3.65 33.36%
11 4240 3.87 3.66 31.82%
12 4240 3.80 3.56 30.92%
13 4040 3.83 3.65 29.56%
14 4010 3.80 3.63 28.88%
15 3880 3.70 3.58 27.38%
16 3790 3.66 3.53 26.10%
17 3730 3.73 3.54 25.66%
18 36.60 3.67 3.56 24.32%

OOV WN - Z

Table 15: Oracle models: fix N models to select for all questions and vary model choices per
question.
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#Unq Qual UnqQual Cow

4720 285 2.88 27.10%
43.60 3.26 3.12 26.98%
41.80 3.21 3.06 24.90%
4190 3.31 3.07 25.40%
40.60 3.47 3.27 25.42%
40.70  3.53 3.34 26.60%
4090 3.59 3.42 27.00%
40.00 3.65 3.54 27.26%
3840 3.85 3.60 26.48%
10 3890 3.84 3.64 27.20%
11 3770 3.81 3.52 25.70%
12 3850 3.62 3.30 25.00%
13 3520 3.70 3.48 23.22%
14 3720 357 3.35 23.96%
15 3640 3.60 3.44 23.98%
16 3580 3.67 3.48 23.82%
17 3640 3.38 3.28 21.98%
18 3490 3.57 3.52 22.50%

OOV WN - Z

Table 16: Top N models: fix N models to select for all questions and vary model choices per
question.

#Unq Qual UnqQual Cow.

3593 324 3.23 20.86%
37.72 322 3.19 21.85%
38.63 3.23 3.17 22.38%
39.03 3.21 3.13 22.60%
39.11  3.22 3.13 22.89%
38.89 3.29 3.18 23.36%
3853 3.34 3.22 23.58%
38.33 3.37 3.26 23.70%
38.35 3.44 3.32 24.08%
10 38.05 3.47 3.34 24.26%
11 3782 346 3.32 23.66%
12 3745 349 3.36 23.80%
13 3744 3.53 3.39 23.70%
14 3693 354 341 23.49%
15 3646 3.58 3.44 23.49%
16 3594 3.59 3.45 23.32%
17 36.66 3.63 3.51 23.92%
18 36.60 3.67 3.56 24.32%

OO UIHWN - Z

Table 17: Random models: fix N models to select for all questions and vary model choices
per question.

Varying the number of models to ensemble from In previous experiments, we fix the
number of activated models to be 1 (routing the best model per query) or 2 (routing to
two best models per query). Will sampling answers from more models, while keeping the
total number of answers unchanged, improve diversity? We answer this question by two
experiments: (1) fix the number of models N for all, vary the selected models per question;
(2) fix the order of model to be selected (ranked by individual performance), vary the
number N per question. We present the results in Table 15, Table 16, Table 17, and Table 18.
We find that routing to a custom model per question remains the most promising approach
(under oracle settings). Routing to two models can offer further gains. But ensembling > 2
models does not improve output diversity.
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Strategy #Unq Qual UnqQual Cow

Oracle N 4410 393 3.73 34.24%
Best overall (N =8) 40.00 3.65 3.54 27.26%
Random N 39.23 3.53 3.35 25.25%

Table 18: Fix model order to ensemble (ranking of individual performance) and vary N per
question.

Scaling the number of candidates and generations In this paper, we study selecting
models from a pool of 18 candidates. However, in a real-world setting, there are hundreds
of models users can choose from. Therefore, future work can explore employing a larger
pool of LLMs that better harness their complementary strengths of uncovering more diverse
answers. Besides, the number of answers to open-ended questions is infinitely large, and
future work is encouraged to explore sample sizes beyond 50.

K Extended related work

Measuring output diversity Traditional metrics to measure lexical diversity and text style
are based on token and POS n-grams statistics (Roemmele et al., 2017; See et al., 2019; Tevet &
Berant, 2021; Meister et al., 2023) and embedding similarity between candidates (Padmaku-
mar & He, 2023). Later works go beyond the distinctness of outputs and also measure the
validity of each response. Zhang et al. (2024) propose to evaluate the diversity of LLMs by
calculating the coverage of gold targets and the KL-divergence from the desired distribution.
However, providing ground-truth distributions for open-ended questions is non-trivial.
Closely related to our work, Zhang et al. (2025b) introduce the notion of user-perceived utility,
which jointly models uniqueness and quality while accounting for user patience. In this
framework, uniqueness is computed by partitioning sampled answers into non-equivalent
groups, and answer quality is estimated using reward model scores. However, this metric
penalizes later-generated responses, whereas our goal is to assess how well a set of answers
covers the answer space regardless of generation order.

Similarly, Sorensen et al. (2025) evaluates how well a model covers an open-ended output
space using validity and diversity metrics. However, their evaluation relies on expensive
human annotations and thus is only experimented with a single model with four generations
per prompt. In this work, we build on the framework of Zhang et al. (2025b) and propose
diversity coverage, a metric that evaluates how well a set of generated answers covers the valid
answer space across many generations and multiple LLMs without requiring additional
human supervision.
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L Verbalized Sampling

Similar to our baselines, Verbalized Sampling is a recent prompting technique that increases
LLM output diversity. We decided not to include it in the main experiments since it performs
similarly (if not worse than) our generated all baseline. We include the evidence below in

Table L and Table L:

PROMPT MODEL Cov. %

1 10 20 50 100 1000
prompt_vanilla 6.09 4796 66.70 8856 9244 96.51
prompt_verbalized_all Llama 8B 6.09 4796 66.69 89.83 93.81 97.76
system_vanilla 6.09 4342 5531 7200 83.02 95.23
system_verbalized_all 6.09 4411 6026 79.16 8930 94.98
prompt_vanilla 6.09 4820 67.18 89.80 92.80 94.10
prompt_verbalized_all GPT-40 6.09 46.60 6227 8426 87.15 9221
system_vanilla 6.09 4383 5477 6812 7633 9121
system_verbalized_all 6.09 4446 56.07 6859 77.62 92.00

Table 19: Compared results with verbalized sampling on Simple Questions generating
up to 1,10,20,...1000 answers. Prompt_vanilla is the existing generate-all prompt. Sys-
tem_verbalized_all is the original prompt proposed in verbalized sampling.

PROMPT MODEL Cov- %
1 5 10 20 50 100 200

prompt_vanilla 038 1.67 3.04 522 10.00 16.17 26.13
prompt_verbalized_all Llama 8B 037 163 298 499 924 1446 2376
system_vanilla 034 134 242 419 891 1486 2455
system_verbalized_all 037 157 282 454 9.05 1531 2553
prompt_vanilla 042 184 351 630 11.01 1647 2478
prompt_verbalized_all GPT-40 040 186 329 500 8.65 13.09 19.61
system_vanilla 041 157 269 408 730 11.05 1694
system_verbalized all 040 171 268 416 730 1112 17.50

Table 20: Compared results with verbalized sampling on NB-Curated generating up
to 1,5,10,..200 responses.Prompt_vanilla is the existing generate-all prompt. Sys-
tem_verbalized_all is the original prompt proposed in verbalized sampling.
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M Generating diverse outputs out of a single model
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Figure 22: Comparing different prompts for generating diverse outputs. The number of
samples (x-axis) vs. the diversity coverage scores (y-axis). We compare three prompts on
Simple Questions (top) and NB-Curated (bottom) datasets.
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Figure 23: The number of unique answers on NB-Curated. The X-axis is the log of the number
of answers generated. Y-axis measures the diversity coverage of all the unique answers
divided by the max possible score(generate 200 different good answers).
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M.1 Experiment settings

Decoding settings For each prompting strategy and desired number of answers N,
we repeatedly sample generations from the model until we collect N answers. For
Simple Questions, we use N = {1,10,20,50,100,1000}. For NB-Curated, we use N =
{1,5,10,20,50,100,200}. We set the temperature to 1.0, top_p to 1.0. The max_len is set to
2048 by default. For the generate all setting in NB-Curated, we extend the max_len to 4096
because generations can not be finished within 2048 tokens.

M.2 Results

Compare different prompting strategies Figure 22 shows how different prompting strate-
gies affect the diversity of combined answers. For all models on both datasets, sequential
generation enables a lot more answer diversity than parallel methods. With the best prompt,
models on Simple Questions saturate to more than 90% of coverage rate. This suggests that
for easy diversity questions, nearly all models have good knowledge of the full answer
space. On NB-Curated, answer diversity keeps growing as more generations are inferred.
This reveals large diversity potential in uncovering more unique and high-quality responses
to open-ended queries.
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Figure 24: Smaller models generate more unique answers. As number of inferred answers
increases, Llama models have better output uniqueness than Qwen, but also have more
within-family variance.

How does model size affect diversity? According to Figure 22, most models’ perfor-
mances are pretty similar on Simple Questions, except for the smallest model Qwen 0.6B).
On NB-Curated, medium-sized models (Llama 8B and Qwen 14B) consistently have higher
overall diversity than extremely large or small ones. We hypothesize that these models
balance answer distinctness and quality best, therefore achieving the highest diversity
performance. Figure 24 shows answer uniqueness is inversely proportional to the model
sizes. And Figure 21 shows answer quality is proportional to model size. Finally, we also
noticed that model rankings are largely unchanged regardless of the number of collected
answers.
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