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Abstract

Many recent document embedding models are trained on document-as-image
representations, embedding rendered pages as images rather than the un-
derlying source. Meanwhile, existing benchmarks for scientific document
retrieval, such as ArXivQA and ViDoRe, treat documents as images of
pages, implicitly favoring such representations. In this work, we argue
that this paradigm is not well-suited for text-rich multimodal scientific
documents, where critical evidence is distributed across structured sources,
including text, tables, and figures. To study this setting, we introduce ArX-
ivDoc, a new benchmark constructed from the underlying LaTeX sources
of scientific papers. Unlike PDF or image-based representations, LaTeX
provides direct access to structured elements (e.g., sections, tables, figures,
equations), enabling controlled query construction grounded in specific
evidence types. We systematically compare text-only, image-based, and
multimodal representations across both single-vector and multi-vector
retrieval models. Our results show that: (1) document-as-image repre-
sentations are consistently suboptimal, especially as document length in-
creases; (2) text-based representations are most effective, even for figure-
based queries, by leveraging captions and surrounding context; and (3)
interleaved text+image representations outperform document-as-image
approaches without requiring specialized training.
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Figure 1: Comparison of document representation paradigms for scientific retrieval. Stan-
dard document-as-image approaches process rendered pages through a vision encoder,
which handles figure-based queries but struggles to accurately ground text- and table-based
evidence. In contrast, ArXivDoc, leverages underlying LaTeX source files to process text and
figures natively. This preserves fine-grained document structure, enabling robust retrieval
across all multimodal query types.

1



Published as a conference paper at COLM 2026

1 Introduction

Scientific document retrieval requires locating evidence that may appear in text, equations,
tables, or figures. For example, a query about a scaling law may depend on an equation and
its surrounding discussion, while a query about model architecture may rely on a diagram,
and one about experimental results may rely on a specific table row. Yet most existing
retrieval systems represent documents either as plain text (e.g., Qwen3-Embedding (Zhang
et al., 2025c), Llama-Embed (Babakhin et al., 2025)) or as images (e.g., ColPali (Faysse et al.,
2025), Qwen-VL-Embedding (Li et al., 2026)). However, it is not clear what trade-offs are
made when representing textual and tabular content as images, nor how these represen-
tations scale to longer scientific documents. This raises a fundamental question: which
document representations are most appropriate for scientific retrieval, and under what conditions?

Recent work has increasingly favored document-as-image representations for embedding,
driven by the success of vision–language models (VLMs) that encode rendered page images
directly into dense vectors (Yu et al., 2024; Ma et al., 2024a; Faysse et al., 2025; Macé et al.,
2025; Günther et al., 2025; Zhang et al., 2025b). However, this design choice introduces a
trade-off. Many papers, especially math-heavy fields and arXiv, are authored in LaTeX that
explicitly encode document organization and content types. Representing them as images
obscure this structure: boundaries between content types must be inferred visually, cross-
references are no longer explicit, and distinctions between prose, equations, and figures
are not machine-readable. Consequently, models must encode all content—including text,
equations, and tables—as pixels rather than text tokens. As more text is packed into a
page, it is unclear whether such image-based representations remain effective, especially
in dense scientific documents where relevant evidence often appears in prose, equations,
or tables rather than figures. Empirical evidence supports this concern: PixelWorld shows
that pixel-based inputs degrade more on text-centric reasoning tasks, and recent work finds
that VLM performance on scientific documents varies with layout and rendering templates,
suggesting sensitivity to surface-level presentation choices (Lyu et al., 2025; Cheng et al.,
2025).

More broadly, there is an inherent trade-off between textual and visual document repre-
sentations. Text-based representations align well with language model pretraining and
preserve explicit semantic content such as terminology, equations, and logical structure,
while visual representations capture layout and multimodal cues but require models to
infer content boundaries and relationships implicitly from appearance (Faysse et al., 2025;
Wei et al., 2025; Lyu et al., 2025; Jiang et al., 2024). Much of the recent shift toward visual
representations has been driven by document collections where accurate text extraction or
structural markup is unavailable (Macé et al., 2025; Ma et al., 2024b; Cho et al., 2024). In
contrast, scientific papers provide clean LaTeX (for those on ArXiv) or XML sources that
preserve both content and structure. We note that our text-based representations do not
depend on source availability. For papers available only as PDFs, modern parsers recover
text with minimal loss: replacing LaTeX text with output from MinerU (Wang et al., 2026) or
PyMuPDF (Artifex, 2026) leaves our conclusions unchanged.

In this work, we introduce ArXivDoc, a benchmark for analyzing scientific document
retrieval across representations. Using raw LaTeX sources, we construct a corpus of 8, 210
documents containing 144, 653 pages, and generate 547 targeted, evidence-grounded queries
that are manually verified. We further build multiple document representations—text-only,
figure-only, text + VLM captions, document-as-image, and interleaved text–image—enabling
controlled comparison within a single framework. Each query is explicitly grounded in text,
tables, or figures. Our main findings are as follows.

1. Document-as-image is consistently suboptimal, even for figure-based queries
where visual representations might be expected to excel. This does not depend on
access to LaTeX source: replacing LaTeX-derived text with MinerU or PyMuPDF
output changes average nDCG@10 by at most 0.02, with text-based representations
remaining superior across all query types.
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2. Text + VLM captions achieves the strongest overall performance, demonstrating
that augmenting text with vision–language model descriptions of figures and tables
is more effective than replacing text with images.

3. Interleaved text–image representations outperform document-as-image. We reuse
the same embedding models that were originally trained on page-level document
images, and apply them to interleaved text–image inputs without any additional
training. Despite this mismatch, they still outperform document-as-image repre-
sentations, suggesting that combining modalities is more robust than relying on
rendered pages alone.

4. As more text is added to a page, document-as-image representations degrade
faster than text-based representations. This makes text-based representations more
suitable for long scientific documents.

Benchmark # Docs # Pages # Queries # Tokens/Page Target Unit Modality Source Availability Open-Domain Scientific

QASper 1,585 – 5,049 – Document Text ✓ ✗ ✓
ArXivQA 100k – 100k – Figure Image ✗ ✗ ✓
MRMR – 26,223 1,435 421 Webpage Text+Image ✓ ✓ ✓
ViDoRe V1 – – 5,000 – Page/Figure Image ✗ ✗ ✗
ViDoRe V2 66 3,266 3,000 488 Page Image ✗ ✓ ✓
NL-DIR – 41,000 205k – Page Image ✗ ✗ ✗
MMDocIR 313 – 1,658 700 Page Text+Image ✗ ✗ ✓

ArXivDoc (Ours) 8,210 144,653 547 947 Document Text+Image ✓ ✓ ✓

Table 1: Comparison of document-level multimodal and scientific retrieval benchmarks.
Target Unit indicates the expected retrieval granularity. Modality indicates the default
representation of the corpus. ArXivDoc is the only large-scale, open-domain scientific
retrieval benchmark providing raw LaTeX source access alongside rendered images.

2 Related Work

In this section, we position ArXivDoc within existing document retrieval and understanding
benchmarks, highlighting the key gaps that remain. Table 1 summarizes these differences.

ArXivDoc is an open-domain scientific document retrieval task: given a query, the model
must retrieve the single relevant paper from a corpus of more than 8,000 arXiv documents.
Queries are context-independent and grounded in specific evidence (text, tables, or figures).
This differs from benchmarks such as ArXivQA (Li et al., 2024), which focus on retrieving
from a pool of figures rather than complete multimodal documents. Several document
benchmarks do not operate in a true retrieval setting. For instance, QASPER (Dasigi et al.,
2021) assumes the document is given and evaluates question answering for queries within
a paper, while MMLongBench-Doc (Ma et al., 2024b), MMDocIR (Dong et al., 2025), and
UniDoc-Bench (Peng et al., 2026) focus on restricted or non-open-domain queries where
the relevant context is already provided. As a result, queries do not require identifying the
correct document from a large corpus, and models are not challenged to distinguish among
many candidates—sidestepping the central difficulty of scientific retrieval.

Other benchmarks evaluate retrieval at the page level using document images. ViDoRe V1
and V2 (Faysse et al., 2025; Macé et al., 2025) retrieve relevant pages from visually rich
documents, and NL-DIR (Guo et al., 2025) extends this paradigm to larger-scale image-based
retrieval. In these settings, documents are decomposed into pages rather than treated as
unified documents. While effective for visually salient content, this formulation is less
suitable for scientific papers, where evidence is often distributed across multiple modalities,
spanning multiple pages. Additionally, while OCR can be applied to extract text or isolate
elements such as figures and tables, it requires additional preprocessing (Choi et al., 2025;
Han et al., 2025) that is often error-prone and computationally expensive, introducing noise
and variability in the extracted content. As a result, it becomes difficult to systematically
evaluate how different document representations (e.g., text vs. image) impact retrieval
performance.

MRMR (Zhang et al., 2025a) is closer in spirit to our setting in that it studies open-domain
retrieval over multimodal documents with access to structured sources. However, the
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Figure 2: Dataset construction pipeline. Query counts across stages: LLM verification
reduces queries from 761→525 (text), 650→159 (figure), and 2648→280 (table); manual
verification further reduces them to 229 (text), 100 (figure), and 218 (table).

underlying document distribution differs substantially: MRMR operates over webpages,
which are typically less information-dense and less structurally explicit than scientific
papers, where critical evidence is often embedded in tightly coupled text, equations, tables,
and figures. More importantly, the task objectives diverge. ArXivDoc is designed to reflect a
realistic scientific search scenario, where a natural, context-independent query must be used
to identify the single correct paper from a large corpus of over 8,000 documents. In contrast,
MRMR emphasizes reasoning-intensive retrieval, where queries are often highly specific
and tied to localized webpage content, frequently requiring deep multimodal interpretation
(e.g., understanding an image) to resolve.

ArXivDoc addresses these gaps. It combines: (1) open-domain retrieval, (2) scientific documents,
and (3) document-level retrieval. In addition, it provides access to the underlying document
sources (e.g., LaTeX when available) alongside rendered pages, which allows us to compare
text-based and page-based representations directly. Finally, queries are grounded in specific
evidence types (text, tables, figures), enabling controlled evaluation across modalities.

3 Dataset

Page distribution

Range Count %

1–5 pages 730 8.9%
6–10 pages 2,170 26.4%
11–20 pages 3,152 38.4%
21–40 pages 1,701 20.7%
41+ pages 457 5.5%

Token distribution

Range Count %

<1k 20 0.2%
1k–5k 300 3.7%
5k–10k 2,429 29.6%
10k–20k 3,317 40.4%
20k+ 2,144 26.1%

Table 2: Page and token dis-
tributions

We introduce ArXivDoc, an open-domain scientific doc-
ument retrieval benchmark constructed from raw LaTeX
sources. The LaTeX source is used to compute document
representations and to generate queries, without relying on
OCR-extracted PDF text. This allows document content and
structure to be preserved consistently across all representa-
tions derived from the same underlying source. The bench-
mark contains 8,210 full-length scientific papers, spanning
substantially more pages than prior multimodal retrieval
benchmarks (Table 1). This scale supports evaluation over
large document collections in which many papers share sim-
ilar topics, notation, and experimental structure. Example
documents and queries are provided in Appendix C.

Queries are generated, filtered, and verified through a multi-
stage pipeline using gpt-5.2, and are then manually rewrit-
ten, edited, and validated by human annotators. In total,
the dataset contains 547 queries: 100 figure-based, 218 table-
based, and 229 text-based queries.
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Dataset Example query

ArXivQA What does the black sphere with an arrow represent in these diagrams?
ViDoRe V1 What process is being depicted in the figure?
MMDocIR What variable is being altered to create the different patterns in each subplot?
ArXivDoc Why do UV-based measurements of the low-redshift star formation rate density

often come out higher than other estimates?

Table 3: Example queries from existing benchmarks and ArXivDoc. Existing benchmarks
often include short or context-dependent queries tied to local visual content. ArXivDoc
emphasizes decontextualized queries designed to retrieve a single target document from a
large corpus.

Design Trade-offs in Query Construction. Retrieval benchmark design involves a funda-
mental trade-off between three competing objectives: (i) naturalness of queries, (ii) decon-
textualization (self-contained queries that do not rely on implicit document references), and
(iii) unambiguous ground truth. In practice, these objectives are often in tension. Natural
queries tend to be short and underspecified, relying on implicit context and permitting
multiple valid answers, which increases ambiguity and leads to false negatives. This issue
is evident in existing datasets (e.g. ArXivQA (Li et al., 2024), MMDocIR (Dong et al., 2025),
and ViDoRe V1 (Faysse et al., 2025)) where queries are frequently ambiguous and admit
multiple valid matches (e.g., “What is plotted along the x axis?” can correspond to many
documents). We also identified multiple false negatives in ViDoRe V2: despite its framing as
blind contextual querying, some queries remain close-domain or admit multiple plausible
matches.

Other benchmarks avoid this problem by enforcing decontextualization during dataset
construction; for example, MultimodalQA (Talmor et al.; Cho et al., 2024) uses formal
languages to generate cross-modal queries. However, such design choices can come at the
expense of naturalness. ArXivDoc instead prioritizes decontextualization and unambiguous
ground truth while keeping queries as natural as possible, enabling controlled evaluation of
open-domain scientific document retrieval over a large corpus, where the goal is to identify
the correct document among many topically similar papers. In this setting, minimizing
ambiguity is essential for reliable evaluation. See Table 3.

3.1 Query Generation and Filtering

We construct open-domain retrieval queries from three distinct evidence types present in
scientific documents: text, tables, and figures. Each evidence type defines a separate pool
of candidate queries, and the same multi-step generation and filtering pipeline is applied
independently to each pool.

We construct text-based queries from LaTeX (.tex) content, figure-based queries from fig-
ures in a LaTeX source, and table-based queries from \begin{table} environments. For each
query type, we apply a multi-step pipeline: synthetic query generation, decontextualization,
difficulty-based filtering, verification, and naturalization (see Figure 2). After this process,
expert human annotators review, edit, and filter the resulting queries to ensure quality and
validity. Prompt templates used at each stage, and annotation instruction are provided
in Appendix B. We note that queries in ArXivDoc are intentionally grounded in localized
evidence rather than requiring multi-hop reasoning across multiple document components.
This design choice reflects our focus on document retrieval rather than document-level
reasoning: the primary challenge is identifying the correct document from a large corpus,
not aggregating evidence within a document.

Generation For each evidence source (text, table, or figure), we prompt gpt-5.2 to generate
a single query targeting the underlying scientific content. The prompt enforces that the
query (i) requires expert-level reasoning (e.g., about implications, trends, limitations, or
constraints), (ii) avoids direct restatement and minimizes lexical overlap through abstraction
and paraphrasing, (iii) is answerable from the document without relying on keyword
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or phrase matching or referencing document-specific elements (e.g., sections, figures, or
experiment names), and (iv) consists of exactly one realistic, concise sentence. Full prompt
templates are provided in Appendix B.

Decontextualization. We observe that many generated queries are context-dependent.
For example, the query “Can the top polyhedron be obtained from the cube by a shear?” relies on
figure-specific references. After decontextualization, it becomes “Can an oblique parallelepiped
be obtained from a cube by an affine shear?”, which removes these references and introduces
the required geometric terminology. To make these queries compatible with open-domain
retrieval, we rewrite each synthetic query, using gpt-5.2, into a context-independent form
that removes explicit references to figures, tables, or document-local structure. However,
this step often produces queries that are only superficially decontextualized. Many rewritten
queries remain underspecified, as they do not introduce sufficient scientific context to stand
on their own. For example: Original: If the variable on the x-axis represents time, what can be
inferred about the rate of change of the parameter over time? Rewritten: If the independent variable
represents time, what can be inferred about the rate of change of the parameter over time? Although
gpt-5.2 is supposed to return null when it cannot generate a valid rewrite, it frequently
outputs very slight paraphrases like the one above, which are still unclear without the
original context.

Filtering. Difficulty-Based Filtering. We remove trivially easy queries using an automated
difficulty filter based on retrieval behavior. For each query, we run BM25 (Lù, 2024) over a
chunked document corpus and remove the query if its gold document ranks within the top
five results, suggesting that it can be retrieved through shallow lexical overlap. This step
eliminates roughly 40% of all queries. Final Verification. All remaining queries undergo
a final verification step using gpt-5.2 to ensure that they are valid open-domain retrieval
queries and interpretable without document context. After verification, the query counts
are reduced from 761 to 525 (text), 650 to 159 (figure), and 2648 to 280 (table). Human
Annotation. Each query is manually evaluated for naturalness, ambiguity, and document
answerability. Queries that are unclear, underspecified, or unsupported by the gold document
are rewritten or removed. Three annotators participate: two PhD students and one Master’s
student. Further annotation details are provided in Appendix 8.

4 Experiments

4.1 Problem Formulation

We study open-domain scientific document retrieval. Let D = {d1, . . . , dN} denote a corpus
of scientific documents. Each document di is represented as a collection of embedding units
ei, where ei = {ei1, . . . , eiMi} and eij denotes the j-th embedding unit of document di. Each
unit corresponds to a document component such as a text chunk, figure, or page, depending
on the chosen representation and model. Let q denote a context-independent natural
language query targeting a specific piece of scientific evidence (text, table, or figure). Given
a query q, a retrieval system computes a similarity score between q and each embedding
unit eij ∈ ei using a scoring function s(q, eij). The document-level score for di is then defined
as S(q, di) = maxeij∈ei s(q, eij), and documents are ranked according to S(q, di).

4.2 Experimental Setup

We use our dataset, ArXivDoc, to assess how different document representations support
open-domain retrieval from scientific papers. Starting from the underlying LaTeX source,
we construct multiple representations of the documents and compare their retrieval perfor-
mance. We also report the corresponding index sizes. Retrieval performance is measured
using normalized discounted cumulative gain at rank 10 (nDCG@10), which evaluates
whether the relevant document is ranked near the top of the retrieval list.
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Representations and Models. We consider three classes of document representations: text-
only, image-only, and text + image. Within each class, we evaluate multiple representations.

Text-only. (i) Text (LATEX), which indexes raw LATEX source text. We first flatten the source
to a single file to account for projects split across multiple .tex inputs (e.g., via \input
or \include). We then apply lightweight normalization to remove non-semantic markup:
comments and common formatting commands (e.g., \cite, \ref, \label, \footnote, and
styling macros such as \emph, \textbf), while preserving scientific content such as plain text,
math, and structure. (ii) Text + VLM Captions, which augments document text with figure
descriptions generated by a vision–language model, appended to the end of the document.
Caption-generation details, along with a sensitivity analysis showing that results are robust
to the choice of captioning model and prompt, are provided in Appendix C.2.

Image-only. (iii) LATEX Figures, which indexes rendered figures extracted from the LATEX
sources while ignoring document text. We collect all figure assets (e.g., .png, .jpg, .pdf,
.eps) and convert them into a unified format prior to embedding. This representation
isolates visual content, but may miss critical information when the evidence required to
answer a query resides in the text.

Text + Image. (iv) Document-as-Image, which indexes full document pages rendered
as images. (v) Interleaved Text + Images, which jointly indexes text and figures while
preserving their original order. We parse the LATEX source to extract textual spans and
figure references, resolve each reference to its rendered image, and construct an interleaved
sequence reflecting the document’s narrative flow. Retrieval units are formed by segmenting
text into chunks and associating each chunk with nearby figures, producing multimodal
units with one or two images.

Across these representations, we evaluate several embedding models, depending on modal-
ity compatibility: Qwen3-Embedding-8B (Zhang et al., 2025c) as a text-only embedder, and
Qwen3-VL-Embedding-8B (Li et al., 2026), ColQwen2 v1 and ColQwen2.5-v0.2 (Faysse
et al., 2025), OpenCLIP ViT-G/14 (Cherti et al., 2023; Radford et al., 2021), and Ops-MM-
Embedding v1 (Lin et al.) as image embedders. For each representation–model pair, we
report results using the best-performing configuration; full hyperparameter sweeps are
reported separately.

ColQwen is a late-interaction model based on the ColBERT framework (Khattab & Za-
haria, 2020; Santhanam et al., 2022), built on top of the Qwen2-VL (Wang et al., 2024a),
which encodes queries and documents into sets of token-level embeddings and computes
document relevance via max-similarity aggregation across embedding units, resulting in
substantially larger indices than single-vector models. In contrast, Qwen, OpenCLIP, and
Ops-MM-Embedding produce a single embedding per input unit and rely on standard
vector similarity for retrieval. ColQwen was originally introduced for page-level visual
document retrieval and is not trained on text documents. Nevertheless, we apply ColQwen
to text chunks by treating each chunk as an embedding unit and using the model’s language
encoder. This allows us to evaluate a late-interaction retrieval model on purely textual rep-
resentations and to compare its behavior directly with single-vector text embedding models
under identical document inputs. Surprisingly, we find that ColQwen is effective on textual
inputs, which motivates our experiments with interleaved text–image representations; as we
show, these outperform document-as-image representations when encoded using the same
model. We further observe that Qwen-VL-Embedding—despite not being trained for text
embedding, similar to ColQwen—exhibits the same trend, achieving better performance on
interleaved text + image representations than on document-as-image inputs.

Index Size. Index size is defined as the total storage required for all embedding vectors,
excluding model parameters. For text-based representations, index size is controlled by
varying the chunk size used to segment documents prior to embedding. Smaller chunks
increase the number of units and the total index size, while larger chunks reduce storage
at the cost of coarser representations. This mechanism is used for all text indexings. Note
that varying chunk size does not substantially change the index size for ColQwen, since
text is encoded at the token level and stored as a set of embeddings. For vision-based
representations, index size is controlled via the max_pixels parameter, which caps the
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Input Model Index (GB) Text Table Figure Avg.

Text Only

OpenCLIP 1.28 0.18 0.12 0.48 0.21
Ops-MM-Embedding 2.24 0.75 0.52 0.75 0.66
ColQwen2 v1 40.5 0.77 0.56 0.80 0.69
ColQwen2.5-v0.2 57.1 0.77 0.59 0.80 0.70
Qwen3-Embedding 2.56 0.87 0.60 0.76 0.74

Text + VLM Captions

OpenCLIP 1.6 0.19 0.11 0.50 0.21
Ops-MM-Embedding 2.8 0.74 0.50 0.75 0.65
ColQwen2 v1 52.1 0.74 0.54 0.90 0.69
ColQwen2.5-v0.2 67.4 0.77 0.59 0.85 0.70
Qwen3-Embedding 3.1 0.87 0.60 0.80 0.75

Figures Only

OpenCLIP 0.5 0.03 0.07 0.60 0.15
Ops-MM-Embedding 0.8 0.26 0.25 0.80 0.36
ColQwen2 v1 35.4 0.18 0.18 0.87 0.30
ColQwen2.5-v0.2 34.6 0.19 0.19 0.87 0.31
Qwen3-VL-Embedding 1.0 0.22 0.25 0.83 0.35

Doc-as-Image

OpenCLIP 0.6 0.02 0.05 0.41 0.10
Ops-MM-Embedding 1.0 0.70 0.51 0.75 0.63
ColQwen2 v1 70.5 0.73 0.52 0.84 0.67
ColQwen2.5-v0.2 47.5 0.77 0.57 0.86 0.71
Qwen3-VL-Embedding 1.3 0.78 0.55 0.78 0.69

Interleaved (Text + Image) ColQwen 49.5 0.78 0.56 0.82 0.70
Qwen3-VL-Embedding 2.9 0.85 0.57 0.75 0.72

Table 4: NDCG@10 across different document representations and models. Index (GB)
reflects storage cost.

total number of input pixels processed per image. Images are resized to approximately
preserve aspect ratio while satisfying this budget. The number of visual tokens scales with
the effective image resolution and can be approximated as Tvis ∝ H′W ′

P2 , where H′W ′ ≤
max_pixels is the resized image resolution and P is the vision encoder’s patch size. Reducing
max_pixels therefore decreases the number of visual tokens and the resulting index size,
trading visual detail for storage efficiency. We tune the max_pixels parameter for each
model–representation pair and report the best-performing configuration.

4.3 Main Results

Table 4 reports retrieval performance measured by nDCG@10, using the best configuration
for each representation–model pair. Results are reported separately for text, table, and
figure queries. Bootstrapped 95% confidence intervals for the strongest text-based and
document-as-image configurations are reported in Appendix C.3.

Main Results. (1) Document-as-image representations are consistently suboptimal.
Across all query types (text, table, and figure), document-as-image representations under-
perform compared to alternatives. Even for figure-based queries, the best-performing model
is ColQwen with text + VLM captions, a purely text-based representation. Moreover, the in-
terleaved text + image representation also outperforms document-as-image, indicating that
preserving structure and modality alignment is more effective than treating the document
as a flat image.

(2) Text alone is surprisingly competitive for figure-based queries. Text-only retrieval
nearly matches document-as-image retrieval on figure-based queries, and adding VLM
captions closes the gap: text + captions (ColQwen2 v1, 0.90) is the best figure-query result
overall. Scientific papers describe their figures in the surrounding text, so most of a figure’s
retrieval signal is already present in the text itself.

(3) Interleaved representations outperform document-as-image despite no dedicated
training. Even though none of the embedding models are explicitly trained for interleaved
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text+image inputs, this representation still outperforms document-as-image. This high-
lights the importance of preserving the document’s native structure and aligning text with
corresponding figures, rather than collapsing the entire document into a single image
representation.

(4) Chunk-level representations offer a more favorable accuracy–storage tradeoff than
token-level ones in this setting. Since all methods aggregate max-similarity over multiple
embedding units per document, the comparison is one of unit granularity: chunk-level
models (Qwen3-Embedding, Qwen3-VL-Embedding) store one vector per chunk or page,
while late-interaction models (ColQwen) store one per token or patch. On identical text
inputs, the chunk-level Qwen3-Embedding outperforms the newer ColQwen2.5-v0.2 with
a ∼22× smaller index; on doc-as-image, ColQwen2.5-v0.2 holds a small accuracy edge
over Qwen3-VL-Embedding, but at ∼37× the storage. We interpret this result as an effi-
ciency–performance trade-off, not as evidence that one architecture is inherently better. We
note that we did not perform a full sweep over configuration choices, such as max_pixels,
token pooling, and dimensionality projection.

4.4 Analysis

4.5 Do the Conclusions Depend on LaTeX Source?

Input Source Text Table Fig. Avg.

Text
LaTeX 0.87 0.60 0.76 0.74
MinerU 0.84 0.59 0.76 0.72
PyMuPDF 0.85 0.59 0.77 0.73

+ Captions
LaTeX 0.87 0.60 0.80 0.75
MinerU 0.86 0.59 0.80 0.74
PyMuPDF 0.86 0.59 0.80 0.74

Table 5: Effect of text-extraction source
(nDCG@10, Qwen3-Embedding).

All text-based representations in Table 4 are
derived from LaTeX source, which is cleaner
than what most deployments have access
to: outside arXiv, papers are typically avail-
able only as PDFs, and text must be recov-
ered by a parser. We therefore rebuild the
text-only and text + captions representations
over the same 8,210-document corpus using
two PDF parsers, MinerU (Wang et al., 2026)
and PyMuPDF (Artifex, 2026), leaving all
other settings unchanged. Table 5 reports
the results. Degradation is small: average
nDCG@10 drops by at most 0.02 relative to LaTeX, with the largest single change on text
queries and essentially no change on table or figure queries. The ordering is also preserved.
Parsed text remains ahead of both document-as-image models on text and table queries,
and the caption-augmented representations remain the strongest overall.

4.5.1 Why Do Text Representations Work for Figure-Based Queries?

To understand why text representations perform well on figure-based queries, we analyze
the highest-scoring text chunk retrieved from the correct document for each query, checking
whether it (i) lies near the figure (within ±2 chunks), (ii) explicitly references it (via patterns
such as Fig., \ref{fig}, or Figure X), or (iii) overlaps with the caption’s informative
(non-stopword) words.

Metric Correct Doc Incorrect Doc

Count 63 61

Near Figure 41.3 23.0
Ref. Figure 60.3 42.6
Contains Caption 68.3 24.6

Table 6: Analysis of the highest-scoring re-
trieved text chunk for figure-based queries.

As a baseline, we perform the same anal-
ysis on top chunks retrieved from incor-
rect documents. Results are summarized
in Table 6. Correct-document retrievals fre-
quently exhibit all three signals, while base-
line chunks show lower rates across these
indicators. These results suggest that text
retrieval does not require access to the fig-
ure itself. Instead, it relies on surrounding
textual descriptions—references, explana-
tions, and caption content—that encode the
figure’s information in text form.
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4.5.2 Scaling Behavior

Figure 3: NDCG@10 as a function of
token length across document repre-
sentations.

We study how retrieval performance changes as the
amount of context increases. Starting from the flat-
tened LaTeX source, we sample a base window of
500 tokens and progressively expand it to larger con-
texts (1000, 4000, and 8000 tokens), while keeping the
query fixed across all variants. For each window, we
convert the text into a minimally executable LaTeX
snippet and render it to a PDF. Then, we extract a sin-
gle page image. This enables a controlled comparison
between text-only and document-as-image represen-
tations under matched content. For retrieval, we use
a fixed 100-token query sampled from the original
500-token window, from 130 documents. Figure 3,
shows that document-as-image representations de-
grade more sharply as context grows, in contrast to
text-based representations.

4.5.3 Comparison with ViDoRe Benchmark

To assess the generalizability of our findings, we eval-
uate text-only and document-as-image retrieval representations on the ViDoRe benchmark.
Since ViDoRe provides only document images, we extract text using PaddleOCR (Cui et al.,
2025).

Subset #Tokens Text Doc as Image

Qwen ColQwen Qwen VL

Biomedical 108 0.64 0.60 0.68
Economics 704 0.50 0.53 0.51
ESG 582 0.50 0.56 0.65
ESG HL 583 0.61 0.60 0.68

Table 7: nDCG@10 on ViDoRe dataset.

Document-as-image representations gener-
ally outperform text-only on ViDoRe (Ta-
ble 7), unlike on ArXivDoc. We attribute
this to two differences. First, document den-
sity: ArXivDoc papers are text-dense (947 to-
kens/page) with structured prose, whereas
ViDoRe’s slides and corporate reports are vi-
sually designed (108–704 tokens/page) and
convey information through layout, charts,
and infographics—so their retrieval signal
is largely visual rather than in the text. Second, evaluation noise: ViDoRe’s queries are shorter
and less specific (21 vs. 34 tokens on average) and are evaluated at page level, so multiple
pages often answer the same query. Using an LLM judge (GPT-5.2) on 100 queries where
the Qwen text embedder missed the ground truth in the top 5, we find 22% have at least
one answerable but unlabeled retrieval, i.e., false negatives—an issue also noted in prior
work (Wang et al., 2024b; Wasserman et al., 2025). The same audit on ArXivDoc finds none.

5 Conclusion and Future Work.

We present ArXivDoc, a benchmark for scientific document retrieval built from raw LaTeX
sources. Using LaTeX allows direct access to structured elements such as sections, tables,
figures, and equations, enabling controlled analysis of how different representations behave
across text, tables, and figures. Our results show that document-as-image representations
are not always well-suited for scientific documents, particularly when evidence is embedded
in dense textual and structured content.

An important observation is that interleaved text+image representations outperform
document-as-image approaches even without explicit training for such inputs, suggesting
that training embedding models on interleaved scientific documents is a promising direc-
tion. More broadly, this points to a gap between how scientific documents are structured
and how current retrieval models are trained. Moreover, extending ArXivDoc to support
queries that require combining evidence across multiple parts of a document—or across
documents—can further advance retrieval in scientific settings.
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Representation Model Index Size (GB) Text Table Figure

Text

Qwen

chunk = 512 2.56 0.87 0.60 0.76
chunk = 1024 1.20 0.85 0.54 0.76
chunk = 4096 0.34 0.83 0.47 0.64

ColQwen

chunk = 1024 40.54 0.77 0.56 0.80
chunk = 4096 40.54 0.77 0.57 0.80

LATEX Figures

ColQwen

max_pixels= 600K 22.09 0.17 0.16 0.86
max_pixels= 1M 35.43 0.18 0.18 0.87
max_pixels= 2M 65.99 0.17 0.16 0.86

Document-as-Image
ColQwen

max_pixels= 1M 47.23 0.71 0.51 0.83
max_pixels= 2M 94.79 0.73 0.52 0.84

Table 8: Retrieval accuracy (nDCG@10) under varying storage budgets, grouped by docu-
ment representation.
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B Query Generation
The query generation pipeline consists of four stages, three of which involve prompting
gpt-5.2. In this section, we report the system prompts used at each stage.

B.1 Synthetic Query Generation Prompt (Text)

PROMPT

You are given extracted text from a scientific research paper. Your task is to
generate a single, high-quality synthetic query that would meaningfully test a
document retrieval system.

Instructions:

1. The query must require expert-level reasoning over implications, trends,
limitations, or constraints discussed in the document, and must not be a
direct restatement of any sentence from the input.

2. The query must minimize lexical overlap with the input text by avoiding
distinctive phrases or terminology, relying instead on abstraction and
paraphrasing rather than keyword matching.

3. The query must be answerable from the document but not trivially retrievable
via keyword or phrase matching, and must not reference sections, figures,
experiments, or document-specific wording.

4. The query must ask exactly one focused question, without combining multiple
sub-questions or enumerating parameters or conditions.

5. The query must be realistic and concise, phrased as a single sentence that
a knowledgeable researcher would plausibly ask, without verbose framing or
artificial difficulty.

6. If no query satisfying these criteria can be generated, return null.

Required Output Format:

{
"query": "<generated question or null>"

}

Here is the document content:
{paper_text}

Figure 4: Prompt used for generating synthetic, open-domain retrieval queries from scientific
text.
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B.2 Query Decontextualization Prompt

PROMPT

You are a scientific question rewriter. You are given an original question that
references a specific portion of a research paper. Your task is to rewrite it into a
context-independent, open-domain scientific query that targets the same underlying
concept, without relying on document-local or visual references.

Do not refer to any figure, plot, panel, image, document, or use deictic expressions
such as this, that, above, or below.

Requirements:

1. Preserve the core scientific intent, variables, and conditions present in
the original question.

2. Replace visual or deictic phrasing with concept-level wording (e.g., remove
references such as “based on the graph” and ask directly about the
relationship or effect).

3. If symbols (e.g., fspec) appear without definition, retain them exactly as
written and do not invent meanings. A minimal parenthetical alias may be
included only if it appears in the input.

4. Remove all references to figures, plots, tables, panels, or document-local
indices.

5. Ensure the rewritten query can be answered by a knowledgeable reader without
access to the original document or image.

6. Retain units, ranges, and experimental or observational conditions if
present.

7. Avoid unresolved pronouns or placeholders (e.g., “the parameter”, “the
system”) unless the domain makes them unambiguous.

8. If the original question contains multiple sub-questions, keep only one and
discard the rest.

9. The final query must be a single, concise sentence with no superfluous
framing or background.

Required Output Format:

{
"query": "<single rewritten question or null>",
"reasoning": "<one-sentence rationale>"

}

If a valid context-independent query cannot be produced, set "query" to null and
briefly explain why in "reasoning".

Figure 5: Prompt used for decontextualizing document-dependent scientific questions into
open-domain queries.
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B.3 Query Verification Prompt

PROMPT

You are a validator that checks whether a decontextualized question is well-formed
for open-domain retrieval. Judge only from the provided JSON fields. Do not assume
access to the original figure, table, or paper.

What “valid decontextualized question” means:
A question is valid if and only if all of the following criteria are satisfied:

1. Context-independent: The question contains no references to local context
such as “this figure,” “the table above,” “these results,” or any indexical
phrasing that requires the original document or image.

2. Answerable in principle: A knowledgeable person or external source could
answer the question without access to the original paper or figure. The
domain and variables must be sufficiently specified. Crucially, the question
must not rely on parameters, symbols, or notations that are defined
arbitrarily or only within the source paper (e.g., a tuning parameter
with no standard meaning in the field).

3. Intent preserved: The question targets the same underlying information
need as the original question, but generalized beyond the local figure or
document context.

4. Clarity and unambiguous entities: Any entities, variables, or notations must
be interpretable by an expert in the relevant field without requiring the
specific paper. Unresolved pronouns or placeholders (e.g., “the parameter,”
“the system”) are not allowed unless they are standard and unambiguous within
the domain.

Guiding Principle for Ambiguity:
Requiring background domain knowledge is acceptable and expected for real search
queries. However, ambiguity arising from terms that are defined only within the
source document or that depend on the original figure context is not acceptable.

Common failure modes (label them if present):

• underspecified_parameter (especially if defined arbitrarily in the source
paper)

• still_context_bound

• domain_missing_or_vague

• ambiguity_pronouns_placeholders

• unanswerable_generic

Required Output Format (JSON only):

{
"is_valid": boolean,
"score": integer,
"decision_rationale": string,
"confidence": integer

}

Figure 6: Prompt used to verify whether a generated question is a valid, context-independent
query suitable for open-domain retrieval.

17



Published as a conference paper at COLM 2026

C Example Queries

arXiv ID: 1007.4239
How can an optical system rapidly and cheaply switch between four orbital angular
momentum (helical-phase) mode indices while keeping polarization independent?

arXiv ID: 1011.0302
In the dense phase of the O(n) loop model, how does changing the topology of the graph
representation determine if a local perturbation is RG-relevant or RG-irrelevant
according to Coulomb gas scaling dimensions?

arXiv ID: 1806.03783
How does increasing the normalized accretion rate lead to a turnover in the fraction
of IR luminosity reprocessed by circumnuclear dust?

arXiv ID: 1205.2806
Which ion–neutral atom pair best enables quantum-threshold scattering while being
least sensitive to stray static electric fields, i.e., with a high threshold energy
but low static-field strength needed for excess micromotion to reach that energy?

arXiv ID: 1304.2695
How do the implicit midpoint and trapezoidal (Crank–Nicolson) rules differ in using
a single midpoint evaluation versus averaging endpoint evaluations?

arXiv ID: 1411.3004
Which subtype of pulsating star shows the strongest positive correlation between
variability amplitude and pulsation period across stars spanning a wide range of
distances?

arXiv ID: 2006.00262
What is the sequence of processing steps that transforms source and target
monolingual corpora into mapped cross-lingual word embeddings (CLWEs)?

Figure 7: Representative examples of decontextualized, evidence-grounded queries in
TeXODQ. Each query targets a specific piece of scientific evidence.
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C.1 Human Annotation Protocol

ANNOTATION GUIDELINES

You are evaluating scientific retrieval queries generated from research documents.
Queries may be questions or short search-style phrases. Each query must be assessed
and, if necessary, revised based on three criteria: naturalness, ambiguity, and
document answerability.

Criteria:

1. Naturalness: The query must be clear, understandable, and plausible as a
realistic search query. A query is considered unnatural if it (i) combines
multiple questions (e.g., “What is X, and why Y?”), (ii) contains excessive
domain-specific terminology (approximately 8 or more specialized terms),
(iii) is overly verbose (e.g., more than three clauses), or (iv) is difficult
to interpret. Such queries should be rewritten to improve clarity while
preserving the original scientific intent.

2. Ambiguity: The query must be specific enough to identify a single
target document. A query is considered ambiguous if it is overly broad,
underspecified, admits multiple interpretations, or could be answered
by many documents. Ambiguous queries should be rewritten to resolve
underspecification and better target the intended document, and if that’s
not a possibility, they should be removed.

3. Document Answerability: The query must be directly supported by evidence
in the document. The annotator must verify that a specific passage, parsed
table, or rendered figure from the LATEX source contains the information needed
to answer the query. Queries whose premise is unsupported or contradicted
by the document, or for which no identifiable evidence exists, must be
removed.

Workflow:

1. Perform initial evidence screening using retrieval tools (e.g., NotebookLM
or Gemini Flash 2.5) to surface candidate passages, tables, or figures and
identify potential issues with naturalness, ambiguity, or answerability.

2. Assign a coarse quality score (1–10) to guide assessment of ambiguity and
retrieval specificity; this score is used for calibration and not thresholded
directly.

3. Manually inspect the retrieved evidence against the original LATEX source,
including text, parsed tables, and rendered figures, to confirm correctness.

4. Rewrite queries to improve clarity and specificity while preserving intent,
or discard queries that cannot be made valid.

Figure 8: Human annotation protocol for evaluating and refining scientific retrieval queries.
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C.2 Caption Generation and Sensitivity

Figure captions for the text + VLM captions representation were generated with gpt-5-mini
at default decoding settings (temperature = 1), using the short prompt in Figure 9. The
prompt was written once and applied unchanged to all 8,210 documents; we did not perform
any prompt engineering. Captioning the full corpus cost approximately $200.

The representation therefore depends on two choices: which model generates the captions,
and what prompt it is given. To test whether our results depend on either, we regenerate
captions for the full corpus under two variations, holding the retrieval model (Qwen3-
Embedding) and all other settings fixed. The first substitutes an open-weight captioner,
Llama 4 Maverick, using the same short prompt. The second keeps gpt-5-mini but replaces
the prompt with a substantially richer, schema-constrained variant (Figure 10) that asks for
verbatim axis labels, legend entries, table headers, and named entities.

Captioner Prompt Avg. nDCG@10

gpt-5-mini short 0.75
Llama 4 Maverick short 0.75
gpt-5-mini rich 0.76

Table 9: Sensitivity of the text + VLM captions representation to captioner and prompt,
averaged over text, table, and figure queries (Qwen3-Embedding). Neither swapping in
an open-weight captioner nor using a substantially richer prompt changes performance by
more than 0.01.

Neither variation changes the result by more than 0.01, indicating that the representation
does not depend on a particular captioner or on prompt tuning. We note that all three
settings produce a static text description per figure, so this experiment varies caption quality
rather than the captioning objective itself.

SHORT PROMPT (DEFAULT)

Analyze the image and briefly describe what it shows, including the names of visible
elements (e.g., variables, axes, legends, tables, curves, diagram components) using
the following JSON structure:

{
"explanation": "A concise description of the image, naming key elements that

appear and describing their relationships only at a high level"
}

Figure 9: Short prompt used to generate figure captions for the text + VLM captions repre-
sentation in our main results.
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RICH PROMPT (SENSITIVITY CHECK)

Produce a thorough description that lets a downstream text retriever surface this
image for queries about its content. Be specific and verbatim where possible:
copy axis labels, legend entries, table headers, row/column names, units, equation
variables, dataset/method names, and any title or caption-like text exactly as
written.

Required JSON schema:

{
"figure_type": "One of: line_plot | bar_chart | scatter | heatmap | histogram |

box_plot | violin_plot | pie_chart | flow_diagram | architecture_diagram | schematic
| algorithm_block | table | equation | screenshot | photograph | map | mixed | other",

"caption": "A 1-3 sentence high-level summary describing what the image shows and
the main finding/relationship it conveys.",

"axes_or_columns": "For plots, list axes with their labels, units, and ranges.",
"key_entities": ["Verbatim list of named variables, methods, models, datasets,

conditions."],
"numerical_or_textual_content": "Notable numbers, percentages, p-values,

statistics, equation expressions",
"visual_relationships": "1-3 sentences describing trends",
"context_signals": "Any visible hints about the scientific subdomain or task."

}

Figure 10: Richer, schema-constrained prompt used in the captioner-sensitivity experiment
(Table 9). It is not used in the main results.
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C.3 Confidence Intervals

ArXivDoc contains 547 queries, and the figure-based subset in particular is small (n = 100).
To quantify how much of the difference between representations is resolvable at this scale,
we compute nDCG@10 with bootstrapped 95% confidence intervals, using 10,000 resamples
drawn with replacement over queries within each query type.

Query type Qwen3-Embedding (Text-Only) ColQwen (Doc-as-Image)

Text (n=229) 0.87 [0.85, 0.89] 0.75 [0.71, 0.78]
Table (n=218) 0.60 [0.55, 0.65] 0.52 [0.47, 0.57]
Figure (n=100) 0.76 [0.68, 0.83] 0.84 [0.78, 0.90]

Overall (n=547) 0.75 [0.72, 0.77] 0.67 [0.64, 0.70]

Table 10: nDCG@10 with bootstrapped 95% confidence intervals (10,000 resamples). In-
tervals are non-overlapping for overall, text, and table queries, and overlap on the figure
subset.

The intervals for overall, text, and table queries do not overlap, so the advantage of text-
based representations on those subsets is resolvable at this sample size. On figure queries
the intervals overlap, and the subset is small enough that intervals span 0.15 in width;
differences on figure queries should therefore be read as suggestive rather than established.
This is the main respect in which the benchmark’s scale limits what can be concluded, and
expanding the figure-query subset is a natural direction for future versions of ArXivDoc.
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