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Abstract

Large Language Models (LLMs) are emerging as a promising approach for
discovery problems in mathematics and systems optimization. Existing
search algorithms keep models frozen, yet applying reinforcement learning
(RL) over full search trajectories spanning hundreds of refinement steps re-
mains difficult. We present KTPO (K-Step Test-Time Policy Optimization),
which addresses this challenge by training on short trajectories of k refine-
ment steps. To retain the benefits of longer search, each trajectory starts
from a previously discovered program rather than from scratch. In partic-
ular, KTPO selects programs near the model’s current capability frontier,
estimated by the model’s improvement rate over existing programs. KTPO
with 4B-9B models achieves strong performance across seven mathemat-
ical and systems optimization tasks. On mathematical problems, KTPO
outperforms or approaches the human record on Circle Packing and the
Erd6s minimum overlap problem. On systems optimization tasks from
ADRS, a benchmark suite for real-world systems optimization, KTPO out-
performs human record on maximizing SQL query prefix hit rate, and
surpasses the prior Al records on minimizing multi-cloud data transfer cost
and on balancing expert-parallel load across GPUs. Code is available at
https://github.com/DachenglLi1/KTPO.

1 Introduction

Large Language Models (LLMs) are emerging as a promising approach for discovery
problems. These tasks range from mathematical challenges like circle packing (Stephenson,
2003) and the Erd6s minimum overlap problem (Haugland, 2016), to large-scale systems
engineering problems such as maximizing the prefix hit rate of SQL queries and minimizing
multi-cloud data transfer costs (Wooders et al., 2024; Cheng et al., 2025; Liu et al., 2025).

Existing LLM-based methods for discovery remain largely training-free (Novikov et al.,
2025; Cemri et al., 2026; Lange et al., 2025; Agrawal et al., 2025). These methods find good
programs by refining an initial program over hundreds of steps under evolutionary search
algorithms. While reinforcement learning (RL) effectively optimizes LLMs for multi-step
tasks (e.g., agents), applying it to the full search trajectories of hundreds of refinement
steps remains challenging (Cao et al., 2025; Fu et al., 2025; Tan et al., 2025). Prior work
tackles this challenge by applying RL updates over single-step trajectories after each search
iteration (Wang et al., 2025b). While the model effectively learns to perform a single step
refinement, it does not learn to explore multi-step strategies needed for complex solution
spaces (Figure 3).

This paper presents KTPO (K-Step Test-Time Policy Optimization), which optimizes the
LLM over short k-step refinement trajectories instead of full search trajectories spanning
hundreds of steps. To retain the benefit of refinement over hundreds of steps under this
shorter refinement window, KTPO starts each trajectory from a pool of previously discov-
ered programs. The pool is then constantly updated by tracking the improvement rate
of existing programs and evicting weak ones. Concretely, KTPO iterates in three phases:
(1) Refine: sample parent programs from the pool and generate improved child programs
through k-step sequential refinements with evaluator feedback; (2) Train: update the policy
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Task Human Record AI Record KTPO
Mathematical discovery
. . 2.63598 (Wang et al., 2025b) 2.63598
Circle Packing (1) 2.634 R1-0528-Qwen3-8B Qwen3.5-9B
p 0.38088 (Yuksekgonul et al., 2026)  0.38094
Erd6s Overlap ({) 0.38093 opt-055-120B Qwen3-4B
Systems optimization (Cheng et al., 2025)
. 0.775 (Cemri et al., 2026 0.738
SQL prefix hit rate (1) 0.692 ( GPT5 ) Qwen3-4B
. 637.1 (Cemri et al., 2026) 626.9
Multi-cloud data transfer ({.) 626.2 Gemini-3-Pro Qwen3.5-9B
. 0.1453 (Cemri et al., 2026) 0.14638
Expert-parallel load balancing (1) 0.1265 GPT-5 / Gemini-3-Pro Qwen3.5-9B

Table 1: KTPO achieves strong performance across mathematical discovery and systems
optimizations using 4B-9B models. It outperforms or approaches human record on Circle
Packing (n=26) and the Erd6s Overlap minimization problem. On the system optimization
benchmark ADRS (Cheng et al., 2025), it outperforms human record on maximizing SQL
query prefix hit rate and sets a new Al record on minimizing multi-cloud data transfer cost.
It also sets a new Al record on balancing expert-parallel load across GPUs (EPLB).

with GRPO using improvement-based rewards (Shao et al., 2024); (3) Update pool: record
the fraction of child programs that outperform their parent programs, estimate an eviction
threshold, and evict weak parent programs (Figure 1, details in Section 3).

We evaluate KTPO with open-weight 4B-9B models on seven open-ended tasks spanning
mathematical discovery and systems optimization (Section 4). On Circle Packing, KTPO
with Qwen3.5-9B (non-thinking) matches the best known score (Wang et al., 2025b); on Erd6s
minimum overlap, it approaches the human-established bound. On systems optimization
tasks from ADRS (Cheng et al., 2025), KTPO closes much of the gap to methods using GPT-5
on maximizing SQL query prefix hit rate, and establishes new Al records on minimizing
multi-cloud data transfer cost and on balancing expert-parallel load across GPUs (EPLB). In
summary, our contributions are:

* We propose KTPO, which optimizes LLMs for discovery problems using short
k-step refinements from a pool of previously discovered programs. It further tracks
the improvement rate of existing programs to evict weak ones from the pool.

* We perform ablations showing that both the discovered-program pool and
improvement-rate-based pool updates contribute to the performance of KTPO.

* Across seven tasks spanning mathematical discovery and systems optimization,
KTPO with open-weight 4B-9B models matches the best known score on Circle
Packing and approaches the human record on Erdés minimum overlap; on the
ADRS systems benchmark, it surpasses the human record on SQL query prefix hit
rate and sets new Al records on multi-cloud data transfer cost and expert-parallel
load balancing, achieving strong results against systems based on GPT-5, Gemini-3-
Pro, and 120B models.

2 Related work

LLM-guided program search for open-ended discovery. Lehman et al. (2023) showed that
LLMs can serve as effective mutation operators in evolutionary program search. FunSearch
further demonstrated that combining an LLM with an automated evaluator can yield new
results on open mathematical problems such as cap sets and online bin packing (Romera-
Paredes et al., 2024). AlphaEvolve scaled this paradigm to a broader range of scientific
and engineering tasks by maintaining a population of programs refined over hundreds of
iterations, using islands and MAP-Elites as the underlying evolutionary database (Novikov
et al., 2025; Mouret & Clune, 2015). Several follow-up works further improved the database
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Figure 1: KTPO optimizes the LLM using short k-step refinements from a pool of pre-
viously discovered programs, and updates this pool using program improvement rates.
Each iteration consists of three phases. (1) Refine (Section 3.1): sample parent programs from
the pool and generate improved child programs through k-step sequential refinements with
evaluator feedback. (2) Train (Section 3.2): assign a reward of +1 if the child improves over
its parent, 0 if it is valid but non-improving, and —0.5 if it is invalid, then update 7y via
GRPO. (3) Update pool (Section 3.3): record the fraction of child programs that outperform
their parent program (improvement rate), estimate an eviction threshold, and evict weak
parent programs from the pool.

design and search procedure (Sharma, 2025; Cemri et al., 2026; Lange et al., 2025; Liu et al.,
2026; Agrawal et al., 2025). Despite these advances, the language model in this line of
work remains frozen. In contrast, our method trains the language model itself to perform
multi-step program improvement. In addition, we do not employ an evolutionary search
algorithm; instead, we maintain a simple pool of previously discovered programs and
randomly sample from it to initialize short training trajectories.

Test-time training for discovery problems. Recent work has begun to study discovery
problems in the test-time training regime, where the model is updated while searching for
better solutions. The main challenge is horizon: strong-performing discovery systems often
require hundreds of refinement steps (Sharma, 2025), making direct reinforcement learning
over full refinement trajectories difficult. ThetaEvolve (Wang et al., 2025b) addresses this by
applying GRPO updates to one-step refinement trajectories collected after each evolutionary
search iteration, while retaining an island-based evolutionary search infrastructure with
MAP-Elites and an elite archive. Concurrent work TTT-Discover (Yuksekgonul et al., 2026)
also studies test-time training for open-ended optimization, introducing a PUCT-inspired
rule reuse mechanism and an entropic reward tailored to discovery problems (Rosin, 2011).
KTPO differs from these works in three ways. First, it replaces evolutionary search with
a simple pool of previously discovered programs from which training trajectories are
initialized. Second, it optimizes multi-step sequential refinements, where the model learn to
explore the complex problem space (Figure 3) according to evaluator scores and diagnostic
feedback (Muennighoff et al., 2025; Li et al., 2025; Agrawal et al., 2025; Chen et al., 2023).
Thirdly, KTPO uses an improvement-based reward which rewards children programs that
outperform parent programs.

Multi-step RL for LLMs. Recent work has extended RL post-training beyond single-turn
reasoning to multi-turn interactive settings. SkyRL-Agent (Cao et al., 2025), rLLM (Tan et al.,
2025) and OpenTinker (Zhu & You, 2026) provide scalable infrastructure for multi-turn agent
training, GiGPO (Feng et al., 2025) studies credit assignment over multi-turn trajectories,
and AgentGym-RL (Xi et al., 2025) trains agents across diverse interactive environments.
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However, these settings typically involve only tens of interaction steps. More recent work
pushes RL toward longer-horizon agents (Chen et al., 2025; Wang et al., 2025a), but open-
ended program discovery often requires hundreds of refinement steps. KTPO tackles this
regime by optimizing short multi-step refinement trajectories while reusing previously
discovered programs to retain the benefits of longer-horizon search.

Training with self-generated curricula. Curriculum learning emphasizes that training
is most effective when examples lie near the learner’s current frontier (Bengio et al., 2009).
On fixed problem sets, methods such as PRIME (Cui et al., 2025), Polaris (An et al., 2025),
and RLVE (Zeng et al., 2025) adapt training difficulty based on model performance, while
DAPO (Yu et al., 2025a) filters degenerate groups in which all samples succeed or fail. Similar
ideas have also been extended to self-generated problems: R-Few selects generated problems
according to the model’s empirical success rate, yielding a self-generated curriculum (Yu
etal., 2025b). KTPO applies this idea in the discovery setting. Search-generated parent-child
program pairs provide the training data, while the improvement rates of sampled parent
programs determine which starting points remain in the pool.

3 Method

We consider open-ended optimization problems defined by a deterministic evaluator s(-)
that assigns a scalar score to candidate programs; without loss of generality, we orient scores
so that higher is better!. Given a seed program py and a language model policy 77y, the goal
is to find a program that maximizes s(-).

KTPO optimizes the LLM over short k-step refinement trajectories instead of full search
trajectories spanning hundreds of steps. To retain the benefit of longer-horizon refinement
under this shorter training horizon, it initializes each trajectory from a program pool P
of previously discovered programs. The pool is updated using the improvement rates of
existing programs, so that weak programs are evicted as search progresses. Each iteration
then consists of three phases (Algorithm 1): (1) Refine—sample parent programs from P and
generate improved candidates through k-step sequential refinement (Section 3.1); (2) Train—
update 71y via GRPO using an improvement-based reward (Section 3.2); and (3) Update
pool—update P using the improvement rates of existing programs (Section 3.3).

3.1 Refine: multistep sequential refinement

In the refine phase, we randomly sample B programs from P; following standard evolu-
tionary terminology (Novikov et al., 2025), we call these sampled programs parents and
the variants generated from them children. For each parent p;, we generate N children,
each through k steps of sequential revision grounded in evaluator feedback (Li et al., 2025;
Muennighoff et al., 2025; Chen et al., 2023). At each step, the model receives its previous
attempt together with the evaluator’s score and diagnostic feedback (e.g., error messages
and constraint violations; see Section D), and produces a revised program. This yields a
(1) (k)

sequence ¢; ..., ¢; ", in which each refinement step conditions on the previous attempt
and its feedback. In practice, k > 1 is important for performance (Section 4.3).

3.2 Train: GRPO on improvement reward

We use scored parent—child pairs from the refine phase to update the policy toward generat-

ing improvements over their parents. For child j of parent p;, let s}‘ = max’g:1 s(c](.g)) denote

the best score across its k revision steps. We take the maximum rather than the mean so
that the model can explore diverse refinement strategies within a trajectory without being
penalized for intermediate missteps (Section D). The reward is r; = +1 if s]’.F > s(p;), and

rj = 0 otherwise. Additionally, Wang et al. (2025b) finds that penalizing invalid generations

Ifor lower-is-better objectives, we apply a task-specific monotone transform, e.g., reciprocal scoring
for Erdés minimization problem (4).
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Algorithm 1 KTPO: K-Step Test-Time Policy Optimization

Require: Initial program py, policy 7y, group size N, refinement depth k, batch size B,
eviction thresholds 1, 77, total iterations T, sweep window W

1: P« {po} > Pool of discovered programs
22 R« > Rolling window of mastered-parent scores
3. foriterationt=1,...,T do

4 T 71+(tr—1)t/T > Mastery threshold schedule
5:  // Phase 1: Refine

6: fori=1toBdo

7: Sample parent p; ~ Uniform(P)

8 forj=1to N do

9

{CS),. e cl(l;)} < MULTISTEPREFINE( 7y, p;, k) > k-step sequential refinement
10: stj maxs_, s(cl(,?) > Best score in trajectory
11: P+ PU {c%) : s(cg?) > 0} > Add valid discovered programs
12: end for
13:  end for
14:  // Phase 2: Train
15 Update 7ty via GRPO on all B groups with reward ; ; >{+1,0, -1}

16:  // Phase 3: Update Pool
17: fori=1to Bdo

18: Bi & Z]-Z\il 1[sj; > s(pi)] > Improvement rate
19: if B; > ; then

20: Append s(p;) to R > Record mastered parent score
21: end if

22:  end for

23: 5+ mean(R[last W entries]) > Eviction threshold
2. P+« {peP:s(p)>5} > Evict weak programs
25: end for

(e.g. no code block emitted, output identical to the parent, or runtime crash) provides a
stronger learning signal than treating them as zero. We therefore assign r; = —0.5 to invalid
children:

+1,  ifs; > s(pi),

rj= 0, ifvalid but s]’-k <s(p;), 1)

—0.5, ifinvalid.
This trajectory-level reward is assigned to the entire k-step rollout, so all tokens across all
revision steps share the same reward r;. We apply GRPO (Shao et al., 2024), treating each
parent p; and its N children as one group (B groups per iteration). Within each group,
per-child advantages are computed as A j = (rj —7)/0y, where 7 and 0, denote the group
mean and standard deviation.

3.3 Update pool: improvement-rate-driven eviction

All intermediate programs with positive score from the refine phase are added to the pool.
To keep the pool populated with effective starting points as it grows, we use the improvement
rate to identify programs the policy has mastered and derive an eviction threshold for
pruning weak programs.

For each parent p; sampled during refinement, its improvement rate is
1 N
pi=x X;l[sf,]’ > s(pi)l, 2)
j=

the fraction of children that improve over it. A parent with B; > 1; is declared mastered and

its score is recorded in a rolling buffer R. The threshold 7; decays linearly from 1y to 7
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over training, allowing more aggressive pruning as the policy improves. At the end of each
iteration, we compute an eviction threshold

§ = mean(R[last W]),
the rolling mean of recent mastered-parent scores, and evict all programs with scores below

5. In this way, the pool tracks the policy’s learning frontier: mastered programs determine
the eviction threshold, and all programs below that threshold are removed (Figure 1).

4 Experiments

We evaluate KTPO on seven open-ended optimization tasks spanning mathematical discov-
ery and systems engineering. Our experiments demonstrate that:

1. On open mathematical problems, KTPO with open-weight 4B-9B models approaches or
matches the best known scores (Section 4.2).

2. On system optimization tasks, KTPO is competitive with methods using GPT-5 and
Gemini-3-Pro (Section 4.2).

3. We ablate key design choices: the program pool, improvement-rate eviction, and multi-
step revision, to validate each component (Section 4.3).

4.1 Experimental setup

Tasks. We evaluate on two open mathematical problems studied by AlphaE-
volve (Novikov et al., 2025) and ThetaEvolve (Wang et al., 2025b), and five systems engi-
neering tasks from the ADRS benchmark (Cheng et al., 2025):

¢ Circle Packing (n =26): Pack 26 non-overlapping circles into a unit square to maximize
the sum of radii. This is a classical computational geometry problem where AlphaEvolve
achieved a score of 2.63586 (Novikov et al., 2025).

¢ Erd6s Minimum Overlap: A long-standing open problem in combinatorics (Haugland,
2016). Lower is better.

e LLM-SQL: Optimize column ordering in database schemas to improve LLM-based text-
to-SQL performance (Liu et al., 2025). Higher normalized score indicates better query
accuracy (Cheng et al., 2025).

* Cloudcast: Minimize the cost of broadcast operations in distributed systems by op-
timizing communication schedules (Wooders et al., 2024). Lower cost (in dollars) is
better (Cheng et al., 2025).

¢ EPLB, Prism, TXN: Three further ADRS tasks: balancing expert-parallel load across GPUs
for Mixture-of-Experts serving, model placement, and transaction scheduling (Cheng
et al., 2025).

These tasks share a common structure: given an initial program, the goal is to iteratively
produce improved programs scored by a deterministic evaluator. The initial programs are
the standard ones included with each benchmark, and we did not tune them (Section C).

Baselines. For mathematical tasks, we compare against AlphaEvolve (Novikov et al., 2025)
(Gemini-2.0-Flash/Pro), ShinkaEvolve (Lange et al., 2025) (ensemble of 6 frontier LLMs),
ThetaEvolve (Wang et al., 2025b) (DeepSeek-R1-Distill-Qwen3-8B), and TTT-Discover (Yuk-
sekgonul et al., 2026) (gpt-o0ss-120b). For system optimization tasks, we compare against
OpenEvolve (Sharma, 2025), GEPA (Agrawal et al.,, 2025), ShinkaEvolve, and AdaE-
volve (Cemri et al., 2026), using GPT-5 and Gemini-3-Pro. All baselines use models with 8B
or more parameters, or proprietary APIs. To further isolate the contribution of RL training,
we additionally run ThetaEvolve with the same Qwen3-4B model as an inference-only
control (Section 4.3).

Model. We report results on Qwen3-4B-Instruct-2507 (Yang et al., 2025) and Qwen3.5-
9B-NoThink (Qwen Team, 2026), run in non-thinking mode. We perform our ablations on
Qwen3-4B-Instruct-2507.
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Method Model Circle Packing T Erdés |
Human — 2.634 0.380927
AlphaEvolve  Gemini-2.0 2.63586 0.380924
ShinkaEvolve 6 LLMs 2.63598 —

ThetaEvolve Qwen3-8B 2.63598 —

TTT-Discover  gpt-o0ss-120B — 0.380876
KTPO (Ours) Qwen3-4B 2.63579 0.380938
KTPO (Ours) Qwen3.5-9B 2.63598 0.380950

Table 2: KTPO approaches or matches the best known scores on both mathematical
discovery tasks. With Qwen3-4B, KTPO approaches prior SOTA; with Qwen3.5-9B, it ties
the best known Circle Packing score. Circle Packing: sum of radii (1); Erd6s: upper bound
on overlap constant (/). “—” = not evaluated. Bold = best per column.

Implementation details. We run KTPO with the following configuration: Each rollout
generates B =16 parent—child groups with N =16 samples per group, yielding 256 candidate
programs per rollout. We apply k=8 steps of multistep sequential revision; the best score
across all k steps determines the improvement reward (Section 3). Training uses GRPO (Shao
et al., 2024) with the asymmetric clip-higher setting from DAPO (Yu et al., 2025a), using a
clipping range of [0.2,0.28]. We additionally apply truncated importance sampling (Yao
et al., 2025) to correct for the difference between rollout generation and gradient updates.
The adaptive eviction starts with a threshold of 7y = 0.3, decaying to T = 0.0 over training,
with a rolling window of W = 10. We run T =50 rollouts per experiment.

For generation, we use temperature 1.0 with top-p = 1.0 and a maximum response length
of 32,768 tokens. The policy is optimized with Adam (Ir = 107, B; = 0.9, B> = 0.98, weight
decay = 0.1) with optimizer states offloaded to CPU. All experiments run on a single node
with 8 NVIDIA H100 80GB GPUs, using tensor parallelism of 8 with colocated training and
inference via Slime (Zhu et al., 2025). For Qwen3-4B, we report results across 3 random
seeds as mean = std, and additionally report the best score achieved across all seeds and
rollouts. Qwen3.5-9B results are from a single seed and reported as best score only.

4.2 Main results

Mathematical discovery. Section 4.2 presents results on two open mathematical problems.
On Circle Packing (n =26), KTPO with Qwen3-4B achieves 2.6353 & 0.0004 across 3 seeds
(best: 2.63579), surpassing the human record (2.634). With Qwen3.5-9B, KTPO matches the
best known score of 2.63598, tying ThetaEvolve (Qwen3-8B) and ShinkaEvolve (6 LLMs).
On Erdés Minimum Overlap, KTPO with Qwen3-4B reaches 0.380938, within 1.1 x 10-°
of the human-established bound (0.380927). TTT-Discover achieves the best known result
(0.380876) using a 120B model.

System optimization. Section 4.2 presents results on five systems engineering tasks from
the ADRS benchmark, with baseline numbers from Cemri et al. (2026). On LLM-SQL, KTPO
with Qwen3-4B achieves .734 £ .004 (best: .738), surpassing the human baseline (0.692) and
outperforming OpenEvolve, GEPA, and ShinkaEvolve with GPT-5. On Cloudcast, KTPO
with Qwen3.5-9B achieves $626.9, surpassing the prior algorithmic best (AdaEvolve with
Gemini-3-Pro, $637.1) and approaching the human record ($626.2). With Qwen3-4B, KTPO
achieves $658 £ 9, outperforming OpenEvolve and ShinkaEvolve with both GPT-5 and
Gemini-3-Pro. On EPLB (load balancing for Mixture-of-Experts), KTPO with Qwen3.5-9B
achieves a best score of .14638, surpassing the prior best of .1453 (AdaEvolve with both
GPT-5 and Gemini-3-Pro). On Prism (model placement), KTPO with Qwen3.5-9B reaches
26.256, slightly below AdaEvolve’s best of 26.37, while still substantially outperforming
the human baseline (21.89). On TXN (transaction scheduling), KTPO with Qwen3.5-9B
achieves 4149, within 4.6% of AdaEvolve’s best (4348) and substantially above the human
baseline (2725). With open-weight 4B-9B models, KTPO is competitive with methods using
proprietary APIs across all five tasks.
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Method Model LLM-SQL 1 Cloudcast ($) ) EPLBT PrismT TXNT*
Human / SOTA — 0.692 626.2 0.1265 21.89 2725
OpenEvolve GPT-5 716 729.8 1272 26.23 4329
GEPA GPT-5 713 645.7 .1445 26.23 3984
ShinkaEvolve GPT-5 713 812.7 1272 26.26 4329
AdaEvolve GPT-5 775 640.5 .1453 26.37 4348
OpenEvolve Gemini-3-Pro 736 667.1 — — —
AdaEvolve Gemini-3-Pro 752 637.1 .1453 26.26 4310
KTPO (Ours) Qwen3-4B 738 651.3 — — —
KTPO (Ours) Qwen3.5-9B 737 626.9 14638  26.256 4149

Table 3: KTPO with open-weight 4B-9B models is competitive with GPT-5 and Gemini-3-
Pro on system optimization. LLM-SQL, EPLB, Prism, TXN (1): higher is better; Cloudcast
({): lower is better. We report the best score across seeds (Qwen3-4B: 3 seeds; Qwen3.5-9B: 1
seed). Bold = best per column. Baseline numbers from Cemri et al. (2026).

Method Circle Packing 1 Cloudcast ($) |
OpenEvolve 2.488 911.2
ShinkaEvolve 2457 804.4
GEPA 2.522 825.3
AdaEvolve 2422 798.8
KTPO (ours) 2.617 698.1

Table 4: KTPO outperforms all four evolutionary baselines with the same model and
compute budget (Qwen3-4B, 20k evaluated programs, 2 seeds each).

Full training curves for Circle Packing, Erdés, LLM-SQL, and Cloudcast are provided in
Figure 5 (Appendix).

Comparison with ThetaEvolve. Figure 2 compares KTPO and ThetaEvolve on Circle
Packing under matched compute (~51k LLM evaluations), the same model (Qwen3-4B),
and hardware (8 xH100). We run ThetaEvolve with its default configuration: diff-based
edits, retaining islands, MAP-Elites, and the elite database as its suggested XL configuration.
KTPO uses full-program generation with k=8. At this budget, KTPO reaches 2.632 + 0.002
compared to 2.559 =+ 0.045 for ThetaEvolve over 3 seeds.

Matched-compute comparison with evolutionary baselines. We further run all four
evolutionary baselines (OpenEvolve, ShinkaEvolve, GEPA, AdaEvolve) with the same
backbone (Qwen3-4B) and the same 20k-program budget as KTPO, on Circle Packing and
Cloudcast (two seeds each). With model and compute fixed, the only variable is the method.
As shown in Table 4, KTPO outperforms every baseline on both tasks under this matched
setting, indicating that the gains come from the method rather than from the model or the
compute budget. (KTPO's scores here are capped to the 20k-sample budget rather than the
full run reported in Section 4.2.)

4.3 Analysis

We ablate each component of KTPO to understand its contribution to the overall system.
All ablations are run on Circle Packing (n =26) with Qwen3-4B using the same compute
budget (50 rollouts, 8 x H100) unless otherwise noted.

Pool vs. no pool. The most fundamental structural question is whether the program
pool is necessary. We compare KTPO against a variant that always starts from the initial
seed program py at every iteration, without sampling from a pool of discovered programs.
Without the pool, the model reaches 2.624 £ 0.004 at 102k evaluations—a —0.011 drop from
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Figure 2: Left: Comparison with ThetaEvolve under matched compute (~51k LLM evalu-
ations, Qwen3-4B, 8 xH100): 2.632 £ 0.002 vs. 2.559 £ 0.045 over 3 seeds. Following prior
work (Sharma, 2025; Lange et al., 2025; Wang et al., 2025b), we use a tolerant evaluator.
(a), (b): Improvement-rate eviction keeps the pool compact and systematically improves
generation quality. (a) Without eviction the pool grows to 60,000+; with eviction it stays at
~1,300. (b) Solid: average best-of-k output score per batch; dashed: cumulative best.

full KTPO (2.635), confirming that building on previously discovered programs is important
for continued improvement.

Improvement-rate eviction. We test whether the model’s improvement rate provides a
useful signal for pool management by comparing against a variant with no eviction, where
all discovered programs are kept in the pool indefinitely. Figure 2 reveals why eviction
matters. Without eviction, the pool grows unboundedly to ~60,000 programs (Figure 2a),
diluting sampling toward low-quality parents. Consequently, the average best-of-k output
score per batch—the mean, across each batch, of the highest score achieved among k revision
steps—stays flat near 1.0 throughout training (Figure 2b). With improvement-rate eviction,
KTPO maintains a compact pool of ~1,300 frontier programs, and the average output score
rises steadily to ~2.0 (Figure 2b, solid), confirming that a curated pool directly improves
generation quality. This yields 2.635 vs. 2.616 without eviction (—0.019).

Multistep revision. We compare k € {1,4, 8} steps of sequential revision under matched
compute. At 51k LLM evaluations, k =4 (50 rollouts) achieves 2.635, while k=1 (200 rollouts)
reaches 2.613—a gap of 0.022. This shows that multistep revision is critical: allowing
the model to iteratively refine within a single rollout is substantially more effective than
generating many independent single-step attempts. At 2x the compute, k=4 at 51k already
matches k=8 at 102k (2.635 vs. 2.635), suggesting diminishing returns beyond k=4.

Learning vs. inference-only search. We run the full KTPO search framework—pool,
improvement-rate eviction, multistep revision—but without GRPO parameter updates, so
the model generates candidates using its frozen pretrained weights throughout. This isolates
the contribution of RL training from the search itself. Figure 3a compares average output
score per batch with and without RL training at matched compute (51k LLM evaluations,
k=1). With training, the average output quality rises steadily (to ~2.2), while inference-
only search stays flat (~0.5). This confirms that RL training consistently improves average
solution quality: the model learns to produce better programs across the board, not just on
occasional samples.

Wall-clock cost of training. We compare inference-only search and KTPO by wall-clock
time on a matched evaluation budget (51.2k programs, the setting of Figure 3a, Circle
Packing); Table 5 (left) reports the per-phase breakdown. RL incurs two additional costs
over inference-only search. The first is the GRPO update itself: 5.8 h, or 14% of training
wall-clock. The second is indirect: as the policy is optimized, its generations become longer
and more often valid, which raises the cost of both generation and program evaluation (a
combined +13.1 h across those two phases). Together, KTPO'’s wall-clock is 1.14 x (update
only) to 1.86 x (end to end) that of inference-only search. Re-plotting the comparison of
Figure 3a against wall-clock rather than evaluations (Table 5, right), training still improves
average output quality steadily while inference-only search stays flat at ~0.5.
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3.0 Component Ablations - Multistep Revision Depth
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Figure 3: RL training, improvement-rate eviction, and multistep revision each yield clear
gains. (a) Training vs. inference-only search at 51k evals: with RL training, average output
quality rises steadily; without, it stays flat. (b) Component ablation at 102k evals: KTPO
2.635 £ 0.0004; no eviction 2.616 = 0.008; no pool 2.624 £ 0.004. (c) Revision depth k at 51k
matched compute: k=4: 2.635 + 0.001; k=1: 2.613 4+ 0.017. All on Circle Packing.

Phase KTPO Infer.-only 1h 2h 3h 5h 7h 10h 16h 20h

Generation 26.3h 19.5h KTPO 0.54 1.03 1.40 1.81 1.92 2.10 2.32 2.33
Program evaluation ~ 8.7h 24h Infer.-only 0.51 0.46 0.43 0.56 0.58 0.56 0.59 0.56
GRPO weight update 5.8h 0

Total 40.8h 219h

Table 5: Wall-clock comparison of KTPO and inference-only search on a matched evalua-
tion budget (51.2k programs, Circle Packing). Left: per-phase wall-clock breakdown. Right:
average output score versus wall-clock time; training improves steadily while inference-only
search stays flat.

Visualization. Figure 4 visualizes the best solution discovered by KTPO on the circle
packing (1 =26) problem.

5 Conclusion

We presented KTPO, a policy optimization method for im-
proving language models on discovery problems through
short k-step refinement trajectories. Rather than optimiz-
ing over full search trajectories, KTPO trains the model on
short refinement segments while retaining the benefits of
long-horizon search through a pool of previously discovered
programs. The pool is updated using program improve-
ment rates, which keeps training focused on programs near
the model’s current learning frontier. Across seven tasks
spanning mathematical discovery and systems optimiza-
tion, KTPO with open-weight 4B-9B models matches or
surpasses systems built on much larger or proprietary mod-
els, and outperforms prior work under matched compute.
Ablations further show that both the discovered-program
pool and multistep sequential refinement make substantial
contributions to performance.

Figure 4: Best circle pack-
ing discovered by KTPO for
n = 26 circles in a unit square
(Xr = 2.63598).
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A Additional results
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Figure 5: KTPO improves steadily on Circle Packing, Erd6s minimum overlap, LLM-SQL,
and Cloudcast. The x-axis shows cumulative LLM evaluations; the y-axis shows the best
score found so far. Lines: mean over seeds; shading: £1 std.

B Training vs. inference-only with a smaller model

Following prior work showing that RL training improves code generation quality (Wang
et al., 2025b), we additionally verify that training improves best scores in our framework
using a smaller model. We run KTPO with ProRL-V2-1.5B (Hu et al., 2025) on Circle
Packing (n =26), using diff-mode edits with k=1 revision step and 32 x 16 rollout batches,
and compare KTPO with GRPO training against the same search framework with frozen
weights (inference only).

Figure 7 shows the results. At matched evaluation budget (~90k LLM evals), KTPO with
training reaches a mean best score of ~1.8, compared to ~1.55 for inference-only search—a
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Figure 6: Improvement-rate eviction outperforms fixed top-K pools, and the decay sched-
ule contributes additional gains. ProRL-V2-1.5B on Circle Packing (n=26), overwrite mode,
k=1, 3 seeds; mean £1 std. (Left) Pool management: KTPO pool (improvement-rate evic-
tion) reaches 2.523 £ 0.021 vs. 2.414 £ 0.215 for fixed top-10—a 10 x reduction in variance.

(Right) Eviction-threshold schedule: linear decay (7:0.30 — 0.00) reaches 2.523 vs. 2.501
with fixed t=0.30.

gap of ~0.25 consistent with the Qwen-3 4B results in Section 4.3. The gap widens steadily
with more compute, confirming that the policy continues to improve through RL and does
not simply benefit from early exploration.
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LLM Evals (x1k)

Figure 7: Training outperforms inference-only search by ~0.25 even with a 1.5B model.
Circle Packing (n =26) with ProRL-V2-1.5B at matched eval budget. Mean %1 std over 3
seeds.

C Initial programs

The initial programs are the standard ones included with each benchmark; we did not tune
them, and all methods are compared against the same initial program.

* Circle Packing: from OpenEvolve, a simple heuristic placing one large circle at the center,
eight in a surrounding ring, and the rest in an outer ring: https://github.com/algorit
hmicsuperintelligence/openevolve/blob/main/examples/circle_packing/initial_p
rogram.py

* Systems optimization (ADRS): from the official ADRS implementation: https://github
.com/skydiscover-ai/skydiscover/tree/main/benchmarks/ADRS

* Erd6s minimum overlap: https://github.com/test-time-training/discover/blob/ma
in/examples/erdos_min_overlap/env.py

14


https://github.com/algorithmicsuperintelligence/openevolve/blob/main/examples/circle_packing/initial_program.py
https://github.com/algorithmicsuperintelligence/openevolve/blob/main/examples/circle_packing/initial_program.py
https://github.com/algorithmicsuperintelligence/openevolve/blob/main/examples/circle_packing/initial_program.py
https://github.com/skydiscover-ai/skydiscover/tree/main/benchmarks/ADRS
https://github.com/skydiscover-ai/skydiscover/tree/main/benchmarks/ADRS
https://github.com/test-time-training/discover/blob/main/examples/erdos_min_overlap/env.py
https://github.com/test-time-training/discover/blob/main/examples/erdos_min_overlap/env.py

Published as a conference paper at COLM 2026

D Prompt templates

KTPO uses a two-part prompt structure. The system message provides task-specific context
and is sampled from a weighted list at each iteration. The user message includes reference
programs sampled from the pool, followed by output format instructions and multi-step
feedback between refinement steps. Below we show the key templates.

D.1 System message
The default system message used across all tasks:

You are an expert software developer tasked with iteratively improving
a codebase. Your job is to analyze the current program and suggest
improvements based on feedback from previous attempts. Focus on making
targeted changes that will increase the program’s performance metrics.

Each task additionally samples from a task-specific context message (injected into the
user prompt). For example, on Circle Packing, the context describes the packing problem,
geometric insights, and the target score.

D.2 Output format instructions
When generating complete programs (rather than diffs), the model receives:

Output the COMPLETE, SELF-CONTAINED program as a single ~~“python code
block. Your code block MUST include ALL imports, ALL helper functions,
and the main entry-point function. Do NOT output partial snippets, diffs,
or incomplete code — every code block you produce will be executed as a
standalone program.

D.3 Reward rules

The model is explicitly told the reward structure. This prompt provides heuristic guidance
to encourage improvement during generation; the actual RL training reward is the discrete
signal defined in Section 3.2.

You will get multiple refinement attempts. After each attempt, you will
see your score and can try again. Your reward is based on the BEST
score you achieve across all attempts minus your starting score. You get
PENALIZED for producing INVALID programs (syntax errors, runtime errors, or
constraint violations). You get PENALIZED for producing the SAME score as
your previous attempt (lazy repetition). Therefore: always aim to improve,
avoid generating broken code, and do not repeat the same solution.

D.4 Multi-step feedback

Between refinement steps within a rollout, the model receives a structured feedback message
containing: the current step number and remaining attempts, the score achieved on this
step along with any domain-specific metrics (e.g., validity, boundary violations, overlaps)
or error messages, the reference program score and the model’s scores on all previous steps,
and instructions to output a complete revised program. An example feedback message on
Circle Packing after a successful step:

[Step 2/8, 6 remaining] this_step=2.4523 validity=True
boundary_violations=0 overlaps=3

Reference program score: 2.3891

Your scores so far: 2.4012 — 2.4523 (this step)

Think about how to improve this solution further. Output your COMPLETE
revised program as a single "~ ~python code block.
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When a step produces an error, the feedback includes the traceback:

[Step 3/8, 5 remaining] this_step=-0.1000 error=IndexError: list index

out of range

Reference program score: 2.3891
Your scores so far: 2.4012 2.4523 — -0.1000 (this step)

Think about how to improve this solution further. Output your COMPLETE
revised program as a single "~ “python code block.
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