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Abstract

Asking a large language model to respond in JSON should be a for-
matting choice, not a capability tax. Yet we find that structured output
requirements—JSON, XML, LaTeX, Markdown—substantially degrade rea-
soning and writing performance across open-weight models. The research
response has focused on constrained decoding, but sampling bias accounts
for only a fraction of the degradation. The dominant cost enters at the
prompt: format-requesting instructions alone cause most of the accuracy
loss, before any decoder constraint is applied. This diagnosis points to a
simple principle: decouple reasoning from formatting. Across six open-
weight models, four API models, four formats, and tasks spanning math,
science, logic, and writing, generating freeform first and reformatting in a
second pass recovers most lost accuracy; enabling extended thinking within
a single generation recovers more on reasoning tasks but can cost writing
quality. Notably, most recent closed-weight models show little to no format
tax, suggesting the problem is not inherent to structured generation but a
gap that current open-weight models have yet to close. Code is available at
https://github.com/ivnle/the-format-tax.

1 Introduction

Structured output has become the default interface between language models and software
systems. Function calling, tool use, and agentic frameworks all route model generations
through JSON schemas or equivalent format constraints. Grammar-constrained decoding
guarantees this by masking invalid tokens during generation, ensuring every output parses.
The implicit contract: syntax enforcement should be invisible to reasoning. The model
thinks the same thoughts; they simply emerge in a valid format. We show this contract is
broken. Requiring structured output degrades reasoning and writing performance across
open-weight models—though recent closed-weight models appear to have closed this gap.

The degradation we observe is not new. Tam et al. (2024) documented accuracy drops
when models generate structured output, and practitioners have long suspected that format
requirements carry hidden costs. What remains unclear is why. The research response has
targeted the decoder. Grammar-constrained decoding restricts sampling to tokens that
satisfy the grammar, but this restriction distorts the model’s distribution—biasing it away
from what the model would produce unconstrained. Grammar-aligned decoding methods
(Park et al., 2024) attempt to correct this. This line of work is principled—but it rests on an
assumption: that the decoder is the primary source of degradation. What if sampling bias
accounts for only a fraction of the loss?

To answer this, we distinguish two sources of degradation by when they occur. The format-
requesting prompt introduces one cost before generation begins: the model must now
produce reasoning and valid structure in the same output. Constrained decoding introduces
a second cost during generation by masking tokens. If the prompt-level cost dominates, no
amount of decoder engineering can close the gap. We test this across MATH-500 (competi-
tion math), GPQA (graduate science), ZebraLogic (constraint satisfaction), and WritingBench
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(open-ended writing)—four tasks, four output formats, and ten models spanning open-
weight and commercial APIs.

The results confirm that the prompt-level cost dominates. Across most open-weight model–
task–format combinations, structured output reduces accuracy compared to freeform gener-
ation, whether or not constrained decoding is applied. Standard prompt-level mitigations—
few-shot examples and explicit schema descriptions—leave the majority of the degradation
intact. What does work is decoupling reasoning from formatting. Letting the model rea-
son freely before producing structured output—either via a second reformatting pass or
extended thinking—recovers most of the lost accuracy. Recent closed-weight models show
near-zero degradation, suggesting that the tax is not inherent to structured generation. The
format tax, it turns out, is paid at the prompt—not the decoder.

In summary, we (1) systematically measure the format tax across ten models, four formats,
and tasks spanning reasoning and writing; (2) decompose it into prompt-level degra-
dation (dominant) and decoder-level sampling bias (minor); (3) show that prompt-level
mitigations—schema descriptions, few-shot examples—do not close the gap; (4) demon-
strate that decoupling reasoning from formatting, via either two-pass generation or extended
thinking, recovers most lost accuracy, with the two-pass route the safer of the two; and
(5) show that recent closed-weight models resist the format tax, suggesting the problem is
solvable.

2 Background

A formal grammar G = (V, Σ, R, S) consists of non-terminal symbols V, terminal symbols
Σ, production rules R, and a start symbol S. It defines a language L(G): the set of all strings
derivable from S by applying rules in R. Any string in L(G) is well-formed by construction.

Grammar-constrained decoding (GCD) masks tokens that would violate a target grammar,
guaranteeing syntactically valid output (Geng et al., 2023; Willard & Louf, 2023; Park et al.,
2025). At each step, the model’s distribution is restricted to valid continuations:

pGCD(xt | x<t,G) ∝ p(xt | x<t) · 1[xt valid under G] (1)

This guarantee has driven rapid adoption: APIs must return parseable JSON, function-
calling agents need well-formed arguments, and downstream systems cannot recover from
malformed output. Major frameworks now offer built-in support, including OpenAI’s
structured outputs, vLLM, Outlines, and Guidance.

Grammar-constrained decoding operates myopically: at each step, it masks tokens that
would immediately violate the grammar, without considering whether the remaining valid
tokens lead to feasible completions. Grammar-aligned decoding (GAD; Park et al. 2024)
methods address this by targeting the true intersection of the language model and the
grammar:

pGAD(x) ∝ p(x) · 1[x ∈ L(G)] (2)

Sampling from this distribution exactly is intractable; practical methods approximate it
via adaptive sampling (Park et al., 2024), MCMC (Parys et al., 2025; Gonzalez et al., 2025),
or Sequential Monte Carlo (Lipkin et al., 2025; Loula et al., 2025). These methods share
a common premise: that the myopia of token-level masking is the primary source of
degradation, and that better approximations should recover lost reasoning quality. Rather
than benchmark individual GAD implementations, we test this shared premise directly by
measuring how much degradation is attributable to the decoder in the first place.

Definition: Format Tax. Format constraints specify presentation (JSON, XML, etc.), not content—a
pure transduction that should leave task performance unchanged. The format tax measures the
gap between this expectation and reality:

Format Tax = Perffreeform − Perfformat-constrained

A positive value indicates that enforcing format degrades performance. We operationalize perfor-
mance as task accuracy for reasoning benchmarks and LLM-judged quality for writing tasks.
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Freeform
··T· x ∼ p(x | ··T)
1-Turn 1-Turn + Think
GET· x ∼ p(x | GET) GET· r ∼ p(r | GET); x ∼ p(x | r, GET)
G·T· x ∼ p(x | G·T) G·T· r ∼ p(r | G·T); x ∼ p(x | r, G·T)
·ET· x ∼ p(x | ·ET) ·ET· r ∼ p(r | ·ET); x ∼ p(x | r, ·ET)
GETC x ∼ pGCD(x | GET) GETC r ∼ p(r | GET); x ∼ pGCD(x | r, GET)
G·TC x ∼ pGCD(x | G·T) G·TC r ∼ p(r | G·T); x ∼ pGCD(x | r, G·T)
·ETC x ∼ pGCD(x | ·ET) ·ETC r ∼ p(r | ·ET); x ∼ pGCD(x | r, ·ET)
2-Turn 2-Turn + Think
GET· a ∼ p(a | ··T); x ∼ p(x | a, GET) GET· r, a ∼ p(r, a | ··T); x ∼ p(x | a, GET)
G·T· a ∼ p(a | ··T); x ∼ p(x | a, G·T) G·T· r, a ∼ p(r, a | ··T); x ∼ p(x | a, G·T)
·ET· a ∼ p(a | ··T); x ∼ p(x | a, ·ET) ·ET· r, a ∼ p(r, a | ··T); x ∼ p(x | a, ·ET)
GETC a ∼ p(a | ··T); x ∼ pGCD(x | a, GET) GETC r, a ∼ p(r, a | ··T); x ∼ pGCD(x | a, GET)
G·TC a ∼ p(a | ··T); x ∼ pGCD(x | a, G·T) G·TC r, a ∼ p(r, a | ··T); x ∼ pGCD(x | a, G·T)
·ETC a ∼ p(a | ··T); x ∼ pGCD(x | a, ·ET) ·ETC r, a ∼ p(r, a | ··T); x ∼ pGCD(x | a, ·ET)

Table 1: Experimental configurations organized by generation strategy and prompt variation.
GETC notation: Grammar, Examples, Task, Constrained decoding. G, E, and T vary prompt
contents; C activates grammar enforcement during decoding. Dots indicate absence. p
samples without constraints; pGCD masks tokens that violate the grammar at each decoding
step. Thinking variants first sample reasoning r, then formatted output x. For 2-Turn, Turn 1
produces answer a (task only) while Turn 2 formats.

3 Experimental Setup

Our experimental design isolates the source of degradation by varying two dimensions
while holding task and format constant: generation strategy (how reasoning and formatting
are organized) and prompt contents (what format guidance the model receives). Table 1 sum-
marizes five strategies ranging from standard single-pass generation to 2-Turn pipelines that
separate reasoning from formatting into distinct calls—Turn 1 answers in natural language,
Turn 2 reformats under constraints. Thinking-enabled models generate a hidden reasoning
trace (a “scratchpad”) before producing their visible output, separating internal deliberation
from the final answer. Grammar constraints engage only on the visible structured output:
with thinking enabled, the reasoning trace is sampled unconstrained and the grammar
applies to what follows (Table 1). Without thinking, the schema’s reasoning field lies inside
the constrained region, so intermediate reasoning is itself generated under the mask.

These dimensions yield two critical tests. First, comparing 1-Turn with and without grammar
constraints, holding the prompt constant, isolates the decoder: if degradation persists
without GCD, the tax is paid upstream. Second, if separating reasoning from formatting—
via either 2-Turn or thinking—recovers accuracy despite the same format constraints, the
tax is not an unavoidable cost of structured output. We also systematically vary prompt
contents to test whether richer format guidance closes the gap: if the format tax were a
prompting deficiency, enriching the prompt should eliminate it.

3.1 Prompt Variations

We vary prompt contents using a four-letter notation: G (grammar shown), E (few-shot
examples), T (task description, always present), and C (constrained decoding active). G, E,
and T vary what appears in the prompt; C activates grammar enforcement during decoding.
Dots indicate absence; GET· provides grammar, examples, and task but no constraint, while
G·TC includes grammar and constraint but no examples.

Without format information in the prompt, ··T· reduces to freeform generation—no struc-
ture is requested or enforced—and serves as our baseline. We exclude ··TC: applying
grammar constraints without any format guidance in the prompt produces incoherent
output.
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3.2 Models, Tasks, and Formats

We evaluate ten models. Six open-weight models (qwen3-32b, qwen3-8b, olmo3.1-32b,
olmo3-7b, smollm3-3b, nemotron3-nano) run locally via vLLM; four API models (gpt-5-nano,
gpt-5.4-nano, claude-haiku-4.5, grok-4.1-fast) use native structured output endpoints.
All are instruction-tuned, 2024–2025 releases.

Our tasks span reasoning and writing. MATH-500 (Hendrycks et al., 2021): 500 competition
math problems requiring multi-step symbolic reasoning with open-ended answers. GPQA-
Diamond (Rein et al., 2023): 198 graduate-level science questions (physics, chemistry,
biology) in 4-choice format. ZebraLogic (Lin et al., 2025): 500 constraint satisfaction puzzles
requiring systematic deduction over multiple entities and attributes, in multiple-choice
format (2–6 options). WritingBench (Wu et al., 2025): 500 open-ended writing tasks judged
by LLM on prose quality.

For formats, we test JSON Schema, XML, Markdown, and LaTeX—spanning both struc-
tured data formats common in API settings and document markup increasingly required
in agent-generated content. All four are compared against a freeform baseline with no
format requirements. Appendix A shows representative constraints and example outputs.
Our schemas are deliberately minimal: one reasoning field and one answer field, the least
structure a format requirement can impose. The tax appears anyway, so it cannot be at-
tributed to schema complexity, and the magnitudes we report are best read as a floor for
what requesting structure costs.

3.3 Evaluation

Our goal is to measure reasoning quality independent of format compliance. For each
question, we first attempt to parse the structured output; if parsing fails, we fall back to
task-specific regex extraction. For GPQA and ZebraLogic, this pipeline is reliable because
answers are multiple-choice letters. For MATH-500, we added symbolic normalization
via SymPy but found that correct answers embedded in different format markup were
still systematically missed, inflating the measured tax. We therefore score MATH-500
with a fixed LLM judge (gpt-5.4-nano) that compares the model’s response against gold
for mathematical equivalence, which reduces the measured tax relative to deterministic
extraction (Appendix I).

WritingBench also uses an LLM judge (gpt-5.2), but because there is no gold-standard
answer. A concern is that the judge might penalize LaTeX markup rather than content. To
control for this, we strip markup from each response and judge both the original and the
extracted prose. If scores are similar, the degradation reflects genuinely worse writing; if
prose scores higher, the judge was biased by formatting.

4 Results

Our experiments establish that the format tax is widespread among open-weight models
but largely absent in recent closed-weight models, that its dominant source is the format-
requesting prompt rather than grammar-constrained decoding, and that separating the task
from its formatting recovers most lost accuracy. Full per-configuration results appear in
Appendix Table 13.

4.1 Does the Format Tax Exist?

Writing quality. Requesting LaTeX output directly hurts writing quality substantially
(Table 2). A natural concern is that LLM judges penalize markup aesthetics rather than
content. We tested this by stripping LaTeX and judging the extracted prose: scores did
not meaningfully change. The degradation reflects genuinely worse writing, not judge
bias. Wilcoxon signed-rank tests confirm the effect is statistically significant in 36 of 40 cells
(p < 0.05).
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No Thinking With Thinking

1-Turn 2-Turn 1-Turn 2-Turn

Model Free LTX Prose LTX Prose Free LTX Prose LTX Prose

nemotron3-nano 62.3 -15.7 -16.1 -7.0 -6.9 66.4 -18.6 -17.4 -7.1 -6.4
qwen3-32b 56.7 -6.8 -7.8 -0.5 -0.9 56.6 -8.4 -9.4 -2.6 -2.6
qwen3-8b 51.5 -13.7 -10.1 -6.1 -2.5 54.2 -11.9 -9.0 -4.1 -3.4
smollm3-3b 32.4 -6.8 -5.6 -4.2 -4.2 35.6 -6.5 -6.4 -12.9 -12.9
gpt-5-nano 61.7 -4.8 -4.0 -1.5 -0.5 71.1 -7.9 -6.4 -1.1 -0.1

Table 2: LaTeX formatting degrades writing quality—but 2-Turn recovers most of the loss.
Freeform shows absolute quality (%); other columns show change vs. freeform. 1-Turn
(GET·): model generates LaTeX directly with grammar and examples in the prompt, no
constrained decoding. 2-Turn (··T· → GET·): model generates freeform, then reformats to
LaTeX. Column labels: LTX = judge evaluates document as-is; PROSE = markup stripped,
evaluating content only.

GPQA Math Zebra

Model JSON XML MD LTX JSON XML MD LTX JSON XML MD LTX Avg

qwen3-32b 52.0 84.4 64.8 67.1
+ GCD -7.4 -7.9 -6.9 -5.9 -12.7 -10.9 -10.0 -2.8 -7.1 -7.3 -10.1 -6.9 -8.0
no GCD -7.1 -7.4 -3.7 -5.1 -6.8 -6.5 -4.2 -4.0 -6.6 -7.3 -5.8 -5.3 -5.8
qwen3-8b 40.6 84.0 63.1 62.5
+ GCD -10.3 -6.4 -3.0 -1.5 -15.6 -9.3 -8.2 -5.3 -10.4 -7.9 -8.8 -17.5 -8.7
no GCD -7.6 -2.7 -4.0 -1.5 -9.1 -4.6 -4.3 -4.8 -8.3 -8.6 -7.4 -16.8 -6.6
olmo3.1-32b 53.7 91.4 72.9 72.7
+ GCD -5.7 -4.0 +0.7 -0.7 -3.9 -12.0 -6.1 -4.6 +2.0 -1.2 +1.5 +6.9 -2.3
no GCD -4.7 -1.5 -0.2 -2.5 -4.7 -4.1 -4.3 -4.2 +3.3 +5.5 +0.9 +5.4 -0.9
olmo3-7b 43.3 90.5 69.3 67.7
+ GCD -10.8 -8.8 -0.8 -3.7 -9.8 -13.6 -4.4 -6.7 -6.6 -7.2 -1.6 -7.0 -6.7
no GCD -8.4 -3.9 -0.3 -5.1 -6.3 -5.7 -2.0 -3.8 -1.3 -7.2 +1.8 -0.2 -3.5
smollm3-3b 22.9 67.4 38.4 42.9
+ GCD +5.1 -2.5 +3.0 +8.8 -22.8 -13.4 -3.7 -11.2 -4.6 -6.9 -5.7 -3.1 -4.8
no GCD +0.3 +1.7 +2.9 +5.4 -11.9 -6.0 -1.4 -6.7 -6.1 -9.7 -6.0 -3.8 -3.4
nemotron3-nano 53.9 71.7 43.1 56.2
+ GCD -14.8 -9.6 -7.4 -13.1 -0.9 -2.7 -1.5 -4.2 +6.5 +4.3 -6.3 -1.9 -4.3
no GCD -14.1 +1.5 -5.9 -1.9 -1.0 -14.2 -1.7 -24.7 +8.4 +5.7 -6.7 -4.7 -4.9

Table 3: Format tax across open-weight models: accuracy change from freeform baseline
(%). + GCD averages over constrained configurations (GETC, G·TC, ·ETC); no GCD averages
over unconstrained configurations (GET·, G·T·, ·ET·). All results: 1-Turn, thinking off.

Reasoning benchmarks (open-weight models). The degradation extends beyond writing.
Table 3 presents results across six open-weight models, three reasoning benchmarks, and
four output formats. Averaged across tasks and formats, every open-weight model shows
accuracy decreases relative to freeform generation. Formats do not form a consistent
hierarchy—relative severity varies by model and task.

To assess statistical significance, we apply McNemar’s test to per-question paired outcomes,
comparing each question’s freeform result against its structured-output result. Each (model,
task, format, GCD) combination defines a cell; across six open-weight models this yields 144
cells. Of these, 76 show statistically significant effects (p < 0.05): 72 in the tax direction and
only 4 in the credit direction. The effect is most prevalent on MATH-500 (41 of 48 significant,
40 tax) and ZebraLogic (28 of 48, 26 tax), while GPQA shows mostly non-significant effects
(7 of 48). The tax varies by model: qwen3-8b shows significant degradation in 17 of 24
cells (−9.9 pp average), while nemotron3-nano shows significant effects in 9 of 24 (−4.3 pp
average).
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A small number of cells show improvements, visible as green entries in the heatmap.
These trace to model-specific artifacts—floor effects, degenerate freeform outputs, and
format-induced strategy redirection—rather than a systematic benefit of structured output
(Appendix B).

GPQA Math Zebra

Model JSON XML MD LTX JSON XML MD LTX JSON XML MD LTX Avg

gpt-5-nano 47.0 88.2 50.4 61.9
+ GCD -1.5 -10.6 -11.1 -11.1 +0.7 -1.6 +3.3 -5.8 -9.2 -16.2 -13.8 -19.2 -8.0
no GCD -4.9 +0.5 -2.5 -4.2 -1.5 -1.9 +0.3 -3.7 -11.3 -13.9 -14.7 -4.2 -5.2
gpt-5.4-nano 58.1 88.9 65.4 70.8
+ GCD -2.0 -16.2 -12.1 -12.1 +2.2 -59.4 -8.9 -28.7 +4.4 -24.6 -14.8 -18.2 -15.9
no GCD +1.2 -4.4 -1.7 -0.5 -0.5 -2.7 -0.6 -2.3 +13.5 +7.4 +7.9 +12.9 +2.5
claude-haiku-4.5 60.1 91.8 83.8 78.6
+ GCD +1.5 — — — +3.0 — — — +0.4 — — — +1.6
no GCD +2.0 +2.2 0.0 +1.3 +1.1 +1.1 +0.9 +1.1 +1.5 -0.2 -0.3 +3.3 +1.2

grok-4.1-fast 67.7 78.3 72.8 72.9
+ GCD +0.5 — — — +4.7 — — — +7.6 — — — +4.3
no GCD -0.5 +1.2 -0.3 -3.9 +2.1 +5.6 +3.5 +1.4 +4.0 +4.2 +11.9 +1.1 +2.5

Table 4: Format tax across closed-weight models: accuracy change from freeform baseline
(%). + GCD averages over constrained configurations (GETC, G·TC, ·ETC); no GCD averages over
unconstrained configurations (GET·, G·T·, ·ET·). For non-OpenAI API models, constrained
decoding is available only for JSON. All results: 1-Turn, thinking off.

Reasoning benchmarks (closed-weight models). The picture differs for recent closed-
weight models (Table 4). gpt-5-nano, an older model, still suffers the format tax
(−5.2 pp average without GCD, −8.0 pp with). However, three newer API models—
claude-haiku-4.5, grok-4.1-fast, and gpt-5.4-nano—show near-zero or positive deltas
without GCD across all tasks and formats, with especially large gains on ZebraLogic. One
exception: gpt-5.4-nano’s +GCD row shows severe degradation on non-JSON formats, a
model-specific regression under grammar enforcement that we analyze in Appendix C.
Paired analysis confirms these gains reflect genuine accuracy improvements, not scoring
artifacts (Appendix B). These results suggest the format tax is not an inherent limitation of
structured generation but a gap that can be closed. Since the tax persists in open-weight
models, the remainder of our analysis (Sections 4.2 and 4.3) focuses on understanding its
source and mitigation in that setting.

4.2 What is the Source of the Format Tax?

The prevailing explanation targets grammar-constrained decoding: masking tokens during
generation distorts the sampling process. Our experimental design tests this by compar-
ing GET· (format-requesting prompt, no constraint) against GETC (same prompt, grammar
constraint active). Both share the same prompt; only the decoder differs.

If GCD were the culprit, GETC would underperform GET· substantially. Instead, degradation
is similar whether or not the constraint is applied (Figure 1a). McNemar tests on 72 model–
task–format cells (6 models × 3 tasks × 4 formats) confirm this asymmetry (Figure 1b):
of 39 cells with any statistically significant effect, 36 (92%) are already present under the
format-requesting prompt alone and only 15 (38%) involve GCD. Just 3 cells show GCD-only
degradation. The average GET· delta is −3.9 pp, compared to −1.6 pp for GCD.

Corroborating evidence. Per-question flip rates—the rate at which freeform-correct an-
swers become incorrect under structured output—are 25.9% with GCD and 24.1% without,
and the relationship between token compression and flip rate follows the same U-shaped
pattern under both conditions (Figure 2; Section 5 examines this in detail). Separately,
grammar-constrained decoding dramatically improves format compliance from 55.7% to
92.2% yet accuracy is unchanged—57.3% without GCD and 55.7% with, versus 61.5%
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Figure 1: Source attribution of the format tax. (a) Each point is a (model, task, format)
combination; the x-axis shows accuracy drop from the format-requesting prompt alone
(GET·), while the y-axis adds grammar-constrained decoding (GETC). Points near the diagonal
indicate GCD adds little beyond the prompt effect. (b) Parallel McNemar tests (p < 0.05) on
72 cells from open-weight models classify each by whether degradation is already present
under the format-requesting prompt alone, added by GCD, or both.

freeform (Appendix Table 7). Models that produce valid structured output lose just as much
accuracy as those that fail to comply, so higher compliance does not translate into better
reasoning.

Taken together, the dominant cost is not imposed by the decoder but enters at the format-
requesting prompt, before any decoder constraint is applied. Grammar-constrained decod-
ing merely reinforces a constraint the model is already attempting to satisfy, bounding the
ceiling for decoder-level fixes.

4.3 Can the Format Tax Be Mitigated?

If the format tax arises from reasoning and formatting in the same generation, separating
these concerns should recover performance. Two natural approaches achieve this. Thinking
allows the model to reason in a scratchpad before producing structured output—the format-
requesting prompt is the same, but by the time the model generates its answer, it conditions
on a full reasoning trace rather than the prompt alone. 2-Turn is a more explicit separation:
the first call generates a freeform answer with no mention of formatting, and the second
reformats it into the target structure. The cost of 2-Turn is two inference calls instead of one.

Both approaches recover most of the format tax (Table 5). 2-Turn significantly improves
accuracy in 42 of 72 model–task–format comparisons (p < 0.05, average +6.8 pp), while
significantly worsening only 2. The gain holds for every model individually, from +3.1 to
+11.5 pp (Appendix H). The improvement is consistent across tasks: MATH-500 (19 of 24
improved), GPQA (10 of 24), and ZebraLogic (13 of 24). On WritingBench, 2-Turn partially
recovers quality (Table 2). Thinking significantly improves 43 of 72 comparisons (+9.2 pp
average) but carries more risk: 11 comparisons (15%) significantly worsen. The benefit is
concentrated on MATH-500 (22 of 24 improved, 0 worsened) and GPQA (8 of 24 improved,
3 worsened); on ZebraLogic, results are mixed (13 improved, 8 worsened). Thinking does
not transfer to writing: on WritingBench, it fails to close the gap and sometimes widens it.

2-Turn is the safer mitigation (3% worsening rate), while thinking is more powerful but
model- and task-dependent (15% worsening rate). With the grammar constraint on the
reformatting turn, 2-Turn’s output is also usable: 97.3% valid and 60.6% strict success (valid
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No Thinking With Thinking

GPQA Math Zebra GPQA Math Zebra

Model 1T 2T 1T 2T 1T 2T 1T 2T 1T 2T 1T 2T

qwen3-32b -6 +1 -7 +2 -7 +1 -1 +8 -0 +2 +1 +10
qwen3-8b -5 +7 -8 -1 -11 +1 +2 +10 +1 +2 +1 +9
olmo3.1-32b -2 +8 -5 +3 +3 +1 +2 +10 -2 -9 -1 +10
olmo3-7b -5 +4 -7 +1 -4 +2 +2 +15 -0 +4 -1 +14
smollm3-3b +3 +4 -10 -0 -6 +1 +3 +7 -3 -2 -1 +10
nemotron3-nano -8 -7 -6 +1 +1 +5 +4 +10 -0 -0 +8 +9

Table 5: Decoupling reverses the format tax. Each cell shows the average accuracy change
(%) from the matched freeform baseline, averaged across four formats and all prompt
configurations. 1T = 1-Turn (single pass), 2T = 2-Turn (freeform then reformat). Non-
thinking columns use freeform as baseline; thinking columns use freeform + thinking.

and correct), against 51.0% for 1-Turn+GCD. That both approaches work—despite differing
in whether the format-requesting prompt is present—suggests the key factor is not the
prompt text itself but what the model conditions on when it generates formatted output.
We examine why thinking works despite sharing the same prompt in Section 5.

5 Discussion

Figure 2: Per-question flip rate (freeform-
correct → structured-incorrect) by token delta
decile. The U-shaped pattern is nearly identi-
cal with and without GCD. 1-Turn, thinking
off; six open-weight models across MATH-500,
GPQA, and ZebraLogic.

Why does thinking recover the format
tax? Thinking nearly eliminates the for-
mat tax on reasoning tasks (Table 5), but
the model still conditions on the same
format-requesting prompt. A per-question
view suggests that the tax concentrates
where structured output most compresses
the model’s natural output length. Among
roughly 110,000 paired observations, 71%
of structured outputs are shorter than their
freeform counterparts (median ∆ = −162
tokens). Flip rates follow a U-shaped curve:
lowest near zero token delta and exceed-
ing 40% at the strongest compression or
expansion extremes (Figure 2). The same
pattern appears with and without GCD and
holds across all six models individually (Ap-
pendix Figure 4), indicating that answer
flips arise from the model’s response to the format request rather than decoder-level mask-
ing.

Thinking recovers the tax by separating reasoning from formatting within a single gener-
ation. Thinking token counts remain strongly aligned between freeform and structured
output (r = 0.72 across 28,000+ uncapped pairs; Appendix Figure 3), and format-related
content accounts for at most 3% of thinking sentences on reasoning tasks (Appendix Table 6).
Format prompts compress or redirect visible reasoning, causing answer flips, but thinking
creates a temporally separate reasoning phase before the model commits to the requested
structure.

The closed-weight gap. Newer closed-weight models point to a different regime. On
our reasoning benchmarks, claude-haiku-4.5, grok-4.1-fast, and gpt-5.4-nano show lit-
tle to no format tax, whereas every open-weight model we evaluate still degrades under
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structured output. One exception qualifies this: gpt-5.4-nano degrades sharply under
grammar-constrained decoding on non-JSON formats (XML −59 pp, LaTeX −28 pp; Ta-
ble 4), while its unconstrained results stay at baseline across all four formats. The previous-
generation gpt-5-nano handles the identical XML+GCD prompt at 86.7%, so we read this
as a model-specific regression rather than a property of XML or of GCD (Appendix C).
Because these systems are closed-weight, we cannot tell whether this robustness reflects
deliberate structured-output fine-tuning, broader post-training, or an emergent capability
of scale. OpenAI reports training their models to understand complicated schemas along-
side constrained decoding (OpenAI, 2024), evidence that at least one provider trains for
structured output specifically, though we cannot attribute the robustness we observe to any
particular mechanism. What the comparison does establish is that the tax is not inherent to
structured generation itself: some models already resist it. That raises a practical question
for the open-weight community: should robustness to format constraints become an explicit
training objective, as Lu et al. (2025) begin to explore?

6 Related Work

Tam et al. (2024) documented that format constraints degrade LLM accuracy. The empirical
response has targeted the decoder: grammar-aligned decoding methods (Park et al., 2024;
Parys et al., 2025; Gonzalez et al., 2025; Lipkin et al., 2025; Loula et al., 2025) and iterative
backtracking (Ugare et al., 2025) attempt to correct sampling bias introduced by token
masking. Our decomposition bounds the ceiling for these decoder-level fixes: the gap
between constrained and unconstrained decoding under the same format-requesting prompt
is small, indicating that the primary cause lies upstream.

On the theoretical side, Banerjee et al. (2025) prove that finite output grammars without
reasoning tokens reduce model expressivity to TC0, providing formal justification for
decoupling reasoning from formatting—a principle consistent with our 2-Turn results.
Reddy et al. (2026) formalize constrained decoding as repeated distribution projections and
propose draft-conditioned constrained decoding, which conditions on a freeform draft to
recover accuracy while maintaining structural guarantees. Nguyen et al. (2026) achieve
similar recovery in a single pass by allowing free reasoning before a trigger activates
constrained decoding. Both propose mitigations rather than locating the cost: neither
evaluates a format-requesting prompt without a decoder constraint against an unconstrained
reference, so neither separates prompt-level from decoder-level degradation. Reddy et al.
(2026) attribute the loss to the decoder itself, formalizing it as a per-token projection cost;
our results place the larger share before decoding begins. We therefore present 2-Turn not as
a new method—a two-stage decouple-then-format pipeline is an established baseline (Tam
et al., 2024)—but as confirmation of the diagnosis. A complementary line builds robustness
at training time: Lu et al. (2025) use reinforcement learning with format-aware rewards
to improve structured generation and function calling while preserving general reasoning
ability. This operates at a different layer than the inference-time decoupling we study, and
is consistent with the resistance we observe in recent closed-weight models.

Not all evidence points toward degradation. In logical parsing, GCD can improve accuracy
by preventing malformed outputs (Raspanti et al., 2025), suggesting the tax depends on
whether format compliance and task correctness are aligned or in competition. GCD speed
optimization (Ye et al., 2025; Dong et al., 2024) and format validity benchmarking (Geng
et al., 2025) address complementary concerns; our work asks whether enforcing validity
comes at a cost to capability.

7 Limitations

Our findings apply specifically to format constraints—grammars that enforce output struc-
ture for presentation purposes. Grammar-constrained decoding has other applications
(code synthesis, function calling, test generation) where constraints encode correctness
requirements rather than presentation preferences; our results should not be extrapolated to
those settings.

9
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Our open-weight models span 3B–32B parameters; larger open-weight models may behave
differently. Task selection emphasized reasoning-heavy benchmarks where thinking com-
petes with formatting for generation capacity; simpler extraction tasks may show smaller
effects. We tested four formats with deliberately minimal schemas. We do not claim that
either the magnitude of the tax or the mitigations we recommend extrapolate to deeply
nested or conditional schemas, or to untested formats (YAML, TOML, protocol buffers),
since format requirements change how a model approaches a task and that change is not uni-
formly costly (Appendix B). The closed-weight analysis covers only four API models from
three providers—too few to draw general conclusions about whether format-tax resistance
is widespread among frontier models or specific to these systems.

The 2-Turn strategy that recovers most lost performance introduces practical costs: addi-
tional API calls, increased latency, and roughly doubled token consumption. For latency-
sensitive applications, this overhead may be prohibitive.

Our controlled setting likely underestimates the format tax in practice. Real deploy-
ments contend with schema errors, ambiguous specifications, and malformed examples—
conditions that would compound the degradation we identified.

8 Conclusion

Requiring structured output degrades reasoning and writing performance across every
open-weight model we tested, while recent closed-weight models resist the effect. The
degradation enters at the prompt, not the decoder: grammar-constrained decoding adds
little beyond what the format-requesting prompt already imposes.

The most effective mitigation is to decouple reasoning from formatting—either by generating
freeform first and reformatting in a second pass, or by enabling extended thinking within
a single generation. Both recover most of the lost accuracy; varying prompt content alone
does not.

The tax is not a fundamental limitation. Some models already resist it, and decoupled gen-
eration reverses it without retraining, suggesting that the underlying reasoning capability
remains intact. What remains unclear is how resistant models achieved this robustness and
whether open-weight models can close the gap through training, scale, or both.

Ethics Statement

This work evaluates existing language models on publicly available benchmarks and does
not involve human subjects or private data. Our finding that structured output requirements
degrade reasoning could inform deployment decisions; we see no direct dual-use risk from
documenting this effect.

Reproducibility Statement

All experiments use publicly available models and benchmarks. Open-weight models
run via vLLM; API models use provider-native structured output endpoints. The full
experimental matrix (Table 1), model list (Section 3), and hyperparameters (Appendix K) are
reported. MATH-500 scoring uses an LLM judge whose model and settings are documented
in Appendix I. Code and reproduction instructions are available at https://github.com/
ivnle/the-format-tax.

LLM Disclosure

We used gpt-5.4-nano as a math-equivalence judge for MATH-500 scoring (Appendix I)
and gpt-5.2 as a writing-quality judge for WritingBench. LLMs were used to assist with
drafting and revising paper text. No LLMs were used to originate research ideas or generate
experimental results.
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JSON — JSON Schema constraint

{
"properties ": {

"reasoning ": {
"description ": "Step -by-step reasoning

to solve the problem",
"type": "string"

},
"answer ": {

"description ": "Final answer to the
problem",

"type": "string"
}

},
"required ": [" reasoning", "answer"],
"type": "object"

}

Example output:
{

"reasoning ": "To convert rectangular (0,
3) to polar:

r = sqrt (0^2 + 3^2) = 3.
theta = atan2(3, 0) = pi/2. ...",

"answer ": "(3, pi/2)"
}

XML — Lark grammar constraint

start: "<response >" _WS? reasoning _WS?
answer
_WS? "</response >" _WS?

reasoning: "<reasoning >" text "</reasoning >"
answer: "<answer >" text "</answer >"

text: /[^<>]+/
_WS: /[ \t\n]+/

Example output:
<response >
<reasoning >
To convert rectangular (0,3) to polar:

r = sqrt (0^2 + 3^2) = 3.
theta = atan2 (3,0) = pi/2. ...</reasoning >

<answer >(3, pi/2)</answer >
</response >

Markdown — Lark grammar constraint

start: reasoning_section _WS? answer_section
_WS?

reasoning_section: "## Reasoning" _WS? text
answer_section: "## Answer" _WS? text

text: line+
line: /[^#\n][^\n]*\n?/ // non -# start

| /#[^#\n][^\n]*\n?/ // single # (not
##)

| /#\n/ // bare #
| /\n/ // blank line

_WS: /[ \t\n]+/

Example output:
## Reasoning

To convert (0, 3) to polar coordinates:
r = sqrt (0^2 + 3^2) = sqrt (9) = 3.
Since x = 0 and y > 0, theta = pi/2. ...

## Answer

(3, pi/2)

LATEX — Lark grammar constraint (abbre-
viated)

start: _WS? preamble _WS? document _WS?

preamble: documentclass preamble_content*
documentclass: "\\ documentclass"

class_options? "{" CLASS_NAME "}"
// ... (usepackage , generic_command rules

omitted)

document: "\\ begin{document }" _WS? body _WS?
"\\end{document }"

body: _WS? response _WS?
response: "\\ begin{response }" _WS? reasoning

_WS?
answer _WS? "\\end{response }"

reasoning: "\\ reasoning {" text "}"
answer: "\\ answer {" text "}"

text: text_element+
text_element: text_char | brace_group

// ... (brace nesting and escape rules
omitted)

_WS: /[ \t\n]+/

Example output:
\documentclass{article}
\usepackage{amsmath}
\begin{document}
\begin{response}
\reasoning{To convert (0, 3) to polar:

$r = \sqrt {0^2 + 3^2} = 3$.
Since $x = 0$ and $y > 0$,
$\theta = \frac{\pi }{2}$. ...}

\answer {$(3,\,\ frac{\pi}{2})$}
\end{response}
\end{document}

B Cases Where Structured Output Improves Accuracy

A small number of cells in Tables 3 and 4 show accuracy improvements under structured out-
put (green entries). These trace to four model-specific mechanisms rather than a systematic
benefit of formatting.
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Floor effects. smollm3-3b’s GPQA gains arise because the model scores below chance in
freeform. Constraining output to valid answer tokens narrows the search space without
requiring better reasoning.

Degenerate freeform outputs. olmo3.1-32b’s positive ZebraLogic cells trace to freeform
output collapse: 16% of responses degenerate to low-effort guesses with no reasoning. Struc-
tured format prevents this by requiring a populated reasoning field. Excluding degenerate
outputs, three of four green cells flip to neutral or negative.

Structured output as reasoning scaffolding. gpt-5.4-nano and grok-4.1-fast show pos-
itive ZebraLogic deltas (+4–13% across formats). Paired analysis confirms these are not
scoring artifacts: in both models, every structured-win instance contains a correct answer.
Manual categorization of 100 random structured-win pairs per model shows that freeform
failures are predominantly genuine reasoning errors—the model arrives at a wrong entity,
not merely a wrong letter. The structured template appears to scaffold more reliable con-
straint propagation on multi-step logic puzzles. These gains are specific to ZebraLogic;
neither model shows positive deltas on GPQA or MATH-500.

Format-induced strategy redirection. nemotron3-nano’s ZebraLogic gains arise from two
mechanisms. For JSON, freeform responses open with a markdown table that the model fills
before fully reasoning through constraints, causing premature commitment and cascading
errors. JSON forces sequential reasoning in a dedicated field, redirecting the model to a more
effective strategy. For XML, the green cell is driven by a single prompt configuration where
freeform outputs collapse to ultra-short answers (median 160 tokens). XML’s reasoning tag
forces thoroughness (median 2,000+ tokens), acting as a guardrail against shortcutting.

C Non-JSON GCD Collapse on gpt-5.4-nano

gpt-5.4-nano shows severe accuracy degradation under grammar-constrained decoding
for non-JSON formats (XML: −59 pp, LaTeX: −28 pp in Table 4), while JSON GCD and
all no-GCD configurations remain near baseline. Comparing the same formats with and
without GCD confirms the grammar constraint is the cause: token counts drop from 130–200
to 50–90 as the model generates placeholder answers—e.g., <answer>Proceed to solve by
algebraic constraints.</answer>—instead of performing the calculation.

Because the paper reports this cell at n = 1, we re-ran it five times on a 20-question subset
(the endpoint exposes no seed, so each run is an independent draw). The collapse reproduces
in every run: the placeholder-answer rate is 50–65% (58% at n = 1) and median output is
58–71 tokens (66 at n = 1), against 130–200 tokens in the non-collapsed cells. Format validity
stays near 100% throughout, so the grammar is satisfied and the failure is semantic—the
model emits a plan inside a valid <answer> tag rather than an answer.

This collapse is model-specific. The previous-generation gpt-5-nano achieves 86.7% on the
identical XML+GCD prompt (vs. 29.5% for gpt-5.4-nano).

D Thinking and Temporal Separation

If format constraints diverted thinking effort, we would expect models to spend more
thinking tokens under structured output. Figure 3 shows this is not the case: thinking effort
tracks question difficulty, not format. Table 6 further checks whether format markup leaks
into thinking blocks.
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Figure 3: Per-question thinking tokens under freeform vs. structured output. Each point is
one question; pairs where either side hits the 8,192-token ceiling are excluded. The strong
correlation (r = 0.72, n = 28,000+) indicates that thinking effort is driven by question
difficulty, not format constraints.

Structured Freeform Net
(%) (%) (pp)

qwen3-32b 0.7 0.7 +0.0
qwen3-8b 0.7 0.8 -0.0
olmo3.1-32b 3.0 0.8 +2.2
olmo3-7b 2.0 0.7 +1.3
smollm3-3b 0.6 0.6 -0.0
nemotron3-nano 3.0 0.6 +2.4

Table 6: Format leakage into thinking blocks. Fraction of sentences in <think> blocks
that mention format-related keywords (JSON, XML, format, structure, etc.). Freeform:
same metric as a false-positive control (these keywords appear incidentally in math/logic
reasoning). Net: structured minus freeform. Despite this, thinking nearly eliminates the
format tax (Table 5).

E Format Validity

Table 7 reports format validity rates alongside accuracy. Grammar-constrained decoding
guarantees valid output by construction; residual invalidity under GCD reflects generations
that did not terminate within the token budget rather than grammar violations, since the
constraint applies per token and cannot force the model to close the structure. Without GCD,
most models still produce valid output at high rates, confirming that accuracy differences
are not driven by parse failures.
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No GCD +GCD

Valid Acc Valid Acc

JSON 65.0 56.4 96.2 54.3
XML 60.7 57.4 97.0 54.5
Markdown 46.5 58.6 94.3 57.1
LaTeX 50.5 56.8 81.4 57.0

qwen3-32b 76.4 61.3 98.9 59.1
qwen3-8b 77.6 55.9 95.6 53.8
olmo3.1-32b 64.6 71.8 90.5 70.4
olmo3-7b 39.3 64.2 91.2 61.0
smollm3-3b 36.1 39.5 86.1 38.1
nemotron3-nano 40.1 51.3 91.0 51.9

All 55.7 57.3 92.2 55.7

Table 7: Format validity and lenient accuracy (correct answer regardless of format compli-
ance) in % by decoding method. +GCD dramatically improves format compliance (55.7% →
92.2%) but does not improve reasoning accuracy, which remains 5–7 pp below the freeform
baseline (61.5%) regardless of compliance. All values averaged across 1-turn, thinking-off
experiments on three reasoning benchmarks.

F Per-Model Flip Rate

Figure 4 disaggregates the flip rate analysis from Figure 2 by model. The U-shaped pattern
holds across all models, confirming that the relationship between token delta and accuracy
loss is not driven by any single model.

Figure 4: Per-model flip rate by token delta decile. The U-shaped pattern from Figure 2
holds across all six models: questions where structured output most compresses or expands
token count relative to freeform show the highest flip rates.

G De-Averaged Configuration Comparison

Tables 3 and 5 report “no GCD” and “+ GCD” bucket means. Table 8 de-averages the
1-Turn block into its six underlying configurations, so the reader can check the bucket
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Config Grammar in prompt Few-shot GCD Avg format-tax ∆ (pp)

G·T· ✓ — — −4.1
·ET· — ✓ — −3.9
GET· ✓ ✓ — −4.7
“no GCD” bucket mean −4.2

G·TC ✓ — ✓ −5.2
·ETC — ✓ ✓ −5.9
GETC ✓ ✓ ✓ −6.3
“+ GCD” bucket mean −5.8

Table 8: The 1-Turn block de-averaged into its six configurations. Open-weight models,
thinking off, averaged over four formats and three reasoning tasks. Bucket means reproduce
the corresponding main-text columns. This table supplements rather than replaces the
summary tables.

means against the configurations they summarize. Each bucket mean below reproduces the
corresponding main-text column exactly. Configurations are named by which components
are present: G grammar description in the prompt, E in-context examples, T the format-
requesting instruction, C grammar-constrained decoding.

Two things are visible here that the bucket means are not able to show. First, the configu-
rations within each bucket are tight, spanning −3.9 to −4.7 pp without GCD and −5.2 to
−6.3 pp with it, so the averaging in the main text is faithful rather than masking heterogene-
ity. Second, every no-GCD configuration already pays a −3.9 to −4.7 pp tax from the prompt
alone, while enabling GCD adds roughly −1.6 pp on top. The prompt-dominates-decoder
result therefore holds configuration by configuration, not only on average.

Adding in-context examples does not reduce the tax: ·ET· (−3.9 pp) is no better than G·T·
(−4.1 pp), and combining examples with a grammar description (GET·, −4.7 pp) is slightly
worse than either alone. Prompt-level guidance of this kind leaves the degradation intact.

H Matched 1-Turn vs. 2-Turn Comparison

Table 5 averages over generation strategies. Table 9 de-averages the 2-Turn result by model,
comparing 1-Turn against 2-Turn at fixed model, task, and format, so every row is a matched
comparison rather than a difference of marginals. Significance is McNemar at p < 0.05 on
the paired per-question outcomes.

2-Turn improves accuracy for all six models, from +3.1 pp to +11.5 pp. The two significantly
worsened cells both belong to olmo3.1-32b on ZebraLogic, where 1-Turn accuracy was
already near its freeform ceiling and there was little tax left to recover.
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Model Avg ∆ (pp) Sig. better Sig. worse Cells

qwen3-8b +11.5 11 0 12
olmo3-7b +8.9 11 0 12
qwen3-32b +7.1 8 0 12
smollm3-3b +5.5 5 0 12
olmo3.1-32b +4.7 5 2 12
nemotron3-nano +3.1 2 0 12

All +6.8 42 2 72

Table 9: 2-Turn versus 1-Turn by model, matched at fixed (model, task, format). ∆ is 2-Turn
minus 1-Turn accuracy; significance is McNemar at p < 0.05. Open-weight models, thinking
off, four formats and three reasoning tasks.

I MATH-500 Scoring

GPQA and ZebraLogic are multiple-choice: deterministic letter extraction is reliable across
all output formats. MATH-500 is open-ended, and its answers—integers, fractions, symbolic
expressions—appear differently depending on format markup. We initially used the same
deterministic pipeline for all reasoning tasks. On MATH-500, extraction failure rates were
low for freeform but high for structured formats, inflating the measured tax. Manual
inspection confirmed these were parsing failures, not reasoning errors: models produced
correct answers that the extractor could not handle. Format-specific extractors would
have introduced format-dependent scoring leniency, defeating the purpose of a controlled
comparison.

We replaced this with a fixed LLM judge: gpt-5.4-nano (reasoning_effort=low, temperature
0) receives the model’s response and the gold answer and determines whether they are
mathematically equivalent. The switch reduced the average MATH-500 tax from −10.1 pp
to −6.6 pp, confirming that deterministic extraction was overcounting the tax. gpt-5.4-nano
also appears as an evaluated model; we use it as judge because comparing two expressions
is distinct from the evaluated task of multi-step problem solving. Because the judge reduces
the measured tax, our reported numbers are conservative relative to deterministic scoring.

Table 10 quantifies disagreement rates across formats: freeform agreement is near-perfect
(96.6%), while structured formats show higher divergence concentrated in deterministic
failures that the judge recovers. Reverse disagreements (deterministic pass, judge fail)
remain near zero across all formats. Table 11 shows representative examples of each failure
mode.

Our main claims also hold on GPQA and ZebraLogic, which use no LLM judge.

Judge independence. Because the judge is also an evaluated model, we re-judged
a held-out subsample of existing MATH-500 responses with two additional judges:
gemini-3.1-flash-lite, which is not among the ten models we evaluate and therefore
serves as an unaffiliated anchor, and claude-haiku-4.5, which is one of the ten and so is
reported as a cross-check rather than an independent judge. The subsample is stratified
across all five formats and spans both open-weight and API models; both additional judges
run at temperature 0. No responses were regenerated, so the three judges score identical
text.

Table 12 reports agreement on the n = 639 responses for which all three judges returned
a verdict. Agreement is 99.8% overall (Fleiss κ = 0.98), and is exact on freeform, JSON,
and Markdown. The sharpest test is gpt-5.4-nano judging its own responses, where an
unaffiliated judge returns identical verdicts on all 63 (Fleiss κ = 1.00). Recomputing the
format tax on this subsample separately under each judge gives +4.6, +4.8, and +4.2 pp,
a spread of 0.6 pp, so the measured tax does not depend on the choice of judge. The two
formats with any disagreement at all, XML and LaTeX, are those whose markup most often
surrounds the answer expression.
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Format N judged Both Correct Both Incorrect Det. ✗ / Judge ✓ Det. ✓ / Judge ✗ Agreement

Freeform 4970 3986 (80.2%) 814 (16.4%) 164 (3.3%) 6 (0.1%) 4800 (96.6%)
JSON 4981 3700 (74.3%) 1056 (21.2%) 220 (4.4%) 5 (0.1%) 4756 (95.5%)
XML 4973 3713 (74.7%) 1012 (20.3%) 242 (4.9%) 6 (0.1%) 4725 (95.0%)
Markdown 4965 3565 (71.8%) 872 (17.6%) 522 (10.5%) 6 (0.1%) 4437 (89.4%)
LaTeX 4976 3672 (73.8%) 1012 (20.3%) 288 (5.8%) 4 (0.1%) 4684 (94.1%)

Table 10: Agreement between the deterministic MATH-500 scorer and the LLM judge on
the canonical ten-model, no-GCD slice. Counts and percentages are computed over judged
rows only. Divergence is concentrated in deterministic failures that the judge recovers, while
reverse disagreements remain rare.

Format Model Response Gold Det. Judge

JSON 10% 10 ✗ ✓
Markdown x = 3, x = 5, x = 7 3, 5, 7 ✗ ✓

JSON quotient = x5 − x4 + x3 − x2 + x − 1; remainder = −2 x5 − x4 +
· · ·+ x − 1

✗ ✓

LaTeX 11
√

2 11
√

2 ✗ ✓

XML 864 864 in2 ✗ ✓
Markdown Final answer: 1 (also mentions −2 earlier) −2 ✓ ✗
Freeform 6 6 ✓ ✓
Freeform 9 13 ✗ ✗

Table 11: Reviewed real MATH-500 rows illustrating the appendix audit. The disagreements
are concentrated in extraction, parse, and normalization failures of the deterministic scorer;
the reverse-disagreement example shows the judge rejecting a response whose final answer
is actually wrong.

Pairwise agreement (%)

Slice n gpt-5.4-nano
vs. gemini

gpt-5.4-nano
vs. claude

gemini
vs. claude Fleiss κ

All 639 99.8 99.7 99.5 0.980
gpt-5.4-nano’s own responses 63 100.0 100.0 100.0 1.000

Freeform 127 100.0 100.0 100.0 1.000
JSON 128 100.0 100.0 100.0 1.000
XML 130 99.2 99.2 98.5 0.943
Markdown 131 100.0 100.0 100.0 1.000
LaTeX 123 100.0 99.2 99.2 0.947

Table 12: Three-judge agreement on a held-out MATH-500 subsample.
gemini-3.1-flash-lite is unaffiliated with the evaluated models; claude-haiku-4.5
is itself evaluated and is reported as a cross-check. Triples missing a verdict from any judge
are excluded (n = 639 of roughly 750).
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J Full Experimental Results

Table 13: Full experimental results for all models, configurations, and thinking modes.
Shaded rows show freeform baseline accuracy (%); unshaded rows show change from

baseline (negative = degradation).
Accuracy is lenient (answer correct; format validity not required). Config notation: G =
grammar in prompt, E = few-shot examples, T = task description, C = constrained decoding.

1-Turn 1-Turn + Think 2-Turn 2-Turn + Think

Config Format GPQA Math Zebra GPQA Math Zebra GPQA Math Zebra GPQA Math Zebra

qwen3-32b 52.0 84.4 64.8 52.2 93.7 77.0 52.0 84.4 64.8 52.2 93.7 77.0

G·T·

JSON -4.0 -6.4 -3.6 6.9 1.3 2.2 1.0 2.2 1.0 7.9 1.9 10.2
XML -5.6 -6.4 -6.8 0.3 0.7 1.4 0.5 1.8 1.8 9.9 1.5 7.8
Markdown -1.5 -3.7 -8.0 -1.7 0.3 1.0 1.0 2.3 1.0 11.4 2.7 9.6
LaTeX -3.5 -4.7 -4.4 -6.2 -0.1 -0.4 1.0 1.9 0.2 7.4 1.9 10.2

·ET·

JSON -8.6 -8.8 -9.8 2.9 1.1 1.4 1.0 2.0 0.4 10.4 1.9 11.0
XML -8.6 -5.9 -7.0 -1.7 0.3 1.6 0.5 2.0 0.2 5.4 2.5 9.8
Markdown -5.0 -5.4 -6.6 -2.7 0.3 -0.4 1.0 2.6 0.2 7.4 2.7 11.6
LaTeX -7.1 -3.8 -7.4 -6.2 0.9 1.8 0.5 2.2 0.2 6.9 2.2 10.2

GET·

JSON -8.6 -5.3 -6.4 -2.2 -0.3 1.2 1.0 2.2 0.4 6.9 1.9 10.6
XML -8.1 -7.3 -8.2 -0.7 -0.1 -0.4 1.5 2.4 0.8 6.9 2.3 11.0
Markdown -4.5 -3.5 -2.8 -2.7 0.7 3.0 1.5 2.7 0.4 9.9 2.1 9.4
LaTeX -4.5 -3.6 -4.0 -6.2 -0.7 1.2 1.0 2.9 0.8 5.4 2.1 10.4

G·TC

JSON -8.1 -10.6 -6.2 0.3 -0.7 2.0 1.0 1.4 0.8 10.4 2.3 10.4
XML -6.1 -9.2 -5.2 1.3 -0.3 0.6 2.5 0.8 0.4 10.4 -5.1 9.0
Markdown -5.6 -8.2 -8.4 1.3 -2.4 0.4 2.5 0.6 0.6 8.9 1.0 8.2
LaTeX -3.5 -0.9 -4.4 -2.2 -2.1 -0.6 1.0 1.5 1.8 9.4 2.1 7.6

·ETC

JSON -8.1 -17.8 -7.4 0.8 -0.7 1.2 1.0 0.6 0.4 9.4 1.3 10.6
XML -11.1 -12.0 -5.6 -0.7 0.1 -0.6 3.0 1.6 0.2 8.9 1.7 10.2
Markdown -6.1 -12.6 -8.4 0.8 0.3 1.6 1.0 1.6 2.4 6.4 1.5 9.4
LaTeX -6.6 -4.4 -10.0 -1.7 -1.3 1.4 1.0 1.8 0.4 7.4 1.3 9.8

GETC

JSON -6.1 -9.8 -7.6 -0.7 -0.1 -0.4 3.0 1.0 1.0 9.9 0.7 11.4
XML -6.6 -11.3 -11.2 -0.7 -0.3 0.2 1.5 1.4 0.2 10.4 1.3 10.2
Markdown -9.1 -9.4 -13.6 -4.7 0.2 2.0 3.5 0.6 0.6 8.4 2.5 9.2
LaTeX -7.6 -3.0 -6.4 -5.7 -0.4 -1.0 0.0 2.7 1.0 5.4 1.3 11.2

qwen3-8b 40.6 84.0 63.1 43.1 91.9 73.3 40.6 84.0 63.1 43.1 91.9 73.3

G·T·

JSON -5.7 -9.4 -8.3 6.9 2.1 2.1 8.9 0.4 3.7 13.0 3.3 9.9
XML 2.4 -4.2 -8.9 4.4 2.5 1.9 8.9 0.0 3.5 10.9 3.5 10.3
Markdown -1.2 -3.7 -5.5 3.9 2.3 2.1 6.4 0.5 3.7 13.0 4.1 10.1
LaTeX 1.4 -5.6 -31.3 -1.7 -1.2 1.1 7.4 -10.6 -36.3 9.4 -0.3 -9.3

·ET·

JSON -8.8 -6.4 -7.1 1.3 2.7 1.1 6.4 0.6 4.7 10.9 2.9 12.5
XML -5.7 -3.6 -5.9 2.9 2.1 2.1 8.9 -0.2 4.9 9.9 2.6 11.7
Markdown -1.7 -3.3 -7.3 0.3 0.9 0.1 6.9 0.2 3.7 7.9 4.5 9.1
LaTeX -4.2 -3.1 -9.5 2.4 2.1 0.5 6.4 0.2 4.5 10.9 4.1 12.1

GET·

JSON -8.3 -11.5 -9.7 -1.2 1.1 2.1 6.4 -0.2 5.1 12.5 3.9 9.3
XML -4.7 -6.0 -11.1 2.9 1.3 1.9 8.9 0.2 4.7 10.4 3.7 10.5
Markdown -9.3 -5.9 -9.5 1.9 3.5 -2.1 6.4 0.4 3.5 10.4 3.8 10.5
LaTeX -1.7 -5.8 -9.7 5.4 1.0 1.3 5.9 0.0 3.3 9.9 3.5 13.1

G·TC

JSON -6.7 -16.3 -7.3 1.3 1.5 3.9 4.9 -2.6 4.7 11.5 1.9 10.5
XML -7.7 -10.2 -4.7 5.4 -0.9 1.7 6.4 -3.6 4.5 10.9 -2.7 9.9
Markdown 1.4 -6.0 -6.5 0.8 0.7 1.9 6.4 -1.0 3.9 9.4 3.9 6.3
LaTeX -2.7 -4.6 -35.3 -1.2 -2.6 -1.3 6.4 -9.6 -26.9 5.4 -4.4 -16.9

·ETC

JSON -11.8 -13.9 -12.1 -1.7 -1.7 1.7 5.4 -1.0 3.9 7.4 0.4 11.3
XML -6.2 -9.0 -8.1 2.9 2.1 1.1 6.4 0.4 4.7 9.4 1.7 11.3
Markdown -2.7 -7.7 -8.5 1.9 0.1 1.1 6.4 0.6 4.9 8.4 3.5 10.5
LaTeX -1.7 -6.8 -7.7 4.4 0.5 1.3 6.4 0.2 4.9 7.9 3.1 11.5

GETC

JSON -12.3 -16.7 -11.9 -1.7 2.1 1.9 4.9 -2.0 4.9 9.4 -0.7 10.9
XML -5.2 -8.9 -11.1 3.4 2.9 2.3 6.4 0.0 4.7 8.4 3.3 9.5
Markdown -7.7 -10.9 -11.5 -1.2 1.3 2.3 6.4 0.2 4.7 7.9 3.1 9.3
LaTeX -0.2 -4.6 -9.7 4.4 0.1 1.7 5.4 0.2 4.7 12.0 3.8 12.3

olmo3.1-32b 53.7 91.4 72.9 42.9 91.9 69.3 53.7 91.4 72.9 42.9 91.9 69.3
Continued on next page
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Table 13 continued from previous page

1-Turn 1-Turn + Think 2-Turn 2-Turn + Think

Config Format GPQA Math Zebra GPQA Math Zebra GPQA Math Zebra GPQA Math Zebra

G·T·

JSON -0.7 -4.8 4.7 3.0 0.9 0.9 7.9 3.4 0.5 13.1 -9.7 12.9
XML -0.7 -4.6 5.5 1.5 1.3 -0.3 16.0 3.0 -1.5 8.1 -15.7 8.5
Markdown -0.7 -6.8 2.9 4.5 -0.7 0.5 7.9 3.4 0.5 14.1 -18.9 11.5
LaTeX -0.7 -6.2 6.1 8.1 -9.9 -3.3 5.4 3.2 4.9 10.1 -21.5 7.7

·ET·

JSON -4.2 -2.6 -0.5 0.0 -0.1 -1.5 7.4 3.0 -0.3 5.1 3.5 12.3
XML -0.7 0.6 6.3 -3.0 0.7 -0.9 7.9 3.4 1.1 9.1 2.1 11.7
Markdown 0.8 -2.6 -3.5 -4.0 -2.1 -2.5 11.4 3.6 2.1 9.1 1.7 13.3
LaTeX -6.2 0.4 3.1 -2.0 -0.9 -2.1 11.4 3.8 1.9 9.1 -0.5 11.5

GET·

JSON -9.3 -6.6 5.9 4.0 -0.1 -1.1 6.4 3.8 -0.1 10.1 0.3 11.5
XML -3.2 -8.2 4.7 5.6 0.7 -0.5 3.4 3.8 0.7 8.6 -13.9 7.1
Markdown -0.7 -3.4 3.3 -3.0 -3.9 -0.5 5.4 3.8 3.5 4.5 -12.9 4.3
LaTeX -0.7 -6.8 7.1 -1.7 -7.1 -1.1 2.4 3.2 2.1 7.1 -17.9 9.5

G·TC

JSON -1.2 -4.0 1.9 3.5 0.9 0.1 6.9 3.6 0.3 11.6 -5.3 12.9
XML 0.3 -14.1 -2.1 -0.5 0.1 0.3 10.4 -1.6 -0.7 8.1 -18.1 6.1
Markdown 0.3 -8.8 0.3 6.1 0.3 -0.1 7.9 2.2 -0.1 14.1 -19.1 9.3
LaTeX -1.2 -5.8 3.3 8.6 -10.5 0.1 13.0 4.0 2.3 16.7 -18.9 10.7

·ETC

JSON -11.8 -2.2 0.1 -2.5 0.1 -0.7 6.4 2.4 2.1 9.1 1.7 13.9
XML -4.7 -8.2 -1.1 -0.5 -1.1 0.5 6.4 0.4 0.7 6.1 2.7 11.7
Markdown 2.4 -2.4 2.9 -1.5 -0.1 -2.3 2.4 3.4 3.3 8.6 1.7 13.5
LaTeX 1.9 -1.4 8.3 2.5 -0.3 -0.1 6.9 3.6 0.5 10.1 -0.9 10.7

GETC

JSON -4.2 -5.6 4.1 3.5 1.3 -2.3 11.4 3.2 4.5 11.1 -0.7 12.9
XML -7.7 -13.6 -0.3 4.0 0.9 -0.9 6.4 0.4 2.9 7.1 -15.7 9.9
Markdown -0.7 -7.2 1.3 -2.0 -5.3 -1.1 7.4 4.2 -1.1 6.1 -19.9 7.7
LaTeX -2.7 -6.7 9.3 2.5 -7.3 -1.5 5.9 3.4 1.5 13.1 -19.3 7.5

olmo3-7b 43.3 90.5 69.3 31.8 89.7 51.7 43.3 90.5 69.3 31.8 89.7 51.7

G·T·

JSON -9.4 -6.0 -3.1 2.0 0.9 3.1 1.2 1.5 4.9 19.7 4.7 16.1
XML -2.4 -3.6 -6.3 4.5 1.7 -5.9 4.2 2.5 -3.5 16.2 4.9 11.9
Markdown 4.7 -2.0 1.7 3.5 0.8 -4.3 11.3 0.8 -0.7 18.2 4.9 7.7
LaTeX -4.9 -2.9 -4.1 -2.5 1.1 -11.3 -5.4 0.0 2.3 9.1 4.9 4.9

·ET·

JSON -8.4 -2.0 3.5 -0.5 -0.3 0.3 -0.3 2.6 3.1 12.1 4.5 16.7
XML 0.7 -3.1 -7.3 3.0 -1.3 0.9 3.7 2.7 0.3 10.6 5.7 14.1
Markdown -1.9 -0.2 4.3 1.0 0.1 1.1 -0.3 1.2 -0.7 16.7 5.1 16.3
LaTeX -4.9 -3.1 3.9 2.0 -0.3 -2.1 0.2 2.3 5.1 16.2 5.4 15.1

GET·

JSON -7.4 -11.0 -4.3 6.6 1.1 2.3 1.2 2.7 4.9 16.7 4.9 14.5
XML -9.9 -10.4 -7.9 3.5 2.1 1.9 2.7 2.5 1.9 17.2 4.3 16.5
Markdown -3.9 -4.0 -0.5 -1.0 1.7 0.3 6.7 0.4 4.9 12.6 5.1 16.5
LaTeX -5.4 -5.2 -0.5 1.5 -0.9 -1.9 4.7 0.8 2.5 14.1 5.6 15.1

G·TC

JSON -9.4 -9.4 -6.5 4.0 1.3 1.5 1.7 2.1 2.3 13.1 2.4 15.7
XML -5.9 -13.0 -6.5 2.5 0.1 -2.3 3.7 -0.6 0.7 17.7 3.3 10.7
Markdown 2.2 -3.6 -2.3 4.5 -1.1 -3.1 22.4 0.6 -4.5 16.2 3.7 3.3
LaTeX -5.4 -6.6 -20.3 3.5 -0.7 -2.7 6.7 -1.2 2.1 17.7 2.7 15.7

·ETC

JSON -10.9 -10.0 -9.3 2.0 -1.5 0.1 4.7 0.4 2.3 12.6 4.5 15.5
XML -6.4 -10.3 -4.7 -2.0 -0.5 0.9 -0.8 0.4 0.9 12.6 4.3 12.9
Markdown -3.9 -3.9 -3.9 0.0 -0.7 2.3 5.7 0.4 1.1 13.1 4.3 12.5
LaTeX -2.4 -5.4 -0.5 3.5 -1.7 -2.9 4.2 0.8 2.5 12.6 1.1 16.3

GETC

JSON -12.0 -10.0 -3.9 8.6 0.1 3.1 1.2 0.2 2.1 14.1 3.7 17.1
XML -14.0 -17.6 -10.3 4.0 -0.3 0.1 1.7 -0.2 4.9 18.7 3.5 16.9
Markdown -0.8 -5.8 1.5 -0.5 -2.3 -0.3 11.8 0.4 4.7 14.6 5.3 13.3
LaTeX -3.4 -8.2 -0.3 1.0 0.7 1.7 2.2 0.4 5.1 11.1 3.3 15.5

smollm3-3b 22.9 67.4 38.4 29.6 89.0 38.3 22.9 67.4 38.4 29.6 89.0 38.3

G·T·

JSON 1.9 -15.0 -11.6 4.2 -1.4 -3.1 -5.2 2.7 -0.6 6.7 0.6 4.9
XML 0.8 -4.0 -13.0 1.7 -1.6 -4.7 5.9 -0.5 -0.6 10.8 0.4 6.5
Markdown 8.9 -0.1 -8.0 7.2 -1.6 -4.3 6.9 -1.1 -2.2 11.3 1.4 4.3
LaTeX 10.4 -6.4 -7.0 6.7 -2.8 -1.7 3.9 0.2 -1.4 3.7 0.4 4.3

·ET·

JSON -5.7 -4.0 -3.2 1.7 -1.6 -1.9 3.4 0.3 2.6 4.2 -0.2 15.1
XML -1.2 -4.8 -6.4 4.7 -0.8 -1.3 0.3 2.3 2.2 4.7 -0.0 11.5
Markdown -2.2 -0.8 -4.6 2.7 -1.4 3.7 4.4 0.1 3.6 10.8 0.2 11.3
LaTeX 2.4 -3.7 -0.8 4.2 -0.8 -0.9 4.9 0.1 0.6 5.7 0.2 12.3

GET·

JSON 4.9 -16.6 -3.4 2.2 -2.6 -0.1 2.9 0.2 0.8 6.7 -2.4 11.5
XML 5.4 -9.1 -9.6 -3.4 -3.3 -1.3 2.4 0.3 2.2 6.7 -6.2 11.9
Markdown 1.9 -3.2 -5.4 3.2 -1.4 -5.1 6.9 0.3 -1.0 6.2 1.0 7.5
LaTeX 3.4 -10.2 -3.6 -0.8 -1.2 -2.1 3.4 0.5 2.4 7.2 -0.6 14.3

Continued on next page
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Table 13 continued from previous page

1-Turn 1-Turn + Think 2-Turn 2-Turn + Think

Config Format GPQA Math Zebra GPQA Math Zebra GPQA Math Zebra GPQA Math Zebra

G·TC

JSON 7.9 -22.2 -2.0 3.2 -2.8 3.5 5.9 1.5 1.0 7.2 -0.6 9.1
XML -3.2 -13.1 -7.8 7.2 -2.0 -2.5 4.9 -2.0 1.6 10.3 -4.0 7.9
Markdown 7.4 -2.9 -9.2 0.7 -2.4 -2.9 9.9 -0.7 -0.0 17.8 0.6 2.7
LaTeX 16.5 -11.9 -7.6 6.7 -10.6 -0.9 8.9 -5.4 2.0 11.8 -6.0 9.1

·ETC

JSON -2.7 -24.2 -5.2 2.2 -5.0 1.1 3.9 0.1 0.4 4.2 -4.2 14.3
XML -3.2 -13.5 -4.2 -1.4 -4.4 -1.5 -0.7 -0.5 2.4 0.2 -7.4 7.7
Markdown -1.2 -2.2 -4.2 1.2 -3.8 -0.3 3.4 -0.9 2.4 4.7 -0.2 13.3
LaTeX 8.4 -7.4 -0.0 2.2 -6.4 -2.1 7.4 -1.1 2.8 8.7 -1.4 18.5

GETC

JSON 9.9 -21.9 -6.6 4.2 -4.8 1.5 3.9 0.2 2.2 4.2 -8.8 9.9
XML -1.2 -13.5 -8.6 1.2 -5.4 1.7 -1.7 -4.2 0.2 3.2 -13.6 10.9
Markdown 2.9 -6.1 -3.8 1.2 -5.5 0.3 0.3 -0.1 0.2 6.7 -0.2 9.5
LaTeX 1.3 -14.3 -1.8 1.7 -6.2 0.5 5.9 -2.0 3.6 11.3 -2.4 9.5

nemotron3-nano 53.9 71.7 43.1 54.0 91.6 60.3 53.9 71.7 43.1 54.0 91.6 60.3

G·T·

JSON -13.0 0.7 9.3 -1.0 0.0 10.1 -7.9 3.5 7.7 3.0 2.8 14.5
XML 5.7 -1.4 0.9 5.6 0.2 13.7 -3.9 2.1 8.5 9.6 2.6 12.1
Markdown 5.2 -12.2 -10.9 9.6 -0.4 10.3 3.2 1.3 -1.5 14.6 -0.8 3.7
LaTeX -14.0 -33.0 -6.9 12.1 -1.6 8.1 -9.4 0.4 -2.9 13.1 -0.2 6.7

·ET·

JSON -12.5 -5.0 6.7 3.5 -1.8 -0.1 -13.5 1.9 7.9 24.7 -5.7 14.9
XML 2.2 -44.9 20.5 -2.5 0.0 1.7 -12.0 2.1 7.5 14.1 -4.8 14.5
Markdown -13.0 4.4 -4.1 -3.0 0.4 3.7 -10.9 2.8 8.9 9.1 -7.6 12.7
LaTeX 21.4 -35.7 -5.3 1.5 -0.2 1.1 -10.4 1.3 3.9 21.7 -4.2 7.3

GET·

JSON -17.0 1.5 9.3 6.6 1.2 10.1 -8.9 2.8 8.1 7.1 2.8 12.7
XML -3.4 3.7 -4.1 5.6 -0.0 13.3 -5.9 3.2 4.7 11.1 3.0 10.7
Markdown -9.9 2.7 -4.9 3.0 0.4 12.9 -8.4 2.6 7.5 5.0 -1.2 7.1
LaTeX -13.0 -5.3 -1.7 5.6 -0.6 11.7 -9.9 -1.6 0.7 7.6 3.0 6.9

G·TC

JSON -12.0 0.5 9.5 4.0 1.6 9.9 -7.4 2.2 7.7 8.6 3.6 14.9
XML 5.7 -4.5 2.5 9.6 1.0 10.9 6.2 0.3 8.5 13.6 0.8 11.7
Markdown 8.2 -1.5 -10.1 5.0 -1.0 8.1 9.3 0.1 -1.7 25.2 0.9 -12.9
LaTeX -7.9 -9.4 -3.9 12.1 -2.6 11.5 -6.4 -3.5 7.1 9.1 -2.8 6.5

·ETC

JSON -11.5 -3.3 3.7 3.5 -0.2 3.3 -9.9 1.9 6.1 6.1 2.4 14.5
XML -25.6 -1.9 8.7 1.5 0.2 4.5 -17.5 4.4 6.9 1.5 3.2 14.1
Markdown -21.6 -3.2 -4.5 -0.0 -2.6 3.3 -13.5 -1.7 1.5 -0.0 -4.2 4.1
LaTeX -20.0 4.5 1.5 -2.0 -1.6 1.1 -8.4 -3.3 6.1 2.5 -0.8 12.1

GETC

JSON -21.0 0.0 6.5 4.5 -1.4 11.7 -9.4 2.8 8.1 3.0 1.4 12.9
XML -8.9 -1.5 1.9 5.0 1.4 12.9 -4.4 0.7 8.7 8.1 2.2 12.5
Markdown -8.9 0.3 -4.3 5.6 0.2 13.1 -9.4 -2.5 2.7 6.1 -2.0 -1.7
LaTeX -11.5 -7.5 -3.1 3.5 -0.0 10.9 -7.4 -3.4 7.5 6.1 2.4 8.3

K Experimental Details
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Parameter Value Notes

Generation Parameters
Temperature 1.0
Top-p 1.0 No nucleus filtering; applied to vLLM only (not sup-

ported by OpenAI/Anthropic APIs)
Max output tokens 8,192 Per generation turn
Samples per question (n) 1 Single sample per question
Random seed 42 Fixed for vLLM experiments; API providers use

server-side randomness
Few-shot count 2 In-context examples (when few-shot is enabled)

Thinking Mode Mapping by Provider
vLLM (local models): binary only—OFF or HIGH via enable_thinking template parameter
OpenAI: reasoning_effort ∈ {none/minimal, low, medium, high}; no temperature or top-p support

Decoupled (Two-Turn) Strategy
Turn 1 temperature 1.0 Same as generation default; inherited from config
Turn 2 temperature 1.0 Reformatting turn; set per-turn in manifest
Turn 2 thinking OFF No reasoning during reformatting
Turn 2 samples 1 Single reformat per reasoning output

Infrastructure
vLLM structured output backend llguidance Grammar-constrained decoding engine;

disable_fallback=True
Max examples per task 500 Default cap for tractable evaluation

Table 14: Default hyperparameters used across all experiments unless otherwise noted.
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