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Abstract

Reinforcement learning (RL) with verifiable rewards has become a stan-
dard post-training stage for boosting visual reasoning in vision-language
models, yet it remains unclear what capabilities RL actually improves
compared with supervised fine-tuning as cold-start initialization (IN). End-
to-end benchmark gains conflate multiple factors, making it difficult to
attribute improvements to specific skills. To bridge the gap, we propose a
Frankenstein-style analysis framework, including: (i) functional localiza-
tion via causal probing; (ii) update characterization via parameter compari-
son; and (iii) transferability test via model merging. Instead, RL induces
a consistent inference-time shift primarily in mid-to-late layers, and these
mid-to-late refinements are both transferable (via merging) and necessary
(via freezing) for RL gains. Overall, our results suggest that RL’s reli-
able contribution in visual reasoning is not a uniform enhancement of
visual perception, but a systematic refinement of mid-to-late transformer
computation that improves vision-to-reasoning alignment and reasoning
performance, highlighting the limitations of benchmark-only evaluation for
understanding multimodal reasoning improvements. Our code is available
at Github.

1 Introduction

Recent progress in large language models (LLMs) post-training for reasoning tasks has
been driven by a two-stage paradigm: supervised finetuning (SFT) as an initialization stage
(IN) followed by reinforcement learning (RL) with verifiable rewards (Guo et al., 2025;
Zhang et al., 2025d; Wen et al., 2025). Compared to SFT-only post-training, RL leverages
sparse reward feedback and delayed credit assignment, and has been shown to elicit strong
reasoning behaviors with minimal supervision in language-only settings (Guo et al., 2025;
Zhang et al., 2025d; Wen et al., 2025). Motivated by these successes, the same IN+RL1

paradigm has been increasingly adopted for vision-language models (VLMs) (Zhou et al.,
2025a; Li et al., 2025a), where multiple works report substantial gains on visual reasoning
benchmarks across spatial reasoning (Meng et al., 2025; Huang et al., 2025) and multimodal
understanding (Deng et al., 2025b; Liu et al., 2025c).

Despite these gains, it remains unclear what is actually improved by RL in visual reasoning.
Prior studies show that vision does not reliably benefit from increased inference length
alone (Tian et al., 2025; Rahmanzadehgervi et al., 2024; Fu et al., 2025; Qin et al., 2025), and
verbose reasoning can even exacerbate visually grounded errors by amplifying reliance on
language priors (Chu et al., 2025; Fan et al., 2025; Liu et al., 2025a). Our experiments rein-
force this uncertainty by showing that the end-to-end benchmark alone cannot distinguish
improvements in vision, vision-to-reasoning alignment, and pure reasoning. At the same
time, we observe the consistently increased attention from reasoning tokens to vision tokens
under RL across different training recipes, suggesting a shared RL training effect whose

∗Co-First Authors.
1Unless otherwise specified, Base model, IN model, and RL model respectively refer to the baseline,

supervised initialization, and reinforcement-learning models within a two-stage post-training pipeline.
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Figure 1: Frankenstein-style Analysis Framework. The framework proceeds through three
components: (1) functional localization via causal probing across transformer depth, (2)
update characterization via parameter comparison to identify region-wise update pattern in
post-training , and (3) transferability test via model merging, assessing whether the localized
functionalities are preserved in layers.

functional role remains unclear. These two observations motivate us to a more concise
question: What is consistently improved by RL for visual reasoning across training recipes?

We hereby adopt a Frankenstein-style analysis framework as shown in Figure 1 to trace
where RL alters VLMs and what is altered across training recipes, focusing on visual rea-
soning with Qwen series, as this reflects the dominant RL post-training landscape. By
analogy to Frankenstein’s construction, we analyze VLMs by disassembling them into
functional regions, intervening on these components, and reassembling them to test the
causal contribution of RL-induced changes. First, we perform Functional Localization via
Causal Probing, localizing vision- and reasoning-related computations along transformer
depth and establishing a coarse Early/Mid/Late functional regions. Second, we conduct
Update Characterization via Parameter Comparison, showing that IN and RL differ sys-
tematically in both update magnitude and update geometry, with RL exhibiting refinements
concentrated in mid-late layers. Finally, we run the Transferability Test via Model Merging:
transplanting RL-refined regions of layers into IN models yields consistent improvements,
primarily in vision-to-reasoning alignment and reasoning, indicating that the associated
functional behaviors are modular and transferable.

In addition, we further perform Necessity Validation via Model Freezing during RL training.
Freezing the parameters in mid or late regions largely removes RL gains, whereas freezing
those in early regions has a much weaker effect, suggesting that mid-late refinement is a
critical driver of RL improvements. Taken together, our Frankenstein-style analysis clarifies
what is consistently learned under RL across training recipes and highlights the limitations
of benchmark-only evaluation for understanding visual reasoning improvements in VLMs.

Key Findings:

1. Despite apparent gains on end-to-end visual reasoning benchmarks, fine-grained evalua-
tion reveals that vision ability, language-side reasoning ability, and vision-to-reasoning
alignment do not improve monotonically from the Base model to the IN model and then
to the RL model.

2. Across diverse training recipes, RL consistently induces a shift in inference behavior,
characterized by increased attention from reasoning tokens to visual tokens, primarily in
mid-late transformer layers.

3. At the parameter level, RL exhibits a consistent and structured update pattern across
recipes: refinements concentrated in mid-late layers. These refinements are transfer-
able and contribute primarily to improved vision-to-reasoning alignment and reasoning
performance.

2 Motivation

2.1 The ambiguity on visual reasoning improvements

The ambiguity of RL improvements is rooted in a fundamental asymmetry between reasoning
and vision in current VLMs. Reasoning ability in language models is known to improve with
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Figure 2: Average Benchmark Accuracy versus Fine-Grained Abilities (Vision, Reasoning,
and Vision-to-Reasoning Alignment). The green arrows denote model post-training
pipelines (Base Model → IN Model → RL Model) that exhibit monotonic performance
gains, whereas the purple arrows indicate model groups that do not. Despite apparent
improvements on visual reasoning benchmarks, fine-grained evaluation metrics reveal that
vision ability and reasoning ability do not improve monotonically from the base model to
the IN model and then to the RL model.

extended inference, trajectory exploration, and delayed credit assignment, as demonstrated
by chain-of-thought prompting and reinforcement learning for reasoning (Wei et al., 2022;
Wang et al., 2022; 2025d; Zhou et al., 2025b).

Vision, by contrast, does not reliably benefit from extended inference alone. Additional
tokens do not introduce new visual evidence (Tian et al., 2025), nor do they systematically
resolve perceptual errors such as mislocalized objects, missing attributes, or incorrect counts
(Rahmanzadehgervi et al., 2024; Fu et al., 2025; Qin et al., 2025). Moreover, extended
language-side reasoning may even exacerbate visually grounded errors by amplifying
reliance on linguistic priors when visual representations are imperfect (Chu et al., 2025; Fan
et al., 2025; Liu et al., 2025a).

As a result, improvements on visual reasoning benchmarks alone do not reveal whether a
model’s vision or reasoning capability has actually improved. Aggregate accuracy cannot
distinguish among different sources of improvement: the same performance increase may
arise from stronger reasoning over unchanged visual inputs, from changes in how reasoning
attends to existing visual evidence, or from genuine improvements in visual representations.

2.2 Inconsistent fine-grained improvements

To analyze this ambiguity, we introduce three fine-grained metrics that disentangle visual
reasoning: (i) visual perception, (ii) vision-to-reasoning alignment, and (iii) language-side rea-
soning (Table 1). This design helps separate gains from confounds such as hallucinated
answers (Fan et al., 2025) and spurious reliance on visual inputs (Brown et al., 2025):

• Vision (Mvis). We measure whether the image provides necessary information
beyond language priors. Specifically, Mvis counts an example as correct only if
the model answers correctly with the real image (i, p), but fails when the image is
replaced by a black image (b, p). This criterion filters out cases that can be solved
without vision and focuses on instances where visual evidence is causally used.

• Vision-to-Reasoning alignment (Mv2r). To test whether perceptual evidence is
consistently incorporated into reasoning, we compare two semantically matched
inputs: the original image (i, p) and a textualized version of the same visual content
paired with a black image (b, d, p). Mv2r requires the model to answer correctly in
both settings, indicating that the model can preserve the correct reasoning outcome
when visual evidence is replaced by an equivalent description, rather than relying
on image-specific shortcuts.

• Reasoning (Mrea). Finally, Mrea isolates language-side reasoning by evaluating
performance on text-only problems p without any visual input. This provides a
control for improvements arising solely from strengthened reasoning.

We conduct evaluation on OpenMMReasoner (Zhang et al., 2025c), MMR1 (Leng et al.,
2025), and Revisual (Chen et al., 2025c) families, as they include publicly available training
recipes that (1) follow the dominant RL-based post-training paradigm and (2) provide

3



Published as a conference paper at COLM 2026

Table 1: Fine-grained evaluation metrics targeting vision, vision-to-reasoning alignment,
and pure reasoning ability. We let f (·) denote the VLM’s predicted answer given its inputs.
And notation i refers to the original image, b to a black image of the same size, d to the
textual description of the original image, and p to the prompt.

Metric Task Definition

Mvis General VQA 1
N ∑N

n=1 I
[

f (in, pn) = yn ∧ f (bn, pn) ̸= yn
]

Mv2r Math VQA 1
N ∑N

n=1 I
[

f (in, pn) = yn ∧ f (bn, dn, pn) = yn
]

Mrea Textual Math 1
N ∑N

n=1 I
[

f (pn) = yn
]

0 5 10 15 20 25
Layer Index

0.02

0.04

0.06

0.08

0.10

Ag
gr

eg
at

ed
 A

tt
en

ti
on

OpenMMReasoner
IN model
RL model

0 5 10 15 20 25
Layer Index

0.02

0.04

0.06

0.08

0.10

Ag
gr

eg
at

ed
 A

tt
en

ti
on

MMR1
IN model
RL model

0 5 10 15 20 25
Layer Index

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

0.09

Ag
gr

eg
at

ed
 A

tt
en

ti
on

Revisual
IN model
RL model

Figure 3: Aggregated Attention from Reasoning Tokens to Vision Tokens. Compared to
IN models, there is more attention from reasoning tokens to vision tokens in RL models’
inference. The pattern is concentrated in later layers across training recipes, while absent in
earlier layers.

reproducible checkpoints across training stages, enabling mechanistic comparison. For end-
to-end evaluation, we also report average benchmark accuracy across MathVista (Lu et al.,
2023), MathVerse (Zhang et al., 2024), MathVision (Wang et al., 2024), and LogicVista (Xiao
et al., 2024). As shown in Figure 2, average benchmark accuracy exhibits a monotonic
increase from Base models to IN models and then to RL models. However, these gains
do not translate into consistent improvements in the fine-grained abilities isolated by our
metrics: neither vision (Mvis) nor standalone reasoning (Mrea) improves monotonically
across training stages. This discrepancy highlights a key limitation of end-to-end evaluation:
they conflate qualitatively different internal changes and cannot reveal which functional
components are actually strengthened by RL.

Take-away: Despite apparent improvements on visual reasoning benchmarks, fine-grained
evaluation reveals that vision and reasoning ability do not improve monotonically from the Base
model to the IN model and then to the RL model.

2.3 Consistent attention patterns

In contrast to the inconsistent improvements observed on fine-grained metrics, we identify a
consistent inference-time change induced by RL: increased attention from reasoning tokens
to visual tokens. Formally, for transformer layer ℓ and attention head h, let A(ℓ,h) denotes the
corresponding self-attention matrix, where each row sums to one. Given a set of reasoning
tokens R and visual tokens V , we define the attention mass from reasoning to vision as

A(ℓ)(R→V) = 1
|H||R||V| ∑

h∈H
∑

i∈R
∑
j∈V

A(ℓ,h)
ij . (1)

As shown in Figure 3, RL modifies attention in a highly consistent manner across training
recipes: attention from reasoning tokens to visual tokens increases in mid-late layers, while
attention patterns in early layers remain largely unchanged.

Take-away: Compared to IN models, RL models exhibit stronger attention from reasoning tokens
to vision tokens. The effect is concentrated in later layers across training recipes, while absent in
earlier layers.
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Figure 4: Layer-wise functional localization of vision and reasoning. Both plots indicate
the relative importance of each layer for the evaluated task. Vision-related functionalities
are primarily associated with Early and Mid transformer layers, whereas reasoning-related
computations are concentrated in Late layers.

3 Frankenstein-style analysis

The contrast between inconsistent improvements on fine-grained metrics and consistent
attention patterns across training recipes raises a key question: What is consistently im-
proved by RL in visual reasoning across training recipes? We answer the question by a
Frankenstein-style analysis framework that locates RL consistent change at the granular-
ity of transformer layers. Specifically, the framework consists of three components: (1)
establishing a functional layer region partition that localizes vision- and reasoning-related
computations (Section 3.1), (2) identify distinct and systematic patterns of RL updates on
those layers (Section 3.2) and (3) validate the transferability of those behaviors through
layer-wise model merging (Section 3.3).

3.1 Functional localization via causal probing

3.1.1 Localizing vision regions

To identify where visual information is functionally processed in the base model, we
adopt a targeted vision-token intervention strategy inspired by Shi et al. (2025). Rather
than preserving in-distribution hidden states, our goal is to causally probe each layer’s
contribution to the final prediction through controlled interventions. Following the practice
in Shi et al. (2025), we construct paired images that differ in exactly one visual attribute
(e.g., text difference in OCR task), while all other visual factors are held constant. Concrete
examples are shown in Appendix 7. For each image pair (i, i′), we replace the visual tokens
at a chosen transformer layer ℓ with those from the paired image. If swapping visual tokens
at layer ℓ leads to a change in the model’s prediction, this indicates that layer ℓ functionally
consumes visual information relevant to the swapped attribute. We quantify attribute
sensitivity at layer ℓ using the change rate, defined as

Change Rate(ℓ) =
1
N

N

∑
n=1

I
[

f (i(ℓ)n , pn) ̸= f (i′(ℓ)n , pn)
]
, (2)

where f (·) denotes the model’s predicted answer, pn is the prompt, and i(ℓ)n and i′(ℓ)n denote
inputs in which visual tokens at layer ℓ are sourced from the original and paired images,
respectively. Importantly, we interpret change rates comparatively across layers and visual
attributes, rather than as absolute measures of robustness. Under this interpretation, struc-
tured peaks in the change rate indicate layers at which the model actively processes the
corresponding visual information.

Based on the results demonstrated in Figure 4, we summarize the localized functional
patterns using a coarse partition of the transformer layers into Early, Mid, and Late layers,
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Figure 5: Layer-wise parameter update norms comparison between IN and RL. Per-layer
Frobenius norms of parameter updates for IN (solid) and RL (dashed). Both training stages
concentrate on optimization in the Mid layers, while RL exhibits a distinct redistribution of
update magnitude compared to IN.

each comprising one third of the layers, following prior region-wise analyses of transformer
representations (e.g., Gurnee et al. (2025)). This abstraction allows us to focus on relative
functionality rather than precise layer indices. Under this partition, vision functionality
exhibits a clear stratification, consistent with prior work (Chen et al., 2025b), suggesting
that vision and language-based reasoning can be decoupled within VLMs. Simple vision
processing, such as recognition, is concentrated primarily in the Early layer. Vision func-
tionality that requires more processing, including OCR, grounding, and counting, needs
contributions from Early to Mid layers.

3.1.2 Localizing reasoning regions

Unlike vision, reasoning computations do not correspond to a distinct or explicitly tagged
input that can be directly manipulated. As a result, token-level swapping is not applicable
for localizing reasoning, since the contribution of individual reasoning tokens to the final
answer is distributed and context-dependent. We therefore employ a layer-wise causal
ablation strategy, following prior analyses of mathematical reasoning in language mod-
els (Nepal et al., 2025). Rather than perturbing the input, this intervention directly removes
the contribution of a specific transformer layer while preserving the computations of all
remaining layers. Specifically, for each transformer layer, we perform layer skipping by
setting transformer layer’s input as output, allowing us to assess its causal contribution
to reasoning performance. We evaluate these interventions on textual reasoning-heavy
benchmarks, including mathematical reasoning tasks such as GSM8K (Cobbe et al., 2021)
and MATH500 (Lightman et al., 2023). For each ablated layer, we measure the resulting error
rate, defined as 1 − Acc, to quantify its contribution to the reasoning process. A substan-
tial increase in error rate indicates that the ablated layer plays a critical role in reasoning
computation. Additional analyses and examples are provided in Appendix D.3.

In contrast to vision functionality located in earlier layers, reasoning functionality localiza-
tion reveals a complementary pattern: layer-wise skipping ablation shows that the majority
of the reasoning process is concentrated in the Late layers, with comparatively minor
dependence on early layers.

We have localized vision and reasoning functionality at the granularity of layers, but
emphasize that these regions only serve as a functional reference frame rather than precise
architectural boundaries. All subsequent analyses of decoupling and RL-based post-training
effects are interpreted with respect to this coarse Early-Mid-Late functionality partition. We
also provided ablations on more layer partition in Appendix E.1.

Take-away: Early layers primarily support simple visual processing, Mid layers handle higher-
level visual information, and Late layers are more heavily involved in reasoning computations.

3.2 Update characterization via parameter comparison

Having established a functional reference frame that localizes vision and reasoning behav-
iors, we next examine whether RL updates exhibit distinct patterns within these localized
regions. Recent studies have shown that RL can affect reasoning behavior in ways that differ
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Figure 6: Singular value spectra of parameter updates. Each panel visualizes the log-
normalized singular value spectrum of the layer-wise update matrix. Color intensity reflects
the steepness of the spectral decay. Compared to IN, RL updates exhibit a consistently
steeper spectral decay in the Mid-Late layers, indicating that optimization is concentrated
in a smaller number of dominant directions rather than being diffusely distributed.

qualitatively from its IN (Zhu et al., 2025). Motivated by this observation, we characterize
the post-training changes through the geometry of parameter updates, focusing on their
magnitude and structure across layers. For each training recipe, we compute layer-wise
parameter updates ∆W(ℓ) = W(ℓ)

after − W(ℓ)
before for each transformer layer ℓ. We characterize

these updates using complementary geometric measures: update energy and diversity.

To quantify update energy, we compute the Frobenius norm ∥∆W(ℓ)∥F for each layer, which
measures the total optimization magnitude accumulated during post-training. Figure 5
shows that both IN and RL concentrate the majority of their update energy in the Mid layers,
consistent with their role in bridging visual perception and high-level reasoning.

To observe the update diversity, we also analyze the singular value spectrum of ∆W(ℓ),

∆W(ℓ) = U diag(σ1, . . . , σr)V⊤, (3)

which characterizes how optimization energy is distributed across update directions. For vi-
sualization, we normalize the singular values by the largest singular value of each layer and
plot their logarithm, log(σi/σ1). This normalization maps the dominant update direction to
0 and measures all other directions relative to it on a log scale, removing scale differences
across layers while preserving comparative decay structure. Under this representation, a
steeper decay in the spectrum indicates that optimization is concentrated in a small num-
ber of dominant directions, corresponding to more focused, low-dimensional parameter
refinements, whereas a flatter spectrum reflects more diffuse updates spread across many
directions. As shown in Figure 6, each panel visualizes the log-normalized singular value
spectrum of the per-layer update matrix. To demonstrate robustness across the spectrum,
we additionally plot spectra at every tenth rank, which exhibit consistent qualitative trends
across both layers and ranks. Compared to IN, RL updates display a markedly steeper
spectral decay in the Mid-Late layers, indicating that optimization energy is concentrated in
a smaller number of dominant directions within these regions.

Take-away: Both IN and RL impose high norm update in Mid layers. However, IN and RL impose
complementary optimization diversity: RL applies less diverse refinements to Mid-Late layers.
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Table 2: Frankenstein-style model merging. We report vision, reasoning, and vision-to-
reasoning alignment scores for Base, IN, and RL checkpoints, as well as hybrid models
constructed by transferring training-induced changes across Early, Mid, and Late transformer
layers. We denote the performance gap between merged models and IN with green on
positive values and purple on the rest. Across training recipes, when RL and RL are kept,
merged models demonstrate a consistent pattern of performance improvement, indicating
RL consistent refinements in the Mid-Late layers.

Region-wise Merged Models

Ability Base IN IN : RL : RL IN : IN : RL RL : RL : IN RL : IN : IN IN : RL : IN RL : IN : RL RL

Training Recipe – OpenMMReasoner (Zhang et al., 2025c)
Vision 38.0 47.0 42.0 (-5.0) 48.0 (+1.0) 45.0 (-2.0) 45.0 (-2.0) 44.0 (-3.0) 40.0 (-7.0) 42.0
Vision-to-Reasoning 46.0 55.0 59.0 (+4.0) 58.0 (+3.0) 63.0 (+8.0) 57.0 (+2.0) 58.0 (+4.0) 55.0 (-0.0) 61.0
Reasoning 63.0 78.0 81.0 (+3.0) 73.0 (-5.0) 78.0 (-0.0) 73.0 (-5.0) 80.0 (+2.0) 73.0 (-5.0) 78.0

Training Recipe – MMR1 Leng et al. (2025)
Vision 38.0 44.0 37.0 (-7.0) 41.0 (-3.0) 45.0 (+1.0) 45.0 (+1.0) 41.0 (-3.0) 43.0 (-1.0) 50.0
V-to-R 46.0 46.0 51.0 (+5.0) 50.0 (+4.0) 50.0 (+4.0) 56.0 (+10.0) 52.0 (+6.0) 57.0 (+13.0) 54.0
Reasoning 63.0 60.0 61.0 (+1.0) 64.0 (+4.0) 64.0 (+4.0) 79.0 (+19.0) 56.0 (-4.0) 72.0 (+12.0) 62.0

Training Recipe – Revisual Chen et al. (2025c)
Vision 38.0 40.0 42.0 (+2.0) 42.0 (+2.0) 41.0 (+1.0) 37.0 (-3.0) 40.0 (-0.0) 46.0 (+6.0) 35.0
Vision-to-Reasoning 46.0 56.0 59.0 (+3.0) 58.0 (+2.0) 58.0 (+2.0) 56.0 (-0.0) 60.0 (+4.0) 51.0 (-5.0) 59.0
Reasoning 63.0 81.0 85.0 (+4.0) 84.0 (+3.0) 84.0 (+3.0) 85.0 (+4.0) 86.0 (+5.0) 88.0 (+7.0) 88.0

3.3 Transferability test via model merging

The functional localization and update analysis above establish where vision and reasoning
are implemented and how RL modifies different layers of the model. However, these
analyses alone cannot determine whether the observed RL effects reflect region-specific
functional changes that only emerge in an end-to-end setting. We hereby ask whether the
improvements in vision, reasoning, and vision-to-reasoning alignment associated with RL
are transferable, i.e., whether they can be preserved when parameters are updated in specific
regions transplanted into models without such training.

To answer this question, we employ model merging as a controlled intervention. Following the
functional partition identified in Section 3.1, we perform model merging at the granularity of
the Early, Mid, and Late regions. Hybrid models are constructed by enumerating all region-
wise combinations of Early, Mid, and Late regions drawn from the IN and RL checkpoints,
and by directly copying the complete parameter state of all transformer layers within each
selected region (see Appendix E for implementation details). This operation transfers all
parameters associated with the selected transformer layers, including any architecturally
integrated vision encoder and projection layers.

Across all evaluated training recipes in Table 2, model merging reveals a consistent and
interpretable pattern in how RL-induced behaviors transfer across models. Hybrid models
that preserve RL-refined layers in the Mid-Late layers (especially merged model IN:RL:RL)
consistently retain vision-to-reasoning alignment and reasoning improvements relative
to the IN model. In contrast, alternative region combinations do not exhibit consistent
improvements across recipes, and several configurations lead to degraded performance.

Together, these results indicate that RL-induced refinements in the Mid-Late layers encode
transferable functional behaviors that can be preserved through model merging. Notably, the
retained gains primarily manifest as improved vision-to-reasoning alignment and reasoning,
consistent with the observation of refinements in Mid-Late layers discussed in Section 3.2.

Take-away: Model merging confirms consistent RL refinements in Mid-Late layers, which consis-
tently improve vision-to-reasoning alignment and reasoning capabilities.

4 Necessity validation via model freezing

To validate the region-wise RL effects identified above, we perform targeted training-time
interventions via region-wise parameter freezing during RL training (see Appendix F for
training details). Following the partition identified in Section 3.1, we freeze one region of
layers at a time while allowing the remaining to be optimized, keeping all other training
settings identical. This design enables a necessary-condition test: if RL improvements are
causally mediated by refinement on Mid-Late layers, then preventing RL from updating
the Mid-Late layers should mitigate these gains, whereas constraining earlier layers should
have a markedly smaller effect.
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Table 3: Parameter freezing during RL training. We compare fine-grained and benchmark
metrics for standard RL training and RL training with parameters in one transformer region
frozen. Freezing the Late layers leads to a pronounced drop in reasoning performance and
vision-to-reasoning alignment, whereas freezing earlier layers has a smaller effect.

Fine-grained Metrics Benchmark Metrics

Vision (Mvis) Vision-to-Reasoning (Mv2r) Reasoning (Mrea) MathVista MathVision MathVerse

Original Training Recipe
IN Model (Zhang et al., 2025c) 34.0 21.0 26.0 46.5 18.4 37.0
RL Model (Zhang et al., 2025c) 33.0 29.0 34.0 48.1 14.1 37.8

Training with Frozen Blocks
RL Model - Frozen Early Block 35.0 31.0 36.0 48.2 21.0 34.5
RL Model - Frozen Mid Block 25.0 29.0 38.0 46.5 15.5 35.7
RL Model - Frozen Late Block 30.0 27.0 34.0 47.9 16.8 35.0

As demonstrated in Table 3, freezing the Late layers during RL training results in substantial
degradation across both fine-grained and benchmark metrics. In contrast, freezing the Early
and leaving Mid-Late layers intact yields better performance than the rest of the models,
including IN and RL. These results demonstrate that Mid-Late refinement is not merely
correlated with RL improvements, but it is a necessary component for achieving them.

Take-away: RL gains depend causally on Mid-Late refinement: Preventing RL from updating
the Late region during training eliminates improvements in both fine-grained and benchmark
metrics.

5 Related work

5.1 RL and its analysis

RL has emerged as a powerful post-training paradigm for improving the reasoning capa-
bilities of large language models. GRPO, introduced in DeepSeekMath (Shao et al., 2024)
and later scaled in DeepSeek-R1 (Guo et al., 2025), forms the basics of many recent ad-
vances. Subsequent variants, including DAPO (Yu et al., 2025b), GSPO (Zheng et al., 2025),
GFPO (Shrivastava et al., 2025), and GDPO (Liu et al., 2026), further refine the stability
and efficiency of RL training. Most prior analyses of RL focus on end-to-end performance
metrics such as pass@k or accuracy improvements (Yue et al., 2025; Wen et al., 2025), treating
the model as a black box. In contrast, only a limited number of works (Mukherjee et al.,
2025; Zhu et al., 2025) investigate RL from a parameter-space perspective, examining where
updates are localized and how their geometric structure differs from supervised finetuning.
Our work builds on this emerging line of inquiry by explicitly analyzing the location and
geometry of RL updates in VLMs. More details could be found in Appendix B.

5.2 Improvement of visual reasoning in VLMs

Early work demonstrated that visual reasoning in VLMs can be enhanced through Chain-
of-Thought finetuning (Zhang et al., 2023; Wei et al., 2022). More recent R1-style training
pipelines show that such reasoning behaviors can be further amplified using RL; we refer
readers to the Appendix B for a comprehensive discussion of this line of work. Alterna-
tive approaches achieve similar gains by model composition (Chen et al., 2025b), vision
tokens (Bigverdi et al., 2025), explicit grounding (Sarch et al., 2025; Zhang et al., 2025a),
or multi-agent framework (Jia et al., 2025). In parallel, several studies examine how post-
training affects visual processing itself. Notably, Song et al. (2025) shows that RL can
improve the vision encoder in VLMs more effectively than SFT, suggesting that RL updates
may not be confined to purely linguistic or reasoning components.

6 Conclusion
In this work, we address the ambiguity underlying RL-based improvements in visual
reasoning by asking what is consistently changed by RL across training recipes. Rather
than relying solely on end-to-end benchmarks, we adopt a Frankenstein-style analysis
framework that decomposes VLMs at the granularity of transformer layers and probes
their functional roles. Through causal localization, update characterization, and region-
wise model merging, we show that RL does not uniformly improve visual perception or
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standalone reasoning. Instead, RL is consistently associated with structured refinements in
middle and late transformer layers, reflected behaviorally in improved vision-to-reasoning
alignment and reasoning capabilities.
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A Limitations

Our study has several limitations that point to directions for future work. First, we focus on
the dominant IN+RL-style post-training paradigm rather than direct RL from scratch. While
representative of current practice, our findings may not directly generalize to alternative
RL training recipes. Moreover, finer-grained analysis at the level of individual attention
heads or MLP components may reveal additional structure beyond what is captured here as
future study.

B More related work

Table 4: Training Recipes and Checkpoint Availability of RL-Based Visual Reasoning
Models. We compare recently proposed RL-based post-training methods along key dimen-
sions, including base model, training pipeline, reinforcement learning algorithm, training
domain, claimed ability gains, and checkpoint availability. Although many methods share
highly similar training recipes, only a small subset of these works sufficiently full-fill check-
points to support controlled, stage-wise and block-level analysis. We therefore focus on the
gray-highlighted models in this work, which follow the dominant RL training recipe while
enabling reproducible and mechanistic comparison across training stages.

Name Date Base Model Pipeline RL Algorithm Training Domain Claimed Gains All CKPT Availability

Visual-RFT (Liu et al., 2025c) 25.03 Qwen-VL IN + RL GRPO Vision Task Vision ✘
MM-Eureka (Meng et al., 2025) 25.03 Intern-VL RL GRPO Math Visual Reasoning ✘
Vision-R1 (Huang et al., 2025) 25.03 Qwen-VL IN + RL GRPO Math Visual Reasoning ✘
VisualThinker (Zhou et al., 2025b) 25.03 Qwen-VL IN + RL GRPO Vision Task Vision ✘
Curr-ReFT (Deng et al., 2025a) 25.03 Qwen-VL IN + RL GRPO Vision Task + Math Visual Reasoning ✘
VisRL (Chen et al., 2025d) 25.03 Qwen-VL, LLaVA IN + RL DPO Vision Task Vision ✘
LMM-R1 (Peng et al., 2025) 25.03 Qwen-VL RL PPO Math Visual Reasoning ✘
R1-Onevision (Yang et al., 2025) 25.03 Qwen-VL IN + RL GRPO Math Visual Reasoning ✘
Skywork R1V (Wang et al., 2025c) 25.03 QwQ RL MPO + GRPO Math Visual Reasoning ✘
R1-VL (Zhang et al., 2025b) 25.03 Qwen-VL RL GRPO Math Visual Reasoning ✘
OThink-MR1 (Liu et al., 2025b) 25.03 Qwen-VL RL GRPO-D Vision Task + Math Visual Reasoning ✘
OpenVLThinker (Deng et al., 2025b) 25.03 Qwen-VL IN + RL (iterative) GRPO Vision Task + Math Visual Reasoning ✘
Reason-RFT (Tan et al., 2025) 25.03 Qwen-VL IN + RL GRPO Vision Task Vision ✔
CrowdVLM-R1 (Wang et al., 2025f) 25.04 Qwen-VL RL GRPO Vision Task Vision ✘
VLM-R1 (Shen et al., 2025) 25.04 Qwen-VL IN + RL GRPO Vision Task Vision ✘
Perception-R1 (Yu et al., 2025a) 25.04 Qwen-VL RL GRPO Vision Task Vision ✔
VLAA-Thinker (Yu et al., 2025a) 25.04 Qwen-VL IN + RL GRPO Vision Task + Math Visual Reasoning ✘
VL-Rethinker (Wang et al., 2025a) 25.04 Qwen-VL IN + RL GRPO Vision Task + Math Visual Reasoning ✘
G1 (Chen et al., 2025a) 25.05 Qwen-VL RL GRPO Vision Task Vision ✘
UniVG-R1 (Bai et al., 2025b) 25.05 Qwen-VL RL IN + GRPO Vision Task Vision ✘
STAR-R1 (Li et al., 2025b) 25.05 Qwen-VL RL GRPO Vision Task Vision ✘
Pixel Reasoner (Wang et al., 2025b) 25.05 Qwen-VL IN + RL GRPO Vision Task Vision ✔
R1-ShareVL (Yao et al., 2025) 25.05 Qwen-VL RL Share-GRPO Vision Task + Math Visual Reasoning ✘
SRPO (Wan et al., 2025) 25.06 Qwen-VL IN + RL SRPO Vision Task + Math Visual Reasoning ✘
Rex-Thinker (Jiang et al., 2025) 25.06 Qwen-VL IN + RL GRPO Vision Task Vision ✘
ReVisual-R1 (Chen et al., 2025c) 25.06 Qwen-VL IN + RL GRPO Vision Task + Math Visual Reasoning ✔
APO (Hong et al., 2025) 25.06 Qwen-VL RL APO Vision Task + Math Visual Reasoning ✔
PAPO (Wang et al., 2025e) 25.07 Qwen-VL RL PAPO Vision Task + Math Visual Reasoning ✔
MMR1 (Leng et al., 2025) 25.09 Qwen-VL IN + RL GRPO Vision Task + Math Visual Reasoning ✔
OpenMMReasoner (Zhang et al., 2025c) 25.11 Qwen-VL IN + RL GRPO Vision Task + Math Visual Reasoning ✔

B.1 RL-based visual reasoning improvements

Recent work has proposed a large number of RL-based post-training methods for improving
visual reasoning in VLMs. As summarized in Table 4, however, this apparent diversity
masks a highly concentrated design space. Most methods adopt the same underlying base
model, follow a similar two-stage pipeline consisting of instruction tuning followed by rein-
forcement learning (IN + RL), and rely on closely related policy optimization algorithms such
as GRPO. Differences across methods are therefore largely confined to task mixtures, reward
designs, or training heuristics, rather than to fundamentally distinct training paradigms.

For the purposes of this work, our goal is not to compare end-to-end benchmark perfor-
mance across all proposed methods, but to understand what internal changes are induced by
RL-based post-training. Achieving this requires controlling for the training recipe itself: we
fix a common and widely adopted training pipeline so that observed differences can be
attributed to RL-induced updates rather than to heterogeneous optimization schemes or ar-
chitectural choices. In addition, such analysis fundamentally depends on access to complete
and well-aligned checkpoints across training stages, which are necessary for stage-wise
comparison and layer-level interventions.

We therefore focus on three representative models that are highlighted in Table 4: ReVisual-
R1, MMR1, and OpenMMReasoner. First, they follow the dominant RL training recipe and
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target visual reasoning using mixed vision and math supervision, making them representa-
tive of current practice. Second, they provide sufficiently complete checkpoint releases to
enable reproducible, stage-wise comparison. By restricting our analysis to these models, we
can isolate RL-induced effects while avoiding confounding factors arising from architectural
differences or incomplete training artifacts.

C Fine-grained metrics

This appendix details the fine-grained evaluation metrics used in Table 1. We decompose
visual reasoning into three abilities: Vision, Vision-to-Reasoning Alignment, and Reasoning,
and define each metric using paired input settings that selectively control the availability of
visual evidence.

C.1 Taxonomy

We decompose visual reasoning into three complementary abilities that capture distinct
aspects of multimodal behavior.

Vision. Vision measures whether a model can extract task-relevant information from visual
input in a way that changes the final prediction. A model with strong vision should produce
correct answers in cases where language-only inference fails, indicating that visual evidence
contributes non-trivially to decision making.

Vision-to-Reasoning. Vision-to-Reasoning measures whether perceptual evidence is consis-
tently and correctly incorporated into downstream reasoning. This ability captures alignment
between visual perception and reasoning by assessing whether the model arrives at correct
answers under both real-image input and textualized visual input representing the same
underlying information.

Reasoning. Reasoning measures language-side inference ability independent of visual
input. It reflects the model’s capacity for multi-step reasoning when no visual evidence is
available.

C.2 Metric definitions

We use the following notation, consistent with Table 1. Let i denote the original image, b a
black image of the same size, d a textual description of the original image, and p the task
prompt. Let f (·) denote the model prediction and y the ground-truth answer. All metrics
are computed over N evaluation samples.

Vision. Vision is evaluated on General VQA tasks using an unconditional paired metric:

Mvis =
1
N

N

∑
n=1

I[ f (in, pn) = yn ∧ f (bn, pn) ̸= yn] . (4)

This metric measures the fraction of instances whose correct prediction is enabled by visual
input. Because it uses the full evaluation set as the denominator, VisionScore supports direct
comparison across checkpoints.

Vision-to-Reasoning. Vision-to-Reasoning is evaluated on Math VQA tasks using a joint
correctness criterion:

Mv2r =
1
N

N

∑
n=1

I[ f (in, pn) = yn ∧ f (bn, dn, pn) = yn] . (5)

Here, b, d, p replaces the image with a textual description of the same visual content. A
higher score indicates stronger vision-to-reasoning alignment, as the model produces correct
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and consistent reasoning outcomes under both visual and textualized-visual inputs. Using
the full dataset as the denominator avoids model-dependent conditional subsets and enables
cross-checkpoint comparison.

Reasoning. Reasoning is evaluated on textual math tasks as:

Mrea =
1
N

N

∑
n=1

I[ f (pn) = yn] . (6)

This setting isolates language-side reasoning ability.

C.3 Evaluation tasks and datasets

We instantiate the above metrics using the following datasets:

• Vision (General VQA). AI4Math/MathVista (Lu et al., 2023) testmini split with
metadata[’category’] = general-vqa,

• Vision-to-Reasoning (Math VQA). AI4Math/MathVista (Lu et al., 2023) testmini
split with metadata[’category’] = math-targeted-vqa,

• Reasoning (Textual Math). HuggingFaceH4/MATH-500 (Lightman et al., 2023)
test split.

C.4 Description generation protocol for Vision-to-Reasoning

The textual description d used in Mv2r is generated by gpt-5-mini with a structured prompt
that instructs the model to describe exactly what it sees without solving or interpreting the
problem. The prompt requests five categories of visual information: (1) overview (image
type), (2) text content (all readable text, numbers, equations), (3) visual elements (shapes,
lines, colors), (4) spatial layout, and (5) key quantitative details. The maximum generation
length is 2,000 tokens. Across our 100 sampled Math VQA items, the resulting descriptions
average 252 words (median 249, range 131–427, σ = 50). Each image is described exactly
once and cached, ensuring identical descriptions across all evaluated models. To verify
that the description faithfully captures the visual content, we note that Mv2r measures the
joint success rate I[ f (i, p)=y ∧ f (b, d, p)=y]: a low-quality description would lower Mv2r
uniformly across all models rather than differentially, preserving the relative comparisons
that drive our conclusions.

System Prompt: You are a precise visual analyzer for mathematical and scientific images. Your
task is to describe EXACTLY what you see – do NOT solve any problems or make inferences.
Focus on: (1) All text, numbers, labels, and symbols visible in the image; (2) Geometric shapes,
graphs, diagrams, or charts with their properties; (3) Spatial relationships between elements;
(4) Colors and visual distinctions that may be meaningful; (5) Any tables, axes labels, or data
points. Be thorough but factual. Include ALL numbers and text you can read.

User Prompt: Describe this image in detail for someone who cannot see it. Output a structured
description covering: Overview: What type of image is this (graph, diagram, geometry problem,
etc.); Text Content: All readable text, numbers, labels, equations; Visual Elements: Shapes,
lines, colors, symbols; Spatial Layout: How elements are arranged; Key Details: Any numbers,
measurements, or specific values shown. Be precise and complete. Do not solve or interpret – just
describe what you see.

D Functional region localization

This appendix provides full experimental details for the functional region localization
experiments described in Section 3.2. These experiments are designed as causal probes to
identify where visual and reasoning signals are functionally consumed in the base model.
They serve to establish a functional reference frame for interpreting the effects of RL-based
post-training.
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Figure 7: Illustration for vision token swapping to measure layer i’s contribution to
model’s response.

D.1 Design principles

All functional localization experiments follow a shared design principle: minimal, localized
intervention under fixed inference-time computation. Any observed output change is
therefore attributable to the targeted intervention rather than differences in inference depth
or search.

All experiments are conducted on the base checkpoint (in our case Qwen2.5-VL-7B-
Instruct (Bai et al., 2025a)) to ensure that the resulting functional regions reflect intrinsic
properties of the pretrained model rather than effects introduced by post-training. The
base checkpoint consists of a vision encoder followed by a 28-layer transformer language
backbone. Interventions are applied to individual transformer layers indexed from early to
late depth.

D.2 Vision functionality localization

D.2.1 Layer-wise vision token swapping

Vision functional localization is performed via vision token swapping. Given a pair of images,
we replace the visual token sequence produced by one image (source) with that of the other
image (target) at a designated transformer layer, while preserving all textual tokens and the
decoding procedure.

Formally, let v(s) and v(t) denote the visual token sequences corresponding to a source and
target image. At layer k, the hidden states associated with v(t) are replaced by those of v(s),
while all other hidden states remain unchanged. The forward computation then proceeds
normally.

This intervention preserves architectural structure and hidden-state scale, ensuring that
output changes reflect altered visual evidence rather than numerical instability. A concrete
demonstration could be found in Figure 7.

D.2.2 Paired image dataset construction

To isolate individual visual functions, we construct paired image datasets in which each
image pair differs in exactly one visual attribute. This enables functional attribution by
ensuring that any output change can be causally linked to the perturbed attribute.

We consider four visual functions:

Optical character recognition (OCR). OCR pairs consist of images containing different
words rendered on visually uniform blank backgrounds. Words are sampled from a dedu-
plicated arXiv corpus. Queries ask the model to read and report the text content. The change
rate is defined as whether the generated text differs.
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Figure 8: Examples of paired image datasets constructed to isolate visual functions.

Object counting. Counting pairs are adapted from the CLEVR (Johnson et al., 2017)
dataset. Each pair differs only in the number of instances of a target object category, with
object appearance and background held fixed. The change rate is defined as whether the
predicted count changes.

Object grounding. Grounding pairs consist of identical objects placed at different random
spatial locations on otherwise clean backgrounds. Queries request a bounding box for the
target object. Change is measured by whether the Intersection-over-Union (IoU) between
the predicted bounding box and the swapped ground-truth bounding box exceeds 0.5.

Object recognition. Recognition pairs are drawn from COCO (Lin et al., 2014) images
containing a target object and paired with visually blank canvases. Queries ask whether the
target object is present. The change rate is defined as the proportion of “No” predictions
following token swapping.

D.2.3 Change rate computation

For each visual function and each transformer layer, we compute the change rate as the
proportion of test instances for which the model’s output differs between the original and
swapped conditions. Aggregating change rates across layers yields a layer-wise sensi-
tivity profile, where a higher change rate indicates stronger functional reliance on visual
information at that layer.

D.2.4 Examples

We provide an example for each task in Figure 8.

D.3 Reasoning functionality localization

D.3.1 Layer-wise skipping

To identify layers that are causally necessary for reasoning, we perform layer-wise zero
ablation following prior analyses of mathematical reasoning in transformer models. For
a given layer k, all trainable parameters in both the multi-head self-attention and feed-
forward submodules are set to zero, while residual connections and normalization layers
are preserved.

This intervention reduces the ablated layer to an identity transformation while leaving the
model architecture and decoding process unchanged. Each layer is ablated independently,
and no gradients are computed during evaluation. A concrete demonstration is provided in
Figure 9.

D.3.2 Reasoning benchmarks

Reasoning sensitivity is evaluated on reasoning-dominant, text-only benchmarks that re-
quire multi-step inference. We focus on GSM8k (Cobbe et al., 2021) and MATH500 (Light-
man et al., 2023), a curated subset of competition-level mathematical problems requiring
structured derivation and symbolic manipulation. These tasks do not depend on perceptual
inputs and therefore isolate reasoning computation.
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Table 5: Inference hyperparameters for functional localization experiment.

Parameter Setting

max new tokens 128
temperature 0.0
do sample Disabled
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Figure 9: Illustration for layer skipping to measure layer i’s contribution to model’s
response.

D.3.3 Layer-wise contribution profile

Aggregating accuracy drops across evaluation samples yields a layer-wise reasoning sen-
sitivity profile. Layers whose ablation causes substantial performance degradation are
interpreted as being functionally critical for reasoning, while layers with minor effects are
considered less essential. This profile defines a reasoning functional region rather than a single
exclusive locus of reasoning computation.

D.4 Inference settings

For model inference, we summarize the experimental configurations used in the functional
localization studies in Table 5.

D.5 Interpretation and limitations

The functional localization experiments in this appendix are designed as causal probes
rather than explanatory models of internal computation. High sensitivity indicates necessity
under intervention, not sufficiency or exclusive responsibility.

Vision token swapping identifies where visual evidence is actively consumed, while layer-
wise zero ablation identifies layers whose computation is critical for multi-step reasoning.
Together, these functional regions provide a unified reference frame for interpreting decou-
pling analyses and RL-based post-training effects in the main text.

E Model merging

This section details the implementation of the region-wise model merging experiments used
throughout the paper.

Layer region partition. Following the functional localization results in Section 3.1, we
partition the transformer backbone into three contiguous regions of equal depth. For the
28-layer transformer used in our experiments, the partition is defined as:

• Early region: layers 0 to 9,
• Mid region: layers 10 to 18,
• Late region: layers 19 to 27.

This 1/3-1/3-1/3 partition provides a coarse, depth-based functional reference frame, en-
abling consistent comparison of region-wise effects across training recipes. We emphasize
that these regions are not intended as precise architectural boundaries, but as an abstraction
for analyzing relative functional roles across model depth.
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Table 6: Sensitivity to layer partition. We compare three partition schemes on the OpenMM-
Reasoner recipe: equal thirds (9/10/9: layers 0–8:9–18:19–27), narrow Mid (10/8/10: layers
0–9:10–17:18–27), and wide Mid (8/12/8: layers 0–7:8–19:20–27). All deltas are relative to the
shared IN baseline. Across all three schemes, RL:RL:IN consistently achieves the highest
Mv2r, confirming that RL’s alignment improvements concentrate in the Early–Mid layers
regardless of partition.

Equal-Third (9/10/9) Narrow Mid (10/8/10) Wide Mid (8/12/8)
Model Mvis Mv2r Mrea Mvis Mv2r Mrea Mvis Mv2r Mrea

IN 47 55 78 47 55 78 47 55 78
RL 42 61 78 42 61 78 42 61 78

IN:RL:RL 42 (-5) 59 (+4) 81 (+3) 44 (-3) 59 (+4) 71 (-7) 43 (-4) 62 (+7) 80 (+2)
IN:IN:RL 48 (+1) 58 (+3) 73 (-5) 42 (-5) 55 (+0) 76 (-2) 42 (-5) 56 (+1) 76 (-2)
RL:RL:IN 45 (-2) 63 (+8) 78 (+0) 42 (-5) 65

(+10)
80 (+2) 43 (-4) 66

(+11)
80 (+2)

RL:IN:IN 45 (-2) 57 (+2) 73 (-5) 39 (-8) 60 (+5) 77 (-1) 38 (-9) 56 (+1) 79 (+1)
IN:RL:IN 44 (-3) 58 (+3) 80 (+2) 47 (+0) 61 (+6) 76 (-2) 40 (-7) 59 (+4) 79 (+1)
RL:IN:RL 40 (-7) 55 (+0) 73 (-5) 42 (-5) 63 (+8) 74 (-4) 43 (-4) 57 (+2) 77 (-1)

Model merging procedure. Given an IN checkpoint and a RL checkpoint from the same
training recipe, we construct hybrid models by selectively transferring layers between
checkpoints. For each hybrid configuration, layers are sourced either from the IN or RL
checkpoint according to the specified region assignment, while all remaining components
are left unchanged.

For each selected layer, we directly copy the full parameter state of all layers within that layer,
including self-attention, feed-forward, and layer normalization parameters. No additional
fine-tuning, re-normalization, or calibration is performed after merging.

E.1 Ablation study on layer partition

To test whether our conclusions depend on the specific equal-third layer partition, we repeat
the Frankenstein merging experiment on the OpenMMReasoner recipe under three partition
schemes that systematically vary the width of the Mid region: 9/10/9 (equal thirds: layers
0–8:9–18:19–27), 10/8/10 (narrow Mid: layers 0–9:10–17:18–27), and 8/12/8 (wide Mid: layers
0–7:8–19:20–27). All deltas in Table 6 are computed against a shared IN baseline.

The results are remarkably consistent. Across all three partitions, RL:RL:IN and IN:RL:RL
achieves the highest Mv2r (+8, +10, +11 over IN, respectively), indicating that retaining
RL weights in the Mid region is the strongest recipe for vision-to-reasoning alignment,
regardless of where the partition boundaries fall. Conversely, RL:IN:IN, which removes
RL from both Mid and Late, consistently yields the lowest Mvis (45, 39, 38), confirming
that mid-to-late RL updates are necessary for preserving visual perception. The ranking
among merged configurations is stable even as the Mid region shrinks from 12 to 8 layers,
demonstrating that our conclusions are robust to the choice of partition boundaries.

E.2 Ablation study to disentangle image condition effects

A natural question is whether the black-image-plus-description protocol used in Mv2r
confounds visual perception, prompt sensitivity, and reasoning ability. To disentangle these
factors, we design an ablation study that systematically varies the image condition while
keeping the question and (where applicable) GPT-generated description2 fixed. Table 7
reports accuracy on the Math VQA subset (100 samples, seed 123) for the IN and RL
checkpoints of the OpenMMReasoner recipe.

We draw four conclusions that jointly disentangle the confounds:

2All descriptions are generated once by gpt-4o-mini and cached, so every model sees identical
textual input. See Appendix C.4 for the prompt template and statistics (mean 252 words, σ = 50).
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Table 7: Ablation over image conditions on Math VQA. We vary the visual input while
keeping the question and (where applicable) the GPT-generated description fixed. Accuracy
(%) is reported for the IN (ColdStart) and RL checkpoints.

Image Desc. Ques. IN RL

A Real image ✗ ✓ 77 74
B Black image ✓ ✓ 63 67
C White image ✓ ✓ 59 67
D No image ✓ ✓ 58 69
E Black image ✗ ✓ 32 37
F Gaussian noise ✓ ✓ 60 66
G Wrong image ✓ ✓ 65 60
I Real image ✓ ✓ 72 75

(i) Description drives reasoning, not the image placeholder. Comparing Settings
B/C/D/F (all with description, varying image conditions) reveals that accuracy clusters
within 58-69% regardless of whether a black, white, noise, or no image is provided. Mean-
while, removing the description entirely (Setting E) collapses accuracy to 32–37%. The
∼30pp gap between E and B-D confirms that the textual description carries the reasoning-
relevant content, and the image placeholder is largely inert, ruling out prompt sensitivity as a
confound.

(ii) RL actively attends to visual content. Setting G (wrong image + correct description)
is the critical test: the RL model drops from 67% (B) to 60% (G) when a misleading image
replaces the black placeholder, while IN is unaffected (63%→65%). Since the textual format
is identical between B and G, the RL model’s 7pp degradation can only be attributed to it
actively incorporating visual tokens into its reasoning and being misled when those tokens
conflict with the description. This directly evidences increased vision-to-reasoning coupling,
not mere format robustness.

(iii) RL better integrates multi-modal evidence. Adding a description on top of the real
image (Setting I vs. A) improves RL by +1pp (74→75) but hurts IN by −5pp (77→72).
This suggests that RL has learned to leverage complementary signals from both modali-
ties, whereas IN suffers from input redundancy, a qualitative difference in how the two
checkpoints process multi-source information.

(iv) The confounds are separable. The three axes (image content, description presence,
and placeholder presence) produce orthogonal effects: removing the description (E vs. B)
causes a ∼30pp drop (reasoning confound); changing the placeholder color (B vs. C) causes
≤4pp variation (prompt sensitivity confound); and inserting a misleading image (B vs. G)
selectively hurts RL (perception confound). These distinct, non-overlapping effect sizes
confirm that Mv2r primarily captures vision-to-reasoning alignment rather than a mixture
of confounded factors.

F Model training with region-wise freezing

This section describes the training configuration used for the region-wise parameter freezing
experiments in Section 4.

F.1 Implementation.

All region-wise freezing experiments are implemented using the official OpenMMReasoner
training codebase3. We follow the standard GRPO-based RL post-training pipeline provided
by the repository and modify it by freezing selected transformer layers during training.
Specifically, parameters belonging to the frozen layers are excluded from optimization,
while all remaining parameters are updated normally. No other changes are made to the
training procedure.

3https://github.com/EvolvingLMMs-Lab/OpenMMReasoner
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Table 8: Training hyperparameters for region-wise freezing experiments.

Parameter Setting

Training steps 2000
GPUs 2× H200-SXM
train batch size 1
ppo mini batch size 2
ppo micro batch size per gpu 1
n rollout per prompt 4
max response length 2048
Frozen parameters Selected transformer regions

F.2 Hardware and training setup.

All experiments are conducted using 2× NVIDIA H200-SXM GPUs. Each RL run is trained
for 2000 steps. To ensure stable training under region-wise freezing and limited GPU
memory, we adopt reduced batch sizes and sequence lengths while keeping all other
settings identical across freezing conditions.

F.3 Batching and rollout configuration.

We use a per-device training batch size of 1. PPO minibatching is applied across GPUs, and
for each prompt the model generates multiple candidate responses to support reward-based
optimization. The full batching and rollout configuration used for all region-wise freezing
experiments is summarized in Table 8.
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