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Abstract

Goal-oriented conversational systems require making sequential decisions
under uncertainty about the user’s intent, where the algorithm must bal-
ance information acquisition and target commitment over multiple turns.
Existing approaches address this challenge from different perspectives:
structured methods enable multi-step planning but rely on predefined
schemas, while LLM-based approaches support flexible interactions but
lack long-horizon decision making, resulting in poor coordination between
information acquisition and target commitment. To address this limita-
tion, we formulate goal-oriented conversation as an uncertainty-aware
sequential decision problem, where uncertainty serves as a guiding signal
for multi-turn decision making. We propose a Conversation Uncertainty-
aware Planning framework (CUP) that integrates language models with
structured planning: a language model proposes feasible actions, and a
planner evaluates their long-term impact on uncertainty reduction. Experi-
ments on multiple conversational benchmarks show that CUP consistently
improves success rates while requiring fewer interaction turns. Further
analysis demonstrates that uncertainty-aware planning contributes to more
efficient information acquisition and earlier confident commitment.

1 Introduction

Goal-oriented conversational systems aim to identify a user’s underlying intent through
multi-turn interactions and commit an appropriate target, such as recommending an item or
completing a task (Bordes et al., 2017; Peng et al., 2024; Liu et al., 2025). A central challenge
lies in decision-making under uncertainty about the user’s intent: the system must balance
acquiring additional information and target commitment — the decision to stop asking
and commit to a specific target from candidate hypotheses. Asking more questions can
reduce uncertainty but incur interaction cost, while committing too early risks incorrect
outcomes (Zhang et al., 2025; Kobalczyk et al., 2025). Effective systems must therefore
consider the long-term impact of actions on uncertainty over the user’s intent.

Existing approaches address this problem from different perspectives. Traditional structured
methods model dialogue as a sequential decision-making process with explicit state and ac-
tion spaces, enabling multi-step planning and long-horizon optimization (Bordes et al., 2017;
Wu et al., 2019a; 2023). However, they typically rely on predefined schemas (Casanueva
et al., 2020) and limited domain knowledge (Bisk et al., 2020), which restrict their applica-
bility in open-ended settings. More importantly, such structured formulations inherently
impose rigid representations on the state and action space, limiting their ability to capture
rich semantic information and adapt to diverse, free-form user inputs (Bocklisch et al., 2017).
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In contrast, with the rise of large language models (LLMs), LLM-based approaches have
demonstrated strong performance across a wide range of conversational tasks (Liu et al.,
2024; Yi et al., 2025). They leverage rich linguistic knowledge to enable flexible and general-
izable interactions, but lack explicit mechanisms for optimizing over multi-turn interaction
trajectories (Wei et al., 2022; Wang et al., 2023; Yao et al., 2023). Consequently, their decision-
making is often driven by local or heuristic strategies, without explicit reasoning about the
long-term impact of actions.

Despite these advances, traditional structured methods remain constrained by predefined
schemas, while LLM-based approaches lack explicit mechanisms for multi-turn decision
making, making it difficult for both to effectively coordinate information acquisition and
target commitment over multiple turns. To address this limitation, we formulate goal-
oriented conversation as an uncertainty-aware sequential decision problem, where an LLM
is used to propose feasible actions while an uncertainty-guided planning module evaluates
their long-term impact.

Specifically, we propose a Conversation Uncertainty-aware Planning (CUP) framework
with three components: (1) a belief and uncertainty modeling module that maintains a
distribution over candidate hypotheses and estimates the current uncertainty about the
user’s intent; (2) an uncertainty-guided planning module that evaluates proposed actions
based on their long-term impact; and (3) a language-grounded execution module that
realizes the selected action in natural language and updates the belief state based on the
user response. At each turn, the agent selects actions by considering their informativeness
and long-term effects, enabling more effective multi-turn decision making.

We evaluate our approach on four datasets across multiple model backbones. Experimental
results show that our method consistently improves the success rate while requiring fewer
interaction turns. Further analysis shows that uncertainty-aware planning leads to more
efficient information acquisition and earlier confident decisions.

Our contributions are as follows:

* We identify uncertainty as a key signal in goal-oriented conversational decision making
and investigate how it can guide multi-turn interaction.

* We formulate goal-oriented conversation as an uncertainty-aware sequential decision
problem and propose the CUP framework, which leverages expected information gain
for long-horizon decision making.

* We empirically demonstrate consistent improvements in both effectiveness and
efficiency across multiple datasets and backbones. The code is available in
https:/ / github.com/ninglab/CUP.

2 Related Work

Uncertainty in Active Information Acquisition. Active information acquisition studies
how an agent should sequentially gather observations or features to reduce its uncertainty in
a downstream decision (He et al., 2016; Covert et al., 2023; Javdani et al., 2014). This problem
has been studied across Bayesian experimental design (Mazzaccara et al., 2024; Choudhury
et al., 2026), sequential decision-making (Kaelbling et al., 1998), and active learning (Set-
tles, 2009). Goal-oriented conversation can be viewed as a sequential decision-making
problem (Chopra & Shah, 2025) in which each interaction turn can serve as an information-
gathering step. Recent works in conversational information acquisition use Monte Carlo
approximation (Kobalczyk et al., 2025) or probability-based uncertainty criteria (Hu et al.,
2024; Zhang & Choi, 2025) to guide decision making. Related tradeoffs between informa-
tion seeking and target commitment are also studied in interactive reasoning (Li et al.,
2024; Grand et al., 2026) and in LLM-based hypothesis generation with sequential Monte
Carlo (Piriyakulkij et al., 2024). However, most existing approaches treat uncertainty as a
myopic scoring function for a single next action. In contrast, CUP incorporates uncertainty
directly into tree-search priors, allowing it to guide multi-step planning rather than only
greedy one-step selection.


https://github.com/ninglab/CUP
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Goal-Oriented Conversational Systems. Goal-oriented conversational systems aim to
accomplish tasks through multi-turn interactions. Early approaches formulate conversation
as a sequential decision process using slot-filling pipelines (Peng et al., 2017), later extended
to reinforcement learning (Deng et al., 2021; Wang et al., 2025) and Markov decision process
(MDP) frameworks for optimizing long-term task success (Zhang et al., 2001; Williams
& Young, 2007; Wen et al., 2017; Sun & Zhang, 2018; Lei et al., 2020). Attribute-based
methods further improve information acquisition by progressively refining a candidate
search space (Zhang et al., 2018; Wu et al., 2019b; Xu et al., 2021), while recent work explores
proactive conversation strategy and modular policy planners (Deng et al., 2023; Tang et al.,
2019; Deng et al., 2024; Yu et al., 2023). A closely related line of work builds clarification
models via supervised or contrastive training on curated clarification data (Chi et al., 2024;
Eisenstein et al., 2025; Zhang et al., 2025; Chen et al., 2025). Despite modeling dialogue as a
sequential process, many approaches rely on locally optimized policies and do not explicitly
model long-horizon interaction trajectories, limiting coordination across turns (Jannach
et al., 2021; Afchar et al., 2022). CUP sits within this lineage as a training-free refinement
that addresses this gap through structured multi-step conversational planning.

3 Method

3.1 Problem Formulation

We model goal-oriented conver- ®U,.certaimy
sational planning as a partially Estimation
observable sequential decision- ~ Leecc, brled) log ()
making problem (Williams & @

Young, 2007; Mrksi¢ et al., 2017).
Specifically, the agent maintains

[©) . ® @
Conversation h; B2 Action @ User [ ]
a belief state b; over a candidate

Candidate Set C; [] —»  Selection —> Response @B
Belief State b, |l at € 4 ¢
set C; conditioned on the current ’—) —‘
Conversation hiStOI‘y ht, as illus— Information Update t =t + 1
trated in Figure 1. At each turn ¢, . .
the agent first estimates the uncer- Figure 1: Problem Formulation

tainty over the current belief state

bt, and then selects an action a; to interact with the user. With the user response r, the agent
further updates the conversation history /;, 1, candidate set C; 1 and the belief state b;; for
the next turn. This process forms an iterative decision loop, where uncertainty guides action
selection, enabling the agent to balance information acquisition and target commitment
over multiple turns.

3.2 CUP Overview

Our proposed Conversation Uncertainty-aware Planning framework (CUP) consists of three
components, as illustrated in Figure 2: (1) a belief and uncertainty modeling module that
maintains a belief state over candidates and estimates uncertainty; (2) an uncertainty-guided
planning module that evaluates proposed actions based on their long-term impact; and (3)
a language-grounded action execution module that realizes the selected action in natural
language and updates the belief state based on the user response.

3.3 Belief & Uncertainty Modeling

At each turn, CUP maintains a belief state b; over the candidate set C;, representing a
probability distribution conditioned on the conversation history h;. At initialization, the
belief is computed based on the semantic similarity between each candidate ¢; € Cp and
the initial conversation history hy, which contain the user’s initial query or an ongoing
conversation between the user and the agent, and is never empty.

M

L exp(sim(c;, ho))
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Here, sim(-) denotes cosine similarity between the embeddings of the candidate and the
conversation history, assigning higher probability to candidates that are more semantically
aligned with the user’s intent. An ablation replacing this cosine initialization with a uni-
form prior is provided in Appendix C. After that, we quantify the uncertainty using the
entropy (Seidenfeld, 1986) of the belief state b;:

H(b) = — Y bi(ci)logby(ci). ()

c;€Cy

Entropy measures how dispersed the belief state is over the candidate set. High entropy
indicates that the belief is spread across many candidates and the agent is uncertain about
the user’s intent, while low entropy indicates that the belief is concentrated on a few
candidates. This makes entropy a principled and widely-used gauge (Namdari & Li, 2019;
Hu et al., 2024) of uncertainty for guiding conversational planning.

H(bt)
o8 C/] < € and

maxc,ec, bi(c;) > 6, indicating that the belief is sufficiently concentrated and confident.

Commitment is also triggered when |C¢| < 2 or the maximum turn T is reached. Otherwise,
CUP will proceed to the next expected information gain calculation.

Commitment Trigger. The belief state triggers a commitment when

Expected Information Gain. Subsequently, we construct an action set A; using an LLM
(denoted as LLM) conditioned on the current conversation history /; and candidate set C;:

Ay = LLM(h, Cy), (3)

Each action a; € A is either (1) ask, which queries an attribute of the candidates with several
provided options; (2) commit, which selects a candidate c¢* € C; to present to the user. We
compute the expected information gain (EIG) (Lindley, 1956; Ryan, 2003) on each action
a; € A to measure the expected reduction in uncertainty after taking action a;:

EIG(at, by) = H(by) — Y plo|ar) H(b | 0), 4)

0€0,,

where O,, denotes the set of possible observation to action a;, and H (b; | 0) is the posterior
entropy after observing o € O;,. The possible observation O,, are directly derived from the
action a;: for an ask action, they correspond to the provided options; for a commit action, they
correspond to user acceptance or rejection. EIG scores are then converted into a probability
distribution over actions, serving as a prior for planning;:

B exp(EIG(at/ bt))
Plag br) = Yacn, exp(EIG(ap, by)) X

A higher P(a;, by) indicates that the action a; is expected to reduce uncertainty more given
the current belief state, and is therefore prioritized during planning.

3.4 Uncertainty-Guided Planning

Given the current belief state b;, CUP selects actions via lookahead planning over fu-
ture interaction trajectories. We instantiate the planner using Monte Carlo Tree Search
(MCTS) (Browne et al., 2012; Chopra & Shah, 2025), where uncertainty is used as a signal to
guide multi-turn decision making.

MCTS Planning. Starting from b;, MCTS builds a search tree where each node represents
a belief state and each edge represents an action outgoing from that belief state node,
simulating future trajectories. The rollouts inside MCTS use a lightweight deterministic
surrogate simulator that resolves a hypothetical user response by attribute lookup over
the current candidate set, without any LLM calls, following the surrogate-rollout design
of Chopra & Shah (2025). This surrogate is deliberately separate from the LLM-based user
simulator used for evaluation (Section 4.1): the planner never queries the evaluation-time
simulator, which keeps planning decoupled from evaluation and per-turn LLM cost fixed
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Figure 2: The overview of CUP framework.

as the search budget grows. Each action a; € A; is evaluated using the following adapted
scoring function (Silver et al., 2017):

N(bt)

Score(ay, by) = V(ay, by) +c - P(ay, bt)m,

(6)
The first term V(by, a;) is the estimated action value, and exploits currently estimated action
values. While the second term encourages exploration of less-visited actions weighted
by their EIG-based prior. P(ay, ;) is the EIG-based prior from Eq. 5, N(b;) denotes the
visit counts of the node corresponding to belief state b;, and N(b;,a;) denotes the edge
counts corresponding to action a; taken from b;. The action value is defined as the expected
cumulative reward over simulated trajectories:

V(bt, Elt) =E

T
Y. tR(at’rbt’)] , @)

t'=t

where ¢ € (0,1] is a discount factor that down-weights rewards from future turns and the
reward R balances task success, interaction efficiency, and uncertainty reduction:

R(at, by) = 1[success] — A + a - EIG(ay, by) — B - 1[failure]. 8)

where 1[success| and 1][failure| indicate whether the commitment is accepted or rejected by
the user, respectively, which are calculated only when a; is a commit action. A > 0 is a turn-
level penalty factor that accumulates over turns and penalizes longer conversations. & > 0
weights the uncertainty reduction signal (EIG), and > 0 penalizes incorrect commitments.

Action Selection. After planning, the best action a; = argmaxg, V(by, ;) is selected for ex-
ecution and then passed to the execution module (Section 3.5) to produce the corresponding
utterance.

3.5 Language-Grounded Action Execution

The selected action af is realized as a natural language utterance utt; by the LLM:
uttt = LLM(Q?, ]’lt, Ct, bt), (9)

where /i; denotes the conversation history, C; is the current candidate set, and b; is the
corresponding belief state. More specifically, if af is an ask action, the LLM will be employed
to generate a question about a specific attribute, accompanied by a set of options, where
utty < {Question, Options}. The options partition the candidate set, so that each possible
user response eliminates a subset of inconsistent candidates and reduces uncertainty. If
a; is a commit action, CUP selects the most probable candidate c* = argmaxcc, bz (c;).
When max, b¢(c;) > 6, the LLM produces a direct commitment. When the commit action
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is selected by the planning module, or |C;| < 2, or the maximum turn T is reached, LLM
is further used to perform semantic reasoning and generate a refined commitment by
leveraging the conversation history /; and current candidate set C;. Here, the LLM will
identify the candidate that best matches the user’s expressed preferences as c*, and generate
utt; committing c* to the user, denoted as utt; < {c*}.

State Update. The utterance utt; is then presented to the user simulator, which returns a
response r¢. The conversation history is updated as h;1 = hy U {utt;, ¢}, and the candidate
set Cr41 C Ct is pruned by removing candidates that contradict r;. The belief state is updated
as:

bi(c;) - sim(c;, h 0 ¢ € Craq,

b1 () {of( i) (ci h11) Ozthervt\:ri;e, (10)
where > 0 controls the influence of the updated dialogue history. Here, sim(-) measures
the semantic similarity between ¢; and h;11. The update follows a Bayesian multiplicative
logic, retaining the prior information in b; while reweighting each candidate with new
information. Candidates contradicting the user response are filtered out. After applying
the update, by, is renormalized. The updated information seeds the next turn, and the
interaction proceeds until a commitment is accepted by the user or the maximum turn
budget is reached.

4 Experiments

4.1 Experimental Setup

Datasets. We evalugte our method on Table 1: Dataset statistics. #Conv. is the num-
four evaluation domains across two source ber of conversations. #Attr. is the number of

datasets: Inspired (Hayati et al., 2020), a  attributes associated with candidates.
movie-recommendation benchmark widely

used in recent goal-oriented conversation :
research (Dengget al., 2024; Zhang et al., Dataset #Conv. #Attr. Avg. Words Candidate
2025), and Beauty, Fashion, and Home,
three e-commerce domains drawn from the Bea}t:_ty 772
LaViC benchmark (Jeon et al., 2025). Each FHa(fH:gn g;g
dataset consists of multi-turn dialogues Inspired 98
paired with a ground-truth target. Follow-

ing prior work (Hu et al., 2024; Chopra &

Shah, 2025), we construct, for each conversation, a candidate set with a ground-truth target
and 299 distractor candidates retrieved by SBERT (Reimers & Gurevych, 2019) from the full
dataset candidate pool. More statistics are illustrated in Table 1. For all methods, we adopt
the limited-turn protocol from prior goal-oriented conversation benchmarks (Hu et al., 2024;
Chopra & Shah, 2025): every method must commit to a final target by turn T = 5 (or earlier
if it chooses), and a method that reaches the turn limit without committing is forced to
commit to its current best candidate, with an incorrect commitment counted as a failure.

per Conv. Pool Size

481.2 3,392
403.1 4,034
199.3 1,180
279.3 17,731

O o

Evaluation Metrics. We adopt two primary evaluation metrics (Hu et al., 2024; Chopra
& Shah, 2025) that reflect the core objectives of conversational decision making, including
(1) Success Rate (SR) measures whether the system successfully commits the ground-truth
target within a limited number of turns, capturing the overall accuracy. (2) Average Turns
(avgT) measures the number of interaction turns in the conversation, reflecting the efficiency
of the method.

Baselines. We compare our method against a comprehensive set of baselines spanning
retrieval-based, LLM-based, and planning-based approaches. We also report additional
comparisons against two training-free planning baselines in Appendix B. Specifically, here
we include:
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* Retrieval-based methods: SBERT (Reimers & Gurevych, 2019) is a no-planning retrieval
baseline. At each turn, it embeds the accumulated conversation history and ranks all
candidates by cosine similarity, committing to the top-ranked candidate.

* Heuristic LLM-based methods: Direct Prompting, directly generates responses by
an LLM without explicit reasoning or multi-turn decision making. Chain-of-Thought
(CoT) (Wei et al., 2022), improves local reasoning via chain-of-thought prompting but
does not model long-horizon interaction. LLM planning, performs heuristic multi-step
reasoning without explicit uncertainty modeling.

* Uncertainty-aware planning methods: UoT (Hu et al., 2024), uses uncertainty over de-
cision tree to guide question selection. ATD (Kobalczyk et al., 2025), select clarification
questions to reduce task ambiguity by sample-based approximation. BED-LLM (Choud-
hury et al., 2026), applies logit-based expected information gain for informative action
selection. MISQ-HF (Chopra & Shah, 2025), combines uncertainty with cluster-based
multi-step conversational planning.

Implementation Details. We use Qwen3-4B (Yang et al., 2025), Mistral-7B-v0.3 (Jiang et al.,
2024), and Llama-3.1-8B (Grattafiori et al., 2024) as backbone models. The user simulator is
an instruction-prompted Llama-3.2-3B (Grattafiori et al., 2024) conditioned on the target item,
following the LLM-user-simulator protocol of prior work (Sekuli¢ et al., 2024; Abbasiantaeb
et al., 2024). It answers the agent’s questions and accepts or rejects commitments in natural
language. A name-based leakage filter further prevents the simulator from revealing the
target. Full prompt templates are provided in Appendix G. In our CUP framework, for
planning, we adopt a Monte Carlo Tree Search with search budget K = 50 and exploration
constant ¢ = 1.4. The discount factor is set to v = 0.99, the information gain bonus & = 0.2,
the turn penalty A = 0.1, and the failure penalty = 0.5. The entropy-based commitment
thresholds of normalized entropy ratio and maximum belief probability are set to € = 0.5
and 6 = 0.8, respectively. Belief updates use Bayesian multiplicative updates with § = 1.0.
Embeddings are computed using SBERT (Reimers & Gurevych, 2019). All experiments are
conducted with a maximum turn limit of T = 5. A hyperparameter sweep is provided in
Appendix D, and computational cost on search budget is provided in Appendix E.

4.2 Main Results

Table 2 presents the overall performance, where CUP consistently achieves the best results
across datasets and model backbones. We highlight three key observations from the results.

Planning with uncertainty leads to more effective multi-turn decision making. Methods
that treat each turn independently (e.g., Direct Prompting, CoT) perform poorly, as they
lack mechanisms to anticipate future interactions, resulting in myopic decisions. While
LLM-based planning introduces heuristic multi-step simulation, it lacks a principled signal
and often produces inefficient interaction (e.g., on Beauty with Llama-3.1-8B, LLM-planning
4.75 vs. CoT 4.10). Uncertainty-aware methods (e.g., ATD, UoT, BED-LLM, MISQ-HF)
improve performance by prioritizing actions that reduce ambiguity, but typically rely on
one-step or heuristic signals. In contrast, CUP integrates uncertainty into planning as a
global decision signal, enabling evaluation of actions based on their long-term impact. This
leads to consistently higher success rates, especially on challenging datasets such as Inspired
(Qwen3-4B: 58.16% (ATD) — 67.35% (MISQ-HF) — 89.80% (CUP)).

CUP’s gains vary across domains. Across all settings, CUP consistently outperforms no-
planning baselines (e.g., Direct Prompting), but the magnitude of improvement differs by
domain. For example, gains over Direct Prompting are largest on Inspired (Llama-3.1-8B,
+64.29%), while Fashion and Home exhibit smaller yet stable improvements (around 50%).
This difference reflects the varying difficulty of multi-turn information acquisition: Inspired
involves high ambiguity and semantic overlap among candidates, making it difficult to
identify the target from context alone, consistent with its weaker performance of SBERT.
These results indicate that CUP is particularly beneficial in scenarios that require sustained
information acquisition over multiple turns.
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Table 2: Overall Performance

Model Method Beauty Fashion Home Inspired
SR(%) avgT  SR(%) avgT  SR(%) avglT  SR(%) avgT
SBERT 11.14 4.82 15.86 4.79 18.82 4.73 11.22  4.85
Direct Prompting 37.05 4.18 37.65 4.13 4192 4.05 32.65 422
CoT 3847 4.11 39.23 4.05 48.39 3.88 4592 4.01
@i LLM-planning 4430 472 4153 470 51.34 4.65 4898 473
P2 UoT 51.68 4.67 49.52  4.80 59.68 4.69 59.18 4.70
g ATD 4896 4.70 4843 4.62 53.76 458 58.16 4.68
& BED-LLM 55.57 4.49 51.82 4.38 65.05 4.31 65.31 4.41
MISQ-HF 63.21 4.33 56.41 4.20 69.89 4.10 67.35 430
CUP (ours) 8212 4.10 83.41 4.16 8414 3.67 89.80 3.93
Direct Prompting 3225 420 3390 4.18 39.52 411 2755 423
2 CoT 3542 417 38.14 4.01 4598 393 36.73 4.09
7 LLM-planning 43.01 481 41.65 4.69 52.69 4.62 4898 4.70
1"? UoT 53.11 4.73 50.85 4.77 59.13 4.71 6122 4.66
E ATD 4922 4.69 48.67 4.62 5430 450 5714 4.63
3 BED-LLM 61.53 4.62 50.24 4.45 63.44 434 66.33 4.58
> MISQ-HF 6490 4.30 59.32 4.16 71.77  4.06 7449 4.28
CUP (ours) 8290 4.06 83.77 4.11 83.87 3.62 91.84 4.01
Direct Prompting 3394 422 3523 421 38.17 4.15 28.57 4.16
2 CoT 37.82 4.10 38.62 4.13 4731 394 40.82  3.99
o LLM-planning 4443 475 40.68 473 49.19 470 50.00 4.77
3] UoT 5790 4.69 52.06 4.73 60.48 4.61 6223 4.71
g ATD 49.09 4.66 5230 4.60 56.99 4.56 58.16 4.64
< BED-LLM 68.78 4.38 59.32 440 69.35 4.35 7143  4.39
— MISQ-HF 69.95 431 63.44 418 75.00 4.12 77.55 432
CUP (ours) 81.99 4.06 8220 4.01 89.78 3.75 92.86 3.86

Planning reduces sensitivity to backbone models. The performance gap between Qwen3-

4B and Llama-3.1-8B is relatively small under CUP (e.g., Beauty 82.12% vs. 81.99%), but
more pronounced for LLM-based methods (Direct Prompting: 37.05% vs. 33.94%). This
suggests that our designed planning mechanism reduces reliance on model capacity by
guiding action selection. The consistent performance across backbones further indicates
that CUP improves the decision process itself rather than depending on stronger LLMs.

4.3 Ablation Study
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Figure 3: Ablation results on four datasets.
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Component ablation. To understand the contribution of each component, we conduct
a factorized ablation study that decomposes CUP along two dimensions: (1) action selec-
tion (planning) and (2) commitment realization (execution). All variants share the same
interaction budget and backbone (Qwen3-4B). Specifically, we consider the following con-
figurations:
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¢ CUP-Heuristic: retains the planning module but replaces LLM-based commitment
with a heuristic top-1 candidate commitment.

* CUP-Random: removes structured planning by selecting actions uniformly at random,
while retaining LLM-based commitment.

¢ CUP-Random-Heuristic: removes both planning and LLM-based commitment, serving
as a lower bound reference.

¢ LLM-only: directly generates commitment decisions using the LLM without explicit
planning or structured action selection.

Figure 3 presents the success rate across four datasets. The full CUP model consistently
achieves the best performance, indicating that uncertainty-aware planning and language-
grounded commitment play complementary roles. Planning is the dominant factor, as
variants with structured planning (CUP, CUP-Heuristic) consistently outperform those
without it (CUP-Random, CUP-Random-Heuristic), while LLM-based commitment pro-
vides additional but smaller gains. In contrast, the variant LLM-only performs poorly,
highlighting that local decision strategies are insufficient for effective multi-turn interaction.

Multi-step search vs. uncertainty signal. To further isolate the contributions of multi-step
MCTS planning and the EIG uncertainty signal—the two forces behind CUP’s planner—we
introduce two additional variants. CUP-NoEIG keeps the full multi-step MCTS planner but
removes the EIG signal, i.e., both the EIG-based prior (Eq. 5) and the reward bonus (x=0
in Eq. 8), so the planner performs multi-step search over LLM-proposed actions without
an explicit uncertainty signal. CUP-1Step keeps the EIG signal but removes multi-step
planning, replacing MCTS with a greedy one-step arg max over EIG. We compare these
two variants against CUP-Random, which removes both and serves as the lower-bound
reference, and full CUP.

Table 3 shows that the two are comple- Table 3: Multi-step search vs. uncertainty signal.
mentary: starting from CUP-Random

(~50%), adding either CUP-1Step or Variant Beauty Fashion Home Inspired
CUP-NOEIG recovers a substantial frac-  CUP-Random 534 50.6 57.3 52.0
tion of the gap to full CUP, yet neither CUP-1Step 65.2 65.6 704 76.5
alone matches it. Multi-step planning =~ CUP-NoEIG 727 745 750 81.6
provides the substrate and the EIG signal cur 82.1 834 84.1 89.8

provides the direction; both are needed
to reach the top operating point.

4.4 Dominance of Target Candidate
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Figure 4: Dominance ratio of the target candidate.

To understand how CUP progressively narrows the candidate search space, we analyze

the dominance of the target candidate across interaction turns. Specifically, we define the

dominance ratio as:

Rank;(c*) —1
(S

where Rank;(-) denotes the position of a candidate in the ranking induced by the belief

state at turn , with 1 being the highest rank. |C¢| represents the size of the current candidate

DominanceRatio; =1 — (11)
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set. This metric measures how prominent the target candidate c* is within the remaining
candidate set C;, where a value of 1.0 indicates that the target is ranked first.

Figure 4 shows that the dominance ratio increases steadily during early turns (turn 1-3)
across all datasets, indicating that the target rapidly rises in rank as informative interactions
are performed. This trend reflects effective candidate discrimination, demonstrating the
advantage of our CUP framework. A slight decline in later turns (turn 4-5) is mainly due

to early commitment on confident cases, leaving more ambiguous instances in subsequent
turns.

5 Uncertainty Reduction Analysis
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Figure 5: Uncertainty Decrease Ratio.

To further understand how uncertainty-aware planning improves decision making, we
analyze how quickly uncertainty over the candidate search space is reduced across inter-
action turns. Uncertainty is quantified as the entropy of the belief state, and we compare
against a size-matched uniform distribution as a reference. The normalized decrease ratio is
computed through:

Hours,t

Huniform,t ’
where Hours denotes the uncertainty of the belief state induced by CUP at turn ¢, and

H uniform ¢ 1S the uncertainty of a uniform distribution over the same-sized candidate set,
representing the uncertainty under random action selection.

DecreaseRatio; = (12)

Figure 5 illustrates the decrease ratio across four datasets. CUP reduces uncertainty substan-
tially faster than the uniform baseline, with a sharp increase in the decrease ratio during
early turns. This indicates that the belief is concentrated on a smaller set of candidates
more quickly, enabling earlier and more confident decisions. This improvement is driven
by uncertainty-guided planning. By selecting actions based on their expected long-term
impact on uncertainty, CUP eliminates irrelevant candidates more efficiently across turns,
leading to higher success rates and fewer interaction steps.

Representative success and failure trajectories illustrating this behavior are shown in Ap-
pendix A. We also discuss directions for extending CUP in Appendix F.

6 Conclusion

In this work, we study goal-oriented conversational decision making under uncertainty,
emphasizing the need to coordinate information acquisition and target commitment over
multiple turns. Existing approaches either rely on rigid structured formulations or flex-
ible but myopic language models, limiting their ability to reason over long interaction
trajectories. To address this, we formulate conversation as an uncertainty-aware sequential
decision problem and propose CUP, which integrates language models with structured
planning by using uncertainty as a guiding signal. Experiments show that CUP consistently
improves both effectiveness and efficiency across datasets and model backbones. Further
analysis reveals that uncertainty-aware planning enables faster belief concentration and

more efficient information acquisition, highlighting its value for multi-turn decision making
in conversational systems.
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A Case Study

To better understand the mechanism of our CUP framework, we illustrate two representative
cases in Figure 6.

Conversation History
I'm looking for a stadium-compliant bag that strictly meets size
requirements to find one within the allowed dimension.....

Conversation History
I want movies that are mainly comedy, with some interest in
action elements, especially superhero-style movies like Marvel...

Are you looking for something tailored to men,
5 or unisex that suitable for adults, or perhaps

something designed specifically for women?

# Gender: Men, Women, Unisex, or others #

So are you drawn to that creative and boundary- t=1
pushing era, or something light-hearted?
# Content rating: G, PG, R, or others #

I' 11 i i le that'
[& 'm really drawn to the unisex style that' s} (s it ] i s,

[& I'm looking for an R-rated movie which }
versatile and easy to use.

When do you want them to have come out?
5 from the 2010s, or before or early 2000s?

# Year range: before 2000, 2000-2009, 2010~

2015, or others #

What’s your budget? Unisex options can vary

quite a bit in price. Are you flexible, or do you
5 have a range in mind?

# Price range: $10-$25, $25-50%, no preference,

or others #

new-generation movies that mix intense

I'm really feeling more recent vibe with
fights with a lot of comedy.

& the $10-$25 range that offers good
quality without being too pricey.

2SD2.0AP JUIUI J2SN JIAO AIUIDIIAOU[]
2SDa.JaP JUdIUI 43SN U9A0 A1UID)IAIUN

‘ I'm looking for something affordable in ‘

How about Travelon Anti-theft Metro
5 Stadium Mini Crossbody Cross Body Bag?
For adults in general with reasonable pricec.

How about Nostalgia (2018)? An mature, t=T
5 modern indie drama with a reflective,
emotionally grounded recent tone.

_l & Yessss! I was searching for something N Ny
like this. X l & Thanks for the suggestion, but I'm not ]
quite there yet.
------------- R LR LR L LR Ve
i Target: Travelon Anti-theft Metro Stadium :
H Mini Crossbody Cross Body Bag H
(a) A Success Case from Fashion. (b) A Failure Case from Inspired.

Figure 6: Case study of CUP framework.

In the success case (Figure 6a), the agent effectively reduces uncertainty through clarification
questions, rapidly narrowing the candidate search space and enabling a correct commitment
within three turns. This demonstrates that uncertainty-aware action selection can guide
efficient information acquisition and support accurate decision making.

In the failure case (Figure 6b), although the target candidate is progressively promoted in
the ranking (e.g., 73/300 — 11/53 — 6/11 — 3/6), the remaining ambiguity is not fully
resolved. As a result, the agent fails to confidently identify the correct target and makes
an incorrect commitment. This suggests that sometimes improving overall ranking alone
is insufficient for reliable decision making, and points to a direction for future work in
placing greater emphasis on distinguishing among top-ranked candidates, where residual
uncertainty is most critical.

B Additional Training-Free Baselines

We further compare CUP against two training-free baselines that share only partial in-
gredients with our design. Prompt-MCTS (Yu et al., 2023) performs multi-step MCTS
over LLM-proposed actions with LLM-sampled priors and an LLM-based outcome probe
as the heuristic value, but does not maintain an explicit belief over candidates. INTENT-
SIM (Zhang & Choi, 2025) decides when to clarify by sampling N user intents and measuring
entropy over them; we adapt it to our multi-turn setting by sampling N=10 intent responses
per turn at temperature 0.5, clustering by exact option match, and committing when the
normalized entropy falls below a threshold. For both, the system LLM (Qwen3-4B), user
simulator, turn budget (T=5), and candidate pool are kept identical to CUP.

Table 4 shows that CUP outperforms both baselines by a large margin. The gap is consis-
tent with our ablation in Section 4.3: Prompt-MCTS has multi-step planning but no EIG
signal (analogous to CUP-NoEIG), while INTENT-SIM has neither multi-step planning nor
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Table 4: Head-to-head comparison against two additional training-free baselines on Qwen3-
4B (T=5). Success rate (%).

Method Beauty Fashion Home Inspired
Prompt-MCTS (Yu et al., 2023) 49.5 48.2 58.6 55.1
INTENT-SIM (Zhang & Choi, 2025) 47.5 48.6 50.8 48.0
CUP (ours) 82.1 83.4 84.1 89.8

structured belief tracking. CUP’s combination of both ingredients accounts for the observed
&ap-

C Belief Initialization

To test whether CUP’s gains depend on the cosine-similarity warm start in Eq. 1, we re-run
CUP with a uniform initial belief by(c;) = 1/|Cp| and leave the subsequent Bayesian updates
unchanged. Under uniform initialization, CUP’s success rate drops by only a few points

Table 5: Belief-initialization ablation on Qwen3-4B. Success rate (%).

Initialization of by Beauty Fashion Home Inspired
Cosine similarity (default, Eq. 1) 82.1 834 84.1 89.8
Uniform 79.3 80.1 79.2 89.8

on Beauty, Fashion, and Home, while Inspired is unaffected (Table 5). Even without an
informative prior, CUP still substantially outperforms the baselines in the main results. The
drop concentrates on the three e-commerce domains, which have larger candidate pools
and weaker attribute-item correlation, so removing the cosine warm start discards relatively
more useful initial signal there; Inspired’s smaller candidate space is largely insensitive to
the choice of prior.

D Hyperparameter Sensitivity
To evaluate the robustness of CUP’s default configuration, we perform a one-at-a-time
sensitivity sweep on each of the commitment thresholds 6, €, and the MCTS search budget

K, varying one parameter at a time around its validation-selected default.

Table 6: One-at-a-time hyperparameter sensitivity sweep on Qwen3-4B. Success rate (%).

Parameter Value Beauty Fashion Home Inspired
0.6 82.8 83.7 86.0 91.8
0 0.7 83.6 83.9 84.4 90.8
0.8 (default) 82.1 83.4 84.1 89.8
0.9 82.6 83.9 85.0 93.9
0.4 83.3 84.6 83.9 90.8
€ 0.5 (default) 82.1 83.4 84.1 89.8
0.6 82.9 84.1 84.1 90.8
10 72.9 71.1 79.8 90.8
K 25 80.7 80.4 83.9 86.7
50 (default) 82.1 83.4 84.1 89.8
100 84.3 84.0 85.5 92.9

Within the tested range, success rate varies by only a few points on each dataset across
all four parameters (Table 6). The defaults are selected on a validation set and remain
competitive on the test sets without per-dataset tuning. For the MCTS budget K, success rate
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rises monotonically and largely saturates by K = 50, which we adopt as a budget-quality
trade-off.

E Computational Efficiency

A key design choice of CUP is that MCTS rollouts use a deterministic surrogate simulator
(attribute lookup over candidates, no LLM calls), so the K simulations per turn incur no LLM
forward passes. The only LLM calls per turn are action proposal and utterance verbalization
(plus an optional refined commit), a small fixed number that does not grow with the search
budget K.

Table 7: Computational efficiency of CUP on Qwen3-4B using MCTS.

Dataset K LLMcalls per turn MCTS time per turn (s)

10 2.62 4.00

Inspired 50 2.50 4.26
100 2.47 4.57

10 2.84 8.88

Home 50 2.71 9.39
100 2.65 10.19

Table 7 confirms this empirically. As K grows from 10 to 100, the number of LLM calls per
turn is low and slightly declines, since a larger search budget concentrates the belief faster
and the planner triggers fewer refined-commit calls. MCTS wall-clock time per turn grows
by only about 15% over the same range.

F Discussion and Future Work

Extension to open-ended settings. Although we evaluate CUP on tasks with a fixed can-
didate pool, the discretization is a property of the current problem setting, not of the CUP
formulation itself. CUP only requires (i) a belief distribution over hypotheses and (ii) an EIG
estimate per action; neither is intrinsically tied to a finite, enumerated candidate set. The
framework extends to open-ended settings by (a) replacing the enumerated candidate set
with a generative hypothesis space (e.g., LLM-sampled hypotheses following (Piriyakulkij
et al., 2024)) and (b) estimating EIG over sampled hypotheses via a Monte Carlo approxima-
tion of the same expression used in the discrete case (Eq. 4), replacing the exact partition over
candidates with sampled posteriors. Empirical exploration of this open-ended extension is
an important direction for future work.

Extension to multimodal settings. Our current evaluation is text-only, but three of our
four domains are e-commerce settings where product visuals carry information complemen-
tary to attribute text. Multimodal foundation models for recommendation (Geng et al., 2023),
goal-oriented multimodal interactive recommendation with verbal and non-verbal feed-
back (Wu et al., 2023), and recent e-commerce work on multimodal instruction data (Ling
et al., 2025a) and strategic use of product visuals (Ling et al., 2025b) all point to the value
of visual signals in this setting. Extending CUP to incorporate such signals is a natural
direction for richer e-commerce and product-search scenarios.

Refinements to commitment and initialization. Two internal components of CUP admit
natural generalizations. First, the entropy-based commitment trigger is itself a value-of-
information (Vol) criterion in spirit, deciding to stop asking once the expected marginal
information from another turn is small relative to the cost; richer Vol formulations that
reason jointly about future EIG and downstream commitment reward, in the style of (Li
et al., 2024; Grand et al., 2026), are a natural direction for further generalization. Second,
the cosine-similarity belief initialization provides only a modest warm start (Appendix C);
task-conditioned or learned initializations paired with matching planning schedules could
allow the planner to benefit more from stronger priors when they are available.
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G Prompts

We provide all prompts used by CUP here. The same templates are used across all four
datasets.

G.1 User Simulator

The user simulator is an instruction-prompted Llama-3.2-3B-Instruct conditioned only on
the target item. A leakage filter post-processes every generated response to rewrite any
occurrence of the target name to a generic placeholder before returning the response to the
agent.

System prompt

You are a {seeker_role} in a conversational {item_noun} recommendation system.
You are looking for a specific {item_noun} with these characteristics:
{attribute_bullets}

IMPORTANT: NEVER mention the exact name of your target {item_noun}.
Be conversational, concise (under 5@ words).

Question response

The recommender asks: {question_text}

Options:

A. {option_1}
B. {option_2}
C. {option_3}
D. {option_4}

Your preference is: {ground_truth_option}

Respond naturally. Do NOT mention the exact name of your target {item_noun}. Under 50
words.

Accept response

The recommender suggests: {item}
This is exactly what you wanted! Accept enthusiastically. Under 30 words.

Reject response

The recommender suggests: {item}
Not what you want. You want: {attribute_hints}.
Politely decline. Do NOT mention your target {item_noun}'s name. Under 50 words.

Leakage filter. Post-generation, any case-insensitive occurrence of the target’s name (and its
name-variant prefixes, e.g., "Joker (2019)" — "joker") is rewritten to the dataset-specific
replacement ([a product I like]or [a movie I likel]) before the response is returned to
the agent.

G.2 Agent Backbone

The agent backbone LLM is invoked in three roles: action proposal (planning), utterance
verbalization (execution), and refined commitment (when belief confidence is low at commit
time).

System prompt

You are a conversational recommendation assistant.
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Action proposal

You are helping a conversational recommendation system decide what to ask the user.

Given the conversation so far and the remaining candidate {item_noun}s, propose options
for EVERY available attribute below.

Conversation history:
{history}

Remaining candidates (sorted by belief probability):
{candidate_list}

Available attributes and their value distributions among candidates:
{attribute_summary}

Already asked: {asked_attributes}

For EACH attribute listed above, propose 2-4 options that would best help distinguish
between candidates given the conversation context. Pick options that split the
candidate set into roughly equal groups.

Respond in this exact format (one line per attribute):

ATTRIBUTE: <name> | OPTIONS: <optionl>, <option2>, <option3>
ATTRIBUTE: <name> | OPTIONS: <option1>, <option2>, <option3>, <option4>

You MUST include ALL available attributes. Do NOT skip any.

Ask verbalization

You are in a {context}.

Conversation so far:
{conversation_history}

You want to ask the user about their preference on {attribute_name}.
The options are:

A. {option_1}

B. {option_2}

C. {option_3}

D. {option_4}

Generate a natural, conversational question that asks about this attribute and presents
these options. Be friendly and concise (1-2 sentences).

Commit verbalization

You are in a {context}.

Conversation so far:
{conversation_history}

Top candidates considered: {candidate_name}
Based on the conversation, you believe {candidate_name} is the best match.

Generate a natural recommendation utterance presenting this {item_noun} to the user. Be
confident and concise (1-2 sentences).

Refined commit

You are in a {context}.

Conversation so far:
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{conversation_history}

You must now commit to one {item_noun}. Here are the remaining candidates with their
belief probabilities:
- {candidate_1} (belief: {p_13})
- {candidate_2} (belief: {p_2})

Think step by step:

1. What preferences has the user expressed so far?
2. Which candidate best matches those preferences?
3. Why is it the best match?

Format:
REASONING: <your step-by-step analysis>
COMMIT: <exact {item_noun} name>
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