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Abstract

Developing vision-language models (VLMs) that generalize across diverse
tasks requires large-scale training datasets with diverse content. In En-
glish, such datasets are typically constructed by aggregating and curating
numerous existing visual question answering (VQA) resources. How-
ever, this strategy does not readily extend to other languages, where VQA
datasets remain limited in both scale and domain coverage. In this work,
we introduce Jagle, the largest Japanese multimodal post-training dataset
to date, comprising approximately 9.2 million instances across diverse
tasks. Rather than relying on existing VQA datasets, we collect heteroge-
neous source data, including images, image-text pairs, and PDF documents,
and generate VQA pairs through multiple strategies such as VLM-based
QA generation, translation, and text rendering. Experiments demonstrate
that a 2.2B model trained with Jagle surpasses InternVL3.5-2B in average
score across ten Japanese evaluation tasks and comes within five points
of Qwen3-VL-2B-Instruct. Moreover, combining Jagle with FineVision im-
proves English performance over training with FineVision alone. These
benefits generalize across model backbones and scales: LLM-jp-4-VL 9B
beta, a 9B-scale model built on the Japanese-centric LLM-jp-4-8B-instruct,
achieves Japanese performance comparable to Qwen3-VL-8B-Instruct. To
facilitate reproducibility and future research, we release the dataset, models,
and code.

2 Dataset: llm-jp/Jagle
2 Models: Jagle-VL-2.2B Collection - llm-jp/llm-jp-4-v1-9b-beta
© Code: GitHub Repository

1 Introduction

Vision-Language Models (VLMs), which extend large language models (LLMs) with visual
understanding capabilities, have recently achieved rapid progress (Liu et al., 2023; OpenAl,
2024; Qwen Team, 2025a). Both proprietary models (OpenAl, 2025a; Google DeepMind,
2025) and open-weight models (InternVL Team, 2025b; Qwen Team, 2025a; Kimi Team, 2026)
have demonstrated strong multimodal reasoning abilities across a wide range of tasks.

A key factor driving these advances is the availability of large-scale, high-quality training
datasets (Wiedmann et al., 2025; Li et al., 2025b; Tong et al., 2024). In the research commu-
nity, the development of large-scale English multimodal post-training datasets has been
particularly active (Tong et al., 2024; NVIDIA, 2025b).

A common approach for constructing such large-scale datasets is to collect, curate, balance,
and unify the format of a large number of existing VQA datasets (Tong et al., 2024; Li et al.,
2025b). For example, FineVision (Wiedmann et al., 2025) built a dataset of approximately 24
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Dataset Language Categories Subsets Examples
Cambrian-7B (Tong et al., 2024) English 9 70 7.1M
FineVision (Wiedmann et al., 2025) English 9 185 24.2M
DEJIMA (Katsube et al., 2025) Japanese 2 2 3.9M
LLM-jp-3 VILA (Sasagawa et al., 2025) Japanese 3 4 0.4M
Jagle (Ours) Japanese 5 17 9.2M

Table 1: Comparison of open multimodal post-training datasets. Task categories follow the
Eagle2 taxonomy (Li et al., 2025b). Jagle is the largest Japanese multimodal post-training
dataset.

million instances by aggregating over 100 existing English datasets. However, this approach
is difficult to apply to other languages, where existing VQA datasets are far less abundant.

To address this limitation, we propose an alternative pipeline that collects diverse source
data, including images, image-text pairs, and PDFs, and generates VQA pairs through a
combination of strategies such as VLM-based QA generation, translation, and text rendering.
Focusing specifically on Japanese, we construct Jagle!, a large-scale Japanese multimodal
post-training dataset? consisting of approximately 9.2 million instances spanning 5 task
categories and 17 subsets. Unlike prior approaches that rely on curating and aggregat-
ing existing datasets, our pipeline builds the dataset from scratch. This design makes
our methodology readily transferable to other low-resource languages where large-scale
multimodal resources are limited, as is the case for most non-English languages.

As shown in Table 1, Jagle substantially expands both the scale and task diversity compared
to existing Japanese multimodal post-training datasets, such as DEJIMA (Katsube et al.,
2025) and LLM-jp-3 VILA (Sasagawa et al., 2025).

Through experiments, we verify the effectiveness of Jagle for improving the Japanese perfor-
mance of VLMs. We show that a 2.2B model trained on Jagle outperforms InternVL3.5-2B
on the average score across 10 Japanese benchmarks and comes within 5 points of Qwen3-
VL-2B-Instruct. We further analyze the effect of mixing Jagle with the English dataset
FineVision, and find that the average score across 10 English benchmarks exceeds that
of a FineVision-only baseline, indicating that adding Jagle does not degrade but rather
improves English task performance. Moreover, the effectiveness of Jagle generalizes across
model backbones and scales: LLM-jp-4-VL 9B beta, a 9B-scale model trained with the
Japanese-centric LLM-jp-4-8B-instruct backbone, achieves Japanese performance compara-
ble to Qwen3-VL-8B-Instruct.

To facilitate reproducibility and foster future research in VLMs, we publicly release our
dataset, models, and code.

2 Related Work

Post-training Datasets for VLMs. To develop VLMs with broad knowledge and the ability
to handle diverse tasks, the construction of large-scale multimodal post-training datasets has
been actively pursued (Tong et al., 2024; Li et al., 2025a;b; Wiedmann et al., 2025). Early VLM
research primarily focused on image captioning, with models typically trained on relatively
small-scale datasets with limited task coverage (Liu et al., 2023). As VLM capabilities have
advanced, research has expanded beyond captioning to more diverse tasks, including chart
and document comprehension (Masry et al., 2022; Mathew et al., 2021), as well as computer-
use tasks involving interaction with graphical user interfaces (Xie et al., 2024). Accordingly,
post-training datasets have grown substantially in both task diversity and scale, enabling
broader multimodal reasoning abilities (Tong et al., 2024; Li et al., 2025a; Deitke et al., 2025).

IThe name Jagle is a blend of Japanese and Eagle2 (Li et al., 2025b).
2Following Eagle2 (Li et al., 2025b), we use the term “post-training” to refer to multimodal training
performed after initializing from pretrained LLMs and vision encoders.
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Figure 1: Construction pipeline of Jagle. Our pipeline leverages diverse data sources,
including images, image-text pairs, and PDF corpora, and integrates multiple QA generation
strategies such as VLM-based QA generation, translation, OCR-based text extraction, text
rendering, and direct utilization of existing data to produce VQA samples.

In early VLM research, a prominent approach was to synthesize captioning data using
strong models such as GPT-4o0 (Liu et al., 2023; Chen et al., 2024; OpenAl, 2024). Another
line of work leverages the coding capabilities of LLMs to generate scripts for producing
chart images, enabling the creation of VQA data in the chart domain (Yang et al., 2025). More
recently, large-scale English dataset construction has shifted toward collecting, curating,
balancing, and unifying the format of the many existing English VQA datasets that have
accumulated over the years, yielding large-scale, diverse, and high-quality resources (Tong
et al., 2024; Li et al., 2025a;b; Wiedmann et al., 2025).

Japanese multimodal post-training datasets. The development of Japanese post-training
datasets for VLMs remains limited, and existing datasets are typically small in scale and lack
sufficient task coverage. For example, LLM-jp-3 VILA (Sasagawa et al., 2025) does not cover
practically important domains such as document understanding and chart comprehension.
As a result, the model trained on the dataset exhibits relatively weak performance on
document and chart understanding benchmarks (Maeda et al., 2026). Furthermore, the
dataset construction pipeline relies on proprietary models such as GPT-4o0 (OpenAl, 2024),
which introduces licensing constraints that limit practical usage.

3 Construction of Jagle

The construction pipeline of Jagle is shown in Figure 1. We build Jagle through three steps:
(1) category definition, (2) source data collection, and (3) QA generation.

3.1 Category definition

To construct a post-training dataset that covers diverse tasks, we define five categories
based on the taxonomy used in Eagle2 (Li et al., 2025b). Eagle2 defines nine categories:
General VQA, Chart & Table, Captioning & Knowledge, OCR QA, Naive OCR, Grounding &
Counting, Math, Science, and Text-only. From these, we select the following five categories
as our target: General VQA, Chart & Table, Captioning & Knowledge, OCR QA, and
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Naive OCR. We exclude categories such as Math and Science, which are relatively less
language-dependent. The remaining categories are left for future exploration.

3.2 Source data collection

To construct a dataset that comprehensively covers the five target categories, it is necessary
to collect appropriate source data for each category. For example, OCR QA benefits from
text-rich sources such as PDF documents or natural images containing text, whereas General
VQA relies on diverse natural images obtained from web-based resources. Below, we
describe the data sources used for each category.

General VQA. General VQA involves answering questions about images from diverse
domains (e.g., people, objects, and scenes). To cover a wide range of visual content, we
utilize six data sources. These include japanese-photos (ThePioneer, 2024), a small-scale
image corpus consisting of photos taken in Japan; Wiki-JA-Pair, a 1M image-text pair dataset
we construct from Japanese Wikipedia articles (Wikipedia, 2026) and release as part of this
work; and WAON (Sugiura et al., 2025), a 155M Japanese image-text pair dataset collected
from Common Crawl.

Chart & Table. Chart & Table is a task that requires extracting and interpreting information
from charts and tables, including reading values and performing calculations when neces-
sary. Constructing this category requires a large collection of such visual data. We utilize
existing English datasets such as PlotQA and TAT-QA, as well as WAON.

To extract chart and table images from WAON, we retrieve image-text pairs whose captions

begin with keywords such as “[¥” (chart) or “Z” (table). The effectiveness of this heuristic
is verified through manual inspection of the retrieved samples.

Captioning & Knowledge. This category involves generating descriptions of given images
and capturing associated knowledge. We collect both natural and document images from
Wiki-JA-Pair and PDF files crawled from URLs provided by the National Diet Library’s Web
Archiving Project (NDL WARP) (LLM-jp, 2026).

OCR QA. OCR QA is a question-answering task focused on textual information contained
within images. Constructing a dataset for this category requires images that are rich in text
content. For this purpose, we use the Japanese subsets of PDF corpora such as NDL WARP
and FinePDFs-Edu (Kydli¢ek et al., 2025). Additionally, to cover text present in natural
images, we also utilize the WAON dataset.

Naive OCR. Naive OCR is a task that involves directly extracting text from images in reading
order. For this purpose, we use PDFs from Japanese government agencies, collected via the
e-Gov portal site, and convert them into images (Japanese Digital Agency, 2026). In addition,
we incorporate the Wiki-JA subset of Nemotron-VLM-Dataset-v2, which constructs OCR
tasks by rendering Japanese Wikipedia articles as images (NVIDIA, 2025b).

3.3 QA generation

We construct QA pairs using several approaches: (1) VLM-based QA generation, (2) OCR-
based text extraction, (3) text rendering, and (4) translation. To ensure the quality of the
generated data, we manually inspect and analyze a subset of the synthesized VQA pairs
and iteratively refine the generation process. To enhance dataset diversity, we minimize the
inclusion of similar images. Specifically, when using PDF data, we randomly select only one
page per PDFE. Additionally, for data sources containing visually similar images, we perform
deduplication before generating QA pairs.

VLM-based QA generation. While human annotation is ideal for constructing VQA
datasets, scaling it to the volume required for VLM training is impractical. Traditional
approaches rely on template-based generation (Masry et al., 2022); however, such methods
tend to produce rigid question formats, which can lead to overfitting to specific patterns.
Recent studies have demonstrated that leveraging existing VLMs to generate QA pairs
enables large-scale synthesis without constraining question formats (Chen et al., 2024; Liu
et al., 2023). Specifically, we use Qwen3-VL, a high-performing open-weight model with
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a permissive license and strong performance in both Japanese and English (Sugiura et al.,
2026). In most cases, we employ Qwen3-VL-235B-A22B-Instruct, the strongest instruct
model in the Qwen3-VL series. To generate QA pairs using the model, we design task-
specific instruction prompts for each dataset, and iteratively refine them through manual
inspection of the generated QA pairs.> When available (e.g., in image-text pairs), captions
are included in the prompt to provide knowledge not contained in the VLM used for QA
generation, such as associations between faces and person names, enabling the construction
of a dataset that does not overly rely on the model’s implicit knowledge. We leverage
vLLM (Kwon et al., 2023) for inference, enabling efficient generation of QA pairs.

OCR-based text extraction. For OCR-related tasks that require accurate extraction of text
from images, obtaining precise textual information is essential. We employ PaddleOCR-
VL (Cui et al., 2025), an OCR-specialized model, to extract text and generate QA pairs.

Text rendering. Text rendering, which involves converting prepared text into images and
automatically generating QA pairs using templates, is a common approach for constructing
Naive OCR VQA datasets (NVIDIA, 2025b). This method allows precise control over the
textual content. We generate VQA instances by rendering text into JPG images using text-
based QA datasets such as JSQuAD (Kurihara et al., 2022). JSSODa (Sasagawa et al., 2026), a
synthetic OCR dataset, is constructed in a similar manner.

Translation. Translating English datasets into other languages is a common approach for
leveraging large-scale English resources in multilingual settings (Sugiura et al., 2025; Penedo
etal., 2026). However, when translating multimodal data, special care is required to maintain
consistency between the language of the text in the image and that of the QA pairs. In this
work, we construct VQA datasets by translating English datasets such as Plot-QA (Methani
etal., 2020) and TAT-QA (Zhu et al., 2021), which generate chart and table images via Python
scripts, using LLM-jp-3-13B-instruct (LLM-jp, 2024), an LLM trained on large-scale Japanese
and English corpora. By translating the English text contained in the chart metadata, such
as table cell values and axis labels, and then re-rendering the charts and tables using the
Plotly library, we generate Japanese versions of the original images that remain consistent
with the corresponding QA pairs. Because the images are re-rendered directly from the
translated metadata rather than from translated plotting scripts, and because the translated
content consists of relatively short and structured text (e.g., questions, answers, and chart
labels), translation errors are easy to control; manual inspection of the translated subsets
revealed no rendering failures or Japanese fluency issues.

4 Exploring Jagle

In this section, we analyze the Jagle dataset through statistics and qualitative case studies.
An additional analysis of image embeddings is provided in Appendix B.

4.1 Statistics of Jagle

Table 2 presents the number of samples, data sources, and QA construction methods for

each subset of Jagle.* Jagle consists of approximately 9.2 million instances spanning five
categories and 17 subsets.

Table 3 compares statistics such as the number of samples, unique images, turns, and
answer tokens between FineVision and Jagle. Jagle is approximately 2.6 times smaller than
FineVision, the largest English dataset in terms of scale; given that the English-to-Japanese
ratio in Common Crawl is roughly 9:1, this suggests that Jagle is sufficiently large in scale.

3Detailed prompts used for QA generation are provided in Appendix F.
“Appendix A provides detailed statistics for each subset, including the number of samples, unique
images, turns, and answer tokens.
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Category Subset Name Samples Data Source Method
japanese-photos-VQA 1,163 japanese-photos (ThePioneer, 2024y VLM-based
JSQuAD-Vision-filterd-15k 14,790 JSQuAD (Kurihara et al., 2022) Text rendering
ja-vg-vqa 99,202 ja-vg-vqa (Shimizu etal,, 2018) Direct use

General VQA llava-instruct-ja-qwen3vl 155,657 llava-instruct (Liu et al., 2023) VLM-based
WIKI-JA-VQA 936,871 Wiki-JA-Pair (ours) VLM-based
WAON-VQA 1,912,226 WAON (Sugiura et al., 2025) VLM-based
tat-qa-ja-translated-2k 2,180 TAT-QA (zhuetal, 2021) Translation

Chart & Table WAON-Chart-VQA 98,791 WAON (Sugiura et al., 2025) VLM-based
plotqa-ja-translated-153k 152,912 Plot-QA (Methani et al., 2020) Translation

Captioning ~ WIKI-JA-Captioning 993,006 Wiki-JA-Pair (ours) VLM-based

& Knowledge NDL-PDF-detail 1,000,000 NDL WARP PDF imjp, 20269 VLM-based
WAON-OCR-VQA 871,847 WAON (sugiura et al., 2025) VLM-based

OCR QA NDL-PDEF-simple 1,000,000 NDL WARP PDF imip, 2026 VLM-based
FinePDFs-Edu-JA-VQA 1,666,699 FinePDFs-Edu (kydiicek etal, 20255 VLM-based
JSSODa-train-18k-v2 17,991 JSSODa (sasagawa et al., 2026) Text rendering

Naive OCR e-Gov-OCR 31,190 e-GoV (Japanese Digital Agency, 2026) OCR-based

Nemotron-Wiki-Ja-OCR 199,999 Nemotron-VLM-Dataset-v2 Direct use
(wiki-ja) (NVIDIA, 2025b)

Total 9,154,524

Table 2: Statistics of each subset in Jagle: samples, data source, and QA construction method.

Dataset Samples Unique Images Turns Answer Tokens
FineVision (Wiedmann et al., 2025) 24,210,611 15,606,828 88,356,316 10,146,129,067
Jagle (Ours) 9,154,524 9,051,232 58,906,972 3,510,910,782

Table 3: Comparison of dataset sizes between Jagle and FineVision (Wiedmann et al., 2025)
in terms of samples, unique images, turns, and answer tokens.

4.2 Category distribution

Figure 2 shows the category distribution, weighted by the number of samples, answer
tokens, turns, and images. We use the Qwen3 (Qwen Team, 2025b) tokenizer to compute
the number of answer tokens. In terms of sample count, General VQA, OCR QA, and
Captioning & Knowledge each account for more than 20% of the dataset. When weighted
by the number of answer tokens, the Captioning & Knowledge category occupies a large
proportion, primarily due to detailed captioning data such as NDL-PDF-detail, which
contains long-form descriptions. For the distribution over the number of turns, Chart &
Table accounts for a large proportion. This is because datasets such as PlotQA and TAT-QA
associate multiple question-answer pairs with a single image; aggregating them into a
multi-turn format results in a higher number of turns per instance.

4.3 Qualitative case studies

As a qualitative examination of VQA examples in Jagle, we present representative examples
randomly selected from each category in Figure 3. Jagle includes a diverse set of VQA
instances covering not only captioning and general question answering on natural images,
but also question answering on charts and tables, document images, and slide-based visuals.
Training on such diverse visual representations is expected to enable models to generalize
across a wide range of image types.
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Figure 3: Representative VQA examples from each category in Jagle. The dataset covers
a wide variety of visual content, including natural images, charts and tables, document
images, and presentation slides.

5 Experiments

To evaluate the effectiveness of Jagle, we train a 2.2B VLM on three data settings: Jagle alone
to directly measure its effect, FineVision alone as an English-only baseline, and their mixture
to reflect the common practice of training recent VLMs on multilingual data.

5.1 Training setup

Model Architecture. We use Qwen3-1.7B-Instruct (Qwen Team, 2025b) as the LLM and
SigLIP2-s0400m-patch16-512 (Tschannen et al., 2025) as the image encoder. For the multi-
modal projector, we employ a two-layer MLP. The resulting model contains approximately
2.2B parameters. We refer to the models trained in this setup as Jagle-VL-2.2B, naming each
model by appending its training data (e.g., Jagle-VL-2.2B-Jagle-FineVision). We adopt the
OpenAl Harmony format (OpenAl, 2025b) as the chat template. To support high-resolution
images, we employ dynamic tiling (Li et al., 2025a), which splits an image into multiple
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tiles, extracts visual tokens from each tile, and concatenates them before feeding them into
the LLM.

Hyperparameters. We adopt a single-stage training strategy, following Wiedmann et al.
(2025). While some prior works such as VILA (Lin et al., 2024) adopt multi-stage pipelines
that first train on image—text pairs and then perform instruction tuning on VQA-style
data, FineVision (Wiedmann et al., 2025) has shown that single-stage training directly on
instruction-style multimodal data can also be effective. We adopt the single-stage setup to
isolate the effect of dataset quality and composition while avoiding confounding factors
from multi-stage curricula and additional hyperparameter choices. The LLM and vision
encoder are initialized from pre-trained weights, while the multimodal projector is randomly
initialized. We update all model parameters throughout training. We train for 60,000 steps
with a batch size of 1,024 and a maximum sequence length of 4,096 tokens. For the learning
rate schedule, we adopt a Warmup-Stable-Decay scheme (Wen et al., 2025). The peak

learning rates are set to 2 x 107> for the LLM and vision encoder and 1 x 10~ for the
multimodal projector. The learning rates are linearly warmed up to their respective peak
values over the first 2,000 steps, held constant during the stable phase, and then linearly
decayed from 80% of the total training steps to 0.1x their peak values. A full training run
takes approximately 72 hours on 128 H200 GPUs. For the Jagle + FineVision setting, 60,000
training steps correspond to approximately two epochs.

5.2 Evaluation setup

Evaluation Datasets. We evaluate models on a diverse set of English and Japanese bench-
marks covering a wide range of tasks. For English evaluation, we use 10 benchmarks:
AI2D (Kembhavi et al., 2016), ChartQA (Masry et al., 2022), DocVQA (Mathew et al.,
2021), InfoVQA (Mathew et al., 2022), OK-VQA (Marino et al., 2019), RealWorldQA (xAl,
2024), ScienceQA (Lu et al., 2022), TextVQA (Singh et al., 2019), BLINK (Fu et al., 2024),
and MMMU (Yue et al., 2024). For Japanese evaluation, we use 10 benchmarks: Heron-
Bench (Inoue et al., 2024), JA-VLM-Bench-In-the-Wild (Akiba et al., 2025), JA-Multi-Image-
VQA (Yuichi et al., 2024), JGraphQA (Kinoshita, 2025), CC-OCR-JA (Yang et al., 2024),
CVQA-JA (Mogrovejo et al., 2024), JDocQA (Onami et al., 2024), MECHA-JA (Maeda et al.,
2025), BusinessSlideVQA (Stockmark, 2025), and JMMMU (Onohara et al., 2025). For the
first seven Japanese benchmarks, we use the refined versions provided by JAMMEval (Sug-
iura et al., 2026), which correct issues such as ambiguity and incorrect answers in the original
datasets.

Baselines. We compare our models with two strong open-weight multilingual vision-
language baselines of comparable scale: Qwen3-VL-2B-Instruct (Qwen Team, 2025a) and
InternVL3.5-2B (InternVL Team, 2025a). We additionally compare with LLM-jp-3 VILA
14B (Sasagawa et al., 2025), a model trained on a prior Japanese dataset, and with 8B-scale
VLMs (Qwen3-VL-8B-Instruct and InternVL3.5-8B) in Section 5.4.

Evaluation Protocol. For all evaluated models, we set the decoding temperature to 0, and
the maximum number of generated tokens is set sufficiently large for each task. For short
answer format tasks, we use GPT-5.1 (gpt-5.1-2025-11-13) (OpenAl, 2025a) as the judge
model. Each evaluation is run three times, and we report the mean. Run-to-run variation
arises only for tasks that use LLM-based scoring; as shown in Appendix E, the standard
deviations over three runs are substantially smaller than the performance gaps between
models, indicating that our findings are robust to evaluation noise.

5.3 Results

Figure 4 shows training dynamics across dataset settings measured by the macro-averaged
score over all 20 tasks (Avg), together with averages over the 10 Japanese tasks (JA Avg) and
10 English tasks (EN Avg). Baseline scores of existing models are also shown as horizontal
lines for reference. More detailed per-task training dynamics are provided in Appendix G.

Jagle is effective for Japanese tasks. The model trained on Jagle achieves an average
score on Japanese tasks more than 20 points higher than the model trained on FineVision



Published as a conference paper at COLM 2026

.FB ) .
ol + A
m + A
+ 4
+
T T — ) T T T — 4 T T
) + - ) + - ) +
5 A 5 A 5 A
4 %3% % B === 1 B63 % —— 2 0 6 —_—— 2 0O 6

Figure 4: Training dynamics under each data setting for the macro-averaged score over
all 20 tasks (Avg), 10 Japanese tasks (JA Avg), and 10 English tasks (EN Avg). The model
trained on Jagle outperforms the model trained on FineVision by over 20 points on JA Avg.

alone. Compared to baseline models, the Jagle-trained model surpasses InternVL3.5-2B on
the Japanese task average and comes within 5 points of Qwen3-VL-2B-Instruct. At 60,000
training steps, the Jagle-trained model has consumed approximately 150B tokens in total,
which is less than one-tenth of the roughly 2T tokens used by Qwen3-VL during multimodal
post-training (Qwen Team, 2025a). Notably, performance continues to improve through the
final training step with no sign of saturation, suggesting that further training could bring
the model to a level comparable to or exceeding Qwen3-VL-2B-Instruct. We also verify via
pHash-based image matching that the overlap between Jagle training images and evaluation
benchmark images is negligible (<0.002%; Appendix D). These results demonstrate that
Jagle is a practically useful dataset for improving Japanese performance.

Impact on English tasks. When Jagle is combined with FineVision, the average score on
English tasks is higher than that of the FineVision-only setting, demonstrating that Jagle not
only avoids degrading but improves English task performance. This result runs counter
to the curse of multilinguality (Shen et al., 2024). A similar finding was reported in FineVi-
sion (Wiedmann et al., 2025), where adding Chinese data improved English performance,
attributed to increased data diversity. We hypothesize that incorporating Jagle similarly
increases diversity and thereby has a positive effect on English task performance. On the
other hand, the Japanese task average is higher for Jagle alone than for Jagle combined with
FineVision. The reason for this discrepancy between JA Avg and EN Avg is not entirely
clear, though it may partly stem from the smaller data size of Jagle relative to FineVision;
we leave a deeper investigation to future work.

Comparison with a model trained on a prior Japanese dataset. To compare Jagle with
previously released Japanese multimodal post-training datasets, we additionally evaluate
LLM-jp-3 VILA 14B (Sasagawa et al., 2025), a VLM trained on the LLM-jp-3 VILA dataset.
Table 4 shows the results. Despite being a 14B-scale model, LLM-jp-3 VILA 14B underper-
forms Jagle-VL-2.2B trained on Jagle and on Jagle+FineVision across the Japanese, English,
and overall averages. A likely contributing factor is the substantial difference in dataset scale
and diversity: the LLM-jp-3 VILA dataset contains approximately 0.4M examples, whereas
Jagle contains 9.2M instances spanning substantially broader domains and task types. Note,
however, that this comparison is not perfectly controlled, as the training settings and model
architectures differ.

5.4 Generality across model backbones and scales

To validate that the effectiveness of Jagle is not tied to the specific Qwen3-1.7B backbone,
we additionally replace the base LLM with LLM-jp-4-8B-instruct (LLM-jp, 2024), a Japanese-
centric LLM trained on large-scale Japanese data. The other architectural components
remain the same as in Section 5.1. We train the model on the Jagle + FineVision mixture and
extend the training from 60k to 90k steps to accommodate the larger model scale. We refer
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Model Base LLM Training Data  Steps JA Avg EN Avg Avg
2B-scale models
FineVision 60k 29.6 +00 57.7 43.7 +00
Jagle-VL-2.2B (ours) Qwen3-1.7B  Jagle 60k 51.3+01 523 51.8+00
Jagle+FineVision 60k 50.1 +00 59.6 54.9 +0.0
Qwen3-VL-2B-Instruct Qwen3-1.7B 56.0 +02 67.0 61.5+0.1
InternVL3.5-2B Qwen3-1.7B 47.0+02 68.0 57.5+0.1

8B-scale and larger models

LLM-jp-4-VL 9B beta (ours) LLM-jp-4-8B Jagle+FineVision 60k 69.1+01 704  69.7 £0.0

Jagle+FineVision 90k 70.8+01 71.1  71.0 0.1

Qwen3-VL-8B-Instruct Qwen3-8B 71.1+02 77.0 74.1 401
InternVL3.5-8B Qwen3-8B 56.9 +02 740 65.4 +01
LLM-jp-3 VILA 14B LLM-jp-3-13B 33.0 02 43.7 38.4+01

Table 4: Comparison of models trained with Jagle against existing VLMs. We report the
mean and standard deviation over three evaluation runs (omitted for EN Avg, where
evaluation is deterministic). Bold indicates the best score in each column within each scale
group. Per-task results of all models are provided in Appendix E.

to the final model trained for 90k steps as LLM-jp-4-VL 9B beta, and additionally report its
intermediate checkpoint at 60k steps. We compare it with Qwen3-VL-8B-Instruct (Qwen
Team, 2025a) and InternVL3.5-8B (InternVL Team, 2025a), strong VLMs of similar size.

The results are shown in Table 4. The model trained for 90k steps achieves a Japanese average
score of 70.8, outperforming InternVL3.5-8B (56.9) and reaching performance comparable to
Qwen3-VL-8B-Instruct (71.1). These results demonstrate that the effectiveness of Jagle is
not tied to a specific backbone or scale. Moreover, performance at 90k steps is consistently
higher than at 60k steps across the Japanese, English, and overall averages, indicating that
the model has not yet saturated at 60k steps and that further training remains beneficial.

6 Conclusion

In this work, we introduced Jagle, the largest Japanese multimodal post-training dataset,
comprising 9.2M instances, constructed with a scalable pipeline that collects heterogeneous
data sources and generates diverse QA data through multiple strategies. Experiments
demonstrated that Jagle effectively improves Japanese task performance without degrading
English performance when combined with FineVision, and that these benefits generalize
across model backbones and scales. We hope this work contributes to the advancement of
multilingual VLM research.

Limitations

Optimal Dataset Mixture. Jagle is constructed from diverse data sources to cover all five
categories; however, we do not explicitly control or optimize the proportion of each category.
Prior works suggest that dataset mixture plays a crucial role in model performance (Tong
et al., 2024; Chen et al., 2026). Exploring optimal mixtures across categories is an important
direction for future work.

Data Filtering. We employ Qwen3-VL to generate question-answer pairs, but model-based
generation methods are known to suffer from issues such as hallucination and limited
diversity (Niklaus et al., 2026). Addressing these challenges could further improve dataset
quality. For large-scale datasets, both rule-based and model-based filtering strategies are
promising approaches (NVIDIA, 2025a).

Omitted Categories. In this work, we exclude several categories such as Grounding &
Counting, Math, Science, and Text-only tasks. To develop general-purpose VLMs, future
work should incorporate these categories.
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Table 5: Detailed statistics of each subset in Jagle, including the number of samples, unique
images, turns, and answer tokens.

Category Subset Name Samples Unique Images Turns Answer Tokens
japanese-photos-VQA 1,163 1,163 5,775 227,515
JSQuAD-Vision-filterd-15k 14,790 14,790 39,319 833,581

General VOQA ja-vg-vqa 99,202 99,199 793,616 15,247,119
llava-instruct-ja-qwen3vl 155,657 80,958 386,229 60,802,343
WIKI-JA-VQA 936,871 936,871 4,679,651 178,987,472
WAON-VQA 1,912,226 1,912,213 9,541,389 302,272,463
tat-qa-ja-translated-2k 2,180 2,180 13,089 444,245

Chart & Table WAON-Chart-VQA 98,791 98,703 481,076 27,205,736
plotqa-ja-translated-153k 152,912 152,911 19,597,685 401,888,887

Captioning WIKI-JA-Captioning 993,006 993,006 1,986,012 198,679,655

& Knowledge NDL-PDF-detail 1,000,000 986,031 1,000,000 1,440,399,034
WAON-OCR-VQA 871,847 871,617 3,399,288 72,444 578

OCR QA NDL-PDEF-simple 1,000,000 987,042 8,824,404 311,860,431
FinePDFs-Edu-JA-VQA 1,666,699 1,666,424 7,910,259 341,396,954

Naive OCR JSSODa-train-18k-v2 17,991 17,991 17,991 8,472,460
e-Gov-OCR 31,190 30,134 31,190 32,292,822
Nemotron-Wiki-Ja-OCR 199,999 199,999 199,999 117,455,487

Total 9,154,524 9,051,232 58,906,972  3,510,910,782

Zhibo Yang, Jun Tang, Zhaohai Li, Pengfei Wang, Jiangiang Wan, Humen Zhong, et al. CC-
OCR: A comprehensive and challenging ocr benchmark for evaluating large multimodal
models in literacy. arXiv preprint arXiv:2412.02210, 2024. URL https://arxiv.org/abs/
2412.02210.

Xiang Yue, Yuansheng Ni, Kai Zhang, Tianyu Zheng, Ruoqi Liu, Ge Zhang, et al. MMMU: A
massive multi-discipline multimodal understanding and reasoning benchmark for expert
agi. In CVPR, 2024.

Inoue Yuichi, Akiba Takuya, and Makoto Shing. Llama-3-EvoVLM-JP-v2. https://
huggingface.co/datasets/SakanaAI/JA-Multi-Image-VQA, 2024. Accessed: 2026-07-31.

Fengbin Zhu, Wengiang Lei, Youcheng Huang, Chao Wang, Shuo Zhang, Jiancheng Lv, Fuli
Feng, and Tat-Seng Chua. TAT-QA: A question answering benchmark on a hybrid of
tabular and textual content in finance. In ACL, 2021.

A Detailed Statistics of Jagle Dataset Subsets

Table 5 provides detailed statistics for each subset of the Jagle dataset.

B Image Embedding Analysis

To analyze the visual diversity of images in Jagle, we randomly sampled 5,000 images from
the dataset and computed their image embeddings, which were subsequently visualized
using t-SNE. The embeddings were extracted using SigLIP2-s0400M-Patch16-512 (Tschannen
et al., 2025) and projected into two dimensions via t-SNE (van der Maaten & Hinton, 2008).

The results are shown in Figure 5. Samples from the General VQA, Captioning, and OCR
QA categories are largely intermingled, whereas Chart & Table and Naive OCR images form
relatively compact clusters. This pattern likely arises because Chart & Table and Naive OCR
images, which primarily consist of charts, tables, and document-style content, exhibit visual
characteristics that differ substantially from the natural images that dominate categories
such as General VQA and Captioning & Knowledge.
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Figure 5: t-SNE visualization of SigLIP2 image embeddings for 5,000 images randomly
sampled from Jagle. Chart & Table and Naive OCR images form distinct clusters, while
General VQA, Captioning, and OCR QA images are largely intermingled.

Source Dataset License

WAON (Sugiura et al., 2025) Apache 2.0 (use limited to information analysis
under Article 30-4 of the Japanese Copyright Act)

japanese-photos (ThePioneer, 2024) CC01.0

ja-vg-vqa (Shimizu et al., 2018) CCBY4.0

llava-instruct (Liu et al., 2023) CCBY 4.0

]SQUAD (Kurihara et al., 2022) CCBY-SA 4.0

Wiki-JA-Pair (ours) CC BY-SA 4.0 (derived from Japanese Wikipedia)

FinePDFs-Edu (Kydlitek et al., 2025) ODC-BY

PlotQA (Methani et al., 2020) CCBY 4.0

TAT-QA (Zhu et al., 2021) CCBY 4.0

NDL WARP PDF (LLM-jp, 2026) Use limited to information analysis under Article
30-4 of the Japanese Copyright Act

e-GoV (Japanese Digital Agency, 2026) Government of Japan Standard Terms of Use 2.0

JSSODa (Sasagawa et al., 2026) CCBY4.0

Nemotron-VLM-Dataset-v2 (NVIDIA, 2025b) CC BY 4.0

Table 6: Licenses of the source datasets used to construct Jagle.

C Licenses of Source Datasets and Models

We construct Jagle with careful attention to licensing compatibility so that the dataset can
be released and used in commercially permissible settings as much as possible. All source
datasets are distributed under licenses that permit commercial use or are legally usable for
information analysis purposes under Japanese copyright law, and all models used for QA
generation and preprocessing are distributed under commercially permissive licenses (e.g.,
Apache 2.0). Tables 6 and 7 list the licenses of the source datasets used to construct Jagle
and the models used for QA generation and preprocessing, respectively.

D Benchmark Contamination Analysis

Since Jagle is constructed from large-scale web-based sources such as Japanese Wikipedia
and Common Crawl, its training images may overlap with those used in evaluation bench-
marks. To investigate potential benchmark contamination, we perform pHash-based image
matching between Jagle training images and the images of the Japanese evaluation bench-
marks, counting the number of unique benchmark images with matching perceptual hashes
for each subset. Table 8 shows, for each subset of Jagle, the number of unique benchmark
images with matching perceptual hashes and the breakdown of the matching benchmarks.
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Model License

Qwen3-VL-235B-A22B-Instruct (Qwen Team, 2025a) ~ Apache 2.0
LLM-jp-3-13B-instruct (LLM-jp, 2024) Apache 2.0
PaddleOCR-VL (Cui et al., 2025) Apache 2.0

Table 7: Licenses of the models used for QA generation and preprocessing.

Subset Name Unique pHash Matches Matching Benchmark Breakdown
japanese-photos-VQA 0 -

JSQuAD-Vision-filterd-15k 0 -

ja-vg-vqa 0 -

llava-instruct-ja-qwen3vl 0 -

WIKI-JA-VQA 141 JMMMU: 129, CVQA-JA: 10, Heron-Bench: 2
WAON-VQA 5 IMMMU: 5

tat-qa-ja-translated-2k 0 -

WAON-Chart-VQA 0 -

plotqa-ja-translated-153k 0 -

WIKI-JA-Captioning 149 JMMMU: 135, CVQA-JA: 11, Heron-Bench: 3
NDL-PDE-detail 0 -

WAON-OCR-VQA 0 -

NDL-PDE-simple 0 -

FinePDFs-Edu-JA-VQA 1 JDocQA: 1

JSSODa-train-18k-v2 0 -

e-Gov-OCR 0 -

Nemotron-Wiki-Ja-OCR 0 -

Overall 153 ]MMMU: 136, CVQA-JA: 11, JDocQA: 3, Heron-Bench: 3

Table 8: Per-subset results of the pHash-based contamination analysis between Jagle training
images and Japanese evaluation benchmark images. For each subset, we report the number
of unique benchmark images with matching perceptual hashes. Since the same benchmark
image can match images in multiple subsets, the Overall row counts unique benchmark
images across all subsets.

Only 4 of the 17 subsets contain images matching evaluation benchmarks, amounting to
153 unique benchmark images in total, which accounts for less than 0.002% of the entire
Jagle dataset. Importantly, the corresponding QA pairs are not crawled from the web
but independently generated by our pipeline; therefore, even for overlapping images,
the benchmark questions and answers themselves are not present in the training data.
Moreover, Jagle consistently improves performance on benchmarks without any detected
overlap (e.g., CC-OCR-JA, JA-VLM-Bench-In-the-Wild, and BusinessSlideVQA), suggesting
that the observed gains cannot be explained by benchmark overlap.

Manual inspection of the matched images reveals that they predominantly consist of histori-
cal portraits (e.g., samurai figures) and traditional Japanese paintings—culturally significant
images that appear broadly across Japanese Wikipedia and are therefore likely to co-occur
in both training and evaluation sources. Since these images are not replaceable with al-
ternatives, and since their QA annotations were independently generated by our pipeline
rather than sourced from benchmarks, we regard these overlaps as largely unavoidable and
unlikely to materially affect our assessment of Jagle’s effectiveness.

E Per-Task Evaluation Results

Tables 9 and 10 report per-task results of all evaluated models on the 10 Japanese and 10
English benchmarks, respectively. We report the mean and standard deviation over three
evaluation runs; standard deviations are omitted for tasks with deterministic evaluation.
The observed improvements of Jagle-trained models over InternVL3.5-2B are substantially
larger than the run-to-run variance, suggesting that the gains are robust rather than artifacts
of evaluation noise.
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Model CC-OCR-JA JA-VLM-Bench Heron-Bench CVQA-JA MECHA-JA
2B-scale models

Jagle-VL-2.2B (FineVision) 18.2 +04 34.7 +00 31.8 0.0 45.0 441
Jagle-VL-2.2B (Jagle) 55.2 0.0 63.3 +0.0 53.4 00 46.0 43.6
Jagle-VL-2.2B (Jagle+FineVision) 49.7 +0.0 61.2 +0.0 51.1 +0.0 51.0 46.1
Qwen3-VL-2B-Instruct 54.3 +11 55.1 +0.0 54.5 +0.0 51.5 48.5
InternVL3.5-2B 52.2 +04 43.5 +12 41.3 +07 40.0 443
8B-scale and larger models

LLM-jp-4-VL 9B beta (60k) 63.0 +0.4 69.4 0.0 66.7 +0.7 64.0 70.8
LLM-jp-4-VL 9B beta (90k) 68.0 0.4 69.4 0.0 63.6 £0.0 68.0 72.0
Qwen3-VL-8B-Instruct 74.3 +04 66.0 +1.2 61.7 +17 62.0 63.9
InternVL3.5-8B 51.0 0.7 46.9 +00 51.1 0.0 49.0 57.2
LLM-jp-3 VILA 14B 14.9 +04 52.4 +12 50.8 +0.7 49.5 48.1
Model JA-Multi-Image JMMMU JDocQA BusinessSlideVQA JGraphQA JA Avg
2B-scale models

Jagle-VL-2.2B (FineVision) 28.3 +0.0 35.7 15.5 +01 14.4 +00 284 +03  29.6 +0.0
Jagle-VL-2.2B (Jagle) 39.6 +0.0 37.7 60.8 +0.2 49.5 +05 64.3 00  51.3 +o1
Jagle-VL-2.2B (Jagle+FineVision) 39.6 +0.0 39.1 54.4 +o01 43.4 +03 65.5 +03  50.1 +0.0
Qwen3-VL-2B-Instruct 63.5 +1.1 35.0 68.5 +0.3 50.2 +03 79.1 +00  56.0 +0.2
InternVL3.5-2B 39.6 +0.0 38.6 52.7 +0.1 43.7 +1.0 74.0 00  47.0 +02
8B-scale and larger models

LLM-jp-4-VL 9B beta (60k) 86.8 +0.0 529 68.4 01 61.9 03 86.7 00  69.1 01
LLM-jp-4-VL 9B beta (90k) 88.7 00 54.0 73.7 01 61.4 12 89.1 x03  70.8 01
Qwen3-VL-8B-Instruct 86.8 +0.0 51.7 86.5 0.1 70.8 +0.0 87.2 +05  71.1+02
InternVL3.5-8B 61.6 +1.1 49.8 59.0 +0.1 58.0 +0.7 85.2 05  56.9 x02
LLM-jp-3 VILA 14B 50.9 +0.0 28.6 8.6 0.1 9.1 x05 17.3 00 33.0 +02

Table 9: Per-task results of all evaluated models on the 10 Japanese benchmarks (split into
two column blocks). We report the mean and standard deviation over three evaluation runs;
standard deviations are omitted for tasks with deterministic evaluation. Bold indicates the
best score in each column within each scale group; within each group, our models and
existing VLMs are separated by a horizontal line.

F Prompts for QA Generation

Below we present the prompts used in the VLM-based QA generation method for each
dataset.

QA Generation Prompt (WIKI-JA-Captioning)
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Model TextVQA OK-VQA MMMU ScienceQA DocVQA
2B-scale models

Jagle-VL-2.2B (FineVision) 69.4 32.7 442 83.4 79.2
Jagle-VL-2.2B (Jagle) 66.6 31.8 44.7 71.0 78.7
Jagle-VL-2.2B (Jagle+FineVision) 72.4 35.0 43.0 83.6 83.8
Qwen3-VL-2B-Instruct 80.6 52.9 43.9 80.5 92.7
InternVL3.5-2B 75.3 50.5 51.5 91.7 88.9
8B-scale and larger models

LLM-jp-4-VL 9B beta (60k) 80.6 50.5 46.3 93.4 914
LLM-jp-4-VL 9B beta (90k) 81.8 50.1 46.8 94.1 92.7
Qwen3-VL-8B-Instruct 84.0 61.1 57.7 94.4 95.7
InternVL3.5-8B 77.7 59.0 60.6 97.4 91.6
LLM-jp-3 VILA 14B 60.9 50.5 31.4 65.0 40.8
Model InfoVQA AI2D ChartQA BLINK RealWorldQA EN Avg
2B-scale models

Jagle-VL-2.2B (FineVision) 525 65.3 54.2 41.0 55.6 57.7
Jagle-VL-2.2B (Jagle) 439 640 344 40.0 475 523
Jagle-VL-2.2B (Jagle+FineVision) 55.9 66.2 57.7 41.5 57.4 59.6
Qwen3-VL-2B-Instruct 71.9 76.3 66.5 41.3 63.9 67.0
InternVL3.5-2B 67.1 78.6 67.4 47.6 61.2 68.0
8B-scale and larger models

LLM-jp-4-VL 9B beta (60k) 71.9 75.3 75.0 50.3 69.3 70.4
LLM-jp-4-VL 9B beta (90k) 74.4 75.6 75.9 48.6 71.2 71.1
Qwen3-VL-8B-Instruct 82.2 85.1 75.0 65.5 69.4 77.0
InternVL3.5-8B 74.0 84.2 78.1 53.1 64.3 74.0
LLM-jp-3 VILA 14B 274 46.2 26.8 40.2 48.1 43.7

Table 10: Per-task results of all evaluated models on the 10 English benchmarks (split into
two column blocks), where evaluation is deterministic. Bold indicates the best score in each
column within each scale group; within each group, our models and existing VLMs are
separated by a horizontal line.
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Figure 6: Training dynamics under each data setting on each of the 10 Japanese benchmarks.

G Training Dynamics on Each Task

Figures 6 and 7 show the training dynamics for each of the 10 Japanese and 10 English tasks
under the three data settings (Jagle, FineVision, and Jagle + FineVision), respectively.
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Figure 7: Training dynamics under each data setting on each of the 10 English benchmarks.
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