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Abstract

Muon is an increasingly widely used optimizer that replaces a gradient
G = USV" with its polar factor UV ", thereby flattening the singular
spectrum. However, full flattening discards singular-value information
that may matter for adaptation. We introduce Muon?, a Muon-style op-
timizer that instead uses fractional spectral-power updates USPV T for
rational p € (0,1), interpolating between Muon and gradient descent.
To make it practical, we prove that fractional spectral powers cannot be
computed by any fixed univariate polynomial iteration, and furthermore
derive low-degree odd bivariate recurrences that approximate USPV T us-
ing only matrix multiplications, preserving Muon’s matrix-multiplication-
only structure and compute complexity. We show that Muon” maximizes
the linear improvement in loss under the Schatten g-norm for g = 1 + %

Empirically, Muon? is especially effective for finetuning: on billion-scale
models, Muon? improves validation perplexity and downstream task per-
formance. We further analyze when Muon” is less suitable, through the
lens of spectral geometry. Our results reveal important insights on when
preserving the singular spectrum can bring significant gains, and intro-
duce a principled way to achieve them. Our code is publicly available at
https://github.com/princeton-pli/muon-p.

1 Introduction

Optimization algorithms play a central role in shaping how neural networks learn, influ-
encing both the efficiency of training and the quality of the resulting model (Kingma & Ba,
2015; Loshchilov & Hutter, 2019; Jordan et al., 2024b). Muon has emerged as a promising op-
timizer for deep networks because its spectrum-flattening updates promote more balanced
learning across singular directions, prevent dominant modes from monopolizing training,
and have been shown to scale effectively in LLM pretraining (Jordan et al., 2024b; Liu et al.,
2025a; Wang et al., 2025b; Shah et al., 2025; Vasudeva et al., 2025b).

Muon achieves this by replacing a gradient G = USV T with its polar factor UV T, which
flattens the singular spectrum and makes the update more uniform across singular directions
(Jordan et al., 2024b). But full flattening also discards singular-value information, suggesting
a natural question: can we preserve Muon’s matrix-level spectral benefits while retaining
some magnitude structure that matters for adaptation?

We answer this question with Muon?, a Muon-style optimizer that updates with USPV' "
for rational p € (0,1). This family admits a clean geometric interpretation: USPV | is the
steepest-descent direction under the Schatten-q norm with ¢ = 14 1/p (Theorem 2.1). We
identify and resolve key challenges to derive Muon” and make its implementation practical.
Unlike Muon’s polar factor, fractional spectral powers cannot be obtained by iterating a
fixed univariate polynomial; arbitrary rational powers require a recurrence that retains the
original matrix (Lemma 2.2). We therefore derive low-degree odd bivariate recurrences
that preserve Muon’s matrix-multiplication-only structure (Theorem 2.3), yielding practical
updates that are a one-line change to the Muon implementation (Algorithm 1).

While prior work (Qi et al., 2026) has proposed fractional power for specific p values, we
introduce a systematic formulation from first principles, and explicitly derive Muon? for
any fractional power p.
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Empirically, Muon? is most beneficial in finetuning. On a variety of models, Muon” im-
proves math and code reasoning, validation perplexity, and downstream task performance.
We further analyze when Muon? is less suitable than Muon. Taken together, these results po-
sition Muon? as a principled generalization of Muon, while showing that the right spectral
geometry is regime-dependent.

Contributions. Our key contributions are:

¢ We introduce Muon?, a generalized Muon-style optimizer that computes fractional
spectral-power updates USPV T for any rational p € (0, 1) without explicit SVD.

* We show that no fixed one-variable polynomial iteration can compute these frac-
tional powers, motivating a novel bivariate polynomial recurrence.

* Muon? exhibits finetuning gains over Muon across math reasoning and coding,
perplexity, and downstream task performance.

¢ We examine the strengths and weaknesses of Muon? through the lenses of spectral
learning-rate adaptation, curriculum, and effective-rank dynamics.

2 Muon’: Muon with fractional spectral powers

Motivation: A neural network’s optimizer computes, given the gradient G of the loss
function, an update to the weights. The simplest optimizer chooses a weight update linearly
proportional to G. The AdamW optimizer updates each weight by a running average of the
gradient in that weight and divides by a running average of the gradient squared. Muon
takes advantage of the fact that both the gradient matrix and the weights can be interpreted

as matrices. If G = USV'' is the singular value decomposition of the gradient matrix G,

then Muon updates the weights by adding UV, so that weights update much more in
the direction of small singular values, and less in the direction of large singular values,
compared to the simplest optimizer.

For some applications, we argue that Muon is too extreme: We should not completely
eliminate the information contained in the singular values, and should instead split the
difference between Muon and the simplest optimizer. Muon? achieves this by updating the

weights by adding USPV'T for a chosen p between 0 and 1.

Muon” maximizes loss improvement under Schatten g-norm. One theoretical justification
for Muon” comes from norm-based steepest descent: The Muon update rule maximizes the
linear improvement in loss for a given size of the weight update, with the size measured by
the operator norm (Bernstein, 2025). Muon” maximizes the linear improvement in loss for a

given size of the weight update, with the size measured by Schatten g-norm for g =1+ %.
Theorem 2.1 states this formally, with proof in Appendix A.3. The use of Schatten norms for
steepest descent was also considered in Fan et al. (2025) and Cesista (2025).

Theorem 2.1. For any real number p € (0,1) let ¢ =1+ 1/p. Let G be an n x n matrix with

singular value decomposition USV ". Let {,) denote the entrywise dot product of matrices and let
|| - ||5 denote the Schatten g-norm. Then the maximum value of (G, M) among n x n matrices M

with ||M||q bounded is attained by a scalar multiple of USPV .

The computational problem: Muon? consists of two components: The choice of the update
rule USPV'T, and an algorithm to approximate USPV ". To make Muon” efficient, we require
a fast algorithm to compute USPV T given USV ". The naive algorithm to compute USPV "
from USV'T, by performing a singular value decomposition, is too slow. The same difficulty
occurs for computing UV " in Muon. Muon gets around this by using an iterative algorithm
to rapidly approximate UV " given G = USV ". We show that a direct translation of their
iterative method cannot be used to compute USPV T, but Muon? uses a new variant method

that can compute USPV T for an arbitrary rational number p € (0,1). The remainder of this
section is devoted to explaining this new iterative method.
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Review of Muon formulation: For G a matrix and G = USV' the singular value de-
composition, where S is a diagonal matrix with positive entries, the Muon optimizer uses

a Newton-Schulz algorithm to approximate UV " without computing the singular value
decomposition. This algorithm is based on two observations:

1. We have GG'G = US?VT and GG'GG'GG'G = US’V'. For any odd poly-
nomial f(x) = Zf-l:O pi11 %1, these and similar identities allow one to compute
Uf(S)VT as Y%, a211G(G " G)' using only matrix multiplication and not singular
value decomposition.

2. There are odd polynomials f such that the iterations f(x), f(f(x)), f(f(f(x)) con-
verge to 1 for all x in a starting range (0, 1].

Thus, fixing any such odd polynomial f, after normalizing G so that its greatest singular
value is at most 1, Muon iteratively applies the operation USV " +— Uf(S)V T to approxi-

mate UV T, with the quality of the approximation improving as the number of iterations
increases. The exact polynomial f is chosen to make the time to compute a sufficiently
good approximation as small as possible by balancing the number of iterations to attain
convergence with the time to compute each iteration, which depends on the degree of the
polynomial.

Our algorithm (introduction): Muon? applies a generalization of this strategy to compute

USPVT for an arbitrary rational number p between 0 and 1. (A similar method could be
applied for negative exponents or exponents greater than 1.) It is not possible to do this by

iterating any operation of the form USVT — Uf(S)VT:

Lemma 2.2 (Iterating single-variable polynomials does not compute rational powers). For
any real number p € (0,1) not equal to 1, there does not exist any polynomial in one variable f such
that, for all invertible matrices G = USV " with all singular values at most 1, if we let Sy = S and
Sps1 = f(Sy) forall n > 0, then we have lim, e Uf(S,)VT = USPVT.

For eigenvalues instead of singular values, the analogue of Lemma 2.2 has been observed in
the numerical linear algebra literature Guo & Higham (2006); Higham (2008).

Instead, to converge to US” VT, an iterative algorithm must remember the initial matrix.
Thus, we will consider a two-variable polynomial f(x,y). If G = USV " is our initial matrix,
Muon? iteratively computes the matrices G, = US, VT where Sy = S and Sp+1 = f(Sn,S).

Moreover, S, is chosen so that G, converge to USPV " This can be done for p an arbitrary
rational number in (0,1). To show this is possible, we need two facts (whose proofs are
deferred to the appendix):

First key fact (computing polynomials): For f(x,y) a polynomial in two variables which
is odd in the sense that f(—x, —y) = —f(x,y), given matrices G, = US,V' and G = USVT,
we can compute Uf(S,,S)V " using matrix multiplication and transpose. More precisely,
we have the following theorem:

Theorem 2.3 (Computing odd two-variable polynomials). 1. Let f(x,y) be a polyno-
mial in two variables with real coefficients which is odd. We can write f in the form

d d
2i+1, 2f 2i 241
foy) =) anipappx® v + ) aginjax®yTT (2.1)
i,j=0 i,j=0
for some natural number d and tuples of real numbers (ﬂ2i+1,2j)z i—0r (azi,szrl)gj:O.

2. For f a polynomial given by the formula (2.1), for G = USVT and G, = US,V " we have

Uf(Sn, S)V' =Y a3i112/Gn(Gy Gu) (G'GY + Y 29,:1G(G,, Gu) (G G).
0 B



Published as a conference paper at COLM 2026

Algorithm 1 Muon? gradient update for p = % Other values of p, including for Muon when
p = 0, can be easily accommodated by changing the line 4 according to Equation (3.1).

Input: gradient G, total number of steps N.
Initialize Gy < G
forn < 0toN —1do
Gui1 = Gu +¢(G — GyG, Gy)
end for
return Muon? gradient update Gy.

AR

Second key fact (existence of polynomials): There are odd polynomials f(x,y) such that,
forany y € (0,1], setting xo = y and x,,41 = f(xp,y) forall n > 0, we have lim,, e X, = y*.
More precisely, we have the following theorem:

Theorem 2.4 (Odd two-variable polynomials compute rational powers). Let p be a rational
number in (0,1). Then there exists an odd polynomial f(x,y) such that, for any y € (0,1], if we set
xo =y and x,41 = f(x,y) forall n > 0, we have lim;, o X, = y*.

Our algorithm (conclusion): For Muon?, we choose a polynomial f as in Theorem 2.4.
Given as input a matrix G = USV'", weset Sy = S, S,11 = f(Sn,S) forall n > 0, and
Gn = US, V" forall n > 0. We apply Theorem 2.3 to compute G, 1 from G, and G. By
Theorem 2.4, we have lim, e S, = S? and thus lim,_.cc G, = USPV T. Hence, stopping
after N iterations for a fixed number N, we compute an approximation Gy to USPVT.

We obtain the original Muon algorithm as the special case of Muon” where p = 0 and f(x,y)
does not depend on y. As in Muon, Muon? is numerically stable when implemented in
bfloat16, allowing for fast implementation on modern hardware.

Key ideas in Theorem 2.3 and Theorem 2.4 proofs. The proof of Theorem 2.3 is by

applying the definitions and then canceling all unwanted factors of U, U",V, VT via the
definition of orthogonal matrix.

The proof of Theorem 2.4 requires constructing a suitable polynomial f. To do this, it is
necessary to understand what criteria f should satisfy. We should have y” be a fixed point
of f in the sense that f(y?,y) = y?. Moreover, y” should be an attracting fixed point in that
for x close to y*, f(x,y) should be even closer to y”. Finally, we must check convergence for
our fixed initial value x = y.

Making y? a fixed point while taking f odd requires taking a polynomial f in a specific
algebraic form. Making y” an attracting fixed point requires a certain inequality on the
derivative of f, and so we find explicit f in this algebraic form which satisfy the derivative
inequality. We prove convergence from a given initial value using a monotonicity property,
and we can choose f to satisfy the monotonicity property also.

3 Explicit polynomial construction

Polynomial construction. In this section, we explain how to construct an odd two-variable
polynomial f(x,y) such that, setting x,, .1 = f(x4,y), X, converges to y¥ as n goes to oo for
suitably-chosen xy. Since p is a positive rational number, we write p = a/b for positive
integers a, b. We give the statements of the key results in the case that 2 and b are both odd,
with the proofs, and the case when a or b is even, deferred to the appendix.

To construct this polynomial, it is necessary that y*/? be a fixed point, i.e. f(y*/?,y) = y*/".
This can be accomplished as long as f takes the form
fly) =x+ (" —x")g(xy) 3.1)
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for some polynomial g(x,y). (In practice, we will often take g to be a constant, and to obtain
convergence, it is necessary for this constant to be positive but not too large. We choose a
constant in this range by empirical performance.) In fact, we have the following:

Lemma 3.1 (Fixed point criterion). Let a and b be two coprime positive integers. Let g(x,y) be
a real polynomial in two variables. For f(x,y) given by (3.1), we have f(y*/?,y) = y*/? for all
y € (0,1].

Combining Lemma 3.1 with the following Lemma 3.2, we can choose odd f with y*/? a
fixed point.

Lemma 3.2 (Oddness criterion). When a and b are odd, the polynomial f(x,y) given by (3.1) is
odd as long as g(x,y) is even.

However, for x, to converge (robustly) to y*/?, it is not sufficient that y*/? be a fixed point
of f. It must also be an attracting fixed point. The criterion for the existence of an attracting
fixed point, based on the derivative, is as follows.

Lemma 3.3 (Attracting fixed point criterion). Let f be a polynomial in two variables and let a

and b be two positive integers. Say y*/? is an attracting fixed point of f(x,y) if f(y*/?,y) = y*/?
and

of a/b

= 1.

E ARSI

Ify*/? is an attracting fixed point of f(x,y) then there exists an interval I C R containing y*/?
such that, for any xo € I, if we set x,11 = f(xu,y) forall n > 0, then limy o0 Xy = y”/b.

Using this, we have an explicit criterion on the coefficients of g(x,y) for when an odd
polynomial has y*/? as an attracting fixed point.

Lemma 3.4 (Choice of g(x,y) coefficients). Let a and b be two odd positive integers. Let f(x,y)
be a polynomial given by (3.1) in terms of g(x,y). If

0< g(yu/b

2
’y) < a(b-1)
by
orall y € (0,1] then y*/? is an attracting fixed point of f(x,y) forall y € (0,1].
y Y 8 p Y y

In particular, for g a constant c, to have y*/®

have ¢ < %

an attracting fixed point for all y € (0,1], it suffices to

As in Muon, we face a tradeoff where higher-degree polynomials may allow faster con-
vergence but are slower to compute. For this reason, we choose g to be the lowest degree
possible, i.e. gis a constant c. As examples, some polynomials which arise from our formulas
in the range of interest 0 < a/b < 1 are as follows:

flxy) =x+c(y—x°) converging to y*/3
flx,y)=x+cy— x5) converging to y1/5 (32)
flx,y) =x+ (y2 — x4) (cy +dx) converging to y1/2 '
flxy) =x+c(y’ —x°) converging to y*/°

Empirically, we find that choosing, in the case a = 1,b = 3, f(x,y) = x + c(y — x%) for
c close to the largest value 2/3 for which Lemma 3.4 applies gives rapid convergence.
Appendix A.2.3 provides further details and analysis on choosing coefficients for f(x,y).

Theorem 2.4 shows that we can in fact choose f(x,) so that we have convergence to y*/?
from the starting value x = y. The proof of Theorem 2.4 uses a similar construction, but
taking a smaller value of c. This gives a monotonicity property that makes it easier to give
a formal proof of convergence. However, larger values of c give convergence, and in fact
more rapid convergence, in practice.
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4 Muon’ improves finetuning

4.1 Training

Unless stated otherwise, we train a Llama3-1B base model (Grattafiori et al., 2024). Muon”
is a general framework that can approximate G” for arbitrary rational p € (0,1). Unless

noted otherwise, we adopt p = % for ease of comparison, and the fact that Muon3 can be
efficiently computed by iterating a simple cubic polynomial. For language modeling, the
data are packed into sequences of length 2048. Hyperparameters such as learning rate and
batch size are tuned for each method. All training runs are performed on 2 to 4 H100 GPUs.
Appendix A.2.1 contains further training and tuning details.

The polynomial f(x,y) we use is given by the formula Eq 3.1 where the parameter g(x, y) is
either a constant or a linear polynomial, such as in Eq 3.2. The optimal coefficients of g(x,y)
are chosen with a grid search over the range of possible values that yield convergence
according to Lemma 3.4. Appendix A.2.3 contains optimal coefficient values used for
different exponents p. We use the Muon implementation from NanoGPT Muon (Jordan
et al.,, 2024a). As in Muon, we accumulate a momentum of gradients B; = uB;_1 + G,
where By = 0, G is the gradient, and u € [0,1). We use the same y in Muon? as the y from
NanoGPT Muon (Jordan et al., 2024a).

Complexity. Let N be the number of polynomial recurrence steps in Muon?, k the number
of matrix multiplications (generally log,(deg f) for f in Eq 3.1), and let w denote the matrix
multiplication complexity, the time complexity for both Muon? and Muon is O(wkN).
Hence, Muon’ and Muon differ in complexity only by a constant factor, namely different
numbers of matrix multiplications k. As in Muon, Muon? is numerically stable in bf16.
Section 4.2 gives runtime comparisons in practice.

4.2 Muon? performance

Math reasoning and coding. Table 1 shows that the benefits of Muon? extend to mathe-
matical reasoning and coding: when finetuning Llama3-1B base model on GSM8K (Cobbe
etal., 2021), Numina (LI et al., 2024), and OpenCodelnstruct (Ahmad et al., 2025), Muon”
improves pass@8 validation accuracy (GSM8K and Numina) and loss (OpenCodelnstruct).
Figure 1 visualizes the performance comparison between Muon” and Muon across learning
rates on Numina.

Llama3-1B Pretrained w/ Muon
AdamW Muon Muon? \ AdamW Muon Muon?
GSMS8K 1 46.41 41.76 48.27 11.35 8.114 12.88
OpenCodelnstruct |  0.2398  0.2423  0.2382 0.653 0.746  0.633
Numina 1 40.75 39.67 4241 9.14 5.67 10.45

Table 1: Comparison of Muon”, Muon, and AdamW after finetuning either Llama3-1B or a
Muon-pretrained model on Fineweb.

Appendix A.2.4 compares Muon? with additional
: Ls i t Numi
basellnes. earning rate sweep on Numina o7

Muon 0.590 070

0.65

Using Muon-pretrained checkpoints. Since
Llama3-1B was pretrained using AdamW, finetuning

Method
Loss

0.60

MuonP 0.692 0.571

on Muon or Muon? creates an optimizer mismatch,
which can harm finetuning performance (Liu et al.,
2026; Qu et al., 2026). To study this effect, we
pretrained a randomly initialized Llama3-1B model
using Muon, on 9.83 billion tokens of Fineweb. We
then finetuned it using AdamW, Muon, and Muon?”.

0.55

le-5 5e-5 le-4
Learning rate

Figure 1: Muon” outperforms Muon
across learning rates.
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Table 1 shows that despite matching the pretrain

optimizer (and having an advantage), Muon still un-

derperforms Muon? and Adam, suggesting that Muon?’s superior finetuning performance
on the off-the-shelf pretrained Llama3-1B model results from more fundamental reasons
than optimizer mismatch. Indeed, an analysis using exact SVD, in Section 5, shows that
pretraining inherently benefits from full-spectrum updates, in contrast to finetuning.

AdamW Muon Muon?

Law | 2.591 2.578 2.491
Fineweb | 11.57 11.70 11.58

Table 2: Validation perplexity for Llama3-1B base model finetuned on Fineweb and Pile of
Law.

Section A.2.5 contains results at a larger scale with Llama3-3B.

Commonsense reasoning and other language tasks. Table 2 shows that Muon? yields per-
plexity gains when finetuning Llama3-1B on both 300 million tokens of Fineweb (Lozhkov
et al., 2024) and 625 million tokens of Pile of Law (Henderson et al., 2022). The best hyperpa-
rameters are tuned for each method and task. All runs use the same seed and data ordering,
with optimal hyperparameters tuned for each method.

Table 3 shows that the gains from Muon? extend beyond perplexity to accuracy in a range
of downstream tasks.

PIQA WG LAMBADA BoolQ OBQA HellaSwag ARC-E ARC-C | Avg.

AdamW 7524 61.25 61.85 64.43 28.00 48.23 67.38 32.34 54.84
Muon 7519 61.01 61.46 65.26 274 48.21 67.17 32.17 54.73
Muon? 7541 61.33 61.81 65.32 28.20 48.18 67.21 32.76 55.03

Table 3: Muon? improves upon Muon in accuracy across a variety of reasoning and lan-
guage tasks. WG: Winogrande. OBQA: OpenBookQA. ARC-E: ARC-Easy; ARC-C: ARC-
Challenge.

Runtime comparison. We randomly initialized a Llama3-1B model in bf16, and bench-
marked the runtime of a single ‘optimizer.step’ call, using a single H100 GPU and identical
data. Each optimizer is allowed to warm up for 3 steps (for ‘torch.compile’, etc), and
measured the mean runtime of the subsequent 15 steps.

As shown in Table 4, Muon? with p = % has a comparable runtime with Muon, which is

not surprising as both use a quintic polynomial recurrence. Muon? with p = 1 uses a cubic
recurrence, leading to faster runtime.

Backend Optimizer step time (ms)
Mean Std.
Muon?, p = 1 101.89 1.22
Muon?, p =z 116.30 0.43
Muon 120.73 0.26

Table 4: Optimizer step time for Muon” and Muon.

5 Muon’ analysis

Pretraining benefits from uniform full spectrum updates. Interestingly, Muon” performs
worse than Muon when trained directly from a randomly initialized model, i.e. during
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pretraining. This contrasts with the results in Section 4, as shown in Figure 2 for pretraining
and finetuning the 135M SmolLM base model (Bakouch et al., 2025). We analyze this
dichotomy below.

Pretraining Finetuning
2.70

—e— Muon

5.0 Muon?

2.65

»
0

2.60

&
=3

2.55

Evaluation loss

w
[

2.50

1000 2000 3000 4000 5000 6000 7000 1000 2000 3000 4000 5000 6000 7000
Training step Training step

Figure 2: Pretraining vs finetuning for Muon and Muon?”.

Pretraining. During pretraining, where the objective is to discover and refine features
broadly, it is beneficial to learn the data’s principal components more uniformly, as Muon
does, rather than allowing a small number of dominant directions to absorb most of the
update. Indeed, recent works suggest that this isotropization especially helps associative-
memory layers and tail patterns, because it prevents high-frequency or high-gain directions
from monopolizing the update (Vasudeva et al., 2025a; Wang et al., 2025a; Li et al., 2026).

Finetuning. In contrast, after pretraining, adaptation commonly lives in a much smaller
and more structured subspace (Aghajanyan et al., 2020). Pretrained models have low
intrinsic dimension for downstream tuning, full finetuning tends to preserve much of
this pretrained spectral structure (Liu et al., 2025¢; Si et al., 2025a; Hwang et al., 2025;
Shuttleworth et al., 2024; Lingam et al., 2024); and parameter-efficient methods that explicitly
update in a low-dimensional subspace work surprisingly well (Hu et al., 2021; Meng et al.,
2024; Wang et al., 2024; Jiang et al., 2024; Lialin et al., 2023; Lingam et al., 2024). In other
words, the singular values encode which residual directions are actually worth changing. In
this regime, Muon’s gradient updates with p = 0 discards all this directional information,
while using 0 < p < 1 keeps Muon’s conditioning benefit but restores some preference for
the stronger singular directions.

A direct empirical test with exact SVD. A direct way to test this hypothesis is to replace
the approximate spectral powers used during pretraining with the exact ones, computed
from the gradient’s SVD. As shown in Figure 3, the update UV " outperforms US'/3V T in
pretraining. This suggests that Muon?” underperforms Muon in pretraining not because it
poorly approximates spectral-power updates, but because pretraining itself benefits from
uniform updates across the spectrum.

However, retaining partial singular value information is useful when finetuning on specific
domains, as evident in Figure 3 (right figure). Remarkably, this adaptation is on a checkpoint
pretrained using Muon, meaning that despite having an advantage in terms of optimizer
consistency (Qu et al., 2026; Liu et al., 2026), discarding spectrum information with usovrT
updates still underperforms.

Effects of different exponent p. Figure 4 shows the validation loss after finetuning
SmolLM-360M on 852 million tokens of Fineweb data with Muon” for different values
of exponent p, indicating that the optimal exponent is neither p = O nor p = 1, but rather
somewhere in-between. These results also speak to the robustness of Muon?, as the valida-
tion performances for different p differ by at most 0.01.

Implicit direction-dependent learning rate adaptation. The spectral-power update in
Muon? can be viewed as introducing an implicit learning rate scaling factor that varies
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Pretraining Finetuning
g 51/3‘/7' i — USl/3vT
oy/T 3.51 \ > oyT
5.0 1 us®v usov
m 3.0 1
845
g 2.5
W 4.0
2.0
3.5 1 -
0 2000 4000 6000 8000 10000 0 300 600 900
Training step Training step

Figure 3: Left: Updating with exact SVD shows that pretraining benefits from uniform
updates across the spectrum. Right: However, retaining singular value information helps
adaptation on specific domains, in this case OpenCodelnstruct.

across singular directions of the gradient. Reweighting the singular values by a power p > 0
attenuates smaller singular directions more strongly, while leaving dominant directions

relatively less affected. In particular, the effective learning rate follows: A = —y USPV ' =

eff

-1
—Yinsfto u;v] , where = Uf .

1

Muon? validation loss w.r.t. exponent p

2.436
2.435
2.434

% 2.433

ES]

= 2432

>

M 2.431
2.430

2.429
2.428

1/15 1/5 1/3 1/2 3/5 13/15
Exponent p

Figure 4: The optimal validation loss is neither p = 0 nor p = 1, but rather somewhere
in-between. For comparison, the Muon validation loss after training on the same data is
2.52.

As the gradient in standard Muon implementations (Jordan et al., 2024a) is spectral normal-

ized such that 0; < 1 for all i, p > 0 means that the effective learning rate 7 for Muon? in
the lesser singular directions is less than that for Muon, which corresponds to p = 0.

Muon — Muon? curriculum To empirically test this adaptive learning-rate interpretation,
we impose an optimizer curriculum during pretraining: Muon is used for most of training,
and then switched to Muon? for the final 500 steps. This isolates the effect of increasing the
spectral power from 0 to p, which corresponds to reducing the effective learning rate ° in
the smaller singular directions of the gradient.

As shown in Figure 5, the validation loss readily decreases once the spectral power increases

from p = 0to p = 1. This happens consistently across model scales. Concurrent work
(Wu et al., 2026) has also found that keeping p constant at 0 is suboptimal for pretraining.
These findings point to the strong potential for translating such curriculum settings into
significant practical gains for pretraining.

In practice, the transition from Muon to Muon’ is seamless for any choice of p, since Muon
is a special case of Muon”. Only the polynomial approximation needs to be changed, while
the rest of the optimizer state, such as gradient momentum, carries over directly. This is a
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notable advantage over switching to a different optimizer family, such as AdamW, which
requires maintaining different optimizer state, including both first and second moment
estimates.

Effective rank analysis The interpretation '

above suggests that spectral-power updates s et T C“”‘i“";:n —
should not only change optimization per- — foon - Consec i e
formance, but also change the geometry of ™

the learned updates. If increasing p sup-
presses smaller singular directions and con- gwﬁ
centrates more weight on dominant ones, 104
then the optimizer should effectively oper- .0,
ate in a lower-dimensional subspace over
training. Effective rank provides a natural

way to test this hypothesis. S mteeees. B0 0

The effective rank of a matrix W is defined Figure 5: Eval loss vs. step for Muon and

_ ro .
asheff_ranli(W) o exp( i-1Pilogp ’)’ Muon — Muon? curriculum, compared with
where p; = 0i/}j_,0; and 0y,...,07 de- reducing the learning rate or keeping it con-
note the nonzero singular values of W. As  stant. The loss drop in the final 500 steps high-
shown in Figure 6, Muon maintains a rel- lights the effects of the curriculum. All three

atively higher effective rank and decays runs use the exact same seed and data order-
slowly, while Muon? shows a much sharper ing.

drop, especially early on, and continues de-
creasing throughout training.
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Figure 6: Average effective module rank for Muon and Muon” during training (from scratch).
Muon? exhibits a significantly stronger reduction in effective rank over training compared
to Muon.

6 Conclusion

In this work, we introduced Muon?, a Muon-style optimizer that realizes fractional spectral-
power updates through an efficient SVD-free bivariate polynomial recurrence. Our results
suggest that Muon? is effective for finetuning, improving math reasoning and coding,
perplexity, and downstream task performance, while also indicating that the optimal spectral
geometry differs between pretraining and finetuning. Exciting future directions include
automatically selecting the best p for a given task, incorporating Muon? into a pretraining
curriculum, and developing a deeper understanding of how spectral geometry shapes
learning-rate adaptation and downstream performance.
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A Appendix

We include related works, omitted proofs, additional experimental details and results.

A.1 Related work

Muon theory and extensions. Muon has rapidly accumulated both empirical and theoreti-
cal follow-up. On the empirical side, Muon has been shown to scale to LLM pretraining with
appropriate update rescaling and regularization (Liu et al., 2025b; Shah et al., 2025). On the
theory side, existing work analyzes its convergence or interprets it as steepest descent under
operator/spectral norm constraints (Pethick et al., 2025; Li & Hong, 2025; Kovalev, 2025;
Shen et al., 2025; Chen et al., 2025). Task-specific analyses further explain when spectrum
flattening helps: Muon improves tail-end associative-memory learning and exhibits favor-
able scaling laws in that setting (Wang et al., 2025a; Li et al., 2026), while imbalanced-data
studies argue that equalizing singular directions prevents dominant modes from monopo-
lizing learning (Vasudeva et al., 2025a). These results resonate with our finding that p = 0
remains stronger in pretraining, where broad feature discovery benefits from more uniform
full-spectrum updates, whereas 0 < p < 1 is better suited to finetuning.

The closest prior work to ours is Qi et al. (2026), which studies a spectral family of Muon-like
transforms and develops SVD-free coupled Newton-Schulz methods for selected interme-
diate powers. Two main differences are that Muon” provides an explicit construction for
arbitrary matrix power p € (0,1), and Muon” does not use coupled Newton Schulz iter-
ations for matrix inverse roots, which requires float32 precision to be numerically stable
(Jordan et al., 2024b). Other recent variants modify Muon'’s spectral transform or robustness
properties through adaptivity, heavy-tailed corrections, or alternative whitening surrogates,
including AdaMuon, NorMuon, HTMuon, ROOT, PolarGrad, and MUD (Qi et al., 2026; Si
et al., 2025b; Li et al., 2025; Pang et al., 2026; He et al., 2025; Lau et al., 2025; Southworth &
Thomas, 2026). Muon? is complementary to these works: instead of proposing a new heuris-
tic transform or a different whitening surrogate, it isolates the fractional spectral power
itself as the control variable, proves a negative result for fixed one-variable polynomial
iterations, and gives constructive odd bivariate recurrences for arbitrary rational p € (0,1).

Efficient computation of orthogonal and spectral transforms. A separate line of work
revisits the numerical linear algebra subroutines underlying Muon. Muon’s practical im-
plementation relies on Newton-Schulz-type iterations that use only matrix multiplications
(Jordan et al., 2024b). Recent papers improve this subroutine through optimized polynomial
coefficients (CANS), adaptive minimax iterations (Polar Express), iteration-free consoli-
dations (IFNSO), and general adaptive acceleration frameworks (PRISM) (Grishina et al.,
2025; Amsel et al., 2025a; Hu et al., 2026; Yang et al., 2026). Classical high-accuracy polar-
decomposition methods such as QDWH and Zolo-PD offer a useful point of comparison,
but they typically depend on QR or rational-function machinery rather than the matrix-
multiplication-only structure favored in deep learning workloads (Nakatsukasa et al., 2010;
Nakatsukasa & Freund, 2016). Muon? addresses an orthogonal computational problem:
not how to compute the polar factor UV " faster, but how to compute fractional transforms

USPV'T without explicit SVD while retaining Muon's accelerator-friendly structure.

A.2 Additional Experimental Details and Results
A.2.1 Further training details.

We tune the optimal hyperparameters such as learning rate and batch size for each optimizer
method. We use a cosine learning rate scheduler. For language modeling, Numina, and
OpenCodelnstruct finetuning, the best learning rate is tuned within [le — 5,5e — 5, 1e — 4],
and the best batch sizes are tuned within [128,512,1024]. In addition, we tune the number of
warmup steps within [100,200,400] and a ratio of 0.1, and tune the minimum learning rate
ratio for the cosine scheduler within [0.1,0.3]. For finetuning on GSM8k, due to its smaller
dataset size, the best learning rate is tuned within [2e — 5, 5¢ — 5], and the batch size is tuned
within [128,512]. The exact same seed is used throughout different runs to ensure the same
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data ordering during training. We use the same number of iterations N = 6 in Algorithm 1
and Muon throughout for fair comparison.

Unless otherwise noted, language modeling finetuning on Llama3-1B is trained for 1000
steps, with a global batch size of 32768 tokens. The evaluation is done on a 1000 randomly
selected test set. GSM8K is finetuned for 600 steps (10 epochs), given its small dataset size,
to avoid catastrophic overfitting; and Numina and OpenCodelnstruct are finetuned for 6000
steps.

"o

We use the “constitutes”, “courtListener_opinions", and “us_bills", “scotus_filings" compo-
nents from the Pile of Law dataset, for a total of 625 million tokens. The evaluation is done
on the official validation set.

A.2.2 GSMS8K and Numina Evaluation.

To evaluate performance on the validation set of GSM8K and Numina, we evaluate pass@8
and temperature 0.8, and use 32 samples to approximate an unbiased estimator. Evaluation
is done on the 1319 problems in the official test split for GSM8K, and the 100 problems in
the official test split for Numina.

A.2.3 Choice of coefficients of f(x,y).

As discussed in §4.1, the polynomial f(x,y) is taken to be the simplest form that satisfy
the convergence conditions in Lemmas 3.1, 3.3, and 3.4. Once the degree and convergence
criteria are satisfied, we find the optimal coefficients for f(x) using a simple grid search
within the range of convergence, on a sample of 1000 GPT-2 gradients produced on Fineweb.
The grid search aims to minimize the ¢, distance between the true matrix power G? and
the Muon? approximation for the gradient G. We found that the range of acceptable
convergence on the gradients in practice is larger than in theory due to using a finite number
of iterations.

We found grid search to be simpler and more efficient than gradient-descent based search
methods for the optimal coefficients. Table 5 contains the optimal coefficients used for a
range of exponents p.

Muon? exponent % % % % % %
c 0.133 0.700 0.660 0.300 0.200 0.133
d - - - 0500 @ - -

Table 5: Empirical coefficients ¢ and d in f(x,y) for a range of Muon” exponents found with
grid search within the feasible range as in Lemma 3.4.

The coefficients of the polynomial f(x,y) in Eq 3.1, such as c in Eq 3.2, trade off attracting
fixed point guarantee with convergence speed w.r.t. the number of recurrence iterations:
smaller values of ¢ makes the fixed point attracting and guarantees convergence, but can
decrease convergence speed, especially along the small singular value directions. It is an
interesting future direction to vary c for different singular directions.

In summary, we want the largest coefficients that still guarantee convergence for both large

and small singular values. Figure 7 illustrates the convergence v.s. speed tradeoff for a small

and a large singular value for p = %

A.2.4 Comparison with additional baselines.

We compare Muon? with stronger baselines that modify Muon’s spectrum or preconditioner
to improve robustness or convergence: AdaMuon, PolarGrad (both ‘qdwh’ and ‘zolo-pd’
backends), and PolarExpress (Si et al., 2025b; He et al., 2025; Lau et al., 2025; Amsel et al.,
2025b).
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Convergence of x_{n+1} = x_n+c(y - x_n"3)

y = 0.2, target = y~(1/3) = 0.585 y = 0.8, target = y~(1/3) = 0.928

0.0 25 5.0 S: 10.0 125 15.0 175 20.0 0.0 215 5.0 5 10.0 12:5 15.0 17.5 20.0
Iteration Iteration

Figure 7: Convergence v.s. speed tradeoff on c for a small and a large singular value for

p= % While a larger value of ¢ accelerates convergence along small singular directions, it
can prevent convergence along larger singular directions.

We chose the Numina dataset, as it is a much larger scale and more complex math reasoning
dataset than GSMS8K, and hence offers a more robust signal. We obtained the following
results when finetuning Llama3-1B on 393 million tokens of Numina:

Method Ir=5¢ -5 Ir=1e—-5
Muon 0.618 0.769
MuonP 0.597 0.708
PolarGrad zolo-pd 0.768 0.870
PolarGrad qdwh 0.767 0.871
Polar Express 0.767 0.870
AdaMuon 0.750 0.868

Table 6: Evaluation loss by method and learning rate.

We tried our best to reproduce the baselines as faithfully as possible, and worked on
ensuring baseline stability whenever needed. E.g. PolarGrad with the zolo-pd backend is
only numerically stable when executed in float64 due to its Cholesky kernels, which is the
precision we used.

Although HTMuon (Pang et al., 2026) is most similar to Muon? in spirit, by applying
fractional singular powers S?, we could not compare with HTMuon, as it requires exact
SVD, and hence belongs to a different family of algorithms and is orders of magnitude slower,
especially at the 1B scale. We also benchmarked ROOT (He et al., 2025), but encountered
numerical instabilities.

It is interesting that Muon outperformed these baselines aimed towards improving its
robustness. One hypothesis is that all these baselines were developed and tested in the
pretraining setting, where having a more accurate polar factor approximation (with singular
values 1) developed in these baselines can be beneficial.

However, as Muon only approximates a polar decomposition, indeed Muon gradient singular
values are roughly Uniform(0.5,1.5) instead of exactly 1 (due to its maximizing the polyno-
mial slope at 0), Muon performs more implicit regularization during finetuning compared
to these baselines (Indeed Muon'’s updates are not truly full rank as shown by its effective
rank in Figure 6.)

A.2.5 Performance on larger scale models

We aim to study Muon” beyond the 1B scale. Specifically, we finetuned Llama3-3B (base) on
786 million tokens of the Numina dataset. Here we report test accuracy on the official Nu-
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mina test split, the pass@8 accuracy is evaluated using temperature= 0.8 and 32 generations
to approximate an unbiased estimator. As shown in 7, Muon?” consistently outperforms
Muon, consistent with the observations on smaller scales.

Learning rate Optimizer Pass@8

Muon? 0.531

—4
1x10 Muon 0.506
Muon? 0.496

-5
5x10 Muon 0.455
Muon? 0.361

-5
1x10 Muon 0.296

Table 7: Pass@8 performance of Muon and Muon? across learning rates after finetuning
Llama3-3B with either Muon or Muon” on Numina.

A.2.6 Further runtime comparison

Section 4.1 compares the complexity between Muon” and Muon. Here to aim to study
the runtimes in practice in terms of wallclock time. We randomly initialized a Llama3-1B
model in bf16, and benchmarked the runtime of a single ‘optimizer.step’ call. We used a
single H100 GPU and identical data. We allowed each optimizer to warm up for 3 steps (for
“torch.compile’, etc), and measured the mean runtime of the subsequent 15 steps.

As shown in Table 8, Muon? with p = % uses a quintic polynomial recurrence, as opposed

to the cubic recurrence used when p = 1. AdaMuon’s greater latency is due to its extra
‘sign()’ function and Adam-style second-moment EMA.

Backend Optimizer step time (ms)
Mean Std.

Muon?, p = % 101.89 1.22

Muon?, p = 5 116.30 0.43

Muon 120.73 0.26

Polar Express  121.44 0.05

AdaMuon 150.53 1.26

Table 8: Optimizer step time by backend. Values are reported as mean and standard
deviation over 15 steps.

A.2.7 Further curriculum results

Figure 8 shows additional Muon — Muon? curriculum results for pretraining on Fineweb.
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Muon - Muon” Curriculum
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Figure 8: Muon — Muon? curriculum when pretrained on Fineweb.

A.3 Proofs

We begin with the proofs of Lemma 2.2 and Theorem 2.3. We then prove the results of
Section 3, before proving Theorem 2.4, which relies on these results. Afterwards, we prove
Lemma 2.1.

Lemma A.1 (Lemma 2.2, Iterating single-variable polynomials does not compute rational
powers). For any real number p € (0,1), there does not exist any polynomial in one variable f
such that, for all invertible matrices G = USV' T with all singular values at most 1, if we let Sy = S
and S, 11 = f(Sy) for all n > 0, then we have limy, o Uf(S,)VT = USYPVT.

Proof of Lemma 2.2. Fix p, and suppose for contradiction there did exist such an f. Since
limy, 00 UF(Sy)VT = USPVT, multiplying by U on the left and V on the right, we have
limy, 00 f(Sn) = SP. Let x be the top-left diagonal entry of S and let x, be the top-left
diagonal entry of S,. Then we have lim, ;. X, = x7, we have xy = x, and we have
Xp+1 = f(xp) for all n. Since f is continuous we have
0 i 0= fm 5 = Jin F(c0) = fimy 0) =

Thus the polynomial function f(y) — y vanishes at y = x”. This holds for invertible matrix
USV T with all singular values at most 1 and hence holds for all x in (0, 1]. Since x? for x
in (0, 1] includes infinitely many distinct values of y, the polynomial function f(y) — y is
identically 0. Thus f(x) = xs0 S;,41 = Sy, for all n and thus S,, = S for all n by induction,

hence
lim US,V' = lim USVT =USV' £ UsPv',

n—o0 n—o0
contradicting our assumption. O
Theorem A.2 (Theorem 2.3, Computing odd two-variable polynomials). 1. Let
f(x,y) be a polynomial in two variables with real coefficients which is odd. We can write f
in the form
: 21,2, v 2i, 2j+1
fy) =) g™y + Y aginjax®yTT (A1)
i,j=0 i,j=0

for some natural number d and tuples of real numbers (a2i+1,j)? 0 (a2i,2j+l)? o

2. For f a polynomial given by the formula (A1), for G = USVT and G, = US,V " we
have

Uf(Sn, S)V' =Y a3i112/Gn(Gy Gu) (G'GY + Y 29,:1G(G,, Gu) (G G).
0 B
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Proof. For part (1), since f(x, ) is a polynomial, we can write

2141
floy) =) ax'y. (A.2)
00
Then
2441 A S
fl=x,—y) = Y (=1)/(=1)a;jx'y.
ij=0

For f(—x, —y) to equal — f(x, y) for all x, y, the coefficient (—1)i(—1)7'ailj of x'y/ in f(—x, —y)
must equal te coefficient —a; ; of x'y/ in —f(x,y). If i + j is even this forces a;j = —a;; and
thus a; ; = 0. Hence 4, ; is nonzero only if i 4 j is odd, which forces one of 7, j to be even and

the other to be odd. Restricting the sum (A.2) to only the terms with i odd and j even or i
even and j odd, we obtain (A.1).

For part (2), we plugin G = USV ' and G, = US,V ' anduse U'U = Iand then V'V =T
to obtain
Zﬂziﬂ,z]'Gn(GnTGn)i(GTG)j + Zﬂzi,szG(GnTGn)i(GTG)j
1,] 1,]
=Y a1 US, VI (VS UTUS, VT (VSUTUSY Ty
ij
+ Y aipjUSV(VS,utus,vi(vsuusv'’y
ij
=Y a5 10 USu VT (VSIV T (VSPVTY + Y a5 USV T (VS2VT)(VS2VT)
i,j i,j
= Y 424 12jUSu Sy SIVT + Y 90 1 USSH STV T
i,j i,j
=Y i1 USFHISHVT 4+ Y a5 USFSTHIVT
i,j i,j
=Uu (Z ai112S5 1S + Zazl-,zjﬂsﬁfs%“) VT =Uf(Sy,S)VT.
i ij
O

Lemma A.3 (Lemma 3.1, fixed point criterion). Let a and b be two coprime positive integers. Let
f be a real polynomial in two variables. The following are equivalent:

1. We have f(y*/?,y) = y*/? forall y € (0,1].
2. We have f(y*'?,y) = y*/? forally > 0.

3. There exists a polynomial g(x,vy) such that we have f(x,y) = x + (y* — x)g(x,y).

Proof. (2) implies (1) by restriction. (3) implies (2) by substitution:

FG0 ) =y + (" = )N y) = v+ (v =y )g (™ y) =yt 0 = P

It remains to check that (1) implies (3). By polynomial long division, we can write f(x,y) =
x+ (y* — x)g(x,y) + r(x,y) for a polynomial g(x,y) and a remainder r(x,y) of degree
< a—-1iny, ie. every monomial appearing in r has degree at most 4 — 1 in y. Since

fy*b,y) = y*/? forall y € (0,1], we have f(z7,z") =z for all z € (0,1] by taking y = z".
Substituting in we get
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27 = f(2%2") = 2"+ ((z°)" — (2")")g(2% 2¥) + (2%, 2") = 2" + 0 + r(2% 2)
so r(z%,z") = 0 for all z € (0,1]. Since (2% 2") is a polynomial in z, this makes r(z",z")

identically zero. If we write
d d

r(x,y) = Z Z ci,jxiyj

i=0j=a-1
we get

M=

r(z%,2%) =

a—1 o
Z Ci,jzmﬂb-
i=0j=0

However, every integer n has a unique expression as ia + jb for an integer i and j an integer
between 0 and a — 1, since j must be congruent to # times the modular inverse of b modulo
a and there is a unique integer between 0 and a4 — 1 in that congruence class, and i is
determined by j and the equation ia + jb = n. So each coefficient of r(z*,z") is the sum
of at most one ¢ij, and hence that ¢;; must vanish, thus every c;; vanishes so r = 0, as
desired. 0

To further ensure that f is odd, we must adapt the formula of Lemma 3.1 depending on
whether a and b are odd. Specifically, we take

flx,y)=x+ (y" — xb)g(x,y) with g even (A.3)
if a and b are both odd and
F(x,y) = x+ (v¥* — x®)h(x,y) with i odd (A4)

if a or b is even. Note that (A.4) is the special case of (A.3) where g(x,y) = (y* + x")h(x, y).
Lemma A.4 (Lemma 3.2, oddness criterion). Let a and b be two positive integers.

1. Ifa and b are odd, the expression (A.3) is always odd.
2. The expression (A.4) is always odd.

Proof. These both follow from the facts that an odd polynomial times an even polynomial is

odd and the sum of two odd polynomials is odd. For (1), we observe that y* — x” is odd and
g is even by assumption so their product is odd and then adding x preserves oddness. For

(2), we observe that 42 — x? is even and  is odd by assumption so their product is odd
and then adding x preserves oddness. O

Lemma A.5 (Lemma 3.3, attracting fixed point criterion). Let f be a polynomial in two variables
and let a and b be two positive integers. Say y*/? is an attracting fixed point of f(x,y) if

fy*?y) =y and
of

dx

(y”/h,w‘ <1

Ify*/'Y is an attracting fixed point of f(x,y) then there exists an interval I C R containing y*/*

such that, for any xo € I, if we set x, .1 = f(xn,y) for all n > 0, then limy,_,c0 x, = y*/°.

Proof. This is a standard result in dynamical systems. To prove it, take § such that

% (y*/'?, y)’ <1 — 26. By Taylor’s theorem, we have

Flu) = £ ) + =y L y) 4 O(x — yP2)

d
=y ey L y) + O — )

21



Published as a conference paper at COLM 2026

SO

d
‘f(x,y) —y“/b‘ < ‘x—y"/”‘ aﬁ(y“/b,y)‘ +O(|x — /b2

< x =y (1 —26) + O(lx -y ?)

We can choose C such that if |x — y/?| < C the O(|x — y*/?|?) term is at most J|x —
y*/?| which gives ’f(x,y) —y”/b’ < (1-6)]x — y*/?|. Now if |xop — y*/?| < C we have

lxy — y*?| < (1 —6)"C by induction on 1 so lim, e x, = y*/?, and thus we can take
I= (Yt —C,y"t+C). O

Lemma A.6 (Lemma 3.4, choice of c). Let a and b be two positive integers.
1. Let f(x,y) be a polynomial given by the formula (A.3). If
2
ﬂ/b’y) < pm
by 7
forall y € (0,1] then y*'? is an attracting fixed point of f(x,y) forall y € (0,1].

0<g(y

2. Let f(x,y) be a polynomial given by the formula (A.4). If

1
a/b
4 y) < a(2b—1)

by v
forall y € (0,1] then y*/? is an attracting fixed point of f(x,y) forall y € (0,1].

0< gy

Proof. This follows from computing the derivative. For f given by (A.3) we have

g_ a_ b‘—Lg b1
3 — LT =)0 (0 y) = b7 g(x,y)

and substituting x = y*/? we get

] g B 20 R a(b—1) . a(b—1) .
L) =14 () By )~ by g y) =1~ by "5 g )
of

b
so to have ‘a(y”/ ,

y)‘ < 1 it suffices to have

a(b—1)

0<by v gy y) <2

a(b—

and dividing by byT1> gives part (1).
For f given by (A.4) we have

aof _ 2 _opOh _ opab—1
St P ) S () — 26 ()

a/b

and substituting x = y*/” we get

g a/b _ 2a _ 24 %
S W) =14 (T =) 5y

of

so to have ‘E(y

a/b[ y) . Zbya(lefl)h(ya/bl y) —1— Zby

a(2b—1)
b

h(y"’?,y)

a/b,]/)‘ < 1 it suffices to have

a(2b—1)

0<2by v h(y”ly) <2

a(2b—1)

and dividing by 2by~ 5 gives part (2). O
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Lemma 3.4 makes it easy to construct polynomials which satisfy the hypothesis of Lemma
3.3 forally € (0,1]. For a,b odd, we can simply take g(x,y) = ¢ for any positive ¢ < 2/b.
For a or b even, we can take hi(x, y) = cox + c1y for any positive cg, c; with ¢g + ¢, < 1/b.

We have already seen some examples in the odd case. The simplest example of our construc-
tion in the even case is:

f(x,y) = x + (v* — x*)(cox + c1y) converging to y'/?
We are now ready to prove Theorem 2.4.

Proof of Theorem 2.4. We may assume a and b are coprime without loss of generality by
dividing any common factors from a and b.

We first check that it suffices to have f(y*/?,y) = y*/? and x < f(x,y) < y*/? for any

y € (0,1 andy < x < y*/?. Indeed, by induction on 1 we will have y < x,, < y*/? for all n,
since this is satisfied for n = 0 and assuming it is satisfied at n we have x,, .1 = f(x,,y) and

y < 2 < flony) <y’
SO
y < i <y,
completing the induction step. Then by assumption we have x,;1 > x; for all n, so x;
is a bounded monotone sequence and thus convergences. Since f is continuous if we set
x = lim, 0 X; we must have

x = lim ¥, = lim x,0 = lim f(o,y) = F(lim x,5) = f(xy)

/b as we have y < x, < y*/? for each n. If x # y*/? then we have

/b ag

butwehavey < x <y
y < x < y"/?s0 x < f(x,y) which contradicts x = f(x,y), so we must have x = y
desired.

We now ensure that the sufficient conditions above are satisfied. For a4,b odd we take
f(x,y) = x +c(y* — x?) for some ¢ > 0. Since c is even, this falls into (A.3). We saw in

Lemma 3.2 that f is odd and in Lemma 3.1 that f(y*/?,y) = y*/. If y < x < y*/? then
y* —x¥ > 0s0 f(x,y) > x. Thus it only remains to ensure that f(x,y) < y*/’. We have

v — f(x,y)

_ ya/b —x— C(ya _ xb) _ (ya/b o x)(l _ C(yafa/b +ya—2a/bx+ya73a/bx2 4ot thl))‘

afa/b’ ya72a/bx, ya73a/bx2, ..., xbfl

Since we assumed x < y”/ b <1, the terms y are each at

most 1 and there are b terms so
yufa/b +ya—2a/bx + ya73a/bx2 4t -1 <b

and so to have y*/? — f(x,y) > 0 it suffices to have ¢ < 1/b. Thus any ¢ € (0,1/b) works.

For a or b even we take f(x,y) = x + cy(y** — x?) for some ¢ > 0. Since c is odd, this falls
into (A.4). We saw in Lemma 3.2 that that f is odd and in Lemma 3.1 that f(y*/?,y) = y*/°.
Ify < x < y*? theny® — x’ > 0 and we assumed y > 0so f(x,y) > x. Thus it only remains

to ensure that f(x,y) < y*/?. We have

vt —flay) =yt —x — cy(P* — x®)

_ (yu/b _ x) (1 _ Cy(yZa—a/b + yZa—Za/bx +y2a—3a/bx2 4ot xzh—l)).

2u7a/b, y2u72a/hx’ y2a73u/bx21 .

Since we assumed x < y“/ b <1, the terms Y .., x2 ’1) are each

at most 1 and there are 2b terms so
(yZa—a/h + yZa—Za/bx + yZa—3a/bx2 4t xzb—l) < 2b

and so to have y*/? — f(x,y) > 0 it suffices to have ¢ < 1/(2b). Thus any ¢ € (0,1/(2b))
works. O
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Theorem A.7 (Theorem 2.1). For any real number p € (0,1) and let g =1+ 1/p. Let G be an

n x n matrix with singular value decomposition USV " Let (,) denote the entrywise dot product of
matrices and let || - ||; denote the Schatten q-norm. Then for every c1 > 0, the maximum value of

(G, M) among n x n matrices M with || M||; < ¢y is attained by M = c;USPV'" for some ¢, > 0.

Proof. For any n x n matrix D with |[M||; < ¢q, let sq,...,s, be the singular values of G.
Then we have

n 1 1
(G, M) = tr(GM") < [[Gllp+1lIMlg < |IGllpr1c1 = (L s] )7
i=1

.. o . : 1 1 _
by Holder’s inequality for the Schatten p-norms, since 1T =1

On the other hand, for ¢ = —%—— and M = c,USPV T, we have
(fo i )

n

n
IM]lg = c2(} 811 = ————(}_s]"
=1 ( 1”1 ,pq)”’ =1

=
\m»_n

and we have

n
(G, M) = catr(USVTVSPUT) = catr(S7) =y ) 51 77
i=1

n o Gltp n Gt i N
= == 17§ = i=17i :C1(2511+P) S|
CLshT (s S
so the maximum is attained by this value of D, as desired. O
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