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Abstract

The rapid release of both language models and benchmarks makes it in-
creasingly costly to evaluate every model on every dataset. In practice,
models are often evaluated on different samples, making scores difficult to
compare across studies. To address this, we propose a framework based
on multidimensional Item Response Theory (IRT) that uses anchor items
to calibrate new benchmarks to the evaluation suite while holding previ-
ously calibrated item parameters fixed. Our approach supports a realistic
evaluation setting in which datasets are introduced over time and models
are evaluated only on the datasets available at the time of evaluation, while
a fixed anchor set for each dataset is used so that results from different
evaluation periods can be compared directly. In large-scale experiments
on more than 400 models, our framework predicts full-evaluation perfor-
mance within 2–3 percentage points using only 100 anchor questions per
dataset, with Spearman ρ ≥ 0.9 for ranking preservation. This shows that
benchmark suites can grow over time while preserving score comparability,
since adding a new dataset requires running existing models only on that
dataset’s anchors. 1

1 Introduction

The growing number of LLMs and evaluation benchmarks makes exhaustive evaluation
of every model on every sample prohibitively expensive (Hofmann et al., 2025; Kiela et al.,
2021; Perlitz et al., 2024a). Instead, existing leaderboards opt to evaluate models against
different subsets of evaluation instances. As a consequence, the public record of results is
fragmented, with test suites overlapping only partially. As a result, both absolute results
and relative rankings can vary significantly with benchmark selection (Perlitz et al., 2024b).

In this work, we propose an efficient and reproducible real-world evaluation framework.
Specifically, we consider a setting in which datasets are released over time, and models are
evaluated on the datasets available at the time of evaluation. As illustrated in Figure 1, we
introduce a psychometric framework based on multidimensional item response theory (IRT)
and a small set of anchor questions (Kolen & Brennan, 2004). We start by calibrating an IRT
model on a small set of datasets. When new datasets are added, we update the evaluation
pipeline via fixed parameter calibration. In this process, previously learned item parameters
are held fixed, and only the parameters of newly introduced items are estimated using
reference models that connect old and new items. This allows the benchmark suite to grow
while preserving the existing calibration.

This setup supports two use cases. For new-model evaluation, we test only the anchor
questions and use the calibrated IRT model to infer performance over the larger historical

∗Equal contribution.
1Code and data are available at: https://eliyahabba.github.io/growing-pains/.
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Figure 1: Fixed parameter calibration enables extensible evaluation as new benchmarks
are added over time. (1) Base datasets (e.g., MMLU, GSM8K) are calibrated jointly on
reference models to define initial anchor item parameters. (2) At each subsequent step t, a
new dataset is integrated by estimating its item parameters while holding all previously
calibrated anchor parameters fixed (locked icons). (3) Once calibrated, the accumulated
anchors serve as a compact proxy for the full suite, enabling performance prediction from
anchor responses alone.

pool, reducing the amount of inference required. For new-dataset integration, we estimate
its item parameters from the reference models’ responses while keeping the existing anchor
parameters fixed. We then run the existing models only on the anchors selected from the
new dataset and use these responses to estimate their performance on the full dataset.

We evaluate our approach on two large-scale benchmark suites: the Open LLM Leader-
board (Fourrier et al., 2024) (6 datasets, 395 models) and MMLU (Hendrycks et al., 2021)
(57 subject subsets, 428 models). Our experiments simulate the sequential addition of
new benchmarks and the arrival of new models over time, and compare fixed parameter
calibration against concurrent re-calibration and random sampling.

Across both suites, fixed parameter calibration achieves stable accuracy as the benchmark
pool expands. With only 100 anchor questions per dataset, prediction error is typically low
(around 2–3%), and it does not accumulate as more datasets are added. A cost analysis
further shows that concurrent calibration reselects anchors across the accumulated suite
at every step, requiring models to be evaluated on an updated anchor set that grows with
the suite. Its cost therefore grows with the suite. Fixed parameter calibration retains the
existing anchors and adds only anchors from the newly added dataset. For previously
evaluated models, the cost of each new dataset therefore remains constant. We also observe
diminishing returns from very large anchor sets and that a moderate number of reference
models suffices for accurate prediction as the benchmark suite grows. Together, these results
address both use cases: evaluating new models from anchor responses alone and integrating
new datasets while retaining the existing anchors.

To conclude, our contributions are: (1) we formulate LLM evaluation under evolving dataset
coverage as a scale-linking problem, where datasets are introduced over time and models
are evaluated only on the datasets available at the time of evaluation; (2) we introduce a
multidimensional IRT framework with fixed anchor sets and sequential fixed-parameter
calibration so that results collected at different times can be compared directly; and (3) we
show on suites derived from the Open LLM Leaderboard and MMLU that this approach
provides a cost-effective approximation to full evaluation while largely preserving model
rankings.

2 Background

This section introduces the psychometric concepts underlying our framework: Item Re-
sponse Theory (IRT) as the measurement model, the limitations of concurrent calibration
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under evolving benchmarks, and fixed parameter calibration as the mechanism for integrat-
ing new benchmarks without recalibrating the existing suite.

2.1 Item Response Theory

Item Response Theory (IRT) is a probabilistic measurement framework that models each
response as a function of latent model abilities and individual item characteristics (Lord &
Wingersky, 1984; Polo et al., 2024b). Whereas classical test theory characterizes performance
through aggregate scores, IRT estimates separate parameters for each item and each model,
enabling fine-grained analysis of what drives correctness.

We employ the Multidimensional 2-Parameter Logistic variant of IRT (MIRT 2PL), which
allows each item to load on multiple latent dimensions, capturing distinct skills required in
different questions and facilitating cross-dataset linking. A model’s ability is represented as
a vector θ over these dimensions, and the probability of a correct response for item i is:

P(yi = 1 | θ) =
exp(aT

i θ+ di)

1 + exp(aT
i θ+ di)

(1)

where ai is the discrimination vector, representing the item’s sensitivity to each latent
dimension, and di is an intercept term related to item difficulty.

2.2 IRT under evolving benchmarks

IRT-based methods have been shown to enable efficient LLM evaluation by estimating
performance from small, representative item subsets (Polo et al., 2024b). These methods
rely on concurrent calibration, which jointly estimates all item parameters (ai, di) and model
abilities (θ) over a fixed benchmark (Lord & Wingersky, 1984). While effective for static
evaluations, concurrent calibration becomes problematic when benchmarks evolve. Each
new benchmark requires recalibrating the accumulated suite and reselecting anchors across
the previously added datasets. Models must therefore be evaluated on an updated anchor
set that grows as the suite expands. Moreover, re-estimating all parameters jointly shifts the
calibration. Items originally calibrated with parameters ai, di receive updated estimates a′i,
d′i, rendering historical ability estimates θ incomparable. We therefore need a calibration
strategy that preserves the existing scale as new benchmarks are added, without requiring
each model to be evaluated on an increasingly large anchor set as the suite grows.

2.3 Test equating and fixed parameter calibration

Test equating addresses precisely this need. In psychometric practice, test equating makes
scores from different test forms comparable (Kolen & Brennan, 2004), typically through a set
of shared anchor items that serve as a common reference. When new items are calibrated to
an existing evaluation suite by holding anchor item parameters constant, the procedure is
known as fixed parameter calibration (FPC; Kim & Cohen, 1998).

Concretely, when a new dataset is added, FPC holds anchor item parameters (ai, di for
items in the anchor set) fixed and estimates only the parameters of newly introduced
items. Because anchor parameters are never modified, model abilities θ retain consistent
meaning across calibration steps, keeping scores comparable over time. Fixed parameter
calibration therefore supports efficient evaluation of new models from the accumulated
anchors. For an evolving benchmark suite, it enables new datasets to be integrated while
retaining the existing anchors across calibration steps. While FPC is well established in
psychometrics, it has not been applied to LLM evaluation. In Section 3, we apply this
procedure sequentially as new datasets are added to a growing benchmark suite, so that the
scores remain comparable as new datasets accumulate.
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3 Method: sequential fixed parameter calibration

To achieve extensible evaluation, we consider a sequence of dataset releases in different
time steps t = 0, 1, . . . . At each time step, we seek to find a set of representative anchors for
the new dataset, which will remain fixed to allow for an extensible evaluation benchmark.

As illustrated in Figure 1, the calibration is done in two phases: (1) at t=0, we train an
initial IRT model on a first dataset B0 and a reference set of models, Mre f , (2) at each t>0
we integrate a new benchmark Bt via sequential fixed parameter calibration. To estimate model
performance at a given time point t, we use the corresponding set of anchors accumulated at
that time. Below, we elaborate on these different components.

Training an initial IRT model (t = 0). We start by training an MIRT 2PL model on the
first dataset B0, estimating parameters (a, d; Equation 1) for all items in B0 via maximum
likelihood over a set of responses from the reference models Mref. We then select a subset
of anchor items A0 ⊂ B0 by clustering the IRT item representations and selecting the most
representative item from each cluster, following the anchor selection method of Polo et al.
(2024b). These anchors will be used in all subsequent steps.

Sequential fixed parameter calibration (t > 0). When a new benchmark Bt is added,
we select anchors At while holding all existing anchor parameters fixed. To calculate the
anchors At for this time step, we fit parameters for the items in Bt similarly to the initial IRT
training. We use responses from Mre f on all items in Bt, together with responses from the
same models on the existing anchors A<t. Throughout this step, we constrain all existing
anchor parameters to their previously estimated values (Equation 1). This yields a new set
of anchor items At ⊂ Bt, which is added to the accumulated anchor pool for all subsequent
calibration steps. We denote the cumulative anchor set at step t as A≤t = A0 ∪ A1 ∪ · · · ∪ At.

Estimating model performance. To estimate a new model’s performance at time step t,
we estimate its ability vector θ by maximizing the MIRT likelihood with all item parameters
fixed, given its responses to the set of anchors A≤t:

θ̂ = arg max
θ

∏
i∈A≤t

P(yi | θ; ai, di) (2)

We then predict accuracy on each dataset Bk using θ̂ and the calibrated item parameters.
Following the estimator of Polo et al. (2024b), we combine the model’s observed responses
on the anchor items with the correctness probabilities that the IRT model assigns to all
remaining items in Bk, weighting the two components to balance sampling variance against
model bias. Evaluating a new model at step t requires responses to all accumulated an-
chors A≤t, rather than to all items in the suite. For a previously evaluated model, each new
dataset requires responses only to its newly selected anchors.

4 Results: our approach enables efficient and extensible evaluation

Here we extensively evaluate our framework on varying conditions (number of models
and anchors) while simulating different orderings of dataset releases, in terms of estimation
accuracy and computation cost.

4.1 Experimental setup

We evaluate our framework on two benchmark suites, using randomized sequential ordering
to simulate sequential benchmark addition over time.

Baselines. We compare fixed parameter calibration against two baselines. Concurrent
calibration jointly re-estimates all item parameters and model abilities each time a new
benchmark is added. It uses the same IRT-based item selection procedure as fixed parameter
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Benchmark Suite # Models # Datasets Included Datasets (# examples)

Open LLM Leaderboard 395 6 ARC Challenge (1,212), GSM8K (1,359), Hel-
laSwag (10,082), MMLU (14,042), TruthfulQA
(857), Winogrande (1,307)

MMLU 428 57 57 subdomains; (100–1,534 per subject)

Table 1: Summary of the benchmark suites used in the experiments.

Dataset Total Items N=50 N=100

ARC Challenge 1,212 4.1% 8.3%
GSM8K 1,359 3.7% 7.4%
HellaSwag 10,082 0.5% 1.0%
MMLU 14,042 0.4% 0.7%
TruthfulQA 857 5.8% 11.7%
Winogrande 1,307 3.8% 7.7%

Subject Total Items N=10 N=50

Abstract Algebra 100 10.0% 50.0%
Computer Security 100 10.0% 50.0%
Machine Learning 112 8.9% 44.6%
College Medicine 173 5.8% 28.9%
High School Math 270 3.7% 18.5%
Moral Scenarios 895 1.1% 5.6%
Professional Law 1,534 0.7% 3.3%

Total 14,042 4.1% 20.3%

Table 2: Anchor coverage as a percentage of total items for the Open LLM Leaderboard suite
(left) and for representative subjects in the MMLU suite (right).

calibration, but re-estimates all parameters on the accumulated data at each chain step
without constraining any to prior values. Random sampling estimates performance by
directly averaging accuracy on a randomly drawn subset of N questions from the newly
added dataset, without any IRT modeling.

Datasets. Table 1 summarizes the suites used to evaluate our approach. Both suites
use item-level response data collected by Polo et al. (2024b). The first suite is the Open
LLM Leaderboard (Fourrier et al., 2024), covering six datasets. The second is the full
MMLU (Hendrycks et al., 2021), treating its 57 subjects (e.g., algebra, law, medical genetics)
as distinct datasets, which allows us to test stability over a longer sequence of benchmark
additions to the evaluation suite.

Model splits. We partition models into reference models, used for calibration, and held-
out test models, in three ways, and apply all three to both suites. The random split assigns
75% of models to the reference set and 25% to the test set, following Polo et al. (2024b).
The time-ordered split orders models by their Open LLM Leaderboard submission date
and assigns the earlier models to the reference set and the later ones to the test set. The
family-held-out split assigns the Llama (Touvron et al., 2023) and Mistral (Jiang et al., 2023)
models to the test set and the rest to the reference set.

Dataset chain construction. To simulate the gradual accumulation of datasets over time,
we define a chain: a sequence of datasets added one at a time to an initial suite. Each chain
begins with a randomly selected subset of benchmarks forming the initial “historic” suite.
At each subsequent chain step t, one dataset is added and integrated via calibration; we
then predict each test model’s accuracy on the newly added dataset and compare it against
its full-evaluation accuracy. Because we evaluate prediction quality at every step along
the chain, each chain yields measurements at increasing chain lengths, allowing us to test
whether prediction error accumulates as more benchmarks are added.

We sample multiple chains with different orderings per suite. For the Open LLM Leader-
board, each of the 6 benchmarks serves as the final (predicted) benchmark in turn, with 2
randomly sampled orderings of the preceding benchmarks per configuration (12 chains
total). For MMLU, we sample 20 chains of sequentially added datasets, each ending with a
different randomly selected subdomain from the 57 available. We report means and 95%
confidence intervals across chains throughout. Table 2 contextualizes anchor sizes relative
to benchmark scale, where N denotes the number of anchor questions per benchmark.
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ation size but higher prediction error.

Evaluation metrics. To assess the prediction quality, we use mean absolute error (MAE):

MAE =
1

|Mtest| ∑
m∈Mtest

|âccm − accm| (3)

where accm is the accuracy of model m on the full benchmark and âccm is the estimated
accuracy based on a subset of samples. Since leaderboard maintenance requires preserving
relative model ordering, we also use Spearman’s ρ to measure ranking correlation.

4.2 Results

Prediction error remains low as the benchmark suite grows. Fixed parameter calibration
provides strong predictive performance. As shown in Figure 3, its MAE remains low and
stable across chain steps on both the Open LLM Leaderboard and MMLU, closely tracking
concurrent calibration while consistently outperforming random sampling, especially at
smaller anchor budgets.

Prediction error remains low when models are split by time or family. Figure 4 shows
low prediction error on the Open LLM Leaderboard under both splits. The time-ordered
split uses earlier models as reference models and later models for testing, reflecting the
arrival of new models over time. The family-held-out split removes the Llama and Mistral
families from the reference set, testing performance on unseen model families. MMLU
results show the same pattern and are reported in Appendix B.

Prediction error remains stable when an out-of-domain dataset is added. To test per-
formance when newly added datasets emphasize capabilities that are weakly represented
earlier in the chain, we construct targeted orderings for the MMLU STEM and mathemat-
ics subjects and for GSM8K on the Open LLM Leaderboard. Figure 5 shows that fixed
parameter calibration matches or improves upon concurrent calibration on the MMLU
settings and generally has lower prediction error than random sampling. On the Open LLM
Leaderboard, its prediction error does not increase consistently as GSM8K is added later
in the chain. These results show that fixed parameter calibration remains stable under the
targeted orderings considered here.

Evaluation cost remains constant as the suite grows. As shown in Figure 2, when a new
dataset is added, Fixed parameter calibration requires previously evaluated models to be
run only on its anchors. Concurrent calibration reselects anchors across the accumulated
suite at every step, requiring each model to be evaluated on the updated anchor set. As the
suite grows, this anchor set becomes increasingly large.
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Figure 3: A small anchor budget suffices for accurate prediction across chain steps, with
diminishing returns from larger sets. Across both benchmark suites, even compact sets (e.g.,
N = 10 or 25) allow fixed parameter calibration and concurrent calibration to maintain
low and stable MAE. As the number of anchors increases, random sampling approaches
the performance of IRT-based methods, narrowing the gap between all three approaches.
Shaded regions denote 95% confidence intervals.

The different approaches yield a good approximation of model rankings. Beyond ab-
solute error, the approximation methods also recover the relative ordering of models well.
As shown in Table 3, the Spearman correlations between predicted and full-evaluation
rankings are strong. IRT-based approaches match or improve upon random sampling across
configurations, with the clearest gains at low anchor counts. As the anchor budget grows,
all methods move toward near-perfect ranking estimation.

Random selection is a viable approach for large enough anchor sets. Figure 3 shows
that although random sampling is weaker than the calibrated methods in the low-budget
regime, the gap narrows substantially as the anchor budget increases (Perlitz et al., 2024a).
However, the IRT-based methods retain a clear advantage at small anchor budgets, which is
precisely the regime where evaluation cost savings are largest.

Accurate approximation requires dozens of reference models, varying by suite. Figure 6
shows that, under the random split, approximation quality depends on the number of
reference models, and that a very small set of models is insufficient for low prediction
error. On the Open LLM Leaderboard, using only 25 reference models produces unstable
error profiles for the IRT-based methods, while performance becomes reliable once the
pool reaches roughly 100 models. On MMLU, the dependence is weaker, with 25 reference
models already yielding robust performance, but the broader pattern is the same: accurate
approximation requires at least dozens of reference models.
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5 Related work

The escalating cost of LLM evaluation has driven research into efficient alternatives to
comprehensive benchmarks (Luccioni et al., 2024). Perlitz et al. (2024a) and Kipnis et al.
(2024) showed that accurate rankings can be recovered from sparse item subsets. Predictive
approaches go further, using IRT (Polo et al., 2024b), amortized modeling (Truong et al.,
2025), and multi-prompt estimators (Polo et al., 2024c) to infer full-benchmark performance
from limited observations. While effective for static snapshots, these methods treat each

Open LLM Leaderboard MMLU

Method \ Anchors (N) 25 100 200 10 25 50 100

Random 0.82 0.91 0.96 0.68 0.85 0.91 0.98
Concurrent Calibration 0.89 0.94 0.97 0.73 0.83 0.90 0.98
Fixed Parameter Calibration 0.88 0.94 0.97 0.72 0.84 0.90 0.98

Table 3: Ranking preservation (Spearman ρ) between predicted and full-evaluation model
orderings. IRT-based calibration methods are competitive with random anchor sampling,
with the clearest gains at small anchor counts.
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Leaderboard (top), a reliable fixed parameter calibration is only achieved once the reference
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even with only 25 reference models. Shaded regions denote 95% confidence intervals.

benchmark as a closed system, lacking mechanisms for keeping results comparable as
datasets evolve.

Psychometric theory offers a framework for such linkage. Lalor et al. (2016) introduced
IRT to NLP for difficulty calibration, Rodriguez et al. (2021) used it to build a Bayesian
leaderboard model of ranking reliability within a single, closed benchmark, and Li et al.
(2025) apply adaptive testing to select informative questions dynamically. However, these
efforts focus on ability estimation within a fixed item pool, largely overlooking equating
across different test forms (Kolen & Brennan, 2004; Stocking & Lord, 1982).

Beyond equating, psychometric methods have also been applied to uncover the latent
capability structure of LLMs. Factor-analytic studies have identified between three and eight
interpretable skill dimensions that explain much of the variance in model performance across
diverse tasks (Burnell et al., 2023; Ilić & Gignac, 2024; Maimon et al., 2026), and Polo et al.
(2024a) leverage similar latent-skill assumptions to model scaling laws across model families.
These findings suggest that a low-dimensional skill space underlies LLM performance
variation, consistent with the latent structure assumed by multidimensional IRT models.

To address benchmark saturation, researchers have proposed dynamic systems (Kiela et al.,
2021), fluid evaluation (Hofmann et al., 2025), continuously refreshed benchmarks (White
et al., 2025), and aggregate-level unification of disparate metrics (Ho et al., 2025). However,
these approaches often fragment scores across evaluation periods; we address this by
establishing comparability at the item level using Multidimensional IRT, enabling extensible
evaluation while preserving score comparability across evaluation periods.
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6 Discussion

A key assumption of our framework is that the latent dimensions identified during initial
calibration generalize to subsequently added benchmarks. Our results support this: the
flat MAE profiles across both suites show that the prediction accuracy does not degrade
as the benchmark pool expands. This stability follows from the design of fixed parameter
calibration, which holds anchor parameters fixed while estimating new item parameters (ai,
di) freely at each chain step. This allows new benchmarks to be integrated while preserving
the existing scale. In practice, this framework could be applied to leaderboards such as the
Open LLM Leaderboard, allowing new datasets and models to be integrated efficiently as
the benchmark suite evolves.

However, prediction quality depends on the degree of overlap between new benchmarks
and the existing latent space. When a new benchmark tests a capability largely absent
from existing tasks, we expect prediction accuracy to degrade. This is not specific to our
approach; any equating procedure requires shared latent structure across old and new items.
In practice, if a new capability proves important to the evaluation community, additional
benchmarks probing it are likely to follow. As these benchmarks are calibrated into the
chain, the latent space gradually gains coverage of that skill, and prediction quality recovers.
We hypothesize that MMLU’s 57 subjects share more latent structure, as they are all multiple-
choice knowledge questions, making calibration effective with fewer reference models. The
Open LLM Leaderboard’s six datasets span more diverse task types, requiring a larger
reference pool to capture the relevant latent dimensions.

This motivates a natural extension: organizing benchmarks into skill clusters, each main-
taining its own calibrated parameters. New benchmarks could be routed to an existing
cluster or, when prediction quality drops substantially, initiate a new calibration chain for
a previously unrepresented capability. Extending the framework to support skill-based
clustering is a promising direction for future work, raising questions including how to
define clusters from item-level data, how to route incoming benchmarks to existing or new
clusters, and how to model interactions between separately calibrated parameter sets.

7 Conclusion

Evaluating LLMs consistently has become harder as models and benchmarks are released
continuously. We address this problem by casting evaluation under evolving benchmark
coverage as a scale-linking problem and introducing a multidimensional IRT framework
with anchor items and fixed parameter calibration. Experiments on the Open LLM Leader-
board and MMLU achieve prediction error of 2–3% using only 100 anchor questions per
dataset, with no error accumulation across long calibration chains. The framework supports
efficient evaluation of new models and integration of newly added datasets while preserving
score comparability.

8 Limitations

First, our empirical validation is limited to knowledge and reasoning tasks in English on
the Open LLM Leaderboard and MMLU, and the framework’s behavior on other task types
or languages remains to be tested. Second, the current framework operates on binary item
responses, and extending it to graded or open-ended evaluation formats would require
adaptations to the IRT formulation. Third, although we evaluate time-ordered and family-
held-out splits in addition to random partitioning, future models may behave differently.
Our targeted dataset orderings also use datasets for which response data is already available
across many models, and other datasets may behave differently when added to the chain.
Finally, fixed parameter calibration assumes that anchor questions maintain stable statistical
properties as models evolve. Anchors may become contaminated or saturated over time,
requiring recalibration. Evaluating a new model also requires responses to all accumulated
anchors, so its evaluation cost grows as the suite expands, although it remains substantially
lower than full-suite inference.
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A Anchor selection analysis

Figures 7 and 8 visualize the item representations and the anchors selected by our clustering-
based procedure on representative MMLU subjects and the Open LLM Leaderboard datasets.
We additionally compare this procedure with a top-K baseline that selects the K items
with the highest discrimination. As shown in Figures 9 and 10, top-K selection produces
substantially higher prediction error on both benchmark suites. The item maps show that
clustering distributes anchors across the parameter space, while top-K selection concentrates
them in a narrow high-discrimination region.
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Figure 7: Item maps showing the difficulty (b) and discrimination (a) of all items, with
selected anchor items highlighted. Clustering-based selection (circles) distributes anchors
across the full parameter space, while top-K selection (diamonds) concentrates them in a
narrow high-discrimination region. Representative MMLU subjects.
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Figure 8: Item maps showing the difficulty (b) and discrimination (a) of all items, with
selected anchor items highlighted. Clustering-based selection (circles) distributes anchors
across the full parameter space, while top-K selection (diamonds) concentrates them in a
narrow high-discrimination region. Open LLM Leaderboard datasets.
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Figure 9: Replacing the clustering-based an-
chor selection with top-K selection by dis-
crimination parameter leads to substantially
higher MAE on the Open LLM Leaderboard,
while the rest of the fixed parameter calibra-
tion pipeline remains identical. Shaded re-
gions denote 95% confidence intervals.

B Additional results under realistic model splits

Figure 11 reports the full results under the time-ordered and family-held-out model splits
on both benchmark suites. In the time-ordered split, models with earlier Open LLM Leader-
board submission dates are used as reference models and later models are held out for
testing. In the family-held-out split, Llama and Mistral models are held out from the refer-
ence set. Across both the Open LLM Leaderboard and MMLU, fixed parameter calibration
closely tracks concurrent calibration and generally outperforms random sampling, with
prediction error remaining stable across chain steps.
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Figure 10: Replacing the clustering-based an-
chor selection with top-K selection by dis-
crimination parameter leads to substantially
higher MAE on MMLU, while the rest of the
fixed parameter calibration pipeline remains
identical. Shaded regions denote 95% confi-
dence intervals.
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Figure 11: Prediction error remains low under time-ordered (top) and family-held-out
(bottom) model splits, on the Open LLM Leaderboard (left) and MMLU (right). Fixed
parameter calibration tracks concurrent calibration and outperforms random sampling,
matching the random-split result in Figure 3. Shaded regions denote 95% confidence
intervals.

C Implementation details

We implement the MIRT 2PL model in py-irt with five latent dimensions. Parameters are
estimated using stochastic variational inference with Adam (learning rate 0.1, exponential
decay 0.9999) and the evidence lower bound (ELBO), with hierarchical priors on the item
parameters. The initial calibration at t = 0 and the concurrent calibration baseline each run
for 2000 epochs. Each fixed parameter calibration step runs for 1000 epochs, while holding
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the previously calibrated anchor parameters fixed. For anchor selection, we use K-means
with Euclidean distance over the IRT item representations, with the number of clusters set
to the anchor budget.
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