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Abstract

When a Vision-Language Model (VLM) sees a blue banana and answers
”yellow”, is the problem of perception or arbitration? We explore the ques-
tion in ten VLMs with various sizes and reveal an Encoding–Grounding
Dissociation: models that fail to report what they see (and thus provide
a wrong answer) still encode the visual evidence as strongly as models
that provide the correct answer. Using Multimodal Arbitration Crossover
(MAC) analysis with layer-by-layer Logit Lens probing, we track the com-
petition between visual and prior signals across every layer of each model.
We show that visual attributes can be linearly decodable from early layers
(AUC > 0.86). The accuracy remains nearly identical for both successful
and failed samples. However, the gap in the final-layer logit—not the
strength of encoding—better predicts grounding outcomes with a correla-
tion of ρ = 0.847. After having studied when VLMs base their answers on
image clues rather than prior knowledge, we want to understand the causal
relationships. We establish causality through full-sequence activation
patching. The standard last-token interventions in LLM interpretability do
not affect VLMs. In contrast, replacing the full token sequence at layers
identified by MAC alters 60 to 84% of outputs. Partial-token decomposition
shows that image tokens carry almost all of the causal impact, while text to-
kens have none. Scaling addresses the remaining architectural differences to
achieve perfect retention. Moving from diagnosis to intervention, we show
that training-free activation steering—both linear and sparse autoencoder-
guided—in early layers can improve visual grounding by up to +3.8 pp
at each model’s best configuration, while some setups degrade individual
samples. We present steering as a proof of actionability after diagnosis—layer
and method are hyperparameters—not as a universally safe deployment
method or the main claimed contribution. Overall: VLMs already encode
visual evidence; the challenge is acting on it.

“What color is the banana?”

Input
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encodes “blue” ✓
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Figure 1: When shown a blue banana, VLMs correctly perceive and encode the visual signal
(”blue”) in their hidden states. However, the downstream arbitration mechanism overrides
the correctly encoded percept by the linguistic prior (”yellow”). The bottleneck is not
perceptual blindness but arbitration.
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1 Introduction

Vision-language models (VLMs) such as LLaVA (Liu et al., 2023), Qwen2-VL (Wang et al.,
2024), and InternVL (Chen et al., 2024) perform well on many multimodal benchmarks.
However, they often fail when visual evidence disagrees with strong language biases. For
instance, if a VLM sees a blue banana and is asked about its color, it might respond ”yel-
low”. Understanding this behavior matters in high-stakes situations where users expect
models to report what they actually see instead of relying on prior assumptions. A common
explanation is perceptual blindness. In this scenario, the vision encoder does not capture
the important visual detail, so the language part never gets the necessary information. We
explore this idea in a study of ten VLMs ranging from 7B to 72B parameters. Contrary to
the perceptual-blindness view, we find that the visual information is clearly captured across
models, even when the final answer aligns with the language bias. This means that many
grounding errors happen despite the model receiving the visual information. The issue lies
in how the model utilizes that visual information during generation, not in its ability to
capture it. Our investigation proceeds in four stages:
(1) Multimodal Arbitration Crossover (MAC) analysis (Section 4). We use a Logit Lens
readout with a six-variant token-matching protocol to trace, layer by layer, whether the
model prefers the image-consistent answer or the prior-consistent answer. This shows a
crossover point (the MAC layer) where the visual logit first reliably exceeds the prior logit.
The crossover depth varies widely across architectures (36–71% of layers) and depends on
the attribute that is causing the conflict. Scaling shifts the crossover earlier and increases the
final-layer visual advantage. For example, InternVL2’s visual-win rate on Color, which is the
fraction of samples where the final-layer logit of the visual tokens exceeds that of the prior
token, rises from 58% (8B) to 87% (26B).
(2) Encoding–grounding dissociation (Section 5). We examine whether grounding fail-
ures occur due to weak encoding. We assess encoding strength in layers before the MAC
crossover and compare cases where the model follows the image with those where it fol-
lows the prior. The encoding strength is statistically similar in both groups. A second test
supports this finding: linear probes extract the visual attribute from early layers (10% depth;
AUC > 0.86) with almost the same accuracy for both groups. In contrast, the results are
influenced by a signal further down the line. The logit gap between the final layer’s visual
and prior signals predicts success (ρ = 0.847), while encoding strength does not (ρ = 0.198).
(3) Causal validation via activation patching (Section 6). The first two stages are corre-
lational. To test causality, we use activation patching at the MAC-identified layers. For
each example, we inject hidden states from a standard-image run into the counterfactual
run and check if the output changes. Full-sequence patching flips 60–84% of outputs from
the visual answer to the prior. In contrast, last-token patching, which is standard in LLM
interpretability, only produces a flip rate of 0–1%. This difference shows that visual infor-
mation spreads across many image tokens instead of being focused at a single position. A
partial-token breakdown indicates that image tokens carry almost all of the causal effect,
while patching text tokens yields only a marginal effect. At larger model scales, image-only
patching captures the full effect.
(4) From diagnosis to intervention (Section 7). Finally, as a training-free feasibility test
suggested by the diagnosis, we apply linear and SAE-guided steering at early layers. At
each model’s best configuration, net grounding improves by +1.4 to +3.8 pp, but some con-
figurations and samples degrade; SAE can reduce (not eliminate) this risk (e.g., LLaVA-v1.5
at L4: 6 improved, 0 degraded). Steering is a proof of actionability, not a state-of-the-art
mitigation claim.

Overall, these findings converge on a single conclusion: When VLMs fail, it’s often because
of how decisions are made, not because the model can’t perceive the information. Targeted,
training-free interventions can mitigate this issue to some extent.

2 Related work

Layerwise probing and Causality tests in VLMs. Logit Lens (nostalgebraist, 2020; Belrose
et al., 2023) enables us to inspect how candidate answers emerge across layers. Golovanevsky
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et al. (2025) (Pixels vs. Priors; PvP) introduced Visual-Counterfact and studied when pixels
overtake priors in two VLMs, typically with two surface forms per answer. We build on that
foundation but ask whether failures reflect weak encoding or later arbitration, and extend
the pipeline with success/failure encoding tests, causal patching, and optional steering
across ten models (2.7B–72B). A side-by-side comparison is in Appendix: Section A.

Probing tells us where visual and prior-consistent answers begin to separate, but not whether
those layers actually drive the model’s decision. To test that, we use activation patching (Vig
et al., 2020; Geiger et al., 2021; Meng et al., 2022), which swaps hidden states across inputs
to measure causal effects. In text-only LLMs, this is typically done at the last token (Meng
et al., 2022). In VLMs, however, that setup is a poor fit: visual information is distributed
across the image-token sequence rather than concentrated at a single position, and last-token
interventions leave 90–98% of outputs unchanged. This is what motivates our full-sequence
patching analysis.

VLM interpretability and hallucination. Prior mechanistic studies examine only a small
number of models (Schwettmann et al., 2023; Palit et al., 2023; Jiang et al., 2025; Neo et al.,
2025). A related line of work studies object hallucination (Li et al., 2023b) and methods
for mitigating it, including contrastive decoding (Leng et al., 2024). Our findings are
more consistent with an arbitration account of many such failures: visual information may
be encoded, yet still lose out to a strong linguistic prior. Recent concurrent work also
examines internal multimodal mechanisms more directly, for example by identifying a
”fusion band” in a small set of VLMs (Chien et al., 2026) or pruning hallucination-linked
attention heads (WuLiyan et al., 2026). We complement this literature by tracing visual-prior
competition across ten architectures and relating those dynamics to whether the model
follows the image or the prior. Standardized benchmarks (Mueller et al., 2025) provide a
complementary external evaluation perspective.

Behavioral VLM failures vs. internal encoding. Prior work documents that VLMs can
be biased or fail simple visual tasks (Vo et al., 2026; Rudman et al., 2025; Tong et al., 2024;
Aravindan et al., 2025). Our results do not contradict those behavioral failures: under
Visual-Counterfact color, models can still encode the disputed attribute while answering
with the prior. What differs across models is final commitment (wide visual–prior gap vs.
narrow margins; Section 4), which we treat as a hypothesis about the arbitration bottleneck,
not an identified circuit.

Stage-wise MLLM processing. Recent work argues that multimodal LLMs exhibit early
visual grounding, mid-depth integration/reasoning, and late answer decoding (Yu & Lee,
2025). Our contribution is not the existence of early visual decodability. Under visual–
linguistic conflict, we show that early visual signals can still be overridden at a later arbitra-
tion/decoding stage (Section 8).

Steering and Sparse Autoencoder. Representation engineering (Zou et al., 2023) steers
LLM behavior by adding contrastive mean directions to hidden states, with applications to
truthfulness (Li et al., 2023a) and sentiment (Turner et al., 2023). These methods operate on
text-only LLMs at a single token position (typically the last). Recent work extends activation
steering to VLMs for hallucination mitigation, such as ASD (Su et al., 2025) and SHARP (Wu
et al., 2025). Related visual/SAE steering work shows multimodal representations can
be edited (Hojel et al., 2024; Hedström et al., 2025; Arad et al., 2025). Our use differs:
(1) intervention site is grounded in MAC + patching rather than heuristic layer choice;
(2) full-sequence steering is required because visual evidence is distributed; (3) steering is
only a post-diagnosis feasibility check, not our main claim. Sparse autoencoders (SAEs)
decompose neural network activations into interpretable, monosemantic features (Bricken
et al., 2023; Huben et al., 2024). Templeton et al. (2024) demonstrate that clamping individual
SAE features can steer model behavior in text-only LLMs. Pach et al. (2025) extend SAEs to
VLMs and show that the learned features remain monosemantic in the multimodal setting.
We apply SAE-guided steering to visual grounding with two adaptations: bidirectional
feature manipulation (amplifying visual, suppressing prior) and a residual application
strategy—inspired by residual connections (He et al., 2016)—that adds only the decoded
delta to the original hidden state, avoiding information loss from lossy SAE reconstructions.
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1) Layer logits
for each ℓ: get

logit(ℓ)v , logit(ℓ)p (blue vs. yellow)

2) Six-form max
Tv : blue/Blue/BLUE/ blue/ Blue/hex

Tp : yellow/Yellow/YELLOW/ yellow/ Yellow/hex

define logit(ℓ)v = maxt∈Tv ℓ
(ℓ)
t , logit(ℓ)p = maxt∈Tp ℓ

(ℓ)
t

3) Pick MAC
first stable ℓ∗ where

logit(ℓ)v > logit(ℓ)p and persists

check ℓ and ℓ+1 to avoid transient crossings

Banana example
ℓ = 12: blue variants = {1.70, 1.44, 0.93, . . .}

yellow variants = {1.55, 1.31, 0.88, . . .}
⇒ logit(12)

v = 1.70, logit(12)
p = 1.55

ℓ = 13: logit(13)
v = 1.88, logit(13)

p = 1.42 (still v > p)
⇒ first stable crossover = MAC = 12

v = visual token, p = prior token, ℓ∗ = MAC
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Figure 2: Left: concrete banana example with the max-variant rule: at each layer, we take
the best-matching blue and yellow token forms, then define MAC as the first stable layer
where visual (v) exceeds prior (p), verified by persistence at the next layer. Right: MAC
logit trajectories (color, 493 samples). Each subplot shows per-layer visual (blue) and prior
(orange) logits with sample traces and mean ±1 std shading. Green dashed line: MAC
crossover. “V wins” indicates the percentage of samples where the visual logit exceeds the
prior logit at the final layer. Top: three primary models (7–8B). Bottom: scaled-up variants.
See Appendix: Section D.1 for all ten models.

3 Experimental setup

Dataset. We use the Visual-Counterfact dataset (Golovanevsky et al., 2025), which provides
images with visually altered properties to create controlled visual-linguistic conflicts. The
dataset contains two distinct splits: Color (493 examples) and Size (727 examples). This
is a controlled conflict setting, not a claim of generalization to all natural open-ended
VLM failures (Section 8). Size requires comparative reasoning rather than simple attribute
classification; we treat size rates cautiously (Section 4).

Models. We consider ten VLMs from four architecture families, three vision encoder designs,
and with parameters from 7B to 72B. The seven primary models at 7 to 8B scale are: LLaVA-
v1.5, LLaVA-Next, and LLaVA-OneVision (Liu et al., 2023) which use CLIP/SigLIP vision
encoders with Llama-2, Mistral, and Qwen2 as LLM backbones, respectively; they have 28–
32 layers. Next is Qwen2-VL (Wang et al., 2024) which combines Qwen-ViT and Qwen2-7B
and has 28 layers. InternVL2 (Chen et al., 2024) includes InternViT-6B and InternLM2-8B,
featuring 32 layers. BLIP-2 uses EVA-ViT-G and OPT-2.7B with 32 layers. Finally, DeepSeek-
Janus-Pro includes SigLIP and DeepSeek-7B, with 30 layers. Three scaled-up variants allow
for analysis of within-family scaling: LLaVA-v1.5-13B with 40 layers, InternVL2-26B with 48
layers, and Qwen2-VL-72B with 80 layers.

4 Multimodal Arbitration Crossover (MAC) analysis

For a VLM with L transformer layers, we extract the last-token hidden state h(ℓ) at each layer
ℓ and project it through the final layer norm and language model head to obtain vocabulary-
level logits. Following prior Logit Lens practice (nostalgebraist, 2020; Belrose et al., 2023),
h(ℓ) is taken from the residual stream at layer ℓ. Intuitively, this asks: ”if decoding stopped
at layer ℓ, which answer token is currently preferred?” We use the last token because the
final answer decision in autoregressive VLMs is read out there. Prior work (Golovanevsky
et al., 2025) monitors only two variants per answer (e.g., ”blue” and ”Blue”), whereas we
look at six versions of each visual and prior token: lowercase, capitalized, uppercase, two
space-prefixed forms, and hex subwords. For each of the two competing answers (visual
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Model L Color Size Latent (Color)

MAC R% D% MAC R% D% 25% 50% 75% Cos@75

Primary models (7–8B)
DeepSeek-Janus 30 L10.8 91% 36% L14.6 70% 49% 14.29 63.26 178.60 0.961
LLaVA-Next 32 L12.7 82% 40% L15.0 64% 47% 0.24 1.73 3.80 0.977
LLaVA-v1.5 32 L13.5 91% 42% L16.9 75% 53% 1.07 9.60 31.67 0.935
LLaVA-OneVision 28 L16.8 96% 60% L17.1 92% 61% 3.80 20.81 53.04 0.899
Qwen2-VL 28 L19.8 75% 71% L17.8 85% 64% 5.71 12.58 30.85 0.967
BLIP-2 32 L19.9 92% 62% L22.4 58% 70% 1.81 4.82 27.35 0.931
InternVL2 32 L21.2 58% 66% L17.5 76% 55% 5.16 23.06 44.74 0.962

Scaled-up variants (13–72B)
InternVL2-26B 48 L17.7 87% 37% L26.0 74% 54% 12.44 51.95 102.28 0.904
LLaVA-v1.5-13B 40 L20.6 91% 52% L18.1 81% 45% 2.77 18.18 27.32 0.978
Qwen2-VL-72B 80 L45.6 96% 57% — — — 6.95 61.08 146.10 0.938

Table 1: MAC crossover and latent encoding (Color: 493 samples; Size: 727). Color / Size:
MAC = mean crossover layer; R% = % samples where visual logit wins at final layer; D%
= MAC depth as % of total layers L. Latent (Color): L2 distance at 25%, 50%, and 75% of
mean MAC depth (higher = stronger encoding); Cos@75 = cosine similarity at 75% depth.
Per-model rankings partially reverse between Color and Size; scaled variants show 2–5×
stronger L2 at 75%.

and prior), we track the maximum logit across all six surface-form variants:

logit(ℓ)visual = max
t∈Tvisual

[
LN(h(ℓ)) · Wlm[t]

]
, logit(ℓ)prior = max

t∈Tprior

[
LN(h(ℓ)) · Wlm[t]

]
(1)

Tvisual and Tprior are the token ID sets, LN is the final layer normalization, and Wlm is
the language model head. As it shown in Figure 2 (Left block) the MAC layer for a given
sample is then defined as the first layer at which the visual logit stably exceeds the prior logit,
subject to persistence and transition constraints (see Section B for details). We treat MAC as
a diagnostic convention for this conflict setting rather than a standalone methodological
contribution; novelty lies in connecting it to success/failure encoding, causal patching, and
steering.

Crossover dynamics across architectures. Figure 2 shows the logit competition among
the three primary models together with their larger variants. On counterfactual samples,
a prediction is counted as correct only if the visual token still wins at the final layer; if the
prior token wins (e.g., blue banana → ”yellow”), that sample is a failure and contributes to
lower final-win rates. The models behave differently. Among small models, LLaVA-v1.5
responds to the visual signal early, while models such as (InternVL2, Qwen2-VL) wait until
the final third to cross over and keep narrow margins throughout. Trajectories for all seven
primary models are in Section D.1. Table 1 presents data to illustrate this range. It evaluates
each model across all counterfactual examples: color: 493, and size: 727.

DeepSeek-Janus starts to resolve the conflict at 36% depth, which is the first third of the
network. Qwen2-VL waits until 71%. However, speed alone, does not predict reliability
well. LLaVA-OneVision has the highest color success rate at 96% with a crossover at 60%
depth, while InternVL2 only achieves 58% at a similar 66%. The position of the crossover
is less important than how wide the logit gap is. The final-layer logit landscape illustrates
this clearly. LLaVA-OneVision and BLIP-2 rank the visual token at positions 2 and 3, with
gaps of +3.2 to +5.7 logits. This leaves little room for the earlier result to regain the top
position. InternVL2 and LLaVA-Next depend on margins of +0.6 to +1.0 at ranks 69 to
559. In this scenario, small changes can affect the outcome. This pattern is notable because
LLaVA-v1.5 is often described as a weaker or “blind” VLM in behavioral evaluations; on
Visual-Counterfact color, however, it commits to the visual token more decisively than
several newer variants. We hypothesize a stronger final visual–prior commitment rather
than a stronger vision encoder alone. Although there are only seven primary models, we
treat the model-level link between crossover depth and confidence as exploratory. The
stronger dissociation evidence is sample-level (Section 5): across 3,451 model–sample pairs,
encoding strength predicts the final outcome at essentially chance (AUC = 0.528).
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Model VISUAL PRIOR Full-seq. patch Token-type

L2 n L2 n Ratio p(MW) Chg Flip Cond. Full Img Txt Ret.

Primary models (7–8B)
DeepSeek-Janus 178.84 434 176.85 59 1.01× 0.946 99 82 94 82 83 0 101%
LLaVA-Next 3.82 357 3.75 136 1.02× 0.559 96 60 82 60 58 0 97%
LLaVA-v1.5 32.02 460 26.75 33 1.20× 0.002 99 78 94 78 77 1 99%
LLaVA-OneVision 53.04 471 53.20 22 1.00× 0.916 98 68 88 68 67 0 99%
Qwen2-VL 30.98 356 30.50 137 1.02× 0.347 98 82 93 82 57 0 70%
BLIP-2 27.50 461 25.23 32 1.09× 0.093 —
InternVL2 43.97 281 45.76 212 0.96× 0.049 97 63 79 63 51 1 81%

Scaled-up variants (13–72B)
InternVL2-26B 102.17 411 102.84 82 0.99× 0.776 98 72 86 72 72 2 100%
LLaVA-v1.5-13B 26.60 437 32.93 56 0.81× 0.017 98 73 88 73 73 0 100%
Qwen2-VL-72B 145.61 454 151.87 39 0.96× 0.042 100 84 92 84 84 0 100%

Table 2: Left: encoding at 75% MAC depth (Color, 493 samples per model): L2 between
counterfactual vs. standard hidden states for samples where the model answered with the
visual vs. prior token; Ratio = VISUAL/PRIOR mean L2; p(MW) = Mann–Whitney p. Ratio
≈ 1 favors arbitration failure over perceptual blindness. Right: activation patching at the
MAC probe layer (100 Color samples per model): Chg/Flip/Cond. = % any change, %
visual→prior flips, % flips conditioned on baseline-visual; Full/Img/Txt = flip counts; Ret.
= Img/Full. BLIP-2: patching not run (—). Last-token patching 0–1% flip; see Section F.

Attribute-specific crossover: color vs. size. Caution on size. Unlike color, size questions re-
quire comparative reasoning (“Which is bigger?”) rather than recognizing a single attribute.
Reversing polarity (“Which is smaller?”) drops paraphrase agreement to 48–54% (Section C),
indicating keyword sensitivity. We therefore treat size rates as exploratory and ground
our core claims primarily on the color split, success/failure encoding analysis, and causal
patching (Sections 5 and 6). With that caveat, the crossover is also attribute-dependent. The
average depths are similar for color and size (54% vs. 57%), but the ranking per-model shift.
Qwen2-VL and InternVL2, which are the slowest for color at 71% and 66%, drop to 64% and
55% for size, respectively. This suggests attribute-specific arbitration dynamics rather than a
single universal mechanism.

Paraphrase robustness. To eliminate phrasing artifacts, we test eight different question
variations on three main models (100 samples each). The logit trajectories show a correlation
of r = 0.958 across phrasings. The winning models agree 93.9% of the time, and 81.7% of
samples remain perfectly stable across all eight variations. Qwen2-VL-72B demonstrates
similar stability (mean 93%); InternVL2-26B is more sensitive (mean 80%), indicating that
scaling does not always improve robustness to syntactic variation (Section C).

Model scaling analysis. The bottom rows of Table 1 and the bottom panel of Figure 2
illustrate how scaling affects these dynamics. The weakest models benefit the most: In-
ternVL2 increases from 58% (8B) to 87% (26B), while Qwen2-VL goes from 75% (7B) to
96% (72B). LLaVA-v1.5, already at 91%, shows no change. Crossovers also happen earlier
as the scale increases (InternVL2-26B: 37% depth compared to 66% at 8B; Qwen2-VL-72B:
57% compared to 71%), and the logit gaps widen (Figure 2, bottom). Essentially, larger
models commit to the visual answer earlier and with bigger margins. The crossover, the
fast/slow integrator spectrum, and the attribute specificity are consistent across the entire
27× parameter range.

5 The Encoding–Grounding Dissociation

The MAC analysis identifies where visual evidence overtakes linguistic priors but does not
clarify between two possible failure modes: either the visual signal was never encoded
well (a perceptual issue), or it was encoded but later overshadowed by the prior (an
arbitration-stage failure). We use three terms carefully: encoding = recoverable attribute
information in hidden states; grounding = final answer follows the image; arbitration =
functional competition between visual and prior answer representations, not a named
circuit module. We now test which explanation is correct.
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Latent truth: all models encode visual information. For each sample and model, we
extract hidden states at 25%, 50%, and 75% of the MAC layer for both the counterfactual
image (Icf, e.g., a blue banana) and the standard image (Istd, e.g., a yellow banana). The L2
distance ∥h(ℓ)cf − h(ℓ)std∥2 measures how much the model’s internal representation differentiates
between the two images at each depth: larger distances indicate that the model has noted
the visual difference, even before producing the output.

Table 1 (right block) confirms that every model encodes visual information before the MAC
crossover, with L2 increasing steadily from 25% to 75% depth. The absolute values range
from 47× range (DeepSeek-Janus: 178.60 vs. LLaVA-Next: 3.80), but the steady pattern is
consistent. Notably, Qwen2-VL ranks 5th of 7, which contradicts prior claims (Golovanevsky
et al., 2025) of a ”perceptual blind spot” in that model. Scaling further enhances encoding:
Qwen2-VL-72B reaches 146.10 (4.7× the 7B variant). Detailed probing at 20 depth points
(Figure 6) shows that encoding increases steadily to the final layer and is never suppressed.

Failure analysis: arbitration, not blindness. We now ask whether models encode visual
information less in samples where grounding fails. If the failure was perceptual, L2 distances
should be significantly smaller for incorrect samples. Table 2 (left block) compares encoding
strength at 75% MAC depth between the success (VISUAL) and failure (PRIOR) groups.

The success/failure L2 ratio ranges from [0.81, 1.20] for all ten models. When a model
answers ”yellow” for a blue banana, its hidden state encoded ”blue” with almost the same
strength as in correct instances. In the most extreme case, LLaVA-v1.5-13B, the ratio is
0.81×, indicating failures encode the visual attribute more strongly than successes. Applying
Mann-Whitney U tests (McKnight & Najab, 2010), we show that the two distributions are
indistinguishable for six of ten models (p > 0.05). Among the four that show significance,
three have L2 for the failure group higher than the success group (ratios ≤ 0.96), which goes
against any encoding-deficit explanation.

Considering Linear probe validation, L2 distance is an overall measure and might not
capture the specific attribute information that matters. Therefore, we train logistic regression
probes (5-fold CV) at ten evenly spaced layers for each model to classify the visual attribute
directly (Table 5 in the appendix). Probes achieve AUC> 0.86 at just 10% depth for every
model and exceed 0.99 by mid-depth; the counterfactual attribute is linearly recoverable
early. This is encoding, not a claim of complete perceptual success. Probe confidence on
success and failure samples is almost identical (|∆| < 0.03, sign inconsistent across models),
indicating that a classifier decodes ”blue” with equal accuracy, regardless of whether the
model finally outputs ”blue” or ”yellow”. Using encoding strength as a predictor of
grounding outcome yields AUC = 0.528 (chance = 0.5), suggesting that encoding carries no
information about individual outcomes.

What predicts success? We use the final-layer visual–prior logit gap as a decision-interface
measure, not as independent evidence that encoding exists; encoding is established via
pre-crossover L2, probes, and sample-level AUC = 0.528 (3,451 pairs; chance). As exploratory
support only (n=7), model-level Spearman correlations (Figure 8) show encoding uncorre-
lated with success (ρ = 0.198, p = 0.670), while the final logit gap is predictive (ρ = 0.847,
p = 0.016). Encoding does not predict the logit gap (ρ = 0.464, p = 0.294). InternVL2 and
BLIP-2 illustrate this: InternVL2 encodes more strongly (L2 = 44.74) but succeeds on 58%;
BLIP-2 encodes less (L2 = 27.35) yet achieves 92% via a larger output gap. Qwen2-VL-72B
(L2 = 146.10) still fails on 4%. We label the n=7 model-level correlations as exploratory and
rely on the sample-level AUC as the primary claim.

We now have clear clues about when a model is likely to answer correctly. A model is usually
correct when the visual answer clearly wins at the final layer. Strong internal encoding alone
does not predict success; what matters is whether the model finally chooses the visual token
over the prior token.

6 Causal validation via full-sequence activation patching

In the previous sections, we show where visual evidence surpasses prior information through
MAC analysis. We further demonstrate that visual information exists in hidden states no
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(a) Patching procedure

counterfact.

VLM
L1. . . L “blue”

standard

VLM
L1. . . L h(ℓ

∗ )
std

inject

“yellow”

flip!

(b) Patching scope

Last-token: · · · 0–1%
× fails

Full-seq: · · · 63–84%
✓works

visual info across all tokens

original patched from std

Figure 3: Full-sequence activation patching. (a) Run the VLM on a counterfactual image
(baseline: “blue”), then inject probe-layer states h(ℓ

∗ )
std from a standard-image run. If the output

flips to “yellow,” the probe layer causally mediates grounding. (b) Last-token patching fails;
full-sequence patching succeeds, reflecting that VLMs spread visual information across all
tokens.

matter the grounding outcome, revealed through latent truth probing. However, correlation
is not causation: the layers identified by MAC could simply reflect a crossover without
actually affecting the model’s decision. We address this issue with activation patching,
which measures the indirect effect (Vig et al., 2020) of the MAC probe layer on the output. The
process is shown in Figure 3. For each sample, we run the model on both the counterfactual
image (e.g., a blue banana) and the standard image (a yellow banana). We capture hidden
states from the standard run at the MAC probe layer, and then re-run the counterfactual
forward pass with those states injected. If the output shifts from the visual answer to the
prior, the probe layer causally affects the grounding decision. In LLM interpretability, it is
typical to patch only the last-token position (Meng et al., 2022); we find that this approach
does not work for VLMs because visual information spreads across many image tokens.

Table 2 (right block) presents patching results for nine models (100 samples each). We
include last-token patching only as an LLM-style negative control: it keeps 90 to 98% of
outputs unchanged (Section F) and shows that a text-only tool fails when visual evidence
is distributed—not as the strongest VLM baseline. The positive evidence is the gradient:
last-token ≈ null → text-only ≈ null → image-only ≈ full-seq. Full-sequence patching leads
to very different results. Replacing hidden states at all token positions shifts 60 to 84% of
outputs from the visual answer to the prior, with 79 to 94% based on baseline-visual samples.
Notably, there are zero reverse flips across all 900 patched samples. The intervention can
push the model away from the visual answer but never toward it, confirming unidirectional
causal mediation at the MAC layer. Non-flip cases (16–40%) arise when the baseline
already followed the prior or when the model switched to a third token, suggesting some
redundancy across layers.

Token-type decomposition. The token-type columns of Table 2 break down patching by
token type. Text-only patching results in 0 to 2% flips across all nine models; text tokens do
not provide any causal information regarding the grounding decision. Image-only patching
captures most of the effect, although retention differs by architecture: the LLaVA family
and DeepSeek-Janus retain 97 to 101%, while Qwen2-VL retains only 70%, suggesting that
its architecture shifts some visual information into text-token positions. Slightly exceeding
100% (observed only for DeepSeek-Janus) arises from sampling variance in the 100-sample
evaluation: in rare cases, the unpatched text tokens introduce minor interference, making
image-only patching flip one additional sample. This difference disappears with the larger
models. All three scaled-up variants achieve 100% retention, meaning that with sufficient model
size, patching image tokens alone recovers the full causal effect. Our claim is layer- and
modality-level localization (image tokens as primary carriers), not a complete circuit map;
region-/head-level patching is future work.

7 From diagnosis to intervention

The previous sections show that VLMs often encode visual information yet fail to express it.
Steering is not our main contribution; we include it as a training-free proof of actionability
after diagnosis, not a state-of-the-art mitigation claim. Gains are modest partly because
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Linear Steering SAE Steering
Model Base. Layer ∆Acc. Acc. Imp Deg Layer ∆Acc. Acc. Imp Deg

LLaVA-v1.5 86.0 L12 +1.4 87.4 6 2 L4 +2.0 88.1 6 0
InternVL2 83.6 L3 +3.4 87.0 16 6 L3 +3.8 87.4 14 3
Qwen2-VL 88.4 L6 +3.4 91.8 11 1 L3 +2.0 90.4 8 2

Table 3: Steering results at each model’s best layer (293 eval samples, Color attribute). Base.
and Acc.: visual-grounding accuracy (%) before and after steering. ∆Acc.: net accuracy
change (pp). Imp/Deg: number of samples improved/degraded.

held-out color baselines are already high (≈84–88%) and the prior is intentionally strong. We
test two inference-time methods: linear steering and SAE-guided steering. We focus on three
models, namely: LLaVA-v1.5-7B, InternVL2-8B, and Qwen2-VL-7B, because they represent
three distinct architecture families (CLIP/Vicuna, InternViT/InternLM, Qwen-ViT/Qwen2),
and span the widest range of baseline color accuracy among the 7–8B models (83.6%–88.4%).
These models also have scaled-up variants (13B, 26B, 72B), making future comparisons
easier. We evaluate results on 293 held-out Color samples (200 training, seed 42). (i) Linear
steering. Following the contrastive activation addition paradigm (Zou et al., 2023; Li et al.,
2023a; Turner et al., 2023), we calculate a steering direction d = h

(cf) − h
(std)from the mean hidden

states of counterfactual and standard images at the target layer. We then add α · d to all token
positions during inference. Our earlier result indicates that visual information is distributed
throughout the entire sequence, making full-sequence steering crucial. Steering that uses
only the last token has no effect, which reflects the 0–1% flip rate of last token patching in
Section 6. and (ii) SAE-guided steering. To examine whether more detailed feature control
enhances performance over a single direction, we train a Sparse Autoencoder (Bricken
et al., 2023; Huben et al., 2024) (SAE; 4× expansion, ReLU, λ=0.04) on hidden states at
the target layer. We score features based on their decoder-weighted differential activation
|∆j| × ∥Wdec[:, j]∥2, where ∆j is the mean activation difference between counterfactual and
standard images (Pach et al., 2025). We steer the top-50 visual and top-50 prior features in
both directions. To avoid reconstruction error from lossy SAE decoding (Bricken et al., 2023),
we adapt a residual application strategy. This method inspired by residual connections (He
et al., 2016): we decode both the original and modified feature vectors, compute only the
delta δ = decode(z′)− decode(z), and add it to the original hidden state: h′ = h + δ. This
approach preserves all information that the SAE dose not capture. The full algorithm is
given in Section G. By doing layers ablation, a key finding is that the optimal intervention
layer is different from the diagnostic MAC layer. We test five layers per model (10%–100% of
MAC depth); results are summarized in Table 3.

Here are our findings: (1) Steering is a feasibility test, not a safe default. Net change at
each model’s best configuration is positive (+1.4 to +3.8 pp; Table 3), but Imp/Deg counts
show that individual samples can still degrade. SAE steering reduces this risk in some
cases (LLaVA-v1.5 at L4: 6 improved, 0 degraded) but does not eliminate it. We therefore
treat layer and method as hyperparameters and present steering as a training-free proof of
actionability after diagnosis, not as a universally safe deployment method., (2) Early-layer
intervention outperforms MAC-layer intervention. InternVL2 shows this most clearly.
At its MAC crossover layer (L26, 66% depth), both methods achieve an improvement of
+0.3% or less. At L3 (12% depth), linear steering reaches +3.4% while SAE steering achieves
+3.8%. The trend is consistent: L3 (+3.4%) → L6 (+2.4%) → L13 (+2.4%) → L19 (0.0%) →
L26 (+0.3%). Steering must happen before the arbitration regime forms, when hidden states
are still adaptable. The MAC crossover indicates where the decision is observed, not where it
should be changed., (3) SAE steering provides higher precision at early layers. SAE steering
results in fewer degradations than linear steering while delivering comparable or greater
net improvements. LLaVA-v1.5 at L4, SAE improves 6 samples with no degradation (∞
precision), while linear steering at L12 improves 6 but degraded 2 (3:1). InternVL2 at L3, SAE
achieves a precision of 4.7:1(14:3) compared to linear’s 2.7:1 (16:6). The SAE’s advantage
comes from its ability to target the distributed visual subspace through 50 independent
feature directions rather than one single push. For Qwen2-VL, which has a wider logit gap
(Section 5), linear steering is sufficient and outperforms SAE at every layer. and (4) Net
benefits at best configuration; not universally safe. Every model improves at its optimal
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configuration (+1.4 to +3.8 pp), but Imp/Deg counts show individual samples can degrade;
SAE reduces this risk in some cases (LLaVA-v1.5 at L4: 6 improved, 0 degraded) but does not
eliminate it. Layer and method are hyperparameters. Steering requires about 200 forward
passes to fit the direction (or SAE) and adds little inference latency—no weight changes,
fully reversible—and should be viewed as a feasibility test, not a safe default deployment
method.

8 Discussion

Our diagnostic pipeline is actionable only in a limited sense: MAC identifies where visual
and prior signals diverge, and early-layer steering improves grounding by +1.4 to +3.8 pp
without training. We present steering as a feasibility probe, not a universally safe mitigation;
the main claims are diagnostic and causal. Methodologically, Last-token patching from
text-only interpretability (Meng et al., 2022) fails for VLMs (0–1% flip rate); full-sequence or
partial-token interventions are needed instead. Applying Token-type decomposition reveals
architectural variation at a small scale (Qwen2-VL: 70% retention) that disappears with
scaling (all large models: 100%). The encoding–grounding dissociation holds across four
LLM backbones (LLaMA, Qwen, InternLM, Vicuna), three vision encoder families (CLIP,
SigLIP, InternViT), and a 27× parameter range. Scaling strengthens encoding 2-5× and
shifts crossovers earlier, yet the dissociation persists even at 72B. This points to a structural
feature of current connector-based VLM model architectures rather than a pure capacity
limitation. The attribute-specific crossover patterns –change between color and size – further
imply separate arbitration pathway for each attribute type. Negative result on syntactic
robustness. Scaling does not uniformly improve paraphrase invariance. InternVL2-26B
improves color grounding relative to InternVL2-8B (58%→87% visual-win) yet is more
sensitive to phrasing (mean agreement ≈80%) than Qwen2-VL-72B (≈93%; Section C).
Better visual–prior arbitration under the default prompt does not imply stronger syntactic
robustness. Scope and stage-wise view. Visual-Counterfact is controlled; we do not claim
all natural open-ended VLM failures are arbitration failures. Mapping to stage-wise MLLM
analyses (Yu & Lee, 2025): early probes (AUC> 0.86) correspond to early grounding; MAC
tracks mid/late visual–prior competition; the final logit gap measures whether encoded
evidence is expressed. Thus early visual signal can exist while later arbitration/decoding
still favors the prior. Encoding ̸= complete perceptual success; Logit Lens is approximate,
and confidence in MAC rests mainly on causal patching.
Our MAC analysis complements MINT (Chien et al., 2026) by tracking visual versus prior
competition across ten architectures and linking it to the encoding–grounding dissociation.
Activation steering for reducing hallucinations (Su et al., 2025; Wu et al., 2025) aligns
with our finding that arbitration is the bottleneck, and MAC layers provide a principled
way to select intervention sites. Sparse autoencoders (Pach et al., 2025) and standardized
benchmarks (Mueller et al., 2025) offer complementary perspectives.

9 Conclusion

Across ten vision language models (7B–72B), we establish that grounding failures in visual-
linguistic conflicts arise from arbitration, not perception. A blue banana is an example to
test this: the model captures the idea of ”blue” just as well whether it finally says ”blue”
or ”yellow”. MAC analysis shows a universal visual-prior crossover whose depth varies
twofold and is attribute-specific. Latent truth probing and linear classifiers show that
visual information is faithfully encoded in all models, including failing cases, with encoding
strength statistically indistinguishable between success and failure cases; the final-layer logit
gap, not encoding, predicts outcomes. Full-sequence activation patching confirms causality:
swapping hidden states at MAC-identified layers flips 60–84% of outputs (vs. 0–1% for
last-token patching), with image tokens carrying the full causal signal. As a feasibility
check, lightweight steering at early layers improves grounding by up to +3.8 pp in best
configurations (with degradations in others), confirming that the diagnosis suggests an
actionable direction rather than a production-ready fix. The models often already encode
what they see; the challenge is making them act on it.

10



Published as a conference paper at COLM 2026

Acknowledgments

This work was supported by DataGEMS, funded by the European Union’s Horizon Europe
Research and Innovation Programme, under grant agreement number 101188416 and by
RADICAL (Project-Call 2024.1, ID:9), funded by the DIZH.

Ethics statement

All models and datasets used in this work are publicly available, and the counterfactual
images involve synthetic modifications of objects rather than real individuals. Our central
finding—that VLMs encode visual information correctly but fail to act on it—has direct
implications for safety-critical deployments where faithful visual reporting is essential, and
we hope it directs attention toward the arbitration mechanisms that need improvement.

We used an LLM assistant for limited rewriting and paraphrasing of parts of the paper; all
experiments, analyses, and final claims in this manuscript were produced and verified by
the authors.

References
Dana Arad, Aaron Mueller, and Yonatan Belinkov. SAEs are good for steering – if you select

the right features. In Christos Christodoulopoulos, Tanmoy Chakraborty, Carolyn Rose,
and Violet Peng (eds.), Proceedings of the 2025 Conference on Empirical Methods in Natural
Language Processing, pp. 10241–10259, Suzhou, China, November 2025. Association for
Computational Linguistics. ISBN 979-8-89176-332-6. doi: 10.18653/v1/2025.emnlp-main.
519. URL https://aclanthology.org/2025.emnlp-main.519/.

Ashwath Vaithinathan Aravindan, Abha Jha, and Mihir Kulkarni. Do vlms have bad eyes?
diagnosing compositional failures via mechanistic interpretability. In Proceedings of the
IEEE/CVF International Conference on Computer Vision, pp. 704–712, 2025.

Nora Belrose, Zach Furman, Logan Smith, Danny Halawi, Igor Ostrovsky, Lev McKinney,
Stella Biderman, and Jacob Steinhardt. Eliciting latent predictions from transformers with
the tuned lens. arXiv preprint arXiv:2303.08112, 2023.

Trenton Bricken, Adly Templeton, Joshua Batson, Brian Chen, Adam Jermyn, Tom Con-
erly, Nick Turner, Cem Anil, Carson Denison, Amanda Askell, Robert Lasenby, Yifan
Wu, Shauna Kravec, Nicholas Schiefer, Tim Maxwell, Nicholas Joseph, Zac Hatfield-
Dodds, Alex Tamkin, Karina Nguyen, Brayden McLean, Josiah E Burke, Tristan Hume,
Shan Carter, Tom Henighan, and Christopher Olah. Towards monosemanticity: De-
composing language models with dictionary learning. Transformer Circuits Thread, 2023.
https://transformer-circuits.pub/2023/monosemantic-features/index.html.

Zhe Chen, Jiannan Wu, Wenhai Wang, Weijie Su, Guo Chen, Sen Xing, Muyan Zhong,
Qinglong Zhang, Xizhou Zhu, Lewei Lu, et al. Internvl: Scaling up vision foundation
models and aligning for generic visual-linguistic tasks. In Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition, pp. 24185–24198, 2024.

Shao-Hsiang Chien, Yang Sui, and Hanjie Chen. MINT: Causally tracing information fusion
in multimodal large language models, 2026. URL https://openreview.net/forum?id=
zyu1tXMcbh.

Atticus Geiger, Hanson Lu, Thomas Icard, and Christopher Potts. Causal abstractions of
neural networks. In M. Ranzato, A. Beygelzimer, Y. Dauphin, P.S. Liang, and J. Wortman
Vaughan (eds.), Advances in Neural Information Processing Systems, volume 34, pp. 9574–
9586. Curran Associates, Inc., 2021. URL https://proceedings.neurips.cc/paper files/
paper/2021/file/4f5c422f4d49a5a807eda27434231040-Paper.pdf.

Michal Golovanevsky, William Rudman, Michael A. Lepori, Amir Bar, Ritambhara Singh,
and Carsten Eickhoff. Pixels versus priors: Controlling knowledge priors in vision-
language models through visual counterfacts. In Christos Christodoulopoulos, Tanmoy

11

https://aclanthology.org/2025.emnlp-main.519/
https://openreview.net/forum?id=zyu1tXMcbh
https://openreview.net/forum?id=zyu1tXMcbh
https://proceedings.neurips.cc/paper_files/paper/2021/file/4f5c422f4d49a5a807eda27434231040-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2021/file/4f5c422f4d49a5a807eda27434231040-Paper.pdf


Published as a conference paper at COLM 2026

Chakraborty, Carolyn Rose, and Violet Peng (eds.), Proceedings of the 2025 Conference
on Empirical Methods in Natural Language Processing, pp. 24837–24852, Suzhou, China,
November 2025. Association for Computational Linguistics. ISBN 979-8-89176-332-6. doi:
10.18653/v1/2025.emnlp-main.1262. URL https://aclanthology.org/2025.emnlp-main.
1262/.

Kaiming He, Xiangyu Zhang, Shaoqing Ren, and Jian Sun. Deep residual learning for image
recognition. In Proceedings of the IEEE conference on computer vision and pattern recognition,
pp. 770–778, 2016.

Anna Hedström, Salim I. Amoukou, Tom Bewley, Saumitra Mishra, and Manuela Veloso. To
steer or not to steer? mechanistic error reduction with abstention for language models. In
Forty-second International Conference on Machine Learning, 2025. URL https://openreview.
net/forum?id=fUCPq5RvmH.

Alberto Hojel, Yutong Bai, Trevor Darrell, Amir Globerson, and Amir Bar. Finding visual
task vectors. In ICML 2024 Workshop on Mechanistic Interpretability, 2024. URL https:
//openreview.net/forum?id=XZ6dLwEZtq.

Robert Huben, Hoagy Cunningham, Logan Riggs Smith, Aidan Ewart, and Lee Sharkey.
Sparse autoencoders find highly interpretable features in language models. In The Twelfth
International Conference on Learning Representations, 2024. URL https://openreview.net/
forum?id=F76bwRSLeK.

Nicholas Jiang, Anish Kachinthaya, Suzanne Petryk, and Yossi Gandelsman. Interpreting
and editing vision-language representations to mitigate hallucinations. In The Thirteenth
International Conference on Learning Representations, 2025. URL https://openreview.net/
forum?id=94kQgWXojH.

Sicong Leng, Hang Zhang, Guanzheng Chen, Xin Li, Shijian Lu, Chunyan Miao, and Lidong
Bing. Mitigating object hallucinations in large vision-language models through visual
contrastive decoding. In Proceedings of the IEEE/CVF Conference on Computer Vision and
Pattern Recognition, pp. 13872–13882, 2024.

Kenneth Li, Oam Patel, Fernanda Viégas, Hanspeter Pfister, and Martin Wattenberg.
Inference-time intervention: Eliciting truthful answers from a language model. In
Thirty-seventh Conference on Neural Information Processing Systems, 2023a. URL https:
//openreview.net/forum?id=aLLuYpn83y.

Yifan Li, Yifan Du, Kun Zhou, Jinpeng Wang, Xin Zhao, and Ji-Rong Wen. Evaluating object
hallucination in large vision-language models. In Houda Bouamor, Juan Pino, and Kalika
Bali (eds.), Proceedings of the 2023 Conference on Empirical Methods in Natural Language
Processing, pp. 292–305, Singapore, December 2023b. Association for Computational
Linguistics. doi: 10.18653/v1/2023.emnlp-main.20. URL https://aclanthology.org/
2023.emnlp-main.20/.

Haotian Liu, Chunyuan Li, Qingyang Wu, and Yong Jae Lee. Visual instruction tuning. In
Advances in Neural Information Processing Systems, volume 36, pp. 34892–34916. Curran
Associates, Inc., 2023. URL https://proceedings.neurips.cc/paper files/paper/2023/
file/6dcf277ea32ce3288914faf369fe6de0-Paper-Conference.pdf.

Patrick E. McKnight and Julius Najab. Mann-Whitney U Test, pp. 1–1. John Wiley & Sons,
Ltd, 2010. ISBN 9780470479216. doi: https://doi.org/10.1002/9780470479216.corpsy0524.
URL https://onlinelibrary.wiley.com/doi/abs/10.1002/9780470479216.corpsy0524.

Kevin Meng, David Bau, Alex Andonian, and Yonatan Belinkov. Locating and editing
factual associations in gpt. In Proceedings of the 36th International Conference on Neural
Information Processing Systems, NIPS ’22, Red Hook, NY, USA, 2022. Curran Associates Inc.
ISBN 9781713871088.

Aaron Mueller, Atticus Geiger, Sarah Wiegreffe, Dana Arad, Iván Arcuschin, Adam Belfki,
Yik Siu Chan, Jaden Fiotto-Kaufman, Tal Haklay, Michael Hanna, Jing Huang, Rohan

12

https://aclanthology.org/2025.emnlp-main.1262/
https://aclanthology.org/2025.emnlp-main.1262/
https://openreview.net/forum?id=fUCPq5RvmH
https://openreview.net/forum?id=fUCPq5RvmH
https://openreview.net/forum?id=XZ6dLwEZtq
https://openreview.net/forum?id=XZ6dLwEZtq
https://openreview.net/forum?id=F76bwRSLeK
https://openreview.net/forum?id=F76bwRSLeK
https://openreview.net/forum?id=94kQgWXojH
https://openreview.net/forum?id=94kQgWXojH
https://openreview.net/forum?id=aLLuYpn83y
https://openreview.net/forum?id=aLLuYpn83y
https://aclanthology.org/2023.emnlp-main.20/
https://aclanthology.org/2023.emnlp-main.20/
https://proceedings.neurips.cc/paper_files/paper/2023/file/6dcf277ea32ce3288914faf369fe6de0-Paper-Conference.pdf
https://proceedings.neurips.cc/paper_files/paper/2023/file/6dcf277ea32ce3288914faf369fe6de0-Paper-Conference.pdf
https://onlinelibrary.wiley.com/doi/abs/10.1002/9780470479216.corpsy0524


Published as a conference paper at COLM 2026

Gupta, Yaniv Nikankin, Hadas Orgad, Nikhil Prakash, Anja Reusch, Aruna Sankara-
narayanan, Shun Shao, Alessandro Stolfo, Martin Tutek, Amir Zur, David Bau, and
Yonatan Belinkov. MIB: A mechanistic interpretability benchmark. In Forty-second Interna-
tional Conference on Machine Learning, 2025. URL https://arxiv.org/abs/2504.13151.

Clement Neo, Luke Ong, Philip Torr, Mor Geva, David Krueger, and Fazl Barez. Towards
interpreting visual information processing in vision-language models. In The Thirteenth
International Conference on Learning Representations, ICLR 2025, Singapore, April 24-28, 2025.
OpenReview.net, 2025. URL https://openreview.net/forum?id=chanJGoa7f.

nostalgebraist. interpreting GPT: the logit lens. Blog post, https://www.lesswrong.com/
posts/AcKRB8wDpdaN6v6ru/interpreting-gpt-the-logit-lens, 2020.

Mateusz Pach, Shyamgopal Karthik, Quentin Bouniot, Serge Belongie, and Zeynep Akata.
Sparse autoencoders learn monosemantic features in vision-language models. In The
Thirty-ninth Annual Conference on Neural Information Processing Systems, 2025. URL https:
//openreview.net/forum?id=DaNnkQJSQf.

Vedant Palit, Rohan Pandey, Aryaman Arora, and Paul Pu Liang. Towards vision-language
mechanistic interpretability: A causal tracing tool for blip. In Proceedings of the IEEE/CVF
International Conference on Computer Vision (ICCV) Workshops, pp. 2856–2861, October 2023.

William Rudman, Michal Golovanevsky, Amir Bar, Vedant Palit, Yann LeCun, Carsten
Eickhoff, and Ritambhara Singh. Forgotten polygons: Multimodal large language mod-
els are shape-blind. In Wanxiang Che, Joyce Nabende, Ekaterina Shutova, and Mo-
hammad Taher Pilehvar (eds.), Findings of the Association for Computational Linguistics:
ACL 2025, pp. 11983–11998, Vienna, Austria, July 2025. Association for Computational
Linguistics. ISBN 979-8-89176-256-5. doi: 10.18653/v1/2025.findings-acl.620. URL
https://aclanthology.org/2025.findings-acl.620/.

Sarah Schwettmann, Neil Chowdhury, Samuel Klein, David Bau, and Antonio Torralba.
Multlimodal neurons in pretrained text-only transformers. In Proceedings of the IEEE/CVF
International Conference on Computer Vision, pp. 2862–2867, 2023.

Jingran Su, Jingfan Chen, Hongxin Li, Yuntao Chen, Li Qing, and Zhaoxiang Zhang. Ac-
tivation steering decoding: Mitigating hallucination in large vision-language models
through bidirectional hidden state intervention. In Wanxiang Che, Joyce Nabende, Eka-
terina Shutova, and Mohammad Taher Pilehvar (eds.), Proceedings of the 63rd Annual
Meeting of the Association for Computational Linguistics (Volume 1: Long Papers), pp. 12964–
12974, Vienna, Austria, July 2025. Association for Computational Linguistics. ISBN
979-8-89176-251-0. doi: 10.18653/v1/2025.acl-long.634. URL https://aclanthology.org/
2025.acl-long.634/.

Adly Templeton, Tom Conerly, Jonathan Marcus, Jack Lindsey, Trenton Bricken, Brian
Chen, Adam Pearce, Craig Citro, Emmanuel Ameisen, Andy Jones, Hoagy Cunning-
ham, Nicholas L Turner, Callum McDougall, Monte MacDiarmid, C. Daniel Freeman,
Theodore R. Sumers, Edward Rees, Joshua Batson, Adam Jermyn, Shan Carter, Chris Olah,
and Tom Henighan. Scaling monosemanticity: Extracting interpretable features from
claude 3 sonnet. Transformer Circuits Thread, 2024. URL https://transformer-circuits.
pub/2024/scaling-monosemanticity/index.html.

Shengbang Tong, Zhuang Liu, Yuexiang Zhai, Yi Ma, Yann LeCun, and Saining Xie. Eyes
wide shut? exploring the visual shortcomings of multimodal llms. In Proceedings of the
IEEE/CVF conference on computer vision and pattern recognition, pp. 9568–9578, 2024.

Alexander Matt Turner, Lisa Thiergart, Gavin Leech, David Udell, Juan J Vazquez, Ulisse
Mini, and Monte MacDiarmid. Steering language models with activation engineering.
arXiv preprint arXiv:2308.10248, 2023.

Jesse Vig, Sebastian Gehrmann, Yonatan Belinkov, Sharon Qian, Daniel Nevo, Yaron Singer,
and Stuart Shieber. Investigating gender bias in language models using causal mediation
analysis. In Proceedings of the 34th International Conference on Neural Information Processing
Systems, NIPS ’20, Red Hook, NY, USA, 2020. Curran Associates Inc. ISBN 9781713829546.

13

https://arxiv.org/abs/2504.13151
https://openreview.net/forum?id=chanJGoa7f
https://www.lesswrong.com/posts/AcKRB8wDpdaN6v6ru/interpreting-gpt-the-logit-lens
https://www.lesswrong.com/posts/AcKRB8wDpdaN6v6ru/interpreting-gpt-the-logit-lens
https://openreview.net/forum?id=DaNnkQJSQf
https://openreview.net/forum?id=DaNnkQJSQf
https://aclanthology.org/2025.findings-acl.620/
https://aclanthology.org/2025.acl-long.634/
https://aclanthology.org/2025.acl-long.634/
https://transformer-circuits.pub/2024/scaling-monosemanticity/index.html
https://transformer-circuits.pub/2024/scaling-monosemanticity/index.html


Published as a conference paper at COLM 2026

An Vo, Khai-Nguyen Nguyen, Mohammad Reza Taesiri, Vy Tuong Dang, Anh Totti Nguyen,
and Daeyoung Kim. Vision language models are biased. In The Fourteenth International
Conference on Learning Representations (ICLR), 2026. URL https://arxiv.org/abs/2505.
23941.

Peng Wang, Shuai Bai, Sinan Tan, Shijie Wang, Zhihao Fan, Jinze Bai, Keqin Chen, Xuejing
Liu, Jialin Wang, Wenbin Ge, Yang Fan, Kai Dang, Mengfei Du, Xuancheng Ren, Rui
Men, Dayiheng Liu, Chang Zhou, Jingren Zhou, and Junyang Lin. Qwen2-vl: Enhanc-
ing vision-language model’s perception of the world at any resolution. arXiv preprint
arXiv:2409.12191, 2024.

Junfei Wu, Yue Ding, Guofan Liu, Tianze Xia, Ziyue Huang, Dianbo Sui, Qiang Liu, Shu Wu,
Liang Wang, and Tieniu Tan. SHARP: Steering hallucination in LVLMs via representation
engineering. In Christos Christodoulopoulos, Tanmoy Chakraborty, Carolyn Rose, and Vi-
olet Peng (eds.), Proceedings of the 2025 Conference on Empirical Methods in Natural Language
Processing, pp. 14346–14361, Suzhou, China, November 2025. Association for Computa-
tional Linguistics. ISBN 979-8-89176-332-6. doi: 10.18653/v1/2025.emnlp-main.725. URL
https://aclanthology.org/2025.emnlp-main.725/.

WuLiyan, Fan Wu, Meng Wang, Ruoyu Li, Lanfeng Wu, and Yujie XUE. Head-level
mechanistic attribution for hallucination control: Training-free counteractive pruning in
LVLMs, 2026. URL https://openreview.net/forum?id=3GNaXptttK.

Zhuoran Yu and Yong Jae Lee. How multimodal LLMs solve image tasks: A lens on
visual grounding, task reasoning, and answer decoding. In Second Conference on Language
Modeling, 2025. URL https://openreview.net/forum?id=kjNJYWvfPA.

Andy Zou, Long Phan, Sarah Li Chen, James Campbell, Phillip Guo, Richard Ren, Alexander
Pan, Xuwang Yin, Mantas Mazeika, Ann-Kathrin Dombrowski, Shashwat Goel, Nathaniel
Li, Michael J. Byun, Zifan Wang, Alex Mallen, Steven Basart, Sanmi Koyejo, Dawn Song,
Matt Fredrikson, J. Zico Kolter, and Dan Hendrycks. Representation engineering: A
top-down approach to AI transparency. CoRR, abs/2310.01405, 2023. doi: 10.48550/
ARXIV.2310.01405. URL https://doi.org/10.48550/arXiv.2310.01405.

A Comparison to Pixels vs. Priors

Table 4 summarizes how our work extends Pixels vs. Priors (Golovanevsky et al., 2025). We
use their conflict setting and Visual-Counterfact as foundation; the contribution is the mech-
anistic pipeline (encoding vs. arbitration, causality, optional steering), not a replacement of
their observational crossover analysis.

Dimension Pixels vs. Priors This work

Scope 2 VLMs 10 VLMs / multiple families / 2.7B–72B
Readout 2 answer variants 6 variants + stable crossover (Section B)
Main question When do pixels overtake priors? Weak encoding vs. later arbitration?
Failure analysis Observational Success/failure encoding + probes
Causality Not tested Full-seq / image / text / last-token patching
Intervention None Linear + SAE steering (feasibility)

Table 4: Relationship to Pixels vs. Priors (Golovanevsky et al., 2025).

B Implementation details

All experiments use float16/bfloat16 precision with device map="auto" across up to
4×H200 GPUs. Input images are capped at 1024×1024 pixels (aspect-ratio-preserving)
before being passed to each model’s vision encoder, which further processes them at its
native resolution (e.g., CLIP-ViT-L/14: 336×336 for LLaVA-v1.5; SigLIP-SO400M for LLaVA-
OneVision; InternViT-6B with dynamic resolution for InternVL2).
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Crucially, our core finding—that models already encode visual information correctly—means
that higher input resolution would only strengthen encoding, reinforcing the dissociation
rather than resolving it; the bottleneck is downstream arbitration, not perceptual fidelity.
For the 6-variant token matching protocol, we encode: (1) lowercase (“blue”), (2) capitalized
(“Blue”), (3) uppercase (“BLUE”), (4) space-prefixed lowercase (“ blue”), (5) space-prefixed
capitalized (“ Blue”), and (6) hex code subwords when available. The maximum logit across
all variants is taken at each layer. This comprehensive matching is critical: BLIP-2’s visual
token rank improves from 170 (single-variant) to 2.8 (6-variant), correctly identifying it as a
rank-based grounder.

C Paraphrase robustness details

We test 8 question variants for color: (Q0) “What color is the {object}?” (baseline), (Q1)
“What color is this {object}?”, (Q2) “Can you tell me the color of the {object}?”, (Q3)
“Describe the color of the {object} in the image.”, (Q4) “The {object} in this image is what
color?”, (Q5) “Looking at the image, what color would you say the {object} is?”, (Q6)
“Identify the color of the {object}.”, (Q7) “What is the color of the {object} shown here?” For
each model, we compute 100 samples across all 8 phrasings (800 forward passes per model).

Primary models. Logit trajectory correlation: r = 0.958 (LLaVA-v1.5), r = 0.961 (LLaVA-
Next), r = 0.954 (InternVL2). Winner agreement with baseline: 93.9% (mean). Full stability
(all 8 agree): 81.7% (mean). Q7 agreement with Q0 remains high (88–97%), confirming
robustness.

Scaled-up models. Qwen2-VL-72B maintains high rephrase stability (Q1–Q7 agreement:
89–95%, mean 93%), comparable to primary models. InternVL-26B is less stable (Q1–Q7
agreement: 67–92%, mean 80%); Q2 (“Can you tell me. . . ”) and Q3 (“Describe. . . ”) drop to
55–57% visual success, while other phrasings remain above 76%. This mid-range sensitivity
suggests InternVL-26B’s grounding is more dependent on question syntax than other
models.

Size attribute. We add reverse polarity (Q7: “Which is smaller?”), which yields 48–54%
agreement—near chance. This reveals keyword pattern-matching rather than genuine
comparative reasoning.

D Additional MAC figures

D.1 Full MAC logit trajectories (all models)

Figure 4 shows MAC logit trajectories for all seven primary models and all three scaled-up
variants.

Figure 5 shows the distribution of per-sample crossover layers across the seven primary
models, revealing both the central tendency and variance of visual integration timing.

E Additional encoding and dissociation analysis

E.1 Fine-grained latent truth probing

Fine-grained probing at 20 depth points (5% to 100% of total layers) across all 493 samples
and 10 models confirms that L2 distance grows monotonically to the final layer (Figure 6).
Peak values at 100% depth for primary models: DeepSeek-Janus (385.69), LLaVA-OneVision
(279.10), Qwen2-VL (96.14), InternVL2 (94.13), BLIP-2 (85.83), LLaVA-v1.5 (55.65), LLaVA-
Next (7.87). For scaled-up variants: Qwen2-VL-72B (700.61), InternVL2-26B (324.57), LLaVA-
v1.5-13B (50.96). The 3-tier encoding hierarchy (strong/moderate/weak) is preserved at
every depth, with larger models amplifying encoding strength by 2–5×.
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Figure 4: MAC logit trajectories for all models (color, 493 samples). Each subplot shows
per-layer visual (blue) and prior (orange) logits with sample traces and mean ±1 std shading.
Green dashed line: MAC crossover. ”V wins” indicates the percentage of samples where
the visual logit exceeds the prior logit at the final layer. Top: seven primary models (7–8B).
Bottom: three scaled-up variants (13–72B).

Figure 7 provides a complementary view as a heatmap, making the 3-tier encoding hierarchy
visually apparent.

E.2 Cross-stage correlation

E.3 Success vs. failure encoding

Figure 9 visualizes the encoding–grounding dissociation at the sample level: for each model,
the L2 distributions of success (VISUAL wins) and failure (PRIOR wins) cases largely
overlap, confirming that encoding strength does not predict grounding outcome.

F Additional patching analysis

Figure 11 shows the behavioral shift induced by full-sequence patching.
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Figure 5: Distribution of per-sample MAC layers across seven primary models (Color, 493
samples each). Box widths reflect crossover variance; fast integrators (DeepSeek-Janus,
LLaVA-Next) show early medians with moderate spread, while slow integrators (Qwen2-
VL, InternVL2) cluster near the final layers with tight distributions.
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Figure 6: Fine-grained visual encoding trajectory: L2 distance (counterfactual vs. standard)
at 20 normalized depth points (5%–100%) across all seven primary models (× markers
indicate MAC depth). Encoding grows monotonically and is never suppressed, reaching
peak values at the final layer—the exact point where grounding failures occur.

G Steering methodology details

This appendix provides the full technical details of the two steering methods introduced in
Section 7.

G.1 Linear steering

Linear steering follows the contrastive activation addition paradigm introduced for text-
only LLMs by Zou et al. (2023) and Li et al. (2023a). Given a set of training samples, we
collect hidden states at a target layer ℓ for two conditions: counterfactual images (where the
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Figure 7: Visual encoding heatmap: mean L2 distance across all depth points and seven
primary models. Warmer colors indicate stronger visual encoding. DeepSeek-Janus and
LLaVA-OneVision form the “strong” tier, InternVL2/Qwen2-VL/BLIP-2 the “moderate”
tier, and LLaVA-v1.5/LLaVA-Next the “weak” tier.
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Figure 8: Cross-stage correlation analysis (n = 7 primary models). (a) Encoding strength
(L2 at 75% depth) shows no correlation with success (ρ = 0.198). (b) Logit gap is strongly
predictive (ρ = 0.847, p = 0.016). (c) Visual rank is also predictive (ρ = −0.893). (d) Encod-
ing does not predict logit gap (ρ = 0.464). (e) Sample-level ROC-AUC near chance (0.528).
(f) Arbitration-phase metrics predict success; encoding-phase metrics do not.

visual attribute has been altered, e.g., a blue banana) and standard images (the unmodified
originals, e.g., a yellow banana). For each sample we run a forward pass up to layer ℓ and
mean-pool the hidden state across all token positions to obtain a single vector hi ∈ Rd. The
steering direction is:

d =
1

Ncf

Ncf

∑
i=1

h(cf)
i − 1

Nstd

Nstd

∑
i=1

h(std)
i (2)

This is the standard contrastive mean difference used for steering honesty (Li et al., 2023a),
sentiment (Turner et al., 2023), and general behavioral control (Zou et al., 2023) in text-only
LLMs. Our adaptation to VLMs differs in one critical respect: at inference, a hook at layer
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Probe AUC P(visual) @ 10%
Model ∼10% ∼50% ∼97% Succ Fail ∆

InternVL2 1.000 1.000 1.000 .958 .961 −.003
DeepSeek-Janus 1.000 1.000 .998 .990 .991 −.001
LLaVA-OneVision .995 1.000 .998 .892 .915 −.022
Qwen2-VL .995 .999 .999 .905 .909 −.004
BLIP-2 .976 .990 .992 .812 .797 +.015
LLaVA-v1.5 .939 .987 .975 .653 .650 +.003
LLaVA-Next .865 .991 .988 .517 .521 −.004

Table 5: Linear probe AUC (5-fold CV, 493 samples) for decoding visual attributes from
hidden states at three depths. Right columns: mean probe confidence for success vs. failure
samples at ∼10% depth.

Figure 9: Encoding strength in success vs. failure cases (L2 distance at 75% MAC depth,
Color). Dark boxes: samples where the model followed visual evidence (success). Light
boxes: samples where the prior won (failure). Distributions overlap substantially for all
seven models, with ratios in [0.91, 1.12]. Sample sizes shown in green (success) and red
(failure).

ℓ adds α · d to the hidden state at every token position (not just the last token), and this
hook remains active through all autoregressive generation steps. Full-sequence application
is necessary because visual information is distributed across hundreds of image tokens
(Section 6). The strength α is swept over {0.0, 0.2, 0.5, 1.0, 1.5, 2.0, 3.0}.

G.2 SAE-guided residual steering

Step 1: SAE training. We train a one-hidden-layer Sparse Autoencoder (Bricken et al.,
2023; Huben et al., 2024) on the same hidden states used for linear steering. The architecture
follows the standard dictionary learning formulation (Bricken et al., 2023): the SAE has
encoder E : Rd → Rdsae and decoder D : Rdsae → Rd, with dsae = 4d (expansion factor 4).
The encoder uses ReLU activation to enforce non-negative, sparse feature activations:

z = ReLU(Wenc · h + benc), ĥ = Wdec · z + bdec (3)

Training minimizes reconstruction loss plus an L1 sparsity penalty (Huben et al., 2024):

L = ∥h − ĥ∥2
2 + λ∥z∥1, λ = 0.04 (4)

Step 2: Feature selection. After training, we identify which SAE features correspond to
visual evidence vs. linguistic priors. Pach et al. (2025) show that SAE features in VLMs learn
monosemantic, interpretable directions; we leverage this by scoring features according to
how differentially they activate across conditions. For each feature j, we compute:

∆j = z̄(cf)
j − z̄(std)

j (5)
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Figure 10: Activation patching case studies. Each row shows a counterfactual image (altered
color) and its standard counterpart, followed by baseline and patched outputs for three
models. Full-sequence patching causally flips outputs from visual to prior answer.

where z̄(cf)
j and z̄(std)

j are the mean activations of feature j across counterfactual and standard
samples, respectively. Features are then scored by their decoder-weighted differential
activation:

sj = |∆j| × ∥Wdec[:, j]∥2 (6)

The decoder-norm weighting accounts for the fact that different features may have different
magnitudes of effect on the output space (Huben et al., 2024). The top-50 features with
∆j > 0 (more active for counterfactual images) are classified as visual features; the top-50
with ∆j < 0 are classified as prior features.

Step 3: Residual steering. Standard SAE-based steering (Templeton et al., 2024) directly
clamps or replaces feature activations and decodes the result, effectively substituting the
hidden state with the SAE reconstruction h′t = ĥ′. We adopt two adaptations for the
VLM setting. First, we steer bidirectionally—simultaneously amplifying visual features and
suppressing prior features. Second, inspired by residual connections (He et al., 2016), we
apply a residual strategy that adds only the effect of the feature manipulation to the original
hidden state, avoiding the information loss of full reconstruction. At inference, a hook at
layer ℓ performs the following for each forward pass:

1. Mean-pool the hidden state across token positions: h̄ = 1
T ∑t ht.

2. Encode through the SAE: z = ReLU(Wenc · h̄ + benc).
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Figure 11: Behavioral shift: baseline (BL) vs. patched (PT) output distributions. Blue: follows
visual answer. Orange: follows prior answer. Full-sequence patching reverses the dominant
behavior in all three models.

3. Construct a steering vector in feature space:

z′j =


zj + αv if j ∈ Fvisual
zj − αp if j ∈ Fprior
zj otherwise

(7)

where αv, αp ≥ 0 are the visual and prior steering strengths, swept over {0, 1, 2, 3, 5}. All
values are clamped to ≥ 0 after modification.

4. Decode both the original and modified feature vectors:

ĥ = D(z), ĥ′ = D(z′) (8)

5. Compute the delta and add it to the original hidden state at every token position:

h′t = ht + (ĥ′ − ĥ), ∀ t ∈ {1, . . . , T} (9)

Why residual application? The standard approach (Templeton et al., 2024) replaces the
hidden state with the modified SAE reconstruction: h′t = ĥ′. This discards all information the
SAE did not learn to reconstruct. Bricken et al. (2023) note that SAE reconstructions are lossy,
particularly for features outside the training distribution. The residual formulation isolates
the effect of the feature manipulation (ĥ′ − ĥ) and applies it additively to the original hidden
state, preserving all information not captured by the SAE—analogous to how residual
connections (He et al., 2016) preserve information across transformer layers. This design
choice is critical: in pilot experiments, direct replacement degraded baseline accuracy by
2–5%, whereas the residual formulation maintained it exactly.
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