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Abstract

Evaluation language is typically treated as a fixed English default in agen-
tic code benchmarks, yet we show that changing the judge’s language
can invert backbone rankings. We localize the Agent-as-a-Judge prompt
stack to five typologically diverse languages (English, Arabic, Turkish,
Chinese, Hindi) and evaluate 55 DevAI development tasks across three
developer-agent frameworks and six judge backbones, totaling 4950 judge
runs. The central finding is that backbone and language interact: GPT-4o
achieves the highest satisfaction in English (44.72%), while Gemini leads
in Arabic (51.72%, p < 0.001 vs. GPT-4o) and Hindi (53.22%). No single
backbone dominates across all languages, and inter-backbone agreement
on individual requirement judgments is modest (Fleiss’ κ ≤ 0.231). A
controlled ablation further shows that localizing judge-side instructions,
not just benchmark content, can be decisive: Hindi satisfaction drops from
42.8% to 23.2% under partial localization. These results indicate that lan-
guage should be treated as an explicit evaluation variable in agentic bench-
marks. Full requirement-level judgments and runtime statistics are released
for reproducibility.

1 Introduction

Evaluation of coding agents relies heavily on final-outcome benchmarks, despite the process-
driven nature of long-horizon development tasks. Agent-as-a-Judge (AAAJ) addresses this
by enabling evaluators to inspect intermediate artifacts rather than relying only on final
outputs (Zhuge et al., 2024), but its judging stack is English-centric, which risks evaluation
distortion in multilingual deployment.

We document a previously unmeasured confound in agentic evaluation: evaluation lan-
guage and judge backbone interact in ways that change backbone rankings. Just as annota-
tion artifacts (Gururangan et al., 2018) and benchmark contamination (Magar & Schwartz,
2022) revealed hidden confounds that altered community practices for NLU evaluation,
we show that the language of the judge prompt is a confound that can invert the relative
ordering of backbone models. This is a measurement contribution: we do not propose a new
evaluation method, but provide systematic evidence that an implicit assumption of current
benchmarks (English-only judging) introduces a measurable and consequential bias.

Concretely, we localize the AAAJ prompt stack to five typologically diverse languages
(English, Arabic, Turkish, Chinese, and Hindi) and evaluate 55 DevAI tasks across three
developer-agent frameworks (MetaGPT (Hong et al., 2024), GPT-Pilot (Pythagora.io, 2023),
OpenHands (Wang et al., 2024)) and six judge backbones (GPT-4o, GPT-5.4, Claude Sonnet
4.6, Gemini 3 Flash Preview, DeepSeek V3.2, Qwen3.5-9B), totaling 4950 judge runs.
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Figure 1: Backbone-by-language heatmaps averaged over three developer-agent frame-
works. Left: Mean task-level requirement satisfaction (%), using a sequential blue colormap
where darker shading indicates higher satisfaction. Right: Task Solve Rate (%), using a
sequential orange colormap where darker shading indicates higher completion. Each cell
displays the numeric value. The strongest backbone varies across languages: GPT-4o leads
in English (44.7%), while Gemini leads in Arabic (51.7%) and Hindi (53.2%), showing that
evaluation outcomes depend jointly on language and backbone.

Figure 1 previews the central finding: backbone rankings change across languages, mean-
ing that English-only evaluation can produce misleading comparisons for multilingual
deployment.

Our contributions are as follows. (1) We provide the first systematic evidence that evaluation
language and judge backbone interact in ways that change backbone rankings, with GPT-
4o strongest in English but Gemini strongest in Arabic (p < 0.001) and Hindi. (2) We
present a multilingual benchmark study over 55 development tasks and 365 requirement
checks per language-framework pair across six backbones, totaling 4950 judge runs. (3) We
introduce a practical method for localizing the AAAJ prompt stack while preserving its
structure and evidence-grounded workflow, and show through ablation that instruction-
language localization can be decisive for evaluation stability. (4) We release summary
metrics, full requirement-level judgments, and task-level runtime statistics for transparency
and reproducibility, following the auditable design of Zhuge et al. (2024).

2 Related Work

AI judges and agentic evaluation. Our work builds on Agent-as-a-Judge, which extends
LLM-as-a-Judge to inspect intermediate artifacts rather than only final outputs (Zhuge et al.,
2024). Prior work demonstrates the usefulness of model-based evaluation but also highlights
bias, instability, and limited faithfulness under output-only judging (Zheng et al., 2024).
Fine-grained approaches such as FLASK improve interpretability via skill decomposition (Ye
et al., 2024). Multilingual evaluation has been studied through cross-lingual meta-evaluation
(Doddapaneni et al., 2025) and evidence of cross-language inconsistency in English-strong
evaluators (Son et al., 2024; Fu & Liu, 2025), with further work on language-agnostic criteria
transfer (Sheth et al., 2026). Alternative paradigms such as PAJAMA recast evaluation as
program synthesis (Huang et al., 2025). Unlike CIA/Hercule, which trains a dedicated
multilingual evaluator, we study how existing monolingual backbones respond to prompt
localization without retraining, revealing backbone-language interactions not captured by
prior work.

Measurement validity across languages. Our framing also connects to educational mea-
surement, where cross-language score comparisons require evidence that translated forms
preserve the intended construct and do not introduce construct, method, or item bias (??).
From that perspective, judge language is not merely an interface choice but a measurement
condition: if localized prompts shift scores or reorder systems, then multilingual benchmark
conclusions require explicit validation rather than assumed equivalence. We do not perform
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Figure 2: Overview of the multilingual Agent-as-a-Judge pipeline. DevAI tasks are executed
by three developer-agent frameworks whose workspaces, code, and trajectories are passed
to a multilingual judge agent. The judge runs a modular pipeline (Plan → Locate →
Retrieve → Ask → Judge) in each of five languages under six LLM backbones, producing
per-requirement satisfaction verdicts.

formal invariance testing here, but the connection helps situate multilingual AAAJ as a
measurement-validity problem rather than only a prompting problem.

Benchmarks for code and ML agents. Early benchmarks such as HumanEval (Chen et al.,
2021) and MBPP (Austin et al., 2021) focus on short program synthesis, while SWE-Bench
(Jimenez et al., 2023) and MLE-Bench (Chan et al., 2024) move toward realistic workflows.
Recent benchmarks expand to repository-grounded tasks (Ni et al., 2025), broader execution
settings (Xu et al., 2025), and diverse engineering activities (Sonwane et al., 2026). DevAI
differs by structuring tasks as hierarchical requirements, enabling requirement-level analysis
(Zhuge et al., 2024). Unlike DevAI’s original single-backbone English evaluation, we
vary both language and backbone to expose interaction effects that single-configuration
evaluations cannot detect.

Developer-agent frameworks and multilinguality. We study representative developer-
agent paradigms: multi-agent decomposition (MetaGPT) (Hong et al., 2024), tool-oriented
workflows (GPT-Pilot) (Pythagora.io, 2023), and interactive agents (OpenHands) (Wang
et al., 2024). Multilingual code generation has been explored in MultiPL-E (Cassano et al.,
2023) and extended in mHumanEval (Raihan et al., 2025) and McEval (Chai et al., 2025).
Unlike these benchmarks, which study multilingual code generation, we study multilingual
evaluation of code agents on long-horizon development tasks, a setting where judge behavior
introduces an additional source of cross-language variation.

3 A Multilingual DevAI Benchmark

Figure 2 is the same evaluation-side architecture as in the original AAAJ benchmark, now
localized into multiple languages. The modules play distinct roles: Plan selects evidence-
gathering actions, Locate identifies candidate files in the workspace, Retrieve summarizes
execution feedback from trajectories, Ask synthesizes targeted evidence-grounded responses,
and Judge converts the assembled evidence into final per-requirement verdicts. Our revision
localizes the prompt stack used by these modules, but leaves their roles and overall ordering
unchanged.

Motivation. Benchmarks such as HumanEval (Chen et al., 2021) and MBPP (Austin et al.,
2021) target function-level synthesis but do not capture the broader lifecycle of realistic
AI development. Subsequent benchmarks, including SWE-Bench (Jimenez et al., 2023)
and MLE-Bench (Chan et al., 2024), move closer to practical software engineering, yet
scalable evaluation of multi-step development remains challenging. DevAI and Agent-as-a-
Judge address this by exposing intermediate requirement satisfaction rather than only final
outcomes.

In multilingual settings, benchmark structure becomes even more critical. A multilingual
judge must not only process translated text but also preserve development milestones,
requirement dependencies, and evidence-grounded reasoning. DevAI is well suited for this
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purpose: tasks are decomposed into explicit, hierarchical requirements that can be evaluated
independently. This enables a more precise question than “Did the system solve the task?”,
specifically, which components remain stable under localization and which degrade across
languages. This aligns with the AAAJ motivation for intermediate, process-aware evaluation
(Zhuge et al., 2024).

The Multilingual DevAI Dataset. We use the DevAI benchmark introduced in (Zhuge
et al., 2024), consisting of 55 realistic AI development tasks spanning data processing,
modeling, training, evaluation, reporting, visualization, and interaction. The benchmark
includes 365 explicit requirements organized as milestone structures, often with prerequisite
dependencies, enabling analysis of partial progress rather than only end-to-end success.

Our multilingual extension preserves this task topology and instead localizes the judging
interface and evidence interpretation layers. Requirement text, evaluation criteria, and
judge justifications are expressed in the target language, while the underlying task structure
remains unchanged. Concretely, we localize the judge, ask, locate, planning, and retrieve
modules. This maintains comparability with the English benchmark while isolating the
effect of language on requirement-level evaluation.

We evaluate five languages chosen for typological diversity (FitzGerald et al., 2023): English
(baseline), Arabic (right-to-left, morphologically rich (Habash, 2010)), Turkish (agglutinative,
Latin script (Ozturel et al., 2019)), Chinese (non-segmented writing system (Huang & Zhao,
2006)), and Hindi (Devanagari script (Singh et al., 2024)). These languages stress different
aspects of prompt processing (tokenization, morphology, script handling, terminology
transfer) and provide a stronger robustness test than typologically closer languages. Because
tasks remain fixed, observed differences isolate prompt localization effects.

Preliminaries and Notation. Let T = {t1, . . . , t55} denote the set of DevAI tasks, where
each task t has a requirement set R(t) = {r1, . . . , r|R(t)|} with ∑t |R(t)| = 365. Let L =

{EN, AR, TR, ZH, HI} be the set of evaluation languages, B the set of six judge backbones,
and F = {MetaGPT, GPT-Pilot, OpenHands} the set of developer-agent frameworks. For a
given backbone b ∈ B, language ℓ ∈ L, and framework f ∈ F , the judge produces a binary
verdict J(t, r, ℓ, b, f ) ∈ {0, 1} for each requirement r ∈ R(t), where 1 denotes satisfied. We
define:

Requirement Satisfaction Rate for a task t:

Sat(t, ℓ, b, f ) =
∑r∈R(t) J(t, r, ℓ, b, f )

|R(t)| × 100.

Task Solve Rate (TSR): the fraction of tasks achieving Sat(t, ℓ, b, f ) = 100%. We additionally
report percentile success rates at the 20%, 50%, and 70% thresholds. Because TSR is extremely
sparse in this benchmark, our formal inferential tests are conducted on paired task-level
satisfaction scores rather than on TSR itself.

Evaluation Protocol. We evaluate the DevAI benchmark across three developer-agent
frameworks: MetaGPT, GPT-Pilot, and OpenHands. The multilingual setup covers five lan-
guages as illustrated in Figure 2. The developer-agent outputs are inherited from the
released DevAI benchmark package of Zhuge et al. (2024): for each task and framework,
the workspace snapshot, saved artifacts, and (when available) trajectory logs are held fixed
across all language and backbone conditions. This isolates changes on the evaluation side
rather than changes in the underlying developer-agent behavior.

The judge is instantiated with six backbone LLMs: gpt-4o-2024-08-06, gpt-5.4,
claude-sonnet-4.6, gemini-3-flash-preview, deepseek-v3.2, and qwen3.5-9b1, with GPT-
4o serving as the baseline.

1All backbones accessed via the OpenRouter API (https://openrouter.ai) using the correspond-
ing model identifiers.

4

https://openrouter.ai


Published as a conference paper at COLM 2026

Table 1: Mean task-level requirement satisfaction (%) ± standard deviation by language and
backbone, pooled across three frameworks (165 runs per cell). Gold = best in row; Silver
= second best.

Lang. GPT-4o GPT-5.4 Sonnet 4.6 Gemini 3 Flash DeepSeek V3.2 Qwen3.5-9B

EN 44.7 ±21.1 9.1 ±15.7 17.7 ±16.1 35.2 ±24.1 12.3 ±16.8 3.2 ±10.2

AR 26.2 ±19.6 18.4 ±19.1 14.5 ±16.5 51.7 ±24.1 6.0 ±13.0 4.3 ±12.2

TR 40.5 ±20.5 20.7 ±21.8 16.0 ±16.8 40.3 ±23.5 13.3 ±19.2 4.0 ±11.8

ZH 41.5 ±22.3 9.1 ±16.0 13.1 ±16.4 36.7 ±23.4 14.1 ±18.4 3.7 ±10.7

HI 44.0 ±19.4 23.3 ±17.8 13.3 ±17.3 53.2 ±25.1 17.8 ±18.4 4.1 ±12.1

Multilingual localization is applied to the judge-side prompt stack by translating require-
ment descriptions, evaluation criteria, and module-specific system/user prompts from
English into the four non-English languages while preserving task structure and evaluation
logic. In practice, this covers the planning, locate, retrieve, ask, and judge modules used by
AAAJ. Initial translation drafts were generated with GPT-5.4 and then reviewed by native
speakers with graduate-level technical training to ensure fluency and technical fidelity. As a
scalable semantic check, we additionally encode each English system prompt and its local-
ized counterpart with the multilingual sentence-transformers/LaBSE embedding model
and measure cosine similarity in the shared embedding space. Across 35 English-translation
prompt pairs (5 prompt types across 7 translated languages available in our codebase), the
mean cosine similarity is 0.9, with scores ranging from 0.833 to 0.946.

All experiments use a unified inference pipeline across backbones. Models are accessed
via the OpenRouter API, with the local system responsible for orchestration and artifact
collection. Inference uses temperature = 0.0, top-p = 0.9, a maximum of 2048 tokens, a
30-second timeout, and up to three retries. Prompt structure is identical across backbones,
consisting of a system message and a task-specific user message. Because all reported
runs use deterministic decoding, our comparisons isolate configuration-level differences
between languages and backbones; they do not estimate within-cell sampling variability
from repeated re-prompting of identical task-framework-language-backbone tuples.

Each backbone evaluates 825 task runs (55 × 5 × 3), for a total of 4950 runs across all six
backbones.

4 Experiments

We evaluate all six judge backbones under the protocol described in Section 3. For each
language-framework pair, we report Sat(t, ℓ, b, f ) averaged over the 55 tasks with standard
deviation (µ ± σ), complemented by percentile success rates at the 20%, 50%, 70%, and
100% thresholds. These standard deviations are descriptive summaries of task heterogene-
ity rather than the basis of our inferential claims. Statistical comparisons use two-sided
Wilcoxon signed-rank tests on paired task-level scores (averaged across frameworks), with
Holm-Bonferroni correction and 95% bootstrap confidence intervals (Appendix B).

Language-Level Backbone Comparison. Does the best backbone depend on evaluation lan-
guage?

Table 1 and Figure 3 summarize backbone behavior aggregated across frameworks. Two
patterns emerge. First, backbone ranking depends on evaluation language. GPT-4o is
strongest in English (Wilcoxon p < 0.001, CI [−19.05,−4.76] vs. Gemini), while Gemini
achieves the highest scores in Arabic (p < 0.001, CI [19.05, 28.57]) and the highest mean
in Hindi (53.22%). The Chinese GPT-4o advantage is not significant (p = 0.063), and the
Gemini vs. GPT-4o gap in Hindi does not survive Holm-Bonferroni correction.
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Figure 3: Percentile success rates (%) by language and backbone, averaged over three
developer-agent frameworks. Each panel uses a sequential blue colormap (darker = higher
fraction of tasks clearing the threshold), except the 100% panel which uses an orange
colormap for Task Solve Rate. The four panels show the fraction of tasks exceeding 20%,
50%, 70%, and 100% requirement satisfaction. GPT-4o and Gemini are similar at the 20%
threshold, but Gemini separates at harder thresholds, especially in Arabic and Hindi. The
full numerical table is provided in Appendix E.

Second, backbone capability gates whether multilingual effects are observable: weaker
backbones show near-zero cross-language variation because their baseline performance
leaves little room for language to matter. Large standard deviations across all settings
indicate substantial task-level heterogeneity.

The percentile view refines this picture. GPT-4o and Gemini are similar at low thresholds,
but Gemini separates at higher thresholds, particularly in Arabic and Hindi (exceeding 50%
satisfaction on 50.30% of Hindi tasks and 70% on 33.33%). The remaining backbones are
concentrated at lower thresholds, as detailed in the per-backbone analysis below.

Requirement-Type Sensitivity. Are some requirement types more fragile under multilingual
evaluation?

Figure 4 reveals systematic differences across requirement types. Operational categories
(Data Loading, Training) are consistently easier, while semantically dense categories (Model
Construction, Evaluation Metrics) are more sensitive to language. Under GPT-4o, Evaluation
Metrics shows the largest cross-language variation (14.67% in Arabic vs. 58.67% in English),
followed by Model Construction. In contrast, Data Loading remains relatively stable. When
weaker backbones are included, variability increases even for operational categories, as
low-capability judges fail to consistently interpret straightforward requirements.

Model-Specific Results. How do individual backbones respond to multilingual evaluation?

The six backbones separate into three performance tiers, each illustrating a different aspect
of multilingual judge behavior.
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Figure 4: Requirement-type sensitivity (%) across languages and backbones. Each of the
six panels shows one backbone as a heatmap, with rows corresponding to six requirement
categories and columns to five evaluation languages. A sequential blue colormap encodes
satisfaction rate: darker cells indicate higher satisfaction within that requirement type and
language. Training and Data Loading are consistently the easiest categories, while Evaluation
Metrics and Model Construction show the largest cross-language variation under strong
backbones. Weaker backbones (DeepSeek, Qwen) remain near floor across all categories.
The full numerical table is provided in Appendix E.

Top tier: GPT-4o and Gemini. GPT-4o is the strongest baseline but highly variable, ranging
from approximately 25% (Arabic) to 46% (other languages). Despite broad partial progress,
language-level TSR remains low, ranging from 1.82% to 3.03% across the five languages
(Table 6). Gemini achieves the highest average satisfaction, exceeding 50% in Arabic and
Hindi, with language-level TSR up to 6.67% (Arabic; Table 6). The central finding is that
their rankings invert across languages: GPT-4o leads in English while Gemini leads in
Arabic and Hindi.

Mid tier: GPT-5.4 and Claude Sonnet 4.6. GPT-5.4 performs well below GPT-4o (8% to 10% in
English and Chinese). Claude exhibits low but uniform performance (12% to 18%), with TSR
at 0.00% throughout, reflecting a conservative evaluation policy that applies consistently
regardless of language.

Floor tier: DeepSeek V3.2 and Qwen3.5-9B. DeepSeek (6.02% to 17.77%) and Qwen (3.20% to
4.32%) never achieve full task completion. Their minimal cross-language variation confirms
that multilingual sensitivity is only observable when baseline capability is sufficient.

Cross-Backbone Comparison. How do backbones compare in aggregate performance and effi-
ciency?

Table 2 aggregates all 825 runs per backbone. Gemini achieves the highest pooled satisfaction
(43.44%) and strongest upper-threshold coverage (4.73% TSR), while GPT-4o is second in
satisfaction (39.41%) but first in efficiency (38.29s runtime, 620 output tokens per run). Qwen
is both weakest and most expensive (533.73s, 8895 output tokens). GPT-4o and Gemini are
similar at the 20% threshold (both near 77%), but Gemini separates at harder thresholds
(33.94% above 50%, 4.73% TSR). Extended visualizations appear in Appendix A.

Inter-Backbone Agreement. We compute per-language Fleiss’ κ on binary requirement
judgments, treating each of 1095 requirement instances as a rated item and the six backbones
as raters. Agreement is modest: EN (κ = 0.222), AR (0.184), TR (0.231), ZH (0.184), HI
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Table 2: Aggregate backbone comparison (825 runs each). Satisfaction and cost report mean
± s.d.; success columns report % of tasks above each threshold. Gold = best; Silver =
second best. For time and tokens, ↓ = lower is better.

Sat. (%) Success Thresholds (%) Time (s) ↓ In Tok. ↓ Out Tok. ↓

>20 >50 >70 100

GPT-4o 39.4 ±21.7 77.1 26.4 9.2 2.3 38 ±17 6.6k ±2.1k 620 ±197

GPT-5.4 16.1 ±19.2 28.2 5.1 2.7 0.6 50 ±14 7.6k ±2.2k 652 ±194

Sonnet 4.6 14.9 ±16.7 20.4 3.6 3.6 0.0 97 ±25 10.3k ±3.0k 1.4k ±573

Gemini 3 Fl. 43.4 ±25.2 77.3 33.9 18.2 4.7 52 ±12 8.4k ±2.3k 828 ±238

DeepSeek V3.2 12.7 ±17.7 19.2 5.6 2.4 0.0 219 ±173 8.2k ±2.5k 972 ±371

Qwen3.5-9B 3.9 ±11.4 5.3 1.6 1.0 0.0 534 ±218 6.3k ±1.8k 8.9k ±3.3k

Table 3: Ablation: effect of prompt-component localization (GPT-4o, 20 tasks, 60 runs per
row). Full = localized system prompts + benchmark text. Partial = English judge instructions
with localized benchmark text. Gold = better condition per metric.

Success Thresholds (%)

Lang. Condition Sat. (%) >20 >50 >70 100

AR Full 23.7 ±21.5 35.0 8.3 5.0 3.3
AR Partial 24.1 ±21.4 35.0 10.0 6.7 1.7

HI Full 42.8 ±22.3 78.3 26.7 11.7 5.0
HI Partial 23.2 ±19.3 35.0 8.3 3.3 0.0

(0.169), with a mean of 0.198. No language exceeds 0.25, confirming that backbone choice
affects requirement-level verdicts substantively. Lower agreement in Hindi and Arabic is
consistent with stronger multilingual variability in those settings.

Arabic Case Study. Arabic provides the clearest example of backbone-dependent language
effects: it is the weakest setting under GPT-4o (due to stricter evidence weighting) but the
strongest under Gemini (51.72%, p < 0.001 vs. GPT-4o). The requirement-type breakdown
shows that Gemini’s advantage spans multiple categories, while GPT-4o drops sharply in
semantically dense categories. A detailed analysis is provided in Appendix C.

Ablation Study: Prompt Component Localization. Does localizing judge instructions matter
beyond translating benchmark content?

Multilingual Agent-as-a-Judge can localize either only benchmark-facing text or the full
judge prompt stack. We study this distinction with a controlled ablation on GPT-4o, fixing
the same 20 DevAI tasks, agent trajectories, and backbone, and evaluating Arabic and Hindi
across three frameworks (60 runs per language and condition).

In Full Localization, both judge-side prompts and benchmark text are in the target language,
while in Partial Localization, benchmark content remains localized, but judge-side instructions
are in English. Table 3 reports pooled satisfaction (µ ± σ) and percentile success rates.

Full localization has uneven effects across languages. For Arabic, results are similar under
both conditions (23.65% vs. 24.14% mean satisfaction; identical 35.00% above 20%), with
only small differences at higher thresholds and TSR (3.33% vs. 1.67%). In contrast, Hindi
shows a large degradation under partial localization: mean satisfaction drops from 42.75%
to 23.19%, the >20% rate from 78.33% to 35.00%, and TSR from 5.00% to 0.00%.
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These results indicate that translating benchmark content alone is insufficient in some set-
tings. For Hindi, localized judge instructions improve evaluation stability, whereas Arabic
appears less sensitive to instruction language. One possible explanation is that Arabic’s
stronger representation in LLM training data allows GPT-4o to maintain effective evidence
integration even with English-language judge instructions, while Hindi’s lower resource
level makes the judge more dependent on target-language instructions for consistent rea-
soning. Prompt localization should therefore be treated as an explicit experimental factor
rather than an implementation detail.

5 Discussion

Three findings emerge. First, backbone rankings depend on evaluation language: GPT-4o
leads in English, whereas Gemini leads in Arabic and Hindi. Single-language evaluation
can therefore produce misleading rankings. Second, multilingual effects are most visible
among capable backbones; Qwen and DeepSeek show little variation because their baseline
performance is low. Third, semantically dense requirements, such as model construction
and evaluation metrics, are more language-sensitive than concrete requirements such as
data loading and training.

Token-Length Confound. Longer tokenized prompts could partly explain cross-language
differences. However, correlations between language-level mean input tokens and sat-
isfaction are inconsistent and non-significant across all backbones: GPT-4o (ρ = −0.70,
p = 0.188), GPT-5.4 (ρ = 0.60, p = 0.285), Sonnet (ρ = 0.10, p = 0.873), Gemini (ρ = 0.30,
p = 0.624), DeepSeek (ρ = 0.30, p = 0.624), and Qwen (ρ = 0.50, p = 0.391). This does not
support a tokenization-only explanation, although five languages provide limited statistical
power.

Validity and Causal Scope. Without multilingual human labels, we cannot determine
which backbone is most accurate in absolute terms. Our claim is measurement-oriented:
under fixed tasks, artifacts, and settings, changing the judge language and backbone alters
measured outcomes and can reverse rankings. The effect may arise from multilingual
instruction following, calibration, evidence weighting, or their interaction. Still, modest
inter-backbone agreement (Fleiss’ κ < 0.25) and greater sensitivity in semantically dense
requirements suggest structured evaluation differences rather than uniform noise. Hu-
man validation is needed to identify the most faithful judge and isolate the underlying
mechanism.

Language vs. Prompt Rewording. We tested whether the effect reflects generic prompt
sensitivity using two meaning-preserving English paraphrases on a fixed 20-task GPT-4o
slice. The mean within-task standard deviation was 0.06 across English paraphrases and 0.15
across languages, making language variation 2.36× larger. Prompt wording matters, but
evaluation language was the stronger sensitivity axis in this control. This finding remains
limited to one backbone and 20 tasks.

Low TSR and Partial Progress. TSR is low across most conditions, motivating our use
of requirement satisfaction and percentile success profiles. Binary completion is sparse in
long-horizon DevAI tasks, whereas partial-progress metrics reveal differences that TSR
obscures. These metrics should be viewed as finer-grained measures of task progress, not
direct proxies for downstream usefulness.

Practical Recommendations. Backbone identity and evaluation language should be re-
ported as first-class metadata. Non-English evaluation should also use at least two judge
backbones, since conclusions may change across judges. Finally, percentile success pro-
files should accompany TSR to capture partial progress. Framework-level breakdowns are
provided in the supplementary material.
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6 Conclusion

This study demonstrates that multilingual prompt localization changes judge behavior in
backbone-dependent ways that cannot be predicted from English-only evaluation. The
central finding is that backbone rankings invert across languages: GPT-4o leads in En-
glish, while Gemini leads in Arabic and Hindi. This interaction, combined with modest
inter-backbone agreement (Fleiss’ κ < 0.25 in all languages) and the ablation showing that
instruction-language localization can be decisive (Hindi satisfaction drops from 42.75% to
23.19% under partial localization), indicates that language is not a neutral evaluation param-
eter. Across all settings, requirement-level evaluation remains more informative than binary
task completion, with low TSR despite substantial partial progress (Zhuge et al., 2024). This
reinforces the value of process-aware benchmarks for realistic development tasks. Future
work should extend these findings with lower-resource as well as additional languages, hu-
man alignment baselines, reverse-direction ablations that localize judge instructions while
holding benchmark-facing content in English, larger-scale prompt-paraphrase robustness
controls, and cross-backbone calibration studies.

7 Limitations

Several constraints in our setup limit the scope of our conclusions.

Multilingual human alignment. We evaluate multilingual prompt localization through
judge outputs rather than new multilingual human annotation, so alignment with expert
consensus—especially for nuanced or partially satisfied requirements—cannot be fully
verified. However, our design compares the relative effect of language within each backbone
(same tasks, pipeline, and artifacts), isolating sensitivity even without absolute alignment.
A comprehensive human validation study is in progress.

Self-Termination reporting. Self-Termination cannot be analyzed reliably because the nec-
essary termination metadata is not consistently exposed in the saved multilingual outputs.
This limits our ability to study stopping behavior and failure modes across languages.

Cost analysis. The benchmark package provides zero-valued cost fields, which prevents a
multilingual cost analysis comparable to that in the original benchmark. We report runtime
and token statistics as partial proxies but cannot assess monetary costs.

Model and setup scope. Our findings are limited to the six judge backbones, prompt
stack, and DevAI benchmark configuration used in this study. Different models, prompting
strategies, or evaluation pipelines may exhibit different multilingual behavior.

Language and framework coverage. We evaluate five languages and three open-source
frameworks chosen for typological diversity, but this coverage remains limited and is con-
centrated in relatively high-resource settings. Broader claims about multilingual robustness
should be interpreted as directional rather than exhaustive, especially for lower-resource
languages that may pose different translation and evaluation challenges.
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Figure 5: Cross-backbone heatmaps summarizing central tendency and variability, averaged
over three developer frameworks. Left: Mean task-level requirement satisfaction (%), using
a sequential blue colormap (darker = higher). Right: Standard deviation across tasks, using
a sequential red colormap (darker = more variable). Reading both panels together reveals
whether a strong backbone-language combination is also stable or whether its gains come
with large task-level dispersion.

Figure 6: Cross-backbone performance and cost with standard-deviation error bars (825
runs per backbone). GPT-4o achieves the best efficiency profile; Qwen is both weakest and
most expensive.

A Extended Backbone Comparison

Figures 5 and 6 complement the main-text backbone analysis by decomposing aggregate
statistics into their variance components.

B Significance Tests

We report exploratory significance analyses for the main satisfaction comparisons. Each test
uses paired task-level satisfaction scores over the same 55 DevAI tasks after averaging over
the three developer-agent frameworks, applies a two-sided Wilcoxon signed-rank test, and
reports a 95% bootstrap confidence interval for the paired median difference.

B.1 Cross-language comparisons within each backbone

Two-sided Wilcoxon signed-rank tests over paired task-level satisfaction scores (55 paired
DevAI tasks after averaging over the three developer-agent frameworks). ∆ denotes right
minus left, and the confidence interval is a 95% bootstrap interval for the paired median
difference. We report both raw p-values and Holm-Bonferroni-adjusted pHolm values after
correcting over all pairwise Wilcoxon tests reported in this appendix.
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Table 4: Pairwise language comparisons per judge backbone. ∆ = median
difference; CI = bootstrap 95% confidence interval. Significance after
Holm correction: ∗∗∗ pHolm < 0.001; ∗∗ pHolm < 0.01; ∗ pHolm < 0.05; n.s.
otherwise.

Backbone Left MeanL Right MeanR ∆ 95% CI p pHolm

GPT-4o EN 44.72 AR 26.25 −19.05 [−23.81, −14.29] <0.001 <0.001 ∗∗∗

GPT-4o EN 44.72 TR 40.53 −4.76 [−12.50, 4.76] 0.053 0.952
GPT-4o EN 44.72 ZH 41.53 +0.00 [−8.33, 4.17] 0.193 0.952
GPT-4o EN 44.72 HI 44.02 +0.00 [−5.56, 4.76] 0.637 0.952
GPT-4o AR 26.25 TR 40.53 +13.33 [9.52, 19.05] <0.001 <0.001 ∗∗∗

GPT-4o AR 26.25 ZH 41.53 +14.29 [9.52, 19.05] <0.001 <0.001 ∗∗∗

GPT-4o AR 26.25 HI 44.02 +19.05 [14.29, 22.22] <0.001 <0.001 ∗∗∗

GPT-4o TR 40.53 ZH 41.53 +2.38 [0.00, 5.56] 0.739 0.952
GPT-4o TR 40.53 HI 44.02 +4.76 [0.00, 9.52] 0.122 0.952
GPT-4o ZH 41.53 HI 44.02 +4.76 [0.00, 9.52] 0.111 0.952

GPT-5.4 EN 9.09 AR 18.40 +6.67 [4.76, 9.52] <0.001 <0.001 ∗∗∗

GPT-5.4 EN 9.09 TR 20.67 +9.52 [4.76, 13.33] <0.001 <0.001 ∗∗∗

GPT-5.4 EN 9.09 ZH 9.05 +0.00 [0.00, 0.00] 0.952 0.952
GPT-5.4 EN 9.09 HI 23.30 +13.33 [9.52, 16.67] <0.001 <0.001 ∗∗∗

GPT-5.4 AR 18.40 TR 20.67 +0.00 [0.00, 4.76] 0.080 0.952
GPT-5.4 AR 18.40 ZH 9.05 −8.33 [−9.52, −4.76] <0.001 <0.001 ∗∗∗

GPT-5.4 AR 18.40 HI 23.30 +4.76 [3.70, 6.67] 0.001 0.048 ∗

GPT-5.4 TR 20.67 ZH 9.05 −9.52 [−14.29, −5.56] <0.001 <0.001 ∗∗∗

GPT-5.4 TR 20.67 HI 23.30 +0.00 [0.00, 4.76] 0.024 0.849
GPT-5.4 ZH 9.05 HI 23.30 +14.29 [9.52, 19.05] <0.001 <0.001 ∗∗∗

Son. 4.6 EN 17.68 AR 14.53 +0.00 [0.00, 0.00] <0.001 0.032 ∗

Son. 4.6 EN 17.68 TR 15.99 +0.00 [0.00, 0.00] 0.015 0.583
Son. 4.6 EN 17.68 ZH 13.14 +0.00 [−4.76, 0.00] <0.001 0.003 ∗∗

Son. 4.6 EN 17.68 HI 13.30 +0.00 [−4.76, 0.00] <0.001 0.005 ∗∗

Son. 4.6 AR 14.53 TR 15.99 +0.00 [0.00, 0.00] 0.030 0.952
Son. 4.6 AR 14.53 ZH 13.14 +0.00 [0.00, 0.00] 0.218 0.952
Son. 4.6 AR 14.53 HI 13.30 +0.00 [0.00, 0.00] 0.131 0.952
Son. 4.6 TR 15.99 ZH 13.14 +0.00 [0.00, 0.00] 0.005 0.231
Son. 4.6 TR 15.99 HI 13.30 +0.00 [0.00, 0.00] 0.003 0.116
Son. 4.6 ZH 13.14 HI 13.30 +0.00 [0.00, 0.00] 0.931 0.952

Gem. 3 Fl. EN 35.21 AR 51.72 +16.67 [11.11, 20.00] <0.001 <0.001 ∗∗∗

Gem. 3 Fl. EN 35.21 TR 40.30 +4.76 [0.00, 9.52] <0.001 0.011 ∗

Gem. 3 Fl. EN 35.21 ZH 36.72 +0.00 [0.00, 4.76] 0.143 0.952
Gem. 3 Fl. EN 35.21 HI 53.22 +19.05 [14.29, 22.22] <0.001 <0.001 ∗∗∗

Gem. 3 Fl. AR 51.72 TR 40.30 −9.52 [−14.29, −5.56] <0.001 <0.001 ∗∗∗

Gem. 3 Fl. AR 51.72 ZH 36.72 −9.52 [−14.29, −9.52] <0.001 <0.001 ∗∗∗

Gem. 3 Fl. AR 51.72 HI 53.22 +0.00 [−4.76, 5.56] 0.385 0.952
Gem. 3 Fl. TR 40.30 ZH 36.72 −4.76 [−6.67, 0.00] 0.026 0.903
Gem. 3 Fl. TR 40.30 HI 53.22 +14.29 [6.67, 19.05] <0.001 <0.001 ∗∗∗

Gem. 3 Fl. ZH 36.72 HI 53.22 +14.29 [13.33, 20.00] <0.001 <0.001 ∗∗∗

DeepSeek EN 12.29 AR 6.02 −4.76 [−9.52, 0.00] <0.001 <0.001 ∗∗∗

DeepSeek EN 12.29 TR 13.33 +0.00 [0.00, 4.76] 0.293 0.952
DeepSeek EN 12.29 ZH 14.07 +0.00 [0.00, 4.17] 0.139 0.952
DeepSeek EN 12.29 HI 17.77 +5.56 [0.00, 9.52] <0.001 0.008 ∗∗

DeepSeek AR 6.02 TR 13.33 +0.00 [0.00, 5.56] <0.001 <0.001 ∗∗∗

DeepSeek AR 6.02 ZH 14.07 +4.76 [4.76, 9.52] <0.001 <0.001 ∗∗∗

DeepSeek AR 6.02 HI 17.77 +11.11 [5.56, 14.29] <0.001 <0.001 ∗∗∗

DeepSeek TR 13.33 ZH 14.07 +0.00 [0.00, 0.00] 0.816 0.952
DeepSeek TR 13.33 HI 17.77 +4.76 [4.76, 5.56] <0.001 0.014 ∗

DeepSeek ZH 14.07 HI 17.77 +4.76 [0.00, 5.56] 0.004 0.169

Continued on next page
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Backbone Left MeanL Right MeanR ∆ 95% CI p pHolm

Qwen 9B EN 3.20 AR 4.32 +0.00 [0.00, 0.00] 0.031 0.952
Qwen 9B EN 3.20 TR 3.95 +0.00 [0.00, 0.00] 0.234 0.952
Qwen 9B EN 3.20 ZH 3.66 +0.00 [0.00, 0.00] 0.125 0.952
Qwen 9B EN 3.20 HI 4.11 +0.00 [0.00, 0.00] 0.172 0.952
Qwen 9B AR 4.32 TR 3.95 +0.00 [0.00, 0.00] 0.344 0.952
Qwen 9B AR 4.32 ZH 3.66 +0.00 [0.00, 0.00] 0.109 0.952
Qwen 9B AR 4.32 HI 4.11 +0.00 [0.00, 0.00] 0.676 0.952
Qwen 9B TR 3.95 ZH 3.66 +0.00 [0.00, 0.00] 0.562 0.952
Qwen 9B TR 3.95 HI 4.11 +0.00 [0.00, 0.00] 0.625 0.952
Qwen 9B ZH 3.66 HI 4.11 +0.00 [0.00, 0.00] 0.312 0.952

B.2 Cross-backbone comparisons within each language

Two-sided Wilcoxon signed-rank tests over paired task-level satisfaction scores (55 paired
DevAI tasks after averaging over the three developer-agent frameworks). ∆ denotes right
minus left, and the confidence interval is a 95% bootstrap interval for the paired median
difference. We report both raw p-values and Holm-Bonferroni-adjusted pHolm values after
correcting over all pairwise Wilcoxon tests reported in this appendix.

Table 5: Pairwise backbone comparisons per language. ∆ = median dif-
ference; CI = bootstrap 95% confidence interval. Significance after Holm
correction: ∗∗∗ pHolm <0.001; ∗∗ pHolm <0.01; ∗ pHolm <0.05; n.s. other-
wise.

Lang. Left MeanL Right MeanR ∆ 95% CI p pHolm

EN GPT-4o 44.72 GPT-5.4 9.09 −33.33 [−38.10, −33.33] <0.001 <0.001 ∗∗∗

EN GPT-4o 44.72 Son. 4.6 17.68 −25.93 [−33.33, −23.81] <0.001 <0.001 ∗∗∗

EN GPT-4o 44.72 Gem. 3 Fl. 35.21 −9.52 [−19.05, −4.76] <0.001 0.036 ∗

EN GPT-4o 44.72 DeepSeek 12.29 −33.33 [−38.10, −28.57] <0.001 <0.001 ∗∗∗

EN GPT-4o 44.72 Qwen 9B 3.20 −40.00 [−42.86, −38.10] <0.001 <0.001 ∗∗∗

EN GPT-5.4 9.09 Son. 4.6 17.68 +9.52 [4.76, 14.29] <0.001 0.001 ∗∗

EN GPT-5.4 9.09 Gem. 3 Fl. 35.21 +22.22 [16.67, 28.57] <0.001 <0.001 ∗∗∗

EN GPT-5.4 9.09 DeepSeek 12.29 +0.00 [0.00, 4.76] 0.136 0.952
EN GPT-5.4 9.09 Qwen 9B 3.20 +0.00 [−4.76, 0.00] <0.001 0.005 ∗∗

EN Son. 4.6 17.68 Gem. 3 Fl. 35.21 +14.29 [9.52, 16.67] <0.001 <0.001 ∗∗∗

EN Son. 4.6 17.68 DeepSeek 12.29 −8.33 [−9.52, −4.17] <0.001 0.008 ∗∗

EN Son. 4.6 17.68 Qwen 9B 3.20 −14.29 [−16.67, −14.29] <0.001 <0.001 ∗∗∗

EN Gem. 3 Fl. 35.21 DeepSeek 12.29 −22.22 [−23.81, −16.67] <0.001 <0.001 ∗∗∗

EN Gem. 3 Fl. 35.21 Qwen 9B 3.20 −28.57 [−28.57, −23.81] <0.001 <0.001 ∗∗∗

EN DeepSeek 12.29 Qwen 9B 3.20 −4.76 [−9.52, −4.76] <0.001 <0.001 ∗∗∗

AR GPT-4o 26.25 GPT-5.4 18.40 −4.76 [−9.52, −4.76] <0.001 0.030 ∗

AR GPT-4o 26.25 Son. 4.6 14.53 −6.67 [−16.67, −3.70] <0.001 0.003 ∗∗

AR GPT-4o 26.25 Gem. 3 Fl. 51.72 +23.81 [19.05, 28.57] <0.001 <0.001 ∗∗∗

AR GPT-4o 26.25 DeepSeek 6.02 −19.05 [−22.22, −16.67] <0.001 <0.001 ∗∗∗

AR GPT-4o 26.25 Qwen 9B 4.32 −19.05 [−23.81, −16.67] <0.001 <0.001 ∗∗∗

AR GPT-5.4 18.40 Son. 4.6 14.53 +0.00 [−4.76, 4.17] 0.123 0.952
AR GPT-5.4 18.40 Gem. 3 Fl. 51.72 +33.33 [27.78, 38.10] <0.001 <0.001 ∗∗∗

AR GPT-5.4 18.40 DeepSeek 6.02 −9.52 [−14.29, −9.52] <0.001 <0.001 ∗∗∗

AR GPT-5.4 18.40 Qwen 9B 4.32 −11.11 [−19.05, −9.52] <0.001 <0.001 ∗∗∗

AR Son. 4.6 14.53 Gem. 3 Fl. 51.72 +33.33 [26.67, 40.00] <0.001 <0.001 ∗∗∗

AR Son. 4.6 14.53 DeepSeek 6.02 −9.52 [−14.29, −4.76] <0.001 <0.001 ∗∗∗

AR Son. 4.6 14.53 Qwen 9B 4.32 −13.33 [−14.29, −4.76] <0.001 <0.001 ∗∗∗

AR Gem. 3 Fl. 51.72 DeepSeek 6.02 −46.67 [−52.38, −38.10] <0.001 <0.001 ∗∗∗

AR Gem. 3 Fl. 51.72 Qwen 9B 4.32 −46.67 [−55.56, −38.89] <0.001 <0.001 ∗∗∗

Continued on next page

15



Published as a conference paper at COLM 2026

Lang. Left MeanL Right MeanR ∆ 95% CI p pHolm

AR DeepSeek 6.02 Qwen 9B 4.32 +0.00 [0.00, 0.00] 0.015 0.594

TR GPT-4o 40.53 GPT-5.4 20.67 −21.43 [−23.81, −16.67] <0.001 <0.001 ∗∗∗

TR GPT-4o 40.53 Son. 4.6 15.99 −23.81 [−28.57, −20.83] <0.001 <0.001 ∗∗∗

TR GPT-4o 40.53 Gem. 3 Fl. 40.30 −0.00 [−4.76, 5.56] 0.722 0.952
TR GPT-4o 40.53 DeepSeek 13.33 −27.78 [−33.33, −22.22] <0.001 <0.001 ∗∗∗

TR GPT-4o 40.53 Qwen 9B 3.95 −33.33 [−42.86, −33.33] <0.001 <0.001 ∗∗∗

TR GPT-5.4 20.67 Son. 4.6 15.99 +0.00 [−4.76, 4.76] 0.212 0.952
TR GPT-5.4 20.67 Gem. 3 Fl. 40.30 +16.67 [14.29, 23.81] <0.001 <0.001 ∗∗∗

TR GPT-5.4 20.67 DeepSeek 13.33 −4.76 [−9.52, −4.76] <0.001 0.004 ∗∗

TR GPT-5.4 20.67 Qwen 9B 3.95 −14.29 [−19.05, −9.52] <0.001 <0.001 ∗∗∗

TR Son. 4.6 15.99 Gem. 3 Fl. 40.30 +19.05 [14.29, 27.78] <0.001 <0.001 ∗∗∗

TR Son. 4.6 15.99 DeepSeek 13.33 −4.76 [−9.52, 0.00] 0.016 0.594
TR Son. 4.6 15.99 Qwen 9B 3.95 −14.29 [−14.29, −11.11] <0.001 <0.001 ∗∗∗

TR Gem. 3 Fl. 40.30 DeepSeek 13.33 −27.78 [−33.33, −22.22] <0.001 <0.001 ∗∗∗

TR Gem. 3 Fl. 40.30 Qwen 9B 3.95 −33.33 [−38.10, −27.78] <0.001 <0.001 ∗∗∗

TR DeepSeek 13.33 Qwen 9B 3.95 −4.76 [−9.52, 0.00] <0.001 <0.001 ∗∗∗

ZH GPT-4o 41.53 GPT-5.4 9.05 −33.33 [−38.10, −23.81] <0.001 <0.001 ∗∗∗

ZH GPT-4o 41.53 Son. 4.6 13.14 −27.78 [−33.33, −20.00] <0.001 <0.001 ∗∗∗

ZH GPT-4o 41.53 Gem. 3 Fl. 36.72 −4.76 [−11.11, 0.00] 0.063 0.952
ZH GPT-4o 41.53 DeepSeek 14.07 −27.78 [−33.33, −20.83] <0.001 <0.001 ∗∗∗

ZH GPT-4o 41.53 Qwen 9B 3.66 −38.10 [−38.89, −33.33] <0.001 <0.001 ∗∗∗

ZH GPT-5.4 9.05 Son. 4.6 13.14 +4.17 [0.00, 11.11] 0.023 0.837
ZH GPT-5.4 9.05 Gem. 3 Fl. 36.72 +22.22 [19.05, 28.57] <0.001 <0.001 ∗∗∗

ZH GPT-5.4 9.05 DeepSeek 14.07 +4.76 [0.00, 5.56] 0.014 0.570
ZH GPT-5.4 9.05 Qwen 9B 3.66 +0.00 [−4.76, 0.00] <0.001 0.002 ∗∗

ZH Son. 4.6 13.14 Gem. 3 Fl. 36.72 +20.00 [14.29, 28.57] <0.001 <0.001 ∗∗∗

ZH Son. 4.6 13.14 DeepSeek 14.07 +0.00 [−4.76, 0.00] 0.530 0.952
ZH Son. 4.6 13.14 Qwen 9B 3.66 −9.52 [−14.29, −4.76] <0.001 <0.001 ∗∗∗

ZH Gem. 3 Fl. 36.72 DeepSeek 14.07 −22.22 [−23.81, −14.29] <0.001 <0.001 ∗∗∗

ZH Gem. 3 Fl. 36.72 Qwen 9B 3.66 −28.57 [−33.33, −23.81] <0.001 <0.001 ∗∗∗

ZH DeepSeek 14.07 Qwen 9B 3.66 −5.56 [−9.52, −4.76] <0.001 <0.001 ∗∗∗

HI GPT-4o 44.02 GPT-5.4 23.30 −22.22 [−25.00, −16.67] <0.001 <0.001 ∗∗∗

HI GPT-4o 44.02 Son. 4.6 13.30 −33.33 [−38.10, −26.67] <0.001 <0.001 ∗∗∗

HI GPT-4o 44.02 Gem. 3 Fl. 53.22 +9.52 [0.00, 14.29] 0.009 0.359
HI GPT-4o 44.02 DeepSeek 17.77 −28.57 [−33.33, −23.81] <0.001 <0.001 ∗∗∗

HI GPT-4o 44.02 Qwen 9B 4.11 −38.89 [−44.44, −33.33] <0.001 <0.001 ∗∗∗

HI GPT-5.4 23.30 Son. 4.6 13.30 −5.56 [−13.33, −4.17] <0.001 0.001 ∗∗

HI GPT-5.4 23.30 Gem. 3 Fl. 53.22 +33.33 [22.22, 33.33] <0.001 <0.001 ∗∗∗

HI GPT-5.4 23.30 DeepSeek 17.77 −5.56 [−9.52, 0.00] 0.003 0.128
HI GPT-5.4 23.30 Qwen 9B 4.11 −19.05 [−20.00, −14.29] <0.001 <0.001 ∗∗∗

HI Son. 4.6 13.30 Gem. 3 Fl. 53.22 +40.00 [28.57, 44.44] <0.001 <0.001 ∗∗∗

HI Son. 4.6 13.30 DeepSeek 17.77 +4.76 [0.00, 5.56] 0.036 0.952
HI Son. 4.6 13.30 Qwen 9B 4.11 −9.52 [−12.50, −4.76] <0.001 <0.001 ∗∗∗

HI Gem. 3 Fl. 53.22 DeepSeek 17.77 −38.10 [−40.74, −28.57] <0.001 <0.001 ∗∗∗

HI Gem. 3 Fl. 53.22 Qwen 9B 4.11 −47.62 [−60.00, −38.10] <0.001 <0.001 ∗∗∗

HI DeepSeek 17.77 Qwen 9B 4.11 −11.11 [−14.29, −9.52] <0.001 <0.001 ∗∗∗

C Arabic Performance Analysis

Arabic provides the clearest example of backbone-dependent language effects. Under GPT-
4o, Arabic is the weakest setting, largely due to stricter evidence weighting: the judge more
often rejects placeholder artifacts, unresolved warnings, and trajectory-only claims unless
supported by direct file content.
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Figure 7: Requirement satisfaction (%) by language and framework for the GPT-4o baseline,
shown as a heatmap where darker blue indicates higher satisfaction. Arabic is the weakest
language across all three frameworks, while English, Hindi, Turkish, and Chinese form a
stronger cluster with smaller cross-framework variation.

Gemini behaves differently, achieving the highest Arabic satisfaction (51.72%, p < 0.001,
95% CI [19.05, 28.57] vs. GPT-4o). The advantage persists at higher thresholds: Gemini
exceeds 20%, 50%, and 70% satisfaction on 89.09%, 47.88%, and 25.45% of tasks, respectively,
and reaches 6.67% TSR.

The requirement-type breakdown clarifies the gap. In Arabic, Gemini performs strongly
across Data Loading (70.97%), Training (80.00%), Visualization (63.64%), Model Construction
(33.33%), and Evaluation Metrics (38.00%). In contrast, GPT-4o drops sharply in semantically
dense categories such as Model Construction (14.06%) and Evaluation Metrics (14.67%). The
Arabic results therefore reflect cross-backbone differences rather than inherent language
difficulty.

D GPT-4o Baseline: Detailed Multilingual Figures

Figures 7–12 provide framework-resolved detail for the GPT-4o baseline, which serves as
the primary reference point for the multilingual analysis.
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Figure 8: Task Solve Rate (%) by language and framework for the GPT-4o baseline, shown
as a heatmap where darker orange indicates higher completion. TSR remains low across
all settings (1.82% to 3.64%), confirming that full task completion is rare even under the
strongest backbone, despite substantial partial progress.

Figure 9: Cross-language satisfaction profiles (left) and cross-language variability (right)
for the GPT-4o baseline. The left panel shows that all three frameworks exhibit the same
Arabic dip, while OpenHands is the most stable across non-Arabic languages. The right
panel quantifies cross-language standard deviation per framework.

Figure 10: Input tokens vs. satisfaction (left) and runtime vs. satisfaction (right) for the
GPT-4o baseline. Each point is a language-framework pair. Arabic uses the most input
tokens but achieves the lowest satisfaction, while Hindi uses the fewest tokens and achieves
among the highest satisfaction. This visual evidence is consistent with the non-significant
Spearman correlations reported in the Discussion.
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Figure 11: Task-level requirement satisfaction distributions by language and framework
for the GPT-4o baseline. Box plots show median, interquartile range, and outliers across
the 55 tasks. The large spread within each setting confirms that task-level heterogeneity is
substantial, reinforcing the importance of reporting variance alongside means.

Figure 12: Runtime and token usage panels by language and framework for the GPT-4o
baseline. These panels complement Table 2 by showing how resource consumption varies
across multilingual settings within a single backbone.
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Table 6: Percentile success rates (%) by language and backbone, averaged over three frame-
works. Each backbone group reports the fraction of tasks exceeding 20%, 50%, 70%, and
100% satisfaction (100% = TSR). Numerical values underlying Figure 3. Gold = best per

row-threshold; Silver = second best.

GPT-4o GPT-5.4 Sonnet 4.6 Gemini 3 Flash DeepSeek V3.2 Qwen3.5-9B

Lang. >20 >50 >70 100 >20 >50 >70 100 >20 >50 >70 100 >20 >50 >70 100 >20 >50 >70 100 >20 >50 >70 100

EN 85.45 33.94 10.91 3.03 9.09 1.82 1.82 1.21 25.45 3.64 3.64 0.00 62.42 23.64 9.09 4.24 16.97 4.24 2.42 0.00 4.24 1.21 0.61 0.00
AR 50.91 8.48 3.64 2.42 35.76 4.85 2.42 0.61 21.21 3.64 3.64 0.00 89.09 47.88 25.45 6.67 8.48 3.03 0.61 0.00 4.85 1.82 1.82 0.00
TR 80.61 27.88 8.48 1.82 37.58 8.48 4.85 0.61 24.24 3.64 3.64 0.00 78.18 25.45 12.12 4.85 23.03 7.27 2.42 0.00 5.45 1.82 0.61 0.00
ZH 80.00 30.30 12.73 1.82 12.12 2.42 1.82 0.61 14.55 3.64 3.64 0.00 70.30 22.42 10.91 2.42 16.97 6.67 3.64 0.00 5.45 1.21 0.61 0.00
HI 88.48 31.52 10.30 2.42 46.67 7.88 2.42 0.00 16.36 3.64 3.64 0.00 86.67 50.30 33.33 5.45 30.30 6.67 3.03 0.00 6.67 1.82 1.21 0.00

Table 7: Requirement-type sensitivity (%) across languages and backbones. Requirements
grouped into six functional categories; values pooled across three frameworks. Numerical
values underlying Figure 4. Gold = best per row; Silver = second best.

GPT-4o GPT-5.4 Sonnet 4.6 Gemini 3 Flash DeepSeek V3.2 Qwen3.5-9B

Req. Type (#) EN AR TR ZH HI EN AR TR ZH HI EN AR TR ZH HI EN AR TR ZH HI EN AR TR ZH HI EN AR TR ZH HI

Data Load. (62) 46.24 66.13 59.68 50.54 60.22 3.76 5.91 13.44 4.30 16.67 2.69 3.23 3.23 3.23 3.23 25.81 70.97 38.17 31.18 61.83 5.38 1.61 6.99 8.06 12.37 1.08 2.15 1.61 1.61 1.61
Preproc. (70) 39.05 17.14 18.10 45.71 41.90 4.29 6.19 9.05 2.86 8.57 7.14 5.24 6.19 4.29 5.71 18.57 33.33 24.76 15.24 39.05 4.76 2.86 5.24 7.14 6.19 1.90 2.86 2.86 1.90 2.86
Model Constr. (64) 29.69 14.06 38.02 28.65 30.21 3.12 10.94 18.75 4.69 15.62 6.25 6.25 6.25 5.73 5.73 22.40 33.33 29.69 26.56 39.06 10.42 4.69 11.98 10.42 15.10 2.60 3.12 4.69 2.60 4.69
Training (20) 78.33 41.67 56.67 75.00 65.00 38.33 56.67 41.67 46.67 51.67 30.00 25.00 21.67 21.67 21.67 66.67 80.00 71.67 73.33 81.67 28.33 26.67 26.67 30.00 33.33 20.00 25.00 18.33 23.33 20.00
Eval. Metrics (50) 58.67 14.67 38.67 33.33 41.33 19.33 24.00 18.00 16.67 20.67 8.00 3.33 4.00 2.00 2.00 24.00 38.00 21.33 32.00 30.00 8.67 4.00 3.33 6.00 3.33 2.00 2.67 2.00 2.00 2.00
Visualiz. (99) 40.07 15.49 40.40 34.01 37.37 7.41 25.59 27.27 6.06 36.03 41.75 35.35 40.07 31.99 31.65 56.23 63.64 57.91 51.85 69.70 17.85 6.73 21.21 22.22 31.31 1.68 2.36 1.68 2.02 2.02

E Full Numerical Tables for Main-Text Figures

We report the full numerical values corresponding to the main-text figures in Tables 6 and 7.
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F Supplementary Material Note

Detailed requirement-level tables, task-level runtime statistics, and the full comprehensive
multilingual experiment tables are provided in the supplementary material.
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